
Deep Learning for Diabetic Retinopathy
Diagnosis & Analysis

Thesis submitted in accordance with the requirements of
the University of Liverpool for the degree of Doctor in Philosophy

by
Harry Pratt



Abstract

The diagnosis of diabetic retinopathy (DR) during large-scale diabetic screening is important

to prevent sight loss in a significant proportion of the working population. The early detection

of disease and quantification of disease progression is vital in order to prevent future loss of

vision. Diagnosis of DR is performed through medical image analysis. After the success of

deep learning in other real-world applications, deep learning is also providing solutions with

good accuracy for medical image analysis and is seen as a key method for future applications

in the health sector. Current DR image analysis methods offer some automation of the feature

extraction process for features of DR but do not utilise the benefits of deep learning. The ap-

plication of initial deep learning methods to the diagnosis of DR presented in this thesis show

promising initial results on referable DR diagnosis. The extension of these initial methods to

more complex deep learning models and correlating multiple eye information shows that deep

learning can obtain a state-of-the-art classification for the referral of DR. The classification of

DR into more granular diagnosis also achieves reasonable accuracy. This thesis also presents

a method of training on large images using the Fourier domain in order to process medical im-

ages more efficiently during deep learning training. The speed of diagnosis that deep learning

provides suggests it is viable for point of care diagnosis. The visualisations techniques pre-

sented in this thesis, for both referable and multi-class diagnosis, offer clinical insight into the

models for predictions. The model visualisations presented give the clinicians, or graders, the

information in order to increase their diagnostic speed through highlighting regions of disease

and suggesting the severity level of disease. Hence, the work presented shows the benefits of

implementing deep learning analysis to the problem of DR diagnosis either for timely referrals

or for grading support.
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Chapter 1

Introduction

1.1 Overview

Diabetic retinopathy (DR) is one of the main causes of blindness worldwide and one of the

leading causes of blindness in the UK and the western world for people of a working age [1, 2].

The condition occurs due to the affects of diabetes on the small blood vessels in the retina. If

detected early the severe visual impairment that can occur later can be slowed or averted with

effective treatment. Therefore, it is important that people with diabetes are screened for signs

of DR every year by a local diabetic eye screening service; this is currently the case. However,

diagnosis is challenging as the disease has few symptoms at its early stages and what symp-

toms there are tend to be very hard to detect. Diagnosis is therefore time consuming and costly

because it needs to be undertaken by trained graders.

Furthermore, due to increasing life expectancy, sedentary lifestyles and other contributing fac-

tors, the number of people with diabetes is increasing at a significant rate. The number of

people with diabetes has tripled within the last decade and is predicted to double in the next

decade from 3.5 to 7 million people [3]. This increase in the number of people with diabetes

will lead to more patients suffering from retinopathy. The constraints this puts on national

health services globally and, by extension peoples ability to work and hence the economy,

means that more cost-efficient and effective ways to screen patients is a necessity.

The current method of classification for DR requires a trained image grader to examine colour

fundus photographs of the retina. This is time consuming and its manual nature can lead to

variations in classifications across grading centres. Results can also take time to be fed back

to patients for treatment [4]. Classification methods involve identifying the presence of lesions

associated with vascular abnormalities [5]. While this approach is effective, its resource de-

mands are high. The expertise and equipment required are often lacking in areas where the rate

of diabetes in local populations is high and diabetic retinopathy detection is most needed. As

the number of individuals with diabetes continues to grow, the infrastructure needed to prevent

blindness due to diabetic retinopathy will become even more insufficient as more clinician time
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will be consumed by the performance of the classification task.

Screening methods for diabetic retinopathy have long been seen as inefficient; automated meth-

ods are seen as desirable so as to either aid, replace or speed up the diagnosis process [6, 7].

There are many reports of machine learning being successfully applied in the context of image

classification both in terms of accuracy and efficiency [8, 9]. The conjecture presented in this

thesis is that, using colour fundus images of the retina, it will be possible to create a system for

DR grading that operates to a level at least equivalent to that of a clinician in the context of the

early detection of diabetic retinopathy.

Convolutional neural networks (CNNs), a variety of deep learning (DL) algorithms, have an

impressive record for application in image analysis and interpretation, including medical imag-

ing. Using labelled data CNNs learn highly abstract features within training images which are

then used to define a classification model. This form of deep learning is most applicable to

image classification problems where large amounts of labelled image data is available. In the

context of diabetic retinopathy the clinicians’ grading can be used as the image label. The CNN

will then be trained to diagnose diabetic retinopathy based on this grading. The trained CNNs

can then produce predictions for previously unseen images. The objective of the research pre-

sented in this thesis is to utilise the idea of CNNs, along with the computing power of graphical

processor units (GPUs) and other machine learning methods, to address the automated grading

of diabetic retinopathy. GPUs are required to train CNNs in a viable time frame. Once trained

to sufficient levels of accuracy, CNNs can then be implemented in the screening process to

produce an initial response to a patient, at point of care, without requiring a qualified clinician

to be present.

Clinicians are often sceptical of methods that are hard to interpret replacing, or be a pre-

liminary step towards, final diagnosis. Therefore, any CNN mechanism directed at clinical

diagnosis also requires some explanation of the reason for the diagnosis so that some level of

confidence can be attached to the prediction.

The work presented in this thesis seeks to solve numerous research objectives (see Section 1.3)

which relate to retinal image classification according to the severity of the detected diabetic

retinopathy (if any) in the context of numerous features which are difficult to distinguish and

hence contribute to the problem of diagnosis. The thesis presents several approaches to the

problem. Although the methods are generally applicable, this thesis is directed at supporting

diabetic retinopathy diagnosis in the National Health Service (NHS) and particularly the Liv-

erpool Diabetic Eye Screening Programme. The latter deals with a diverse range of patients in

the context of ethnicity, age and other health factors. An example of an image, received as part

of a screening programme, which requires diagnosis is given in Figure 1.1. Currently features
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Figure 1.1: Example of a retinal fundus image

of the condition are identified manually by trained clinicians. These features are then collated

and a classification is reached according to numerous logic rules applied to the quantity and

location of the detected features. The closer a feature is to the macula, the area in the center of

the retina, the more contribution it has towards the severity of disease classification. Thus, any

deep learning image classification method to determine the level of diabetic retinopathy within

an image provides an example of a complex classification task involving significant challenges

as the separation between the disease and the levels of disease are not easily distinguishable.

The rest of this introductory chapter is organised as follows. The research motivation is de-

scribed in Section 1.2. Section 1.3 presents the research objective and Section 1.4 discusses

what challenges are involved in achieving the research objective. The research contributions

are then presented in Section 1.5. The researched methodology adopted is then described in

Section 1.6. The method for evaluating the level of success of the proposed solutions to the

diabetic retinopathy classification problem is described in Section 1.7. Section 1.8 gives details

of the work that has been published as a result of the research described in this thesis. Section

1.9 then describes the organisation of the remainder of the thesis.

1.2 Motivation

Extracting features from images to gain quantitative information which can then be used for

diagnosis is common in medical image analysis [10, 11, 12]. The classification is then based

on a combination of quantified features, extracted from the images, relating to the disease. The

most common features extracted from fundus images of the retina are the optic disc, blood ves-

sels, haemorrhages, microaneurysms and exudates [13, 14]. Work such as [13] by Saleh et al.

and [14] Ravishankar et al. extracts each features using separate methods and then combines

the detected features for analysis. However, extraction of individual features may not be the

3



best method for a diagnosis process which involves numerous features that are very similar

across the disease gradings, vary in size and quantity and include features which are hard to

define due to quality of data.

The motivation for the work described in this thesis is therefore to be able to effectively clas-

sify retinal images according to a combination of varying features which can not be used to

distinguish between classes individually. The features must be detected and combined for clas-

sification implicitly. The motivations for using deep learning for DR diagnosis for the research

described in this thesis are as follows:

1. Reducing clinician workloads
The increasing number of people with diabetes in the UK, and the waiting time between

getting screened and being diagnosed that currently exists, provides a clear motivation

for automated diagnosis. Early diagnosis of DR, is essential so that early treatment can

be applied so as to prevent loss of vision. Current DR screening programmes are: labour

intensive, subjective to the graders’ abilities and do not provide point of care diagnosis.

The advantages offered by automating the DR screening process, from a cost perspective

has been discussed at length and is widely accepted [6, 7]. Any automated method only

needs to filter out a small amount of images from those that need to be considered by an

expert to greatly reduce the cost of screening.

2. Application of ground breaking methods
Previous automated grading methods involve detecting features separately and often in-

volve only detecting microaneurysms1. Problems arise as these are very small lesions

and methods of reliable detection are part of on going research [5]. More robust systems

based on the numerous features of DR that can be detected, are thus desirable. Through

recent innovations in deep learning, and the development of GPUs to apply deep learning

methods, it is now possible to apply deep learning methods to more complex problems.

Applying deep learning to DR diagnosis therefore seems desirable.

3. Utilising new data
Image data is becoming increasingly more available through regular screening processes

such as the Liverpool Diabetic Eye Study2. This data, if labelled by medical experts, can

be used for supervised learning tasks where DL methods learn predictions based on the

provided labels [15]. The scale of the data that is now available provides an opportunity

for large scale training and validation of automated methods using deep learning. The

scale of the data available is also indicative of the increasing amount of data that expert

graders are required to classify.

1Capillary dilatations which appear as red dots.
2LDES - https://impact.ref.ac.uk/CaseStudies/CaseStudy.aspx?Id=3862
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1.3 Research Aim & Objectives

The research aim that this thesis seeks to address, given the above motivation is therefore:

To design, build and test new automated screening models, using deep learning techniques,

that are suitable for point of care diabetic retinopathy grading.

The resolution of the above research aim entails the provision of answers to a number of sub-

sidiary objectives as follows:

1. Determine the most appropriate deep learning based methods that can be effectively

utilised for image classification. Deep learning algorithms cover a broad spectrum of

classification techniques. The most appropriate deep learning method to extract the fea-

tures of DR from image data needs to be identified.

2. Ensure that any proposed method is applicable in both research and clinical practice.

Automated image analysis methods usually require large amounts of computing power

and can often be time consuming. Any proposed classification technique must be viable

in the context of point of care diagnosis.

3. Conclude which are the most effective classification models that address the imbalanced

classification problem that is a feature of diabetic retinopathy screening so as to provide

the required sensitivity and specificity. Any proposed method needs to take account of

the fact that it will see more negative cases than positive cases. Any proposed method

also needs to be able to learn from minimal amounts of data with respect to the rarer

classes.

4. Determine whether innovative automated grading techniques achieve, or outperform,

the performance of expert graders. Consensus between graders currently varies. It is

conceivable that a proposed deep learning method will agree more with a grader’s ground

truths than another’s if the algorithm learns from only one grader. It may also be possible

that deep learning algorithms could learn to make less mistakes than expert graders. For

any proposed method to be implemented in to the screening process its effectiveness

must at least match the current level of grader consensus.

5. Determine whether the deep learning method works better than other techniques. The

proposed method must be work better than the currently available commercial systems in

order for it to be able to improve the clinical process. The method must also outperform

other work in literature in order for the proposed method to be viable in both a clinical

and academic setting.
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1.4 Research Challenges

In addition to achieving the research aim and finding solutions to the subsidiary objectives, the

work presented in this thesis also sought to address the following research challenges.

1. High Level Performance Through An Appropriate Method
There are a range of deep learning methods used for data and image analysis that aim

to extract information from data. To achieve a high level of performance for DR feature

extraction and classification an appropriate method must be chosen. For any automated

diagnosis method to be adopted in a widespread manner its operation must be equivalent,

or better, to any manual process. Otherwise, even though the method may be justified

from an economic and time efficiency perspective, in the context of medical diagno-

sis this is given less importance than the accuracy of diagnosis. However, subjectivity

already exists between individual clinicians, different grading centres, nationally and

internationally. Therefore, any automated method must aim to match, or ideally beat,

current agreement between clinicians.

2. Scepticism Regarding Automated Techniques
A second challenge, as noted earlier, concerning the use of deep learning to aid clinicians

in the diagnosis of DR, is that health professionals tend to be sceptical of methods that are

not perceived to be interpretable. The issue of trust in any classification produced relates

directly to how professionals believe that a classifier is interpreting the information. Deep

learning classification methods do not provide any visual, or feature specific, information

concerning the predicted classification. In order for clinicians and deep learning experts

to be convinced of the effectiveness of any proposed deep learning DR diagnosis system,

justifications of results must be provided.

3. Quantity and Quality of Data
An issue regarding the diagnosis of DR in fundus images taken from patients is the

quantity of the data, which in turn entails significant computer storage. Therefore the

methods used for both training and validation must be computationally viable. Naturally,

due to the fact that the screening process involves a variety of types of patient, screening

data may contain images containing other eye diseases, artefacts and poorly taken images

that are ungradeable. The patient may only be able to be seen for a short period of time

and therefore there may be no the time to retake an ungradeable image. Therefore, any

proposed system must be robust in the context of image features which are not related to

DR diagnosis and the possible presence of poor quality images.

4. Complexity of Diagnosis
The numerous features that are involved in the classification process, and the various

combinations of these features that result in different classifications, represents a com-

plex classification problem. There are numerous different features that need to be de-
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tected within the fundus image data some of which are visually similar. The diagnosis of

DR is based on different combinations of features. This means that any proposed classi-

fication algorithm must take these combination of features in to account, either explicitly

or implicitly. Features may also be sparse in some images, thus processing must be ap-

plied so that features are easier to detect either prior to or during the automated diagnosis

process.

5. Data Imbalance
As noted in the context of subsidiary objective 3 listed in Section 1.3 there is a recog-

nised issue with real life screening processes in that imbalanced data is produced. More

severe cases of DR tend to be rarer than the more moderate and mild forms of DR. With

respect to the fundus image data used to support the research presented in this thesis

the majority of fundus images, retrieved from screening, are from retinas that do not not

feature any DR. The classification algorithm not only needs to be objective when classi-

fying these images but it also needs to learn from sparse information with respect to the

more serious forms of DR. Appropriate methods must be identified when training any

proposed algorithm so that the classification remains objective in all cases.

Given the above any proposed solution directed at the DR automated grading problem needs to

address all of the above challenges.

1.5 Research Contributions

Based on the above research objectives, this thesis presents a number of contributions. These

relate to two separate fields of study: (i) contributions to medical image analysis and (ii) contri-

butions to the application of deep learning. The research contributions with respect to medical

image analysis are:

1. An effective automated deep learning approach to address the DR diagnosis process

which avoids the need for manual feature extraction.

2. An effective automated deep learning approach for detecting ungradeable images in the

context of the DR screening process.

3. An automated deep learning approach for addressing medical image classification prob-

lems.

4. A foundation for future automated DR screening systems.

5. An automated deep learning approach for expanding per-eye diagnosis to per-patient

diagnosis.

6. A deep learning approach to visualise the regions of the fundus images responsible for

the classification of DR.
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The contributions with respect to computer science were:

1. A novel deep learning approach, the Fourier Convolutional Neural Networks (FCNN)

approach, that addresses the problem of CNNs requiring enormous amounts of comput-

ing power to deal with large images.

2. A case study of the application of FCNNs to a medical imaging problem, DR referral

diagnosis, as well as baseline deep learning datasets.

3. The provision of a benchmark deep learning dataset that can be used by the machine

learning community.

1.6 Research Methodology

The adopted research methodology directed at achieving the above research objectives was to

investigate a series of deep learning techniques to achieve the desired level of disease classifica-

tion. These methods were based on the supervised learning approach each using a pre-labelled

dataset to learn feature representations. The three techniques to be considered were: (i) tradi-

tional CNNs (ii) deep CNNs and (iii) Fourier CNNs.

The initial work, on start-up, was directed at data collection and pre-processing. It was an-

ticipated that the quality of images acquired would be affected by colour variations and noise,

resulting from ethnicity and the device used to capture the image, as well as the machine ac-

quisition specifics such as operator experience, machine type and image compression. The aim

was to address these variations by normalising the luminance channels. The remaining aspects

of the image could be kept uniform as they could relate to the pathology of the desired DR clas-

sification. Once appropriate training data were available the three identified techniques could

be investigated in detail. The adopted methodology for this analysis was as follows:

The three techniques were all investigated in the following four-step manner:

1. Investigation and application of each technique to generate a deep learning model for the

classification of DR.

2. Experiments to evaluate the performance of the classification based on the output of the

generated deep learning model.

3. Analysis of the results obtained from point 2 followed by refinement of the technique to

further enhance the results.

4. Further evaluation of the refined technique.

In step 1 the first research objective described in Subsection 1.3, identification of the most

applicable deep learning techniques to apply to the problem, was addressed. The evaluation
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Figure 1.2: Binary Confusion Matrix.

conducted in steps 2 and 3 addressed research objective 2 from Subsection 1.3 by evaluating if

the method is applicable in both research and clinical practice based on the speed of the model

and its applicability in a clinical setting. Furthermore, the evaluation based on the criteria for

success will aim to approach objectives 3 and 4 from Subsection 1.3. The proposed method

that best serves to address the main research objective will then be determined by evaluating

the method which can best address all of the research objectives.

1.7 Criteria for Success

The provision of answers to the research aim, and subsidiary questions, presented in Section

1.3 requires the evaluation of various proposed techniques. The intention was to evaluate the

proposed methods by applying them to a large pre-labelled fundus image dataset from Kaggle3.

Both binary and multi-class evaluation was to be conducted. The evaluation metrics used were

as follows:

1. Binary classification: Sensitivity, Specificity, J Statistic, Accuracy and Area Under Curve

(AUC) for the Receiver Operating Characteristic (ROC) curve.

2. Multi-class classification: Accuracy, Quadratic Weighted Kappa, AUC of micro-average

ROC Curve and AUC of macro-average ROC Curve.

1.7.1 Binary Classification

In the binary context accuracy, sensitivity and specificity were obtained from a confusion ma-

trix of the form shown in Figure 1.2. In Figure 1.2, P ′ represents the positive predicted binary

class and N ′ represents the negative predicted binary class. Similarly, for the ground truth, P

represents the positive case and N represents the negative case. Images that have a positive

ground truth and are predicted to be positive are referred to as True Positives (TP), whereas
3https://www.kaggle.com/c/diabetic-retinopathy-detection/data
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negative images that are incorrectly predicted as positive are referred to as False Positives

(FP). Likewise, images with negative ground truth which are correctly predicted as negative

are referred to as True Negatives (TN) and images which have ground truth positive which are

predicted negative are referred to as False Negatives (FN). From these definitions, accuracy,

sensitivity, specificity and J statistic are defined as follows:

Accuracy =
TP + TN

TP + TN + FP + FN

(1.1)

=
Correctly Classified Images

All Images

Sensitivity =
TP

TP + FN

(1.2)

=
Correctly Classified Positive Images

All Positive Images

Specificity =
TN

TN + FP

(1.3)

=
Correctly Classified Negative Images

All Negative Images

J Statistic = Sensitivity + Specificity− 1. (1.4)

The final evaluation metric used in the context of binary classification was the AUC measure.

This is derived using a ROC curve, a method of calculating the trade-off between sensitivity

and specificity. The ROC metric is widely accepted in medical decision making and is fre-

quently used in the context of classification analysis [16]. The trade-off that the ROC curve

plots is between the proportion of positive images correctly classified (sensitivity) against the

proportion of negative images incorrectly classified (1 - specificity). An example ROC curve is

given in Figure 1.3. The plot shows the trade-off, where any increase in the number of positive

cases classified correctly will be at the cost of negative cases being misclassified as positive.

To compare two classifiers the area under the ROC curve (AUC) is computed. The better the

classifier performs the closer the ROC curve will be positioned towards the top left of the graph

and therefore the higher the AUC score. In Figure 1.3 the classifier achieves 0.82 AUC on the

training data and 0.65 AUC on the testing data. The dotted line is the ROC curve that would

be produced if the class label was simply guessed, thus, AUC= 0.5. In this example case, the

classifier performs better on the training data than the testing data. This is common in machine
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Figure 1.3: Receiver Operating Characteristic (ROC) Curve.

learning or supervised techniques which learn on the training data. In both cases the classifier

performance is better than a guess. The benefit of using ROC curves and AUC scores to anal-

yse predictions is due to the fact that they are insensitive to the class distribution [17]. This is

appropriate with respect to the work described in this thesis as datasets used feature imbalanced

class distributions.

The AUC is computed as follows [17]:

AUC =
S0 − n0(n0 + 1)/2

n0n1
(1.5)

S0 =
∑

ri. (1.6)

where ri is the rank of the ith positive image in a test set, sorted in ascending order according

to their estimated probability of having a positive ground truth, n0 is the number of positive

images in the test set and n1 is the number of negative images in the test set.

With regards to the work presented in this thesis relating to binary classifiers, sensitivity mea-

sures how effective the classifier is at identifying the “positive” fundus images. Conversely,

specificity measures how effective the classifier is at identifying the “negative” images. Accu-

racy is a measure of the overall performance of a classifier to classify images to their correct

classes. AUC was used to measure how well a classifier could identify positive images through

the trade off with misclassified negative images.

From a medical perspective clinicians were expected to be more favourable to DR image

classification methods that had a high sensitivity, thus few false negatives. A fundus image
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classification technique for DR that has a high sensitivity indicates a technique that is robust

and will not miss any positive case during screening. The work presented in this thesis uses the

sensitivity and specificity values at the Peak Point to determine which of the proposed methods

for binary classification produced the best results. The peak point is determined as the point at

which the J statistic is highest i.e. at which point the summation of the sensitivity and speci-

ficity is maximised. As well as the peak point the respective sensitivity and specificity values

are given where the opposite metric is equal to 0.8 and 0.9 in order to determine how well the

model performs at an arbitrary threshold. For example, if at the threshold of 0.9 sensitivity,

a model has a sensitivity of 0.8 then the model can still reasonably classify negative images

while classifying 90% of positive cases.

1.7.2 Multi-class Classification

In the case of multi-class classification, sensitivity for a class c was referred to as Recall and

precision of class c was defined as follows:

Precisionc =
TPc

TPc + FPc
(1.7)

=
Correctly Classified Positive Images

True Positives + False Positives
.

A one versus all mechanism was also adopted, thus given C classes there will be C AUC

values; one per class. The micro-average and macro-average AUC metrics were also used

to evaluate the proposed mechanisms in the multi-class setting. Micro-averaging calculates

the performance from the individual true positives, true negatives, false positives, and false

negatives of the the c-class model as follows:

Micro-Average Precision =
TP1 + ...+ TPc

TP1 + ...+ TPc + FP1 + ...+ FPc
(1.8)

Micro-Average Recall =
TP1 + ...+ TPc

TP1 + ...+ TPc + FN1 + ...+ FNc
. (1.9)

On the other hand, macro-averaging gives the average performance of each individual class.

This is defined as follows:

Macro-Average Precision =
Accuracy1 + ...+ Accuracyc

C
(1.10)

Macro-Average Recall =
Recall1 + ...+ Recallc

C
(1.11)

where C is the total number of classes and Recall = 1 − specificity. The plot of average

recall versus average precision can be used to produce AUC curves for the micro-average and

macro-average in a similar fashion to the way that sensitivity and specificity are used to calcu-

late AUC values in the binary case.

12



Furthermore, for the multi-class evaluation a quadratic weighted version of Cohen’s Kappa

metric [18] was also used. Cohen’s Kappa metric measures the agreement between two clas-

sifications. This is a commonly used metric for multi-class predictions [19] and is defined as

follows:

Cohen’s Kappa (κ) =
p0 − pe
1− pe

(1.12)

pe =
1

N2

∑
k

nk1nk2 (1.13)

where p0 is observed agreement between the two classifications (accuracy) and pe is the prob-

ability of agreement through chance. pe is calculated using equation 1.13 where k is a class

identifier, nk1 and nk2 are the number of classifications predicted to be in class k by observer

1 and observer 2 and N the total number of classifications. If there is complete agreement

κ = 1; and agreement by chance gives κ = 0. If the weighted kappa score is negative then the

agreement is less than random. The weighted quadratic version is defined as follows:

Quadratic Weighted Kappa(wκ) = 1−
∑k

i=1

∑k
j=1wijxij∑k

i=1

∑k
j=1wijmij

(1.14)

wij = 1− (i− j)2

(K − 1)2
(1.15)

where K is the total number of classes, w, x and m are elements in the weight, observed,

and expected matrices, respectively. Thus, wij would be the weight between the classes i and

j. The weight between two classes increases quadratically the further away the classes are.

Therefore, in analysis, the quadratic weight kappa rewards the model for predicting the ground

truth and penalises the model increasingly more the further away its prediction is.

Hence, with regards to the work presented in this thesis relating to multi-class classifiers, to

compare performances between different approaches the quadratic weighted kappa was used.

This is due to the fact that the classification problem under consideration is an incremental clas-

sification problem; the incremental severity of DR, was under consideration, therefore classes

were not mutually exclusive. Therefore, Cohen’s Kappa was not considered to be as appropri-

ate as the quadratic weighted kappa score and multi-class AUC values. Micro-averaging was

also desirable over macro-averaging in that the evaluation data featured a class imbalance and

the micro-average measure takes this in to account.

Where possible comparisons were made with methods in the literature. However, all com-

parisons were not possible due to the availability of datasets used by other approaches being

restricted. Therefore, the comparison made with these methods could only be shown in terms

of the reported results from the literature.
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1.8 Published Work

The work presented in this thesis has resulted in the following papers published in numerous

refereed publications.

1. Journals

(i) Pratt H., Coenen F., Broadbent. D.M., Harding S.P, Zheng Y., Convolutional Neu-

ral Networks for Diabetic Retinopathy, Procedia Computer Science, Volume 90,

2016, Pages 200-205, ISSN 1877-0509. In this paper initial experiments using

convolutional neural networks applied to the Kaggle dataset were published and

presented at MIUA 2016.

(ii) Pratt H., Williams B. M., Ku J.Y., Vas C., McCann E., Al-Bander B., Zhao Y.,

Coenen F. and Zheng, Y. Automatic detection and identification of retinal vessel

junctions in colour fundus photography (ext), Journal of Imaging, Volume 4, Arti-

cle Number 4, ISNN 2313-433X. An extension of the experiments presented in a

conference paper (i) which used a convolutional neural network approach; further

results were presented. The approach used images from the Messidor dataset and

created patches which were classified for vessel junctions.

(iii) Pratt H., Zheng, Y, Harding S., Williams B. M., Coenen F. and Broadbent D. Au-

tomated Diagnosis of Fundus Camera Images for Diabetic Retinopathy for Treat-

ment Referral, European Journal of Ophthalmology, Volume: 28. The results of

the developed CNN method for referral retinopathy according to both UK and In-

ternational standards. Presented at the EASDec conference 2018. EASDec is a

study group of the European Association for the Study of Diabetes (EASDec) with

special responsibility for the study of the eye complications of diabetes.

2. Conferences

(i) Automatic Detection and Identification of Retinal Vessel Junctions in Colour Fun-

dus Photography. Medical Image Understanding and Analysis. MIUA 2017. Com-

munications in Computer and Information Science, vol 723. Presented a convolu-

tional neural network approach to detecting vessel junctions. The approach used

images from the MESSIDOR dataset and created patches which were classified for

vessel junctions.

(ii) Pratt H., Williams B.M., Coenen F., and Zheng Y., FCNN: Fourier Convolutional

Neural Networks, Procedia Computer Science, Volume 90, 2016, Pages 200-205,

ISSN 1877-0509. Presented at the European Conference of Machine Learning

(ECML) 2017. This paper presented work on the FCNN concept; it provided a

proof of concept using two baseline deep learning datasets, Cifar10 and MNIST.
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(iii) Pratt H., Williams B.M., Broadbent. D.M., Harding S.P, Coenen F., and Zheng Y.,

Automated Diagnosis of Fundus Images for Diabetic Retinopathy for treatment re-

ferral. Presented at the European Association for the Study of Diabetes (EASDec)

2018. A presentation reporting on extended experiments applying deep CNN archi-

tectures to the Kaggle dataset to determine if the retinal image should be classified

as indicating referral for treatment as discussed in journal paper (iii).

1.9 Structure of Thesis

The structure of the rest of the thesis is as follows. Chapter 2 comprises a two part literature

review: deep learning and specifically convolutional neural networks and their application,

followed by current automated methods for diabetic retinopathy diagnosis. In Chapter 3 a

description of the image datasets used to evaluate the methods presented in this thesis are

given. An overview of the application domain of diabetic retinopathy, and the screening process

involved, is also given in Chapter 3. In Chapter 4 deep learning methods are explored and some

initial experiments reported on. The results and the issues that arose from these experiments

are also discussed. Chapter 5 reports on further experiments that were conducted in addition to

those reported on in Chapter 4. In Chapter 6 the proposed new deep learning method, the fourier

convolutional neural network method, is presented based on the evaluation results reported on

in Chapters 4 and 5. Chapter 7 presents methods aimed at solving the interpretability of the

deep learning methods considered in Chapters 4, 5 and 6. In Chapter 8 the thesis is concluded

with a summary of the work, the main findings in relation to the research aim and subsidiary

questions, and some suggestions for future work.
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Chapter 2

Literature Review

2.1 Introduction

Computer image analysis can be defined as the extraction of meaningful information from im-

ages; mainly from digital images by means of digital image processing techniques [20]. The

field was established in the 1950’s with the pioneering contributions of Azriel Rosenfeld, Her-

bert Freeman, Jack E. Bresenham and King-Sun Fu [21]. Since then, a great many techniques

have been proposed in order to perform image analysis on digital images. These techniques

can be broadly split into two main categories based on the task undertaken; segmentation or

classification. Both techniques fall under the broader scope of object recognition which is the

computer image analysis field of identifying objects in images. Segmentation aims to extract

features from within the images, whereas classification aims to classify an image explicitly ac-

cording to the features within it. The work presented in this thesis is focused on classification;

the classification techniques presented in this thesis relate solely to the classification of digital

images. Therefore, any further mention of the term image classification should be interpreted

as relating only to the classification of images in a digital format.

There are two main research issues associated with the domain of image classification. The

first is the identification of image representations that capture the most salient features in an

image which contribute towards the classification of the image. These image representations

can relate to either the spatial representation of the image or otherwise. The work presented in

this thesis considers two types of image representation: (i) spatial digital image representation

and (ii) representations based on the Fourier interpretation of a spatial image. The second issue

relates to the technique used to identify the features required for image classification to take

place and the classification of these features. The work presented in this thesis considers the

deep learning approach for classification, more specifically the convolutional neural network

(CNN) approach.

This chapter presents a discussion of the background to the above and a discussion of the

current methods that are currently available for automated diagnosis of diabetic retinopathy
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(DR). To aid understanding of this thesis Table 2.1 provides a description of the terminology

used in this chapter and throughout the rest of the thesis.

The remainder of this chapter is organised as follows. A definition of a digital image and

its representations is given in Section 2.2. The process of image classification is described in

Section 2.3. This is followed by a review of deep learning and its applications to image analy-

sis in Section 2.4 and then, more specifically, an overview of CNN methods for medical image

analysis. An overview of diabetic retinopathy and the screening processes typically adopted for

the disease are described in Section 2.5. Finally, in Section 2.6 a thorough review of the current

automated methods used in DR diagnosis is presented in order to compare the new techniques

presented in this thesis with existing techniques.

2.2 The Digital Image

Figure 2.1: An example 8 × 8 Digital image (left) represented as a 2D array of pixel intensity
values (right) [22]

A digital image, which is referred to in this thesis as simply an image, can be considered as

a discrete representation of data. Image data possesses both spatial and intensity information.

The spatial information relates to the layout of the image and the intensity information de-

scribes the colour information [20]. The intensity information relates to the pixel values in the

image and their combination spatially relates to the layout. At the basic level an image can

be described as an array of pixel intensity values as shown in Figure 2.1. For a digital image

produced by a camera, the individual pixel values correspond to the optical intensity received

by the camera from the physical surroundings [20]. Although digital image data is discrete,

when considering image analysis techniques, it is beneficial to treat an image as a continuous

spatial signal. This allows us to apply aspects of calculus to the image in order to understand

properties of the image and perform image analysis.

The rest of this section is arranged as follows. Image storage formats are presented in Sec-

tion 2.2.1. Section 2.2.2 presents a discussion on image quality. This is followed by 2.2.3
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Term Meaning
Activation Function A function that is used to determine how active a node is.
Automated Method Method requiring no manual input other than the data

Augmentation Altering of data in order to increase the amount available
Batch A small amount of data

Batch Normalisation Normalisation of batch input in a CNN
Backpropagation The backpropagation of errors algorithm

Chain Rule A formula from calculus for computing the derivative
Classifier Classification algorithm used for prediction

Convolution A mathematical operation that slides one function over another and measures
the integral of their point wise multiplication

Deep Learning The study of deep neural networks
Image Array of pixel intensity values

Intensity Colour of an image pixel
Kernel A square filter
Feature A measure quantity of DR

Forward Pass The feed forward implementation of a neural network
Fully-connected layer Each node is connected to every node in the previous layer

Gradient The derivative of a variable with respect to a function
Gradient Descent An optimisation algorithm based on descending down a gradient

Learning Rate The speed at which to descend during gradient descent
Minima A local or global minimum of a function

Momentum Acceleration over time towards a certain point
Neural Network A machine learning model containing artificial neurons (nodes)

Node An artificial neuron
Noise Image noise relating to random variation of brightness or colour information

Optimisation The process of finding the best parameters to minimise a function
Over-fitting A model that learns to classify training data and doesn’t generalise to

other data is said to be overfitting
Regularisation A process introduced in order to prevent overfitting

ReLU The Rectified Linear Unit activation function
Saddle Point A point on the surface of a graph of a function where the gradient becomes

zero but the point is not a local minima or maxima
Stride Rate at which a kernel moves

Subsample A sample drawn from a larger sample
Padding Adding excess numerical values to an array

Perceptron A layer of artificial nodes
Pixel Abbreviation of pixel element, it is indexed as a coordinate

in column-row format (m,n) from the origin of the image.
It is the smallest element of a digital image and contains a numerical value.

Vanishing Gradient Problem A problem found in gradient descent where the gradient
is vanishingly small causing training to become exceedingly slow

XOR The logical exclusive or operation that outputs true only when inputs differ
Vanilla A standard model

Table 2.1: Terminology
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which defines the colour spaces used throughout this thesis. Finally, Section 2.2.4 presents the

two representations of the image data that are used in this thesis.

2.2.1 Image Storage Formats

Image storage formats vary in terms of data type and format. The most appropriate format to

use depends on what is required from the image. The four types of image format used in this

thesis are defined as follows [20]:

1. Gray-scale data type is a 2D data type. One integer value is given to each pixel in an

image, this integer value typically ranges from 0 − 255. An example of a gray-scale

image is shown in Figure 2.2.

2. True Colour data is a 3D image data type. True colour data assigns three integer values

to represent each pixel with each value ranging from 0 to 255. An example of the three

gray-scale channels that comprise an RGB true colour image can be seen in Figure 2.3.

3. Floating-point image data is similar to other data types but instead of an integer the pixel

intensity value is defined by a floating-point number. The stored value may therefore

correspond to a measurement value instead of an intensity.

For digital images to be stored there must be a standard format. The format used throughout

this thesis is the Joint Photographic Expert Group format, commonly referred to as JPEG. This

is a format which aims to reduce the size of the image in the computer memory while still

preserving image information [20].

2.2.2 Image Quality

The quality of an image, from the perspective of the digital image, is defined by its spatial and

intensity resolutions. Spatial resolution refers to the size of the image in terms of the number of

pixels, typically described in a column times rows format. For example an image that has 512

columns and 512 rows is denoted as a 512×512 pixel image. Intensity resolution, also referred

to as the bit resolution, defines the number of possible intensity (colour) values that a pixel

may have. For example, a binary image contains two possible colours, black or white, and is

therefore referred to as a 2 bit image. Gray-scale images contain a value from 0 to 255 per pixel

and are therefore referred to as 8 bit images (28 = 256). Hence, colour images are referred

to as 24 bit images (3 × 8 = 24). A high quality image will be recorded using high values

of both spatial resolution and intensity. Low spatial resolution images cause effects whereas

low intensity resolution images will produce false contouring [23]. The spatial resolution used

throughout this thesis for classification was 512 × 512 pixels. The intensity resolution was

either gray-scale 8-bit or colour 24-bit. This level of spatial resolution was required as some of

the features required to detect DR are spatially small and have little variation in colour to other

features of the retina.
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2.2.3 Colour Spaces

The colour content of an image is determined by the intensity values of its pixels. The mech-

anism by which this colour information is stored is referred to as the colour space or colour

model [20, 22]. A number of colour spaces are available and useful for image analysis. This

section presents the three colour spaces used in this thesis: gray-scale, RGB and LAB.

2.2.3.1 Gray-scale

Figure 2.2: Gray-scale fundus image using the green channel.

Gray-scale images are 2D arrays that assign one pixel intensity value to each pixel. The gray-

scale colour space refers to the green axis in Figure 2.5. Gray-scale images presented in this

thesis relate to the green channel image as shown in Figure 2.2. The advantage offered by the

gray-scale colour space is that it can be more efficiently processed than red-green-blue (RGB)

and lightness-a∗-b∗ (LAB) images.

2.2.3.2 RGB

(a) (b) (c)

Figure 2.3: a) red channel c) green channel d) blue channel of a fundus image.

The RGB colour space is the most commonly used colour space. In the RGB space, all perceiv-

able colours are described through three values per pixel in the 2D image array. This comprises

the three component image channels which represent the red, green and blue colour channels

respectively [20]. The respective channels of a colour fundus image can be seen in Figure 2.3.
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The RGB colour space can be seen in Figure 2.5. These colour channels are combined to give

the colour captured from the imaging device so that the image is rendered as shown in Figure

2.6.

2.2.3.3 LAB

(a) (b) (c)

Figure 2.4: a) Luminance channel b) a channel c) b channel of a fundus image.

Perceptual colour spaces are an alternative way of representing colour images in a manner that

is more natural to the human perception and understanding of colour than the RGB representa-

tion. The CIEL*a*b colour space, referred to as the LAB colour space for simplicity, describes

all perceivable colours in three channels. The LAB colour space was created to serve as a

device-independent model to be used as a reference. The L channel is for lightness, L∗ = 0

yields black and L∗ = 100 indicates white. The a∗ channel represents the position in the colour

space between red and green, thus a∗ negative values indicate green while positive values in-

dicate red. Similarly, b∗ denotes the position in the colour space between yellow and blue. A

fundus image dissected into LAB channels can be seen in Figure 2.4. The colour space can be

visualised in Figure 2.5.

Figure 2.5: Visualisation of colour spaces, (left) RGB and (right) LAB.

In order to convert fundus images from the RGB colour space to the LAB colour space RGB

images are converted to the floating-point format and scaled to fit the range 0 to 1. In this thesis
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the following RGB to LAB conversion process was undertaken [24]:XY
Z

←
0.412453 0.357580 0.180423
0.212671 0.715160 0.072169
0.019334 0.119193 0.950227

 ·
RG
B

 (2.1)

X ← X/Xn, where Xn = 0.950456

Z ← Z/Zn, where Zn = 1.088754
(2.2)

L←

{
116Y 1/3 − 16 for Y > 0.008856

903.3Y for Y ≤ 0.008856

a← 500(f(X)− f(Y )) + δb← 200(f(Y )− f(Z)) + δ

(2.3)

where

f(t) =

{
t1/3 for t > 0.008856

7.787t+ 16/116 for t ≤ 0.008856
(2.4)

and

δ =

{
128 for true colour images
0 for floating-point images

(2.5)

This outputs 0 ≤ L∗ ≤ 100,−127 ≤ a∗ ≤ 127,−127 ≤ b∗ ≤ 127. For true colour images

these are then converted to data type by:

L← L∗255/100, a← a ∗+128, b← b ∗+128.

2.2.4 Image Representations

It is essential to understand image representations when approaching an image analysis prob-

lem due to the first research issue, choosing the representation that captures the most salient

features of the image for classification. It is also paramount to consider which representation

is optimal for the second research issue, the selection of an appropriate classification algo-

rithm. Therefore, the aim is to use an image representation that captures the optimal features

for classification in the most optimal way for the classifier applied. This section defines the

most common representation of an image: the spatial representation.

The most basic form of image representation is an array, as shown earlier in Figure 2.1, which

represents a gray-scale image where the numerical pixel intensity values relate to the brightness

within the image ranging from 0 to 255. A colour image usually consists of three channels. In

the spatial representation this comprises three 2D arrays of pixel intensity values. Each pixel

in an image, denoted as I(m,n) where m relates to the column and n relates to the row of

the pixel, contains one or more integer values. In the case of the gray-scale image this is one

value relating to brightness, in the case of a colour image this usually comprises three values

relating to the colour channels of the image. These values make up the image which give a

spatial representation of the intensity values.
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Figure 2.6: Array representation of an M x N colour fundus image

In this thesis the origin of an image is defined as the top left corner of the image and de-

noted I(0, 0). This is a common definition but can vary [20]. Figure 2.6 shows how this 2D

array representation of an image maps onto a colour fundus image. Each pixel in the M ×N
image relates to three values of the RGB colour channels which has been defined in Section

2.2.3.2. These three values are the pixel intensities of the image, at the point (m,n), received

by the imaging device. Therefore, a spatial representation of a colour image consists of an

M ×N × 3 array.

2.3 The Deep Learning Image Classification Process

Figure 2.7: The image classification process
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This section describes the image classification process in terms of the processes undertaken in

this thesis and the vast majority of image classification undertaken that uses a deep learning

framework for supervised learning. Supervised learning refers to methods that involve using

labelled data [15]. The training and testing processes are presented in Figure 2.7. The process

begins with data acquisition followed by a pre-processing and augmentation stage. The data

is then input into the classifier. Finally, classifier interpretation is performed. Each stage is

described in more detail in the following sections.

The image classification process comprises two separate stages. The training stage and the

validation stage. The upper data flow in Figure 2.7 demonstrates the training stage and the

lower data flow relates to the validation stage. The aim of the training stage is to train the

classifier. The validation stage is then used to verify the accuracy of the learnt classifier. The

validation is performed through classification of pre-labelled test data. If the accuracy of the

classifier is acceptable the classifier is ready to be deployed with respect to previously unseen

data.

2.3.1 Data Acquisition

The image classification process commences with the acquisition of data. For supervised learn-

ing, the acquired image data then needs to be annotated with the appropriate class labels. There-

fore, domain experts are required to label the data. The data must then be stored, for image

classification, in an appropriate image storage format in order to preserve the significant fea-

tures or objects required for classification. These images are then split into two separate sets,

a training set and a testing set, in order to keep a set of images for validation purposes. The

testing set typically comprises around 20% of the images.

2.3.2 Image Pre-processing and Augmentation

Images acquired through real world screening may not be directly suitable for processing. For

example, the images may either be too dark or too bright. Variations in the colour of DR fea-

tures and the presence of noise will hinder the classifier. The classifier aims to classify the

images through the detection of variations in the images that relate to features. Therefore, it is

beneficial to reduce any image variation that does not occur due to DR features such as image

noise. This is achieved through enhancing the image dataset using pre-processing in order to

reduce noise and colour variation and possibly improve the classifier performance [25].

As well as removing noise and colour variation pre-processing aims to make the features of

DR more visible. Pre-processing is usually performed offline, i.e. it is performed in a one off

fashion, as it is unnecessary to enhance an image each time it is used. The pre-processing step

undertaken depends specifically on the classification task involved and can involve the use of
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numerous colour spaces.

Pre-processing can also involve converting the image data into another image representation.

If the data acquisition is performed in a different image representation to the one that is optimal

for image analysis then this is the point in the process where the image data will be converted

into the appropriate image representation.

After pre-processing, during the training phase, data augmentation is then performed. This

step is performed to artificially enlarge the dataset and reduce overfitting [25]. The aim is

to create realistic training instances using the data already available in the training set. This

is done through simple image transformations such as rotation, flipping, zooming, horizontal

and vertical shifting and so on. Unlike the pre-processing step, the modifications to the image

should not affect the features relating to the classification. This step is not performed during

the validation stage as the data used to evaluate the model must be data that has been modified

only through pre-processing in order to test the true accuracy of the derived model.

2.3.3 The Classifier

The classifier is the mechanism that takes image data as input and outputs a prediction value.

In traditional feature-based classifiers, features are explicitly detected within the image. How-

ever, deep learning classification algorithms perform this task implicitly during the training

stage. The classifiers produce quantitative output that is converted into a final classification

score, usually through thresholding [15].

During the training stage the classifier is trained through the evaluation of prediction values

of the training set images. The parameters of the classifier are updated in order to improve per-

formance for the next set of images. This process is performed until the classifier performance

on the validation data is no longer decreasing. The classifier is unchanged during the validation

stage and is only used to input data and extract prediction values. A typical example of a deep

learning classifier is a convolutional neural networks [25].

2.3.4 Classifier Interpretation (post-processing)

The output of a deep learning classifier contains one or more prediction values relating to the

classes of diagnosis. These prediction values tend to range between 0 and 1 [25]. The classifier

interpretation is the way in which the classifier output is processed in order to train, evaluate

and validate the classifier.

In the training stage classifier output is evaluated in the form of a loss function, based on the

classifier prediction, which is used to update and improve the classifier through an optimisation

algorithm [25]. Through comparison between the ground truth of the training images and the
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prediction values of the training images the classifier model can be updated in order to improve

predictions on the next batch of images. The aim of this process is that the classifier will learn

the features within the training images that correlate to the ground truth classification [15].

During the validation stage classifier interpretation takes the classifier predictions as input

to determine a final class prediction. For example, classifier interpretation methods during

the validation stage may determine the class prediction based on the highest prediction value

(argmax), it may threshold the prediction values or it may take an ensemble of classifier pre-

dictions to determine the predicted class [25].

2.4 The Development of Deep Learning for Image Classification

Deep learning is the area of machine learning involving deep neural networks. Deep learn-

ing has provided a breakthrough in machine learning techniques that has greatly enhanced the

field of pattern recognition and computer vision research by providing state-of-the-art results.

Deep learning algorithms such as convolutional neural networks (CNNs) model high-level data

abstractions and do not rely on hand-crafted features. Recently, deep learning methods utilis-

ing CNNs have been applied to medical image analysis providing promising results. Initially,

Section 2.4.1 presents a review of the developments of neural networks and CNNs for image

classification. This is followed by a description of the theory of neural networks and convolu-

tional neural networks in Sections 2.4.2 and 2.4.3. This is followed by a review of CNN-based

techniques used for medical image analysis in Section 2.4.4.

2.4.1 Review of Neural Networks and CNNs

This section provides a review of neural networks for image classification. The layout of this

section is as follows. Initially, in Section 2.4.1.1, the background to the development of neural

networks and CNN for image classification is described. This is followed by a description of

the CNN architectures used and how they have been evaluated, in Section 2.4.1.2. A discussion

on the network architectures is given in Section 2.4.1.3. Section 2.4.1.4 provides a conclusion

of the results and methods discussed in the context of the research aim.

2.4.1.1 Background

Machine learning algorithms known as neural networks were built in the 1970’s. These neural

networks contained artificial neurons (or nodes), based loosely on the human neuron, to extract

information from data. Hence, neural networks are also referred to as Artificial Neural Net-

works (ANNs). In this thesis the phrase, “neural network” is used to described ANNs. The first

neural networks were in the form of perceptrons, which contained a single layer of artificial

nodes. These networks struggled to learn and it was proven that a perceptron could not learn a

non-linear function [26].
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Although they were used in the 1970s, it wasn’t until a ground-breaking paper on backprop-

agation [27], published in 1986 by Geoffrey Hinton et al., that neural networks became well

known. In [27] Hinton et al. demonstrated that neural networks with many layers could be

effectively trained by a relatively simple procedure. This would allow neural networks to get

around the original weakness of the perceptron because the additional layers endowed the net-

work with the ability to learn non-linear functions.

The backpropagation algorithm greatly contributed to the development of the first CNNs. An

important milestone was the 1998 paper [28] by LeCun et al. which introduced the LeNet-5

CNN architecture. This architecture contains layers such as fully connected layers and acti-

vation functions which are still used in neural networks. On the other hand, it also introduces

two new layers which distinguished it from a typical neural network at the time: convolutional

layers and pooling layers. This allowed CNNs to surpass other automated approaches for hand-

written character recognition. Unfortunately, CNNs could not scale to larger problems due to

the amount of computation involved and issues such as the vanishing gradient problem. Hence,

in the 1990’s Support Vector Machines (SVMs) became the method of choice for researches in

computer vision as they seemed to offer better results and stronger theoretical foundations [25].

The notion of the term deep learning would not be introduced until 2006 when Geoffrey Hin-

ton published another paper called deep belief nets [29]. This paper demonstrated the ben-

efit of stacking layers of perceptrons in order to learn more abstract features. This strategy

allowed people to train neural networks that contained more layers than perceptrons and there-

fore deeper, which led to the field of neural networks being re-branded as deep learning.

Figure 2.8: ImageNet results over time and their respective methods. [30]

This newly found viability renewed interest in the field and when deep learning finally achieved

ground-breaking results, on speech recognition tasks, in 2012 [31] the interest in the field of
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deep learning started to grow exponentially. In the same year, Geoffrey Hinton and his research

group would submit winning deep learning models to the well-known ImageNet Large Scale

Visual Recognition Challenge (ILSVRC) which aimed to classify images from a dataset called

ImageNet [8]. Their results showed a massive improvement on feature engineering methods,

reducing the error rates by an impressive 10% as shown in Figure 2.8. This created an immedi-

ate shift to deep learning and away from feature engineering methods in computer vision that

is still apparent. In the paper describing the network [8] Krizhevsky et al. dubbed the CNN

model AlexNet and several critical components, as well as the model itself, are now mainstays

in deep learning.

One of the most important elements was the use of graphics processing units (GPUs) to train the

model. GPUs were originally used in computer gaming. However, deep learning researchers

have utilised the computational abilities of GPUs, which are essentially very fast calculators, to

implement the backpropagation algorithm. The speed-up offered by GPUs meant deep learn-

ing researchers could train larger (or deeper) CNN models, which in turn led to lower error

rates. Further developments from Hinton’s research team introduced the method of dropout, in

[32] Srivastava et al., and the Rectified Linear activation Unit (ReLU) in [33] Nair et al. The

latter was vital in solving the vanishing gradient problem. These methods are now widely used

components in modern deep learning.

The theoretical developments in deep learning, usage of GPUs and the availability of large

labelled datasets have allowed deep learning to continue improving image classification tasks.

The use of GPUs is demonstrated in Figure 2.9 by showing the amount GPUs that are now

utilised in the machine learning field. The availability of public data for analysis is increasing

through websites such as Kaggle [34] and is becoming more viable for analysis [35]. These

developments have allowed deep learning, and specifically neural networks, to become more

applicable to complex computer vision tasks.

Figure 2.9: Percentage of ImageNet Large Scale Visual Recognition Challenge (ILSVRC)
entries that utilise graphic processor units (GPUs) over time [36]
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The ground-breaking CNN AlexNet, that was presented to the machine learning community in

2012 by Krizhevsky et al. [8], led to the exploration of CNN architectures. The backpropaga-

tion algorithm presented alongside the CNN, along with the increasing GPU power available,

meant CNNs were no longer limited to a small number of hidden layers. Most of all, through

being trained by the gradient-based learning algorithm CNNs were now less susceptible to the

vanishing gradient problem [37]. The development of AlexNet, and other benchmark CNN

architectures such as VGG [38], laid the foundation for CNN research to tackle more complex

computer vision tasks. CNNs are now widely used in many current state-of-the-art image clas-

sification tasks such as the annual ImageNet and COCO challenges[9, 39, 40, 41]. The fact

that CNNs have only recently become viable and developed over the past few years mean the

research area is in its relative infancy. Researchers are still unsure on which architectures, and

thus the arrangement of layers, represent the best method for computer vision tasks.

2.4.1.2 Neural Network Architectures

This section reviews the neural network architectures that are currently being used to perform

image classification. Image classification using neural networks is performed using CNNs. The

CNN architectures reviewed are evaluated through their performance on the ImageNet Large-

Scale Visual Recognition Challenge (ILSVRC) challenge. The challenge was to classify 1.2

million high-resolution images into 1000 different classes. The criteria for success was the

top-5 error rate. This describes the percentage of images that did not contain the correct class

in the CNNs top-5 class predictions.

2.4.1.2.1 AlexNet

In [8], Krizhevsky et al. trained an 8 layer CNN for the 2010 ILSVRC challenge. The CNN

contained 60 million parameters and 650 thousand artificial nodes. The model consisted of

five convolutional layers, some of which are followed by max-pooling layers, and three fully

connected layers with a final 1000 node layer for class prediction. The model can be visualised

in Figure 2.10. To make training faster the Krizhevsky et al. used a GPU implementation of

the convolution operation. To reduce overfitting in the fully-connected layers a method called

dropout was employed, which proved to be very effective. The CNN model achieved top-

1 and top-5 error rates of 37.5% and 17.0% which is considerably better than the previous

state-of-the-art. Krizhevsky et al. also reported a variant of this model in the 2012 ILSVRC

competition and achieved a winning top-5 test error rate of 15.3%, compared to 26.2% achieved

by the second-best entry. The AlexNet architecture and the results achieved demonstrated that

CNNs were capable of outperforming other methods on challenging image classification tasks

using only supervised learning. The importance of having stacked convolution layers was

stated by the authors; “our networks performance degrades if a single convolutional layer is

removed”. This demonstrates that the depth of the CNN is vital in achieving high accuracy and

also suggested that deeper networks could improve classification results.
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(a)

(b)

Figure 2.10: a) AlexNet architecture b) VGG architecture. Input image (left) through convolu-
tion and pooling layers to dense layers (right) [8, 38]
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2.4.1.2.2 VGG

The visual geometry group (VGG) [42] network architecture presented in [38] by Simonyan

and Zisserman represents another benchmark CNN architecture. In Simonyan and Zisserman

devised the VGG architecture while investigating the effect of the depth of a CNN architecture

with small convolution filters. The VGG model described used 13 convolution layers which is

more than double the 5 convolution layers used in the AlexNet architecture. The convolution

filter size was also reduced from 11× 11 to 3× 3 throughout the network. The model structure

can be visualised in Figure 2.10. The number of trainable weight layers was also increased

to 16. Hence, the VGG network is sometimes referred to as VGG16. The VGG CNN was

used for the winning submission into the 2014 ILSVRC challenge and achieved state-of-the-

art results of 7.32% top-5 error. The results demonstrated that the representation depth is

beneficial to the classification accuracy, and that state-of-the-art performance on the ILSVRC

dataset can be achieved using a conventional CNN architecture with substantially increased

depth. The authors also demonstrated that the VGG model generalised well to a wide range

of tasks and datasets reporting high classification accuracies on other image datasets. The

results of [38] confirmed the importance of depth in order for CNN models to learn visual

representations. The VGG architecture is one of the smallest CNN architectures in terms of

trainable parameters which means it is relatively quick to train. The networks training speed

and its ability to generalise are two of the reasons why the VGG network remains widely used

within the deep learning community to this day [43].

2.4.1.2.3 GoogLeNet

In [9] Szegedy et al. presented a CNN architecture called GoogLeNet. This 22 layer model

was used for their winning submission in ILSVRC 2014. The GoogLeNet architecture is dif-

ferent in structure to the VGG and AlexNet models. The GoogLeNet model contains 1 × 1

convolution and global average pooling layers. The model also introduces the notion of an in-

ception module in order to achieve dimensionality reduction. In previous neural networks the

convolution kernel size is fixed for each layer, in an inception module convolutions are done

with multiple size kernels and the outputs are concatenated together to form the output. This

increase in convolutions as well as increasing the number of convolution layers would mean

that the GoogLeNet architecture contained an enormous amount of parameters if it evaluated

the outputs of the fully connected layers in the same manner as AlexNet and VGG. Previously,

fully connected layers used at the end of network connected all inputs to each output. Instead,

in [9] Szegedy et al., global average pooling is used which averages each feature map from

7 × 7 to 1 × 1. This allowed the increase in parameters of GoogLeNet to be 5 times that

of VGG. The increase in depth led to the GoogLeNet architecture achieving a top-5 error of

6.67%. This matched human performance for the ILSVRC 2014 classification challenge. The

cost of this improvement in performance is the larger number of parameters, which makes the

network more prone to overfitting and a considerably larger computational burden.
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2.4.1.2.4 Inception V3

Figure 2.11: Inception V3 CNN Architecture

The Inception V3 architecture, presented in [44] Szegedy et al., incorporates theoretical deep

learning developments into GoogLeNet, which would later be known as Inception V1. In VGG

architecture the smaller 3 × 3 convolution kernels demonstrated improvements in accuracy.

Another additional benefit of smaller convolution kernels was a reduction in parameters. Using

two layers of 3 × 3 convolution filters is equivalent to one 5 × 5 convolution filter but with a

parameter reduction of 28%. The Inception V3 architecture used this reasoning to improve the

GoogLeNet model by replacing the 5×5 convolution in the inception module with stacked 3×3
convolution. This is referred to as factorising convolution. The inception model also includes

a further increase in layer depth with 42 trainable layers. This led to a computational cost of

2.5 times the GoogLeNet architecture. These improvements on the GoogLeNet architecture

resulted in Inception V3 achieving a top-5 classification error of 3.58% for the ILSVRC 2015

challenge. This was second place behind residual networks but an error margin of 0.01%. This

CNN architecture is still widely used by Google and throughout deep learning research [43].

2.4.1.2.5 Residual Networks

Figure 2.12: A residual block. x denotes the input, F (x) denotes the function of the weight
layers, and identity refers to the identity function F (x) = x [40].
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Kaiming He et al. [40] introduced a novel architecture with “skip connections” for the winning

architecture of ILSVRC 2015. These skip connections, called residual blocks, were integrated

into the layers of the network. This CNN architecture was called a residual network and also

features heavy batch normalisation. In the residual block, a copy of the input is given to the

output. This forces the CNN to learn a new feature, known as the residual function defined by

F (x) in Figure 2.12. This reduces replication of filters that the network has already learned.

Batch normalisation was also introduced which normalised the input layer by adjusting and

scaling the activations of the previous layer. This has the effect in reducing the shift in weights

throughout training so that layers can learn more independently and not be overly reliant on

the input from the previous layer. The residual network architecture also extended the number

of layers to 517. This decrease in feature duplication and increase in network depth allowed

residual networks to achieve a top-5 error rate of 3.57% which beats human-level performance

on this dataset.

2.4.1.3 Discussion

Model Input Size Trainable Parameters Layer Count Top-5 Error
(Pixels) (millions) ImageNet

AlexNet 256× 256 60 8 15.3%
VGG 224× 244 2.5 19 7.32%

GoogLeNet 244× 244 12 22 6.67%
InceptionV3 299× 299 23.8 159 3.58%

Residual Networks 224× 244 45 517 3.57%

Table 2.2: Information relating to the models presented in Section 2.4.1.2. Top-5 error refers to
the models ability to have the ground truth ImageNet label within it’s top 5 prediction classes.

The closest architecture to a vanilla CNN is the VGG architectures shown in Figure 2.10. The

methodology of stacked convolution layers followed by multiple fully connected layers before

the final classification layer is now the theoretical backbone of CNN training. The stacked con-

volutional layers learn image filters which extract features in the images. The fully connected

layers combine the extracted features in order to determine a classification prediction. This

is the premise of all CNN architectures and the majority of new architectures aim to improve

the feature extraction process through altering the convolution layers rather than the general

structure of the CNN [43].

Batch normalisation, introduced in [40] Kaiming He et al., allowed networks to train more

efficiently. This meant that the learning rate of the CNN algorithms could be increased without

any loss in final accuracy. The VGG does not contain a batch normalisation layer as batch

normalisation did not exist at the time. Therefore, if a VGG model with batch normalisation is

trained the weights will benefit from the normalisation of the output and training will be more

efficient. Batch normalisation can be added to all layers containing trainable parameters such
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as fully connected and convolutional layers.

One of the developments in the CNN error halving in the VGG architecture compared to

AlexNet was the introduction of small 3 × 3 convolution kernels. This was quickly adopted

to the GoogLeNet architecture and the further 3% drop in error demonstrated that this reduc-

tion in kernel size improves the ability of the CNN classifier. This convolution kernel size is

now widely used throughout CNN literature as the resulting parameter reduction and feature

extraction improvement makes it optimal for training. The 1× 1 convolution kernels described

in [9] are used as a form parameter reduction. However, there exist alternative more parameter

efficient ways to reduce parameters within a neural network such as pooling layers. Therefore,

inception models with 1 × 1 kernel convolutions tend to just exist in Google’s neural network

models and are not vital to achieving state-of-the-art deep learning results [43].

The architectures described in Section 2.4.1.2 show the development of CNN models has

largely focused on increasing depth in order to improve classification accuracy. Increasing

layer depth appears to directly correspond to increasing accuracy (Table 2.2). However, the in-

creasing depth and parameters could lead to overfitting [43]. The VGG architecture has shown

robustness to overfitting and can generalise to other datasets [38]. Moreover, the increase in

layer depth and parameters requires more computing power and longer training times. The

parameters of the architectures increase exponentially when the image size increases due to

the nature of the convolution layers. A residual network contains 45 million parameters for a

grey-scale image of pixel size 224× 224 (Table 2.2). A red-green-blue (RGB) image of larger

pixel size would further increase the number of parameters and computational power required

making this network impractical for training. In order for network architectures with as large

layer depth as GoogLeNet and Inception V3 to become viable a methodology in order to reduce

the trainable parameters and computational complexity must be developed.

2.4.1.4 Conclusion

Deeper network architectures are less viable on datasets containing large images and large

amounts of images especially in a medical context where the networks must be able to func-

tion without large amounts of computing power in a clinical setting. The models contained the

least amount of trainable parameters and also demonstrated robustness to overfitting. Variation

across screening cohorts is much larger than variation in typical deep learning datasets [43]

and therefore a network architecture similar to VGG is desirable for a medical imaging classi-

fication task. The introduction of batch normalisation to a VGG type architecture should also

help improve training speeds as the original model does not utilise the improvements of batch

normalisation.
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2.4.2 The Neural Network

Neural networks are the foundation of deep learning. Neural networks are based on the logical

idea that to build intelligent machines, machine learning models must be based on how the

human brain is believed to operate. This section describes the fundamental aspects that define

a neural network and how it is trained. Starting with the building blocks of neural networks,

the perceptron, describing how they are trained and moving on to theoretical enhancements of

activation functions and dropout.

2.4.2.1 The Perceptron

Biological neurons receive electrical impulses from other neurons, which are called signals,

via junctions between neurons. After a neuron receives signals from other neurons it fires its

own signals. However, they are organised in a vast network of billions of neurons, each neu-

ron typically connected to thousands of other neurons. Highly complex computations can be

performed by a vast network of fairly simple neurons in the human brain. This is the premise

behind perceptrons and multi layer perceptrons.

The perceptron was invented in 1957 by Frank Rosenblatt [45]. The perceptron is based on

an artificial neuron called a Linear Threshold Unit (LTU). LTUs have numbers as inputs and

output instead of the previously used binary on/off values. Each input connection is associated

with a weight. The LTU computes a weighted sum of its inputs as follows

z = w1x1 + w2x2 + ...+ wnxn = wTx. (2.6)

where x; are the input variables, w; are then weights and z is the output variable. A step

function is then applied to z and outputs the result:

Hwx = step(z) = step(wTx). (2.7)

A diagram of an LTU can be seen in Figure 2.13. The step function used is often the Heaviside

function defined as follows:

h (w) =

{
0 if w < 0

1 if w ≥ 0
(2.8)

A perceptron is a single layer of LTUs in which each neuron, or node is connected to all the

inputs. Layers such as these are known as fully-connected layers. Serious weaknesses of per-

ceptrons were discussed by Minsky et al. in [26], in particular the fact that they are incapable

of solving some logic problems such as the exclusive OR (XOR) classification problem. This

is true of other linear classification models, however researchers had expected more from per-

ceptrons. These limitations meant research on neural networks stalled until the introduction of

backpropagation.
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Figure 2.13: Linear Threshold Unit [25]

The limitations of perceptrons could be eliminated by stacking multiple perceptron layers [26].

The resulting neural network is called a Multi Layer Perceptron (MLP). An MLP can solve the

non-linear XOR problem. An MLP consists of an input layer followed by one or more layers

of LTUs, called hidden layers, and a final output layer of LTUs. Every layer except the output

layer is fully connected to the next layer. A diagram of an MLP is shown in Figure 2.14. MLPs

would later be known as Deep Neural Networks (DNN) with the nodes being the LTUs and the

hidden layers being the perceptrons. It wasn’t until the algorithm of backpropagation was dis-

covered however, that researchers devised a method to successfully train MLPs and therefore

deep neural networks.

Figure 2.14: Multi Layer Perceptron with 1 hidden layer [25]
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2.4.2.2 Backpropagation

The ground-breaking article by [27] Hinton et al. introduced the backpropagation of errors

training algorithm, later known as backpropagation and now known as gradient descent. Back-

propagation is a method used to find the gradient of an error with respect to weights, over a

neural network. The gradient quantifies how the error of the network changes with respect to

changes to the networks weights. The gradient is used to perform gradient descent and thus

find a set of weights that minimises the error of the network. In order for the backpropagation

algorithm to work properly, Hinton et al. made a key change to the MLP architecture. They

replaced the tradition step function used in MLPs with a continuous activation function. This

change was essential, as step functions containing constant gradients and therefore it is not pos-

sible to descend down the gradient, as seen in Figure 2.16. However, functions can be defined

which have defined gradients everywhere, allowing gradient descent to make some progress at

every step. These would become known as activation functions as they determine whether a

perceptron is active (or not).

The aim of backpropagation algorithms is to find the absolute minimum of the loss function.

However, if you change the weights incorrectly the model may end up further away from the

minimum (greater error) than the model was originally. Therefore, the premise of backpropa-

gation algorithms is that the algorithm identifies the steepest route to the minimum, goes down

that path, then reassesses to find the new steepest path, goes down that path, and repeats. The

backpropagation algorithm described and used in this thesis, widely used in the deep learning

community, is the Stochastic Gradient Descent (SGD) algorithm.

In traditional gradient descent, the error gradient is calculated based on the whole training

set. In case of very large datasets, using gradient descent can be time consuming as only a sin-

gle step is taken per one pass over the training set. Thus, the larger the training set, the slower

our algorithm updates the weights and the longer it may take until it converges to the global

cost minimum. In SGD, unlike gradient descent, the weight updates are not accumulated.

An example of gradient descent to find the minima in a 3D landscape is shown in Figure 2.15;

the step size used in gradient descent algorithms is known as the learning rate. The learning

rate in SGD is lower than in traditional gradient descent as there is more variance due to the

stochastic element of SGD. However, error landscapes can have millions of dimensions. In

such spaces there are many local minima so it is easy to find a good solution but this may not

be the best solution; there are many saddle points, which makes matters very difficult. Saddle

points are points at which the surroundings are flat, yet there are large descents nearby. The

greatest challenge of SGD in finding good minima in the error landscape stems from navigating

saddle points, as plateaus have little steepness and hence progress is very slow.
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Figure 2.15: Gradient descent steps updating two weights θ0 and θ1 in order to minimise cost
function J(θ0, θ1).

Let L be our loss function, the weight wlij be the weight defined for the lth layer between

neurons i and j, the input xlj be the input to the neurons j at the lth layer and the output ylj be

the output of the neurons j at the lth layer. Hence, using the chain rule, the derivative of the

cost function with respect to the weights is:

∂L

∂wlij
=

∂L

∂xl+1
j

∂xl+1
j

∂wlij
(2.9)

From the definition of the layer it is known that the input at a neuron is equal to the sum of the

output of all neurons in the previous layer multiplied by the respective weights. That is:

xl+1
i =

∑
j

wljiy
l
j (2.10)

Substituting this into the derivative of the cost function with respect to the weights in Equation

2.9 gets:
∂L

∂wlij
= yli

∂L

∂xl+1
j

(2.11)

The values yli, the output of the neurons, are known from the feed forward stages. Therefore,

it is necessary to compute the partial derivative of the cost with respect to the input, ∂L
∂xl+1
j

, in

order to update the weights. The output of a neuron is defined as yli = σ(xli) where σ() is the

activation function. Using the chain rule again gets:

∂L

∂xlj
=
∂L

∂ylj

∂ylj

∂xlj
= σ′(xlj)

∂L

∂ylj
(2.12)

This leaves the calculation of the cost with respect to the outputs of each neuron, which is

possible as the neuron output values are known from the feed-forward step. Therefore, back-

propagation can now be defined using the following steps:

1. Calculate error at final layer M with respect to the output of the neurons of the layer:

∂L

∂yMi
=
∂L(yl)

∂yMi
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2. Compute the partial derivative of the error with respect to the input at the final layer

which has known known error:

∂L

∂xMj
= σ′(xMj )

∂L

∂yMj

3. Using this derivative, compute the errors at the previous layer, in other words backprop-

agate errors:
∂L

∂yM−1i

=
∑

wMij
∂L

∂xMj

4. Continue these steps back through the network layers until all our loss function deriva-

tives, with respect to the weights, are calculated.

5. Using the derivatives of the loss function with respect to the neuron outputs calculate the

derivative of the loss function with respect to the weights using the equation:

∂L

∂wM−1ij

= yli
∂L

∂xM−1j

6. Update each weight to lower the loss function using the following equation. For a batch

of m images out of a training set of n images and loss function L, update the weights

according to the following:

wlij → wlij −
n

m
(
∂L

∂wlij
)

There are numerous enhancements that have been made to the SGD algorithm. The most sig-

nificant enhancement is to incorporate momentum, the ability to descend towards the minimum

faster, to try and avoid local minima in the cost function. Momentum uses the idea that the

direction of descent varies in but generally follows a rather straight line towards a local mini-

mum. Therefore, if the algorithm can descend the error in this general direction and disregard

the other variation in direction the algorithm will arrive faster at a local minimum. To achieve

this a momentum matrix is constantly updated, which is the weighted sum of the gradient over

a defined period of iterations, and the momentum matrix value is added to the gradient. This

has the effect of smoothing the descent. Thus, a diversion in one direction and a diversion in

the exact opposite direction cancel each other out and yield a straight line towards the general

direction of the local minima.

Typically, the gradient update is applied first, and then the jump into the momentum direction

follows. However, Nesterov showed that it is better to first jump into the momentum direction

and then correct this direction with a gradient update [46]. This algorithm is known as SGD

with Nesterov momentum and yields faster convergence to a local minimum. Hence, this is the

procedure used throughout the work presented in this thesis.
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2.4.2.3 Loss (or Cost) Function

A loss function, also known as a cost function, is a method used in machine learning for deter-

mining the error and by extension the accuracy of a machine learning model; typically during

training. The loss function is vital towards the efficient backpropagation of a neural network.

The loss function produces an error value based on how well the network has performed at pre-

dicting the desired ground truth, from the input. Let n be the number of inputs, y the prediction

of input x and a the ground truth prediction. A simple loss function, the mean squared error

(MSE), is calculated as follows:

Mean Squared Error =
1

2n

x=n∑
x=0

||yn − an||2. (2.13)

In neural networks cross entropy loss functions are widely used as it avoids slow learning at

a neuron when the neuron has large error values. The function has the useful property that it

learns faster the greater the error. Binary cross entropy is used for binary classification and

categorical cross entropy is used for multi-class classification. They are defined as follows:

Binary Cross Entropy = − 1

n

x=n∑
x=0

ax log yx + (1− yx) log(1− yx), (2.14)

Catagorical Cross Entropy = − 1

n

x=n∑
x=0

C∑
c=0

ax,c log yx,c (2.15)

where C is the number of classes. These are the binary and multi-class loss functions used to

train the respective neural network models presented throughout this thesis.

2.4.2.4 Activation Functions

Figure 2.16: Activation functions and their derivatives [25]

The activation function of a neuron defines the output of that neuron given its set of inputs.

Linear functions are limited to linear problems. Non-linear activation functions are required to

allow neural networks to compute non-linear problems and also in order for neural networks

to be trained using SGD. Examples of activation functions are shown in Figure 2.16. Through-

out this thesis the neurons within the neural networks use the Rectified Linear Unit (ReLU)
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activation function. This is defined as:

ReLU(x) =

{
0 x ≤ 0

x x > 0
(2.16)

Thus, the gradient of the ReLU function is 1 for all positive values and 0 for negative val-

ues. This means that during backpropagation, negative gradients will not be used to update the

weights of the outgoing rectified linear unit. However, because ReLU has a gradient of 1 for

any positive value, much better training speed are achieved when compared to other non-linear

functions due to its large gradient. Another advantage of ReLU is that it is fast to compute and

the fact that it does not have a maximum output value helps solve issues such as the vanishing

gradient problem in gradient descent. Once these benefits were discovered, ReLU functions

and similar activation functions with large gradients, became the activation functions of choice

for deep networks. Hence these functions were used with respect to the work presented in this

thesis.

A special activation function is required for the output neurons in order to reduce the num-

ber of outputs to the number of classes and limit the outputs themselves to a standardised

amount. This standardised amount is between 0 and 1 and is interpreted as a prediction proba-

bility based on the previous layers. This activation function is known as the SoftMax function.

The SoftMax function for a class c is defined as:

SoftMax(c) =
esc(x)∑C
c=0 e

sc(x)
(2.17)

where C is the number of classes. The class scores for input x is defined as sc(x). This is equal

to the sum of the output neurons of the previous layer multiplied by the weights connecting

them to the output neurons relating to class c. This activation function is used for the output

neurons in all of the neural networks presented in this thesis.

2.4.2.5 Dropout

Figure 2.17: Dropout regularisation [25]
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Srivastava et al. proposed dropout in [32] and it has proven to be a highly successful concept

of neural network training. Dropout stops neurons in a neural network from relying on other

neurons. It is not beneficial to have a neural network where the output is determined by a few

neurons. The introduction of dropout randomly removes neurons from the neural network as

shown in Figure 2.17. This stops the network becoming overly reliant on certain neurons in

the prediction process. The parameter p is called the dropout rate, and it is typically set to 0.5

(50%). Dropout is only performed during training as all neurons are utilised to perform the

final validation predictions. In this thesis, the neural networks perform dropout with a p value

of 0.5 unless stated otherwise.

2.4.2.6 Summary

For each training instance, the neural network training algorithm feeds input into the network

and computes the output of every neuron in each consecutive layer. This is known as the

feed-forward stage, which is making predictions. The algorithm then measures the network’s

error based on the loss function. The training algorithm then proceeds to perform the gradient

descent algorithm. This measures how much of these error contributions came from each

neuron in the previous hidden layer until the algorithm reaches the input layer. The final step

of the neural network algorithm is the gradient descent step to update all the connection weights

in the network, using the calculated error gradients, with the aim of reducing the error. The

training algorithm is repeated until the neural network has learned sufficiently. This is normally

determined by the plateauing of the loss function on validation data.

2.4.3 The Convolutional Neural Network

The make up of a typical neural network in terms of layers, functions and dropout has been

defined in Section 2.4.2. The CNN extends the 2D structure of a neural network which takes

vector input to a 3D structure; as shown in Figure 2.18. This section defines these layers in

a mathematical sense from a feed-forward and backpropagation perspective in order to extend

the definition of a neural network to that of a CNN. This section also presents the method of

batch normalisation, widely used in CNN frameworks.

2.4.3.1 The Convolution Layer

The most important aspect of a CNN is the convolutional layer. The premise of convolutional

networks is to stack convolutional layers on top of each other in order to learn increasingly ab-

stract features. Neurons in the first convolutional layer are not connected to every single pixel

in the input image, like they are in fully connected layers, they are only connected to pixels in

their receptive fields. In turn, each neuron in the second convolutional layer is connected only

to neurons located within a small rectangle in the first layer. This architecture allows the net-

work to concentrate on low level features in the initial hidden layers, then assemble them into

higher level features in the next hidden layer, and so on. This hierarchical structure is common
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Figure 2.18: (Left) A three layer Neural Network. (Right) A CNN with its neurons arranged in
three dimensions; width, height, depth. Every layer of a CNN transforms the 3D input volume
to a 3D output volume of neuron activations. In this example, the red input layer holds the
image, so its width and height would be the dimensions of the image, and the depth would be
the three RGB channels [47].

in real-world images, which is one of the reasons why CNNs work so well for computer vision.

These extra layers allow CNNs several advantages over typical neural networks for image

processing. The fact that CNNs evaluate images through sliding window convolution and are

optimised in structure for computer vision mean they are effective at learning and extracting

abstractions of features within images. The pooling layer of CNNs is effective in understanding

augmented data. Moreover, due to the nature of the convolution layer, CNNs have significantly

fewer parameters than a fully connected network of similar size. The initial problem with

CNNs was that the convolutional layer consists of computationally heavy operations and the

amount of calculations required in the training of these layers meant they were not viable.

The convolution layer consists of a set of trainable filters (or kernels). Filters have a relatively

small width and height but extend through the full depth of the input volume. For example, a

filter from the first convolution layer of a CNN might have size 5 × 5 × 3, i.e. 5 pixels width

and height and a depth of 3 because the image is in RGB colour form. Each filter consists

of weights and biases like all other hidden layer neurons within a neural network. During the

forward pass, each filter slides (convolves) across the width and height of the input volume and

computes dot products between the entries of the filter and the input at any position. This is

called the sliding window approach to convolution and is shown in Figure 2.19.

This sliding window process produces a two-dimensional output map that gives the responses

of the filter at every spatial position. Intuitively, the network will learn filters that activate when

they see some type of visual feature such as an edge of some orientation or a blotch of some

colour on the first layer, or eventually features relating to the ground truth within higher layers

of the network. Each convolution layer consists of a set of filters and each filter will produce

a separate two-dimensional output map. These output maps stack along the depth dimension

and produce the output volume.
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Figure 2.19: Example of a 3× 3 convolution filter.

The convolutional layer requires three meta-parameters to be predetermined. These param-

eters are the stride, filter size and padding type. These are defined as follows:

• Filter Number. The filter number relates to the number of convolutional filters used in a

specific layer. Any increase in filter number will correspond to the same increase in the

output volume as each convolution filter produces one output volume. Each convolution

filter aims to extract features within the the input volume.

• Stride. The stride with which the filter slides across. If the stride is 1 then the filters slide

across the input one pixel at a time. When the stride is 2 (or uncommonly 3 or more,

though this is rare in practice) then the filters jump 2 pixels at a time as they slide. This

will produce smaller output volumes.

• Padding. In practice it can be convenient to pad the input volume with zeros around the

border. The size of this zero-padding is a parameter. Zero padding allows control of the

spatial size of the output volumes.

The forward and backward pass of a convolutional layer l are defined as follows. Take the

output of the previous layer and a convolution using an N × N layer with a M ×M filter

w. The input nodes lie in 3D space X × Y × Z and are defined at position i, j, k. The input

nodes of the convolution layer, produced in the forward pass, are a summation of values from
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the filter and its components given by:

xlijk =
m−1∑
a=0

m−1∑
b=0

waby
l−1
(i+a,j+b,k). (2.18)

To produce the output the activation function is applied ready for use in the next layer:

ylijk = σ(xlijk) (2.19)

The following equations determine how to back propagate through a convolution layer in or-

der to update the trainable parameters. These equations assume the error values of our cost

function aside from the convolution layer are known. These error values have been defined

in Section 2.4.2. For the convolution layer l in order to continue backpropagating through a

neural network the partial derivative of the cost function with respect to each neuron is required

for all neurons (i, j, k) in l. This is defined as:

∂C

∂ylij

Firstly it is necessary to calculate the partial derivative of the cost function with respect to the

convolution filter weights:

∂C

∂wab
=

N−M∑
i=0

N−M∑
j=0

∂C

∂xlij

∂xlij
∂wab

=

N−M∑
i=0

N−M∑
j=0

∂C

∂xlij
yl−1(i+a)(j+b) (2.20)

The output values of the previous layer are already known. Therefore, again to compute the

gradient, partial derivatives of the cost function are required with respect to the input nodes of

the convolution layer; ∂C
∂xlij

. These values are computed using the chain rule:

∂C

∂xlij
=

∂C

∂ylij

∂ylij

∂xlij
= σ′(xlij)

∂C

∂ylij
(2.21)

The error at the current layer is known. The calculation required is the derivative of the ac-

tivation function at the specific neuron. Once calculate it is possible calculate the change in

error (or cost) with respect to the convolution weights as shown in Equation 2.20. Having cal-

culated the error in the convolution layer the back propagation algorithm must propagate the

error through to the previous layer using the chain rule and the forward propagation equations

to get:

∂C

∂yl−1ij

=

m−1∑
a=0

m−1∑
b=0

∂C

∂xl(i−a,j−b)

∂xl(i−a)(j−b)

∂yl−1ij

=

m−1∑
a=0

m−1∑
b=0

∂C

∂xl(i−a,j−b)
wab (2.22)

The backpropagation can now continue through to the next layer and so on.
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2.4.3.2 The Pooling Layer

Pooling layers are very straightforward. The aim of pooling layers is to reduce the input image

size in order to reduce the computational load, the memory usage, and the number of param-

eters; limiting the risk of overfitting. In a similar manner to convolutional layers, each neuron

in a pooling layer is connected to the outputs of a limited number of neurons in the previous

layer, located within a small rectangular receptive field. The receptive field size, stride, and

the padding type must be defined. However, a neuron in a pooling layer has no weights to be

trained; it aggregates the inputs using an aggregation function such as the maximum or average.

The effect of the pooling and convolution layers can be seen in Figure 2.20.

Figure 2.20: Example of convolution and pooling operations [43].

These extra layers allow CNNs several advantages over typical neural networks for image pro-

cessing. The fact that CNNs evaluate images through sliding window convolution and are

optimized in structure for computer vision mean they are effective at learning and extracting

abstractions of features within images. The pooling layer of CNNs is effective in understanding

augmented data. Moreover, due to the nature of the convolution layer, CNNs have significantly

fewer parameters than a fully connected network of similar size. The initial problem with

CNNs was that the convolutional layer consists of computationally heavy operations and the

amount of calculations required in the training of these layers meant they were not viable.

This aim of the pooling layer is to reduce the number of parameters in order reduce the compu-

tational load, and therefore memory usage, and also reduce the risk of overfitting. In a similar

fashion to convolutional layers, each neuron in a pooling layer is connected to the outputs of a

limited number of neurons in the previous layer, located within a small rectangular field. Like

the convolution layer the pooling layer has three meta-parameters that must be defined; the fil-

ter size, stride and the padding type. However, a neuron in a pooling layer has no weights. The

pooling neuron is simply an aggregate of its inputs using an aggregation function such as the

max or mean. These common pooling techniques are known as MaxPooling and AvgPooling
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respectively and are demonstrated in Figure 2.21.

Figure 2.21: Max pooling layer; 2× 2 pooling filter, stride 2, no padding.

The pooling layer is clearly highly reductive. Even with a small 2 × 2 kernel and a stride

of 2, the output will be two times smaller in both directions, which drops three quarters of the

input values. Pooling layers typically work on each channel independently, so the output depth

is the same as the input depth. Alternatively it is possible pool over the depth dimension, in

which case the height and width remain unchanged, but the number of depth channels are re-

duced. The pooling methods used in this thesis vary in stride, filter size and padding according

to the application. However, pooling performed in the neural networks in this thesis is always

performed on the input dimensions of width and height, not depth.

The calculation of the input layer node for max pooling and the average pooling layers are

mathematically defined in Equations (2.24) and (2.23).

xli,j,k =

∑N
n=0

∑M
m=0 y

l−1
(i+n,j+m,k)

MN
,M = N (2.23)

xli,j,k = Max(yl−1(i,j,k), y
l−1
(i+1,j+0,k), y

l−1
(i+0,j+1,k), ..., y

l−1
(i+m,j+m)) (2.24)

Where i, j, k relate to the location of the node on the width, height and depth channels, M

relates to the M ×M filter size, layer l denotes the pooling layer, x denotes an input node and

y denotes an output node.

Due to the fact that there are no weights in a pooling layer, performing backpropagation is

extremely simple. In the backpropagation algorithm the error with respect to the output node

of the layer from calculations on the proceeding layer is known. To calculate the error for the

input node of a pooling layer for average pooling all error values in the M ×M filter region
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take the same value and for max-pooling the node of the region which was selected will take

the error value, and all others will have a null error value.

2.4.3.3 Batch Normalisation

CNN training is complex and the distribution of the input to each layer changes continuously

during the training process as the proceeding layer’s parameters change. This is called the

internal co-variate shift problem and leads to inefficient training as extremely large or small

weights become overpowering or ineffectual within the network. Batch normalisation was

introduced to solve this problem [48]. This consists of adding an operation into the model just

before the activation function of each layer which normalises the inputs and then scales and

shifts the result using two new parameters per layer. Therefore, batch normalisation encourages

the model to learn the optimal scale and mean of the inputs for each layer. This allows higher

learning rates, less reliance on good initialisation and helps to prevent the vanishing gradient

problem. The batch normalisation algorithm is defined as follows [25]:

µB =
1

µB

mB∑
i=1

xi (2.25)

σ2B =
1

µB

mB∑
i=1

(xi − µB)2 (2.26)

x̂i =
xi − µB√
σ2B + ε

(2.27)

zi = γx̂i + β (2.28)

• µB is the empirical mean, evaluated over the whole batch B.

• σB is the empirical standard deviation, also evaluated over the whole mini-batch.

• mB is the number of instances in the batch

• x̂i is the zero-centred and normalised input

• γ is the scaling parameter for the layer

• β is the shifting parameter for the layer

• ε is a tiny number to avoid division by zero

• zi is the output of the BN operation

The backpropagation technique for the two trainable parameters in the batch normalisation

layer is straight forward and can be found in the original paper [48].
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2.4.4 Overview of CNNs for Medical Image Classification

Image classification was one of the first areas in which deep learning made a major contribu-

tion to medical image analysis. Medical image classification typically involves one or multiple

images as input with a single diagnostic variable such as disease present as output. In a med-

ical setting, dataset sizes are typically smaller than standard computer vision datasets with

hundreds or thousands of images instead of millions. Convolutional neural networks (CNNs)

have quickly become the method of choice for medical image analysis and specifically medical

image classification. From a selection of 47 papers published on medical image classification

in 2015, 2016, and 2017, 36 are using CNNs, 5 are based on Auto-encoders (AEs) and 6 on

Restricted Boltzmann Machines (RBMs) [49]. The medical application of these methods range

from brain Magnetic Resonance Imaging (MRI) to lung Computed Tomography (CT). This

section discusses some aspects of the application of CNNs to medical image analysis.

The most popular method initially, when applying CNNs for medical image classification, was

transfer learning. Transfer learning is the use of CNNs that have been pre-trained on natural

(non-medical) images to reduce the training time that is required to undertake the computation-

ally heavy CNN training over large data sets. Two different transfer learning strategies were

implemented. One strategy used a pre-trained network as a feature extractor and the other fine-

tunes a pre-trained CNN on medical image data. The former strategy has the benefit of no CNN

training being required, allowing the extracted features to be easily plugged into existing image

analysis pipelines. These two strategies were popular and have been widely applied. However,

it is not clear which method produces the best result. Two papers that perform a comparison,

[50] and [51], offer conflicting results. In the paper [50], presented at the International Con-

ference on Pattern Recognition, Antony et al. the method of fine tuning a pre-trained network

clearly outperformed feature extraction, achieving 57.6% accuracy in multi-class assessment

of knee osteoarthritis versus 53.4%. On the other hand, Edward et al. [51] used a CNN as a

feature extractor and outperformed the fine-tuned CNN in cytopathology image classification

accuracy; 70.5% versus 69.1%. In [52] Hosseini-Asl et al. pre-trained networks were used to

achieve state of the art results in diagnosing Alzheimers Disease in brain MRI with an accu-

racy of 99%. However, a recent paper, published in Nature by Esteva et al., which fine-tuned

a pre-trained version of Googles Inception V3 architecture on medical data, achieved human

expert performance [53]. Such results have not yet been achieved by simply using pre-trained

networks as feature extractors.

In the more recent medical image classification papers involving CNNs it is increasingly com-

mon for authors to train their own network architectures from scratch. This method has been

applied to a wide range of medical applications. In [56] Rajpurkar et al. train a CNN with 121

convolutional layers to classify 14 different diseases featured on chest x-rays, using 112,000

images of the form shown in Figure 2.22. The trained CNN achieved state of the art perfor-
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Figure 2.22: Top left) CNN mammograph lesion detection [54]. Top right) Brain MRI used for
Alzheimer’s disease diagnostics [52] Bottom left) CNN lung nodules detection [55]. Bottom
right) Chest X-ray [56].
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mance in classifying the 14 diseases; pneumonia classification in particular achieved an AUC

score of 0.7632 on a test set of 420 images. This CNN model matched or beat the performance

of 4 individual radiologists, and also the performance of a panel comprised of 3 radiologists.

Furthermore, Wei et al. [55] present in combined a trained CNN and other methods to classify

lung nodules into benign or malignant as also shown in Figure 2.22. The CNN was trained

on 1010 labelled CT lung scans from the Lung Image Database Consortium dataset. The au-

thors trained 3 parallel CNNs with 2 convolution layers each, with each CNN taking image

patches at different scales to extract features. Their method achieved a classification accuracy

of 86% and they found it was robust against different levels of noise in the images. In Kooi

et al. [54] a direct comparison was provided between a trained CNN and a computer aided

diagnosis system for the detection of mammograph lesions. The CNN was trained on a large

dataset of around 45,000 images to detect the lesions. The typical computer aided diagnosis

relies on an exhaustive set of manually designed features and the paper demonstrated that the

CNN outperformed this system in both speed and accuracy.

In summary, for medical image classification CNNs are now the most widely used technique.

Initial methods utilised pre-trained CNNs on natural images and showed surprisingly strong re-

sults, challenging the accuracy of human experts in some tasks. It is now more applicable and

common for researchers to train their own CNNs for their specific application domain. It has

been demonstrated that CNNs trained from scratch can be adapted to extract the pathology of

diagnosis within medical images [55, 56]. Importantly, it has been shown that relatively large

datasets of thousands of images can out perform typical manual feature extraction techniques

used for medical diagnosis [54]. This relates directly to the research question, as our aim is

to discover if deep learning methods can replace current automated methods for DR diagnosis

which involve manual feature extraction.

2.5 Diabetic Retinopathy

This section is split into three subsections. An overview of the human eye is first given in

Section 2.5.1 in order for the problem domain to be fully understood by the reader before the

proposed analysis approaches are presented. Section 2.5.2 provides a description of DR and

Section 2.5.3 describes the typical screening process involved in diagnosing diabetic retinopa-

thy (DR). Section 2.5.2 provides a description of the cause and stages of DR and Section 2.5.3

describes the nature of the national screening processes for DR in the UK and internationally.

2.5.1 The Human Eye

In Figure 2.23 the structure of the human eye is presented. The figure shows the outside of the

eye (top left) and the corresponding sections of the internal structures within the eye. Light

rays are focused by the cornea through the pupil to the lens. The lens focuses light onto the

51



Figure 2.23: Structure of the Human Eye [57].

retina. The sensory membrane of the retina then forms light into electrical signals and they are

transmitted through the optic nerves to the brain where these signals are processed. The work

presented in this thesis focuses only on the regions of the eye in Figure 2.23 relating to DR.

These regions are the retina, the macula, the fovea, the optic disc and the retinal blood vessels.

The retina is the layer that lines the inner surface of the rear of the eye between the vitre-

ous body and the choroid. The retina contains photoreceptors which transform light into neural

signals for the brain to process. It is the retina, the rear of the human eye, which is imaged in a

fundus image. All of the images used in this thesis for DR diagnosis are fundus images. The

anatomy of the retina is therefore discussed in further detail in the remainder of this section.

Figure 2.24 shows how the anatomy of the retina appears on a fundus image.

The optic disc is the entry point for the central retinal artery and the exit site for the central

veins also know as the retinal blood vessels. The retinal blood vessels are responsible for

providing the nutrients required within the retina. The horizontal and vertical diameters of the

optic disc are approximately 1.7mm and 1.9mm respectively [58]. The optic disc can be clearly

seen in a standard retinal fundus image, which tends to be centred on the macula; the bright

yellow circle from which the blood vessels can be seen to originate from; as (Figure 2.24).

The location of the optic disc can be used to determine if an image is from a left or right eye,

although this is not always certain (the image may be inverted). The optic disc area (DA) is
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Figure 2.24: The anatomy of the retina shown on a fundus image.

used as a measurement of area for features that appear within a fundus image.

The macula refers to the area of darker colouration. The macula is a highly sensitive area

of the retina that controls central vision and as it contains a high concentration of photorecep-

tors. The diameter of the macula is approximately 5.5mm [58]. The retinal fundus images used

for analysis in this thesis, and fundus images taken during DR screening, are all macular cen-

tred. This is due to DR severity being directly related to how close features are to the macula.

This is discussed further in Section 2.5.3.

The fovea is the centre of the macula, it is a retinal depression of approximately 1.5mm [58]

and often appears as a dark circular region in fundus images approximately the same size as the

optic disk. The fovea can be seen in Figure 2.24. This area of the retina does not contain any

blood vessels and comprises the highest concentration of photoreceptors. The photoreceptors

in the fovea are responsible for the sharp vision required for tasks such as driving or reading.

2.5.2 The Disease

Diabetic retinopathy (DR) is one of the leading causes of blindness in the working population

and one of the worlds fastest growing chronic diseases [59]. 422 million adults are now living
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with some form of diabetes, and this number is projected to rise rapidly [60, 61]. Two major

types of diabetes are identified, type 1 and type 2. The prevalence of DR in people with diabetes

has been shown to be over 25% of type 2 diabetes and almost 50% of type 1 diabetes [62]. The

diagnosis of DR is currently made through the clinical identification of vascular abnormalities

in the retina.

DR has long been recognised as a microvascular disease [63]. The pathogenesis of retinal

microvascular damage is considered to be partly due to hyperglycemia. In the earliest stages

of the disease, hyperglycemia causes the dilatation of retinal blood vessels and changes in

blood flow. These changes are considered to be metabolic autoregulation to increase retinal

metabolism in people with diabetes [64]. Another contributing factor in the early stages of DR

is pericyte loss. In vitro and in vivo studies have shown evidence of high glucose triggering

apoptosis of pericytes [64]. As pericytes are responsible for the structural support of capillar-

ies, loss of pericytes leads to localised out-pouching of capillary walls. The out-pouching of

capillary walls and dilatation of retinal blood vessels lead to the formation of microaneurysms,

which are the earliest clinical sign of DR [63]. Microaneurysms appear as small, red dots in

the superficial retinal layers.

Another early clinical sign of DR is retinal neurodegeneration. Apoptosis of retinal neurons

can be observed in diabetic rats as early as one month after the induction of diabetes [63].

There is growing evidence that retinal neurodegeneration may be an independent pathophys-

iology of DR [65, 66]. This has led to DR being classified as a neurovascular disease [63].

Neurodegeneration in the retina can be detected through an imaging modality called optical

coherence tomography (OCT). OCT is a non-invasive imaging test that takes cross-sectional

pictures of the retina and is used to assess the retinal thickness and intraretinal pathology [67].

The thickness of the retinal nerve fibre layer (RNFL) is affected by retinal neurodegeneration

and can be studied in an OCT image. Therefore, OCT offers another imaging modality which

can be used to determine the severity of DR [68].

As the disease progresses to the more severe non-proliferative stages, in addition to pericyte

loss, apoptosis of endothelial cells and thickening of the basement membrane contribute to the

impairment of the blood-retinal barrier [67]. Furthermore, pronounced loss of pericytes and

endothelial cells results in capillary occlusion and retinal ischemia (hypoxia). The obstruction

of blood supply to the RNFL may cause cotton wool spots form. Dot and blot haemorrhages

may form as microaneurysms rupture in the deeper layers of the retina, such as the inner nu-

clear and outer plexiform layers. The breakdown of the blood-retina barrier allows leakage

of serum proteins, lipids, and protein from the vessels which causes retinal edema and hard

exudate. More severe retinal hypoxia triggers mechanisms in the eye which aim to counteract

the hypoxia by providing oxygen to tissues. These are venous abnormalities, such as venous
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beading, loops, and dilation, and they signify increasing hypoxia and almost always are seen

bordering the areas of retinal ischemia, known as capillary non-perfusion. The occurrence of

venous abnormalities is the most significant predictor of progression to proliferative diabetic

retinopathy [64].

Further increases in retinal ischemia trigger the extracellular matrix to break down and new

vessels begin to form. This is referred to as neovascularisation and characterises the prolifera-

tive stage of DR. Intraretinal microvascular abnormalities represent either neovascularisation

or restructuring of pre-existing vessels through proliferation within the retinal tissues to act as

an alternative route through areas of non-perfusion [64]. During the proliferative DR stage, the

patients may experience severe vision impairment when the abnormal vessels bleed into the

vitreous (vitreous haemorrhage) or when tractional retinal detachment is present.

The vision loss caused by DR results may be caused by many of these abnormalities. First,

central vision may be impaired by macular edema which is characterised by swelling or thick-

ening of the macula. This swelling is caused due to the accumulation of fluid in the macula

that occurs from the breakdown of the blood-retinal barrier. Second, the new blood vessels of

proliferative DR and contraction of the accompanying fibrous tissue can distort the retina and

lead to tractional retinal detachment, producing severe and often irreversible vision loss. Third,

the new blood vessels may bleed, adding the further complication of pre-retinal or vitreous

haemorrhage. These clinically evident vascular changes, alongside damage to retinal neurons,

are the clinical pathways for vision loss.

The gold standard for the treatment of proliferative before the advent of anti-vascular endothe-

lial growth factor (VEGF) drugs was laser photocoagulation and is available to prevent the

loss of vision caused by DR if the disease is detected early enough [69]. Laser photocoagula-

tion involves directing a high-focused beam of light energy to create a coagulative response in

the target tissue [64]. The exact mechanisms by which laser therapy reduces DR and induces

regression of neovascularisation remains unclear. It has hypothesised that direct closure of

leaking microaneurysms, the decrease of retinal blood flow associated with reduced retinal tis-

sues and improved oxygenation are the causes [63]. Given its destructive nature, laser therapy

may cause permanent damage to the retinal cells, leading to side effects such as mild peripheral

visual loss and reduced night vision [64].

Retinal ischemia (hypoxia), which leads to neovascularisation or edema, leads to up-regulation

of VEGF. The advent of anti-VEGF therapy demonstrated remarkable clinical benefits in DR

patients causing intravitreal administration of anti-VEGF agents to become a mainstay of ther-

apy for both early and advanced stages of DR. Anti-VEGF therapy involves the administration

of drugs to the eye with the aim of reducing up-regulation of VEGF and its symptoms. There
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are US. Food and Drug Administration (FDA) approved anti-VEGF drugs. However, the limi-

tations and adverse effects of the therapy remain a concern with the majority of patients failing

to achieve clinically-significant visual improvement [63].

The National Eye Institute categorises DR in terms of five stages [70]:

0. No Diabetic Retinopathy. No disease is yet apparent.

1. Mild Diabetic Retinopathy. Small areas of balloon-like swelling in the retinas, tiny

blood vessels, called microaneurysms occur at the earliest stage of the disease. These

microaneurysms may leak fluid into the retina. This is called capillary leakage.

2. Moderate Diabetic Retinopathy. As the disease progresses, blood vessels that nourish

the retina may swell and distort. They may also lose their ability to transport blood. Both

conditions cause characteristic changes to the appearance of the retina, may contribute

to swelling of the macula and also cause further capillary leakage of blood or exudate.

3. Severe Diabetic Retinopathy. Many more blood vessels are blocked, depriving blood

supply to areas of the retina. This is known as capillary non-perfusion. These areas

secrete growth factors that signal the retina to grow new blood vessels.

4. Proliferative Diabetic Retinopathy. At this advanced stage, capillary non-perfusion

triggers the proliferation of new blood vessels, which grow along the inside surface of

the retina and into the vitreous gel, the fluid that fills the eye. The new blood vessels

are fragile, which makes them more prone to capillary leakage. Accompanying scar

tissue can contract and cause retinal detachment; the pulling away of the retina from

underlying tissue (like wallpaper peeling away from a wall). Retinal detachment can

lead to permanent vision loss.

Figure 2.25: Vision of a healthy patient (left) and a patient with DR (right) [71].

The damage to the retina caused during the escalation of the disease through the break down

of the blood vessels causes loss of vision. The loss of vision, as shown in Figure 2.25, can

be significant and eventually cause the patient to become blind if treatment is not carried out.
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However, the treatments discussed are able to prevent loss of vision if the disease is detected

early enough; hence the importance of screening programmes.Therefore, people with diabetes

are regularly screened to detect and prevent escalation of the disease to the point where vision

is reduced. Diabetic retinopathy is also a precursor to diabetic maculopathy which involves

capillary leakage specifically in the macular region of the retina and can cause severe vision

loss.

2.5.3 The Screening and Grading Process

Figure 2.26: A fundus camera in operation [72].

Many countries have implemented DR screening programmes. The UK screening programme

came as a result of landmark clinical trial conducted in the early 1980’s for DR treatment called

Early Treatment Diabetic Retinopathy Study (ETDRS). The aims of the trial were to evaluate

the effectiveness of both argon laser photo-coagulation and aspirin therapy in delaying or pre-

venting progression of diabetic retinopathy to more severe stages of visual loss and blindness

and to determine the best time to initiate photo-coagulation treatment in DR [73]. The trial led

to the features of DR, grading of DR and treatment points being standardised in the UK.

During DR screening the inside of the eye, called the fundus, is examined using an ophthalmo-

scope, which illuminates the retina with a bright light. The retina, optic nerve head, and blood

vessels can be assessed and information about ocular health obtained. The retina is the only

place in the body in which blood vessels can be viewed directly and non-invasively. To obtain

a more complete view of the inside of the eye, drugs are often administered to influence the

iris muscles, causing the pupil to become enlarged, or mydriasis in order to improve the visual

appearance of features of DR.

In the UK the diabetic eye screening process is conducted by the National Health Service

(NHS). The NHS Diabetic Eye Screening Programme (NHSDESP) is directed at people with

diabetes over the age of 12. During the screening process, fundus images of the patients retina
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are taken from each eye using a fundus camera. A typical fundus camera can view 30 to 50

degrees of the retinal area at one time. An example of a fundus camera in operation is given

in Figure 2.26. The patients fundus images are then sent to trained graders for inspection and

diagnosis.

(1) Haemorrhages and
microaneurysms

(2) (a) Haemorrhages
and microaneurysms

(2) (b) Haemorrhages
and microaneurysms

(3) Macular exudates

(4) Macular exudates (5) Neovascularisation
elsewhere

(6) (a) Venous beading,
loops and reduplication

(6) (b) Venous beading,
loops and reduplication

(7) Neovascularisation
elsewhere

(8) (a) Intraretinal
micro- vascular abnor-
malities

(8) (b) Intraretinal
micro- vascular abnor-
malities

(9) Pre-retinal (vitreous)
haemorrhage

(10) (a) Neovascularisa-
tion of disc

(10) (b) Fibrovascular
proliferation disc and
elsewhere

(11) Fibrovascular pro-
liferation disc and else-
where

(13) Pre-retinal (vitre-
ous) haemorrhage

Figure 2.27: Standard Early Treatment of Diabetic Retinopathy Study (ETDRS) Photographs
[73].
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Feature Grading NHSDESP ETDRS Severity
No apparent retinopathy R0 No Retinopathy

HMa only < 2A R1 Mild
< 6 CWS in the absence of other features R1 Mild

< 6 CWS with HMa <2A R1 Mild
Single venous loop R1 Mild

Any of: R2 Moderate
• HMa ≥ 2A in 1-3 quadrants

• ≥ 6 CWS
• 1 quadrant VB, VL or VR
• IRMA < ETDRS STD 8A

Any of: R3 Severe
• 4 quadrants HMa ≥ 2A
• 2-4 quadrants VB/VL/VR
• 1 quadrant IRMA ≥ 8A

Any of: R3a Early Proliferative
• NVD < 10A alone

• NVE < 1
2 disc area (DA) alone

• NVE ≥ 1
2 DA in the absence of PRH or VH

NVD and/or NVE have inactivated R3s Stable treated
FPD or FPE R3s Stable treated

Any of: R3a High-risk Proliferative
• NVD ≥ 1/3rdDA (10A) alone
• NVE ≥ 1/3rdDA and PRH/VH

Any of: R3a Advanced Proliferative
• VH precluding adequate view of fundus
• Traction retinal detachment (TRD)

Ungradeable U Ungradeable

Table 2.3: UK diagnosis of DR based on features [73]. The accronyms used are defined below
in Table 2.4.

Feature Abbreviation ETDRS Photograph
Haemorrhages/microaneurysms HMa 1, 2a, 2b

Cotton wool spots CWS 5, 8a
Venous beading/loops/reduplication VB/VL/VR 6a, 6b

Intraretinal microvascular abnormalities IRMA 8a, 8b
Neovascularisation of disc NVD 10a

Neovascularisation elsewhere NVE 5, 7
Fibrovascular proliferation disc/elsewhere FPD/FPE 10a, 11

Pre-retinal/vitreous haemorrhage PRH/VH 9, 13
Macular exudates Ex 3, 4

Table 2.4: Features of DR and corresponding ETDRS baseline image [73].

59



Feature Grading International DR Severity
No abnormalities No DR

Microaneurysms only Mild Non-Proliferative
More than just microaneurysms Moderate Non-Proliferative

but less than Severe Non-Proliferative
Any of the following: Severe Non-Proliferative

• More than 20 intra-retinal haemorrhages
in each of 4 quadrants

• Definite venous beading in 2+ quadrants
• Prominent IRMA in 1+ quadrant

One or more of the following: Proliferative Diabetic Retinopathy
• Neovascularisation

• Vitreous/pre-retinal haemorrhage

Table 2.5: International Clinical Diabetic Retinopathy Disease Severity Scale used to grade the
Kaggle dataset [74]. IRMA refers to intraretinal microvascular abnormalities.

The graders have to consider numerous features and relate them to features in a set of baseline

images generated as part of the ETDRS. The features relating to the disease classification and

their respective baseline images are given in Table 2.4 and illustrated Figure 2.27.

Given a previously unseen fundus image collected as part of a screening program, a grader

has to manually detect the features listed in Table 2.4 and compare them with the numerous

baseline images, so as to make a classification. The classification is made based on a combi-

nation of the features and their locations. These grading systems are outlined in Table 2.3 and

Table 2.5. Table 2.3 defines the NHSDESP classification given in the NHS screening process

and Table 2.5 describes the international equivalent. The grading systems refer to quadrants of

of a fundus image.

As a result of the classification a treatment pathway for the patient is defined. Pathways vary

depending on the regional, national or international screening process that the patient is en-

rolled in. The NHSDESP screens all people with type 1 and type 2 diabetes aged 12 or over.

The programme offers pregnant women with type 1 or type 2 diabetes additional tests because

of the risk of developing retinopathy. The aim of screening is to give people with diabetes

and their primary diabetes care providers information about changes in their eyes as early as

possible. Early warnings allow people to take preventative action to prevent vision loss. The

pathways of a person that qualifies under this criteria for NHSDESP screening process is in

Figure 2.28.

2.6 Review of Automated Diabetic Retinopathy Image Analysis

The labourious process of manual DR image grading has led to a vast amount of research in

automating the process being undertaken from the early 2000’s onwards. Currently there are
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Figure 2.28: National Health Service Diabetic Eye Screening care pathway [75].
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automated methods available commercially to aid the diagnosis of DR based on extracting spe-

cific feature. This section presents a review of current automated methods used commercially,

their benefits and limitations.

The Automated Retinal Image Analysis (ARIAs) methods described are commercial systems

and therefore can only be described in the sense of what is known in the public domain. Direct

head-to-head comparisons between ARIAs have proven difficult, mainly because of different

photographic protocols, algorithms and patient populations used for validation. These auto-

mated systems tend to to identify referable retinopathy, which is defined as DR that requires

the attention of an ophthalmologist. The level of disease at which a patient is referred to an

ophthalmologist ranges depending on the country in which the screening is taken place. No

ARIA method is currently at the stage at where human intervention can be fully removed from

screening programs. All of the systems described below are semi-automated at some point in

the screening pathway and require the assistance of a human grader. Some of the systems are

Conformit Europenne (CE) approved. This refers to a certification that indicates conformity

with health, safety, and environmental protection standards for products sold within the Euro-

pean Economic Area (EEA).

The layout of this section is as follows. Initially, in Section 2.6.1, a discussion of the moti-

vation for automated grading in DR screening is presented. This is followed by a description

of the methodology used by a number of ARIA methods, and how they have been evaluated,

in Section 2.6.2. The performance of these methods and a comparison is then presented in

Section 2.6.3. Section 2.6.4 a comparison of the operation of these methods. Lastly, Section

2.6.5 provides a conclusion of the results and methods discussed.

2.6.1 Motivation for Automated Retinal Image Analysis

The increasing prevalence of diabetes is well known to health care providers around the world.

422 million adults are now living with some form of diabetes, and this number is projected to

rise rapidly [60, 61]. Since the introduction of high-resolution digital retinal imaging systems

in the 1990’s many European countries have implemented systematic screening programs for

DR to minimise the risk of visual impairment. These screening programs have been identified

as a cost-effective use of health service resources [76]. The necessity for timely detection and

treatment of DR is made apparent by the fact that since these screening systems have been

establish DR no longer represents the leading cause of blindness among working-age adults in

the UK [77]. However, the task to deliver quality screening is complex and requires specially

trained image graders. The screening programs, which require at least annual screening of

people with diabetes, produce large quantities of digital images that need to be analysed. The

screening process is also costly and the repetitious nature of the grading tasks puts a strain on

the graders to maintain a high quality standard. Furthermore, given the increasing prevalence
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of diabetes, national screening programs may struggle to meet the ever increasing demand us-

ing manual grading alone.

A possible solution comes from ARIA based on algorithms capable of detecting lesions associ-

ated with DR. These algorithms aim to identify pathological lesions or features. The identified

features are then used to stratify risk or estimate the probability of disease. The research field

of automated analysis has progressed in tandem with the evolution of computational power and

the performance of computer vision algorithms with a continuous increase in sophistication.

These advancements have allowed automated retinal image analysis systems to have poten-

tial clinical use. Screening services around the world are closer to considering implementing

automated systems. In Portugal and Scotland part of the screening processes have become au-

tomated [6, 78].

Studies on the efficacy and cost-effectiveness of automated ARIA systems have been produced.

The most comprehensive studies have been carried out in Scotland. The paper Philip et al. [79],

of which the methodologies are discussed and evaluated in 2.6.2.1, presented an ARIA algo-

rithm for disease/no disease grading. ARIA systems were developed to perform the task of im-

age quality assessment and disease decision making based on the detection of microaneurysms

and haemorrhages. In terms of efficacy, based on sensitivity and specificity, the automated

system was found to be comparable with manual grading. The paper concluded that ARIA

could reduce the burden of grading in DR screening programmes. The cost and consequences

of implementing the ARIA system into the Scottish grading system were presented in [6] by

Scotland et al. The ARIA system was evaluated on digital images from a grading center in Scot-

land and it was estimated that the Scottish health service could save around 200,000 per year

if this was implemented within the national screening program. The authors have developed a

new algorithm which incorporates macular exudate segmentation alongside haemorrhage and

microaneurysms (HMa) detection. The efficacy of this new algorithm was compared with the

previously developed algorithm. The new algorithm was even more cost-effective than the al-

gorithm based on quality assessment and microaneurysms and haemorrhage detection, which

itself was more cost effective than the manual grading process [80]. A further paper, Fleming

et al. [81], was then presented describing the evidence for automated DR grading. This led to

the implementation of automated ARIA into the Scottish DR screening programme. These al-

gorithms demonstrated how the increasing effectiveness of ARIA algorithms corresponds to an

increase in the cost effectiveness of their implementation in the screening process. This cost-

effectiveness, alongside the accuracy, being of the recommended standard, shows the value of

introducing automated detection systems into screening programs. The introduction of further

features to the ARIA improved the results and cost effectiveness. Hence, this suggests if all fea-

tures of the retina can be considered the most cost effective automated ARIA could be achieved.
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One of the most vital aspects of DR screening is the speed of diagnosis. It is paramount that

patients with visually threatening DR are identified as fast as possible, as they need timely treat-

ment before potentially irreversible vision loss ensues. Most established screening programs

use trained graders as a first level assessment. However, the first level assessment is rarely

done during the initial screening and the time between screening and diagnosis can range from

weeks to months. In this time the disease may have progressed to the point of being visually

threatening if it is not already so. Therefore, it is essential that the first level assessment is fast

and accurate. Automated systems present an opportunity to provide the first level assessment

at the point of screening.

ARIA systems can be categorised into two components; image quality assessment (gradeabil-

ity) and image analysis.

• Gradeability. The only acceptable method for the systematic screening for diabetic eye

disease, as defined by the Royal College of Ophthalmologists (RCO) and internationally

by the World Health Organisation WHO [82], is two-field colour digital photography.

Specific camera systems and minimum resolutions are also defined [83]. Retinal dig-

ital photography has progressed to a stage at which colour retinal photographs can be

obtained using low levels of illumination through an undilated pupil [84]. However,

artefacts can occur from unavoidable human factors such as movement and positioning.

Artefacts can also be produced through ocular factors such as a cataract and reflections

from retinal tissues. Artefacts impeding human grading are observed in 3 to 30% of

retinal images [85]. Hence, the importance of image quality prior to automated image

analysis has been recognised.

• Image Analysis. The challenge encountered with image analysis of colour fundus im-

ages of the retina is the presence of numerous feature within the retinal image such as

retinal capillaries, underlying choroidal vessels and reflection artefacts which do not re-

late to DR. These features may be confused with DR lesions. Therefore, research has

been focused on the identification of certain DR features, including microaneurysms,

haemorrhages, hard or soft exudate, cotton wool spots and venous beading.

2.6.2 Methodologies

This section describes the current methods that are being used to perform ARIA. The method-

ologies were selected as their is public information regarding their methods and practices.

Moreover, they report results for their algorithms on clearly defined datasets. The work de-

scribed in this section is presented by commercial companies, except two papers by Nayak et

al., which were produced for research purposes.
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2.6.2.1 iGrading

Evaluation of a commercial ARIA system, called iGrading, was presented in [79]. The iGrad-

ing system performs disease/no disease grading for DR. The system was evaluated using data

acquired from Grampian Diabetes Retinal Screening Programme in north-east Scotland. The

automated grading system consisted of software for image quality assessment and for haem-

orrhage and microaneurysm (HMa) detection. The software was developed using a trained

automated classifier on a set of 35 images containing 198 individually annotated HMas. Dark

objects of limited size were detected using techniques from mathematical morphology and

used as HMa candidates. This set of candidates contained many incorrectly classified HMas

meaning features were evaluated on each candidate such as area, eccentricity, mean intensity

and mean intensity gradient. The features were used to classify candidates as true or false

identifications of HMa. Hence, this led to the classification of disease or not based on the pres-

ence of microaneurysms. The software was tested using a dataset of 14,406 images from 6,722

patients. The sensitivity achieved for automated grading was 90.5% (95% confidence interval

89.3 to 91.6) and the specificity was 67.4% (95% confidence interval 66.0 to 68.8). The low

sensitivity suggests the model is not very accurate at distinguishing between HMa’s and simi-

lar features; hence the large number of false negatives. The ARIA system is more accurate at

determining which images do not contain regions that look like HMa’s, which is the case for

the majority of images.

The study [80], by Fleming et al., extended this algorithm further and investigated whether

automated recognition of exudates and haemorrhages improves the detection of referable DR.

Images from 1,253 people with referable DR and 6,333 people with non referable DR were ob-

tained from three Scottish grading centres. Disease/no disease assessments were made based

on MA detection and combined HMa and exudate detection. The introduction of algorithms

for exudates and haemorrhages resulted in a statistically significant increase in the sensitivity

for detection of referable retinopathy from 94.9% (95% confidence interval 93.5 to 96.0) to

96.6% (95.4 to 97.4). The study showed the benefit of detecting possible HMa’s and exudate is

very beneficial to DR referral accuracy. However, there are numerous pathologies that may be

apparent in the retina which could be falsely detected as HMa’s or exudate. This corresponds

to the low sensitivity selected in the paper of 50% which suggests a lot of features were being

misclassified as HMa or exudate. These features only partially contribute to DR classification;

which involves numerous other features. A robust and accurate ARIA should incorporate all

retinal features into the grading analysis and be able to better distinguish between features of

detected and therefore have higher sensitivity.

2.6.2.2 Retinalyze

Bouhaimed et al. [86] presented a study evaluating the ARIA Retinalyze; which was devel-

oped in Denmark. The Retinalyze algorithm assesses fundus image quality and detects mi-
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Figure 2.29: Main aspects of Retinalyze algorithm used for the automated detection of microa-
neurysms [86].
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croaneurysms and haemorrhages and hard exudate and cotton wool spots. The ARIA system

was evaluated on patients from the Bro Taf diabetic retinal screening programme in Wales,

UK. The ARIA system was implemented on the green channel of the colour fundus image,

which was selected because it provided maximum contrast for elements that contain blood.

The algorithm comprised five main steps, as shown in Figure 2.29. The first step, prepro-

cessing, enhanced the image contrast and performed shading correction to compensate for the

non-uniform illumination across the image. The second diameter-closing step was a mathemat-

ical morphological transformation that fills in all the black dots. The black “top-hat” step then

uses size and shape criteria to extract black components contrasted against the background,

and is the result of the difference between the images obtained by the diameter closing and pre-

processing steps. The threshold step then identified any elements in the black top-hat image

that are possible microaneurysms candidates. Lastly, the classification step used properties cal-

culated for these candidates to identify them as either true or false positives, using a k-nearest

neighbours classifier. The algorithm was evaluated on 458 images of 100 patients attending

the screening program. A categorisation was made to compare between manual and automated

grading. Manual per-patient grade was divided into 2 groups; non-manifest and manifest DR.

All results below the standard ETDRS reference image 2a (Figure 2.27), which corresponds to

moderate NPDR on the ICDR, were defined as non-manifest DR, and above reference image

2a and above were diagnosed as manifest DR. The ARIA DR classification was assigned based

on the algorithm detecting 1 or more red or white lesions in either of the 2 fields, or if image

quality was too poor for analysis. Automatic screening performance reached a sensitivity of

88% and a specificity of 52%. These represent very modest results and on a small screening

sample. Although exudate detection was presented in the study, the process did not use the

detected exudates in the evaluation of the DR classification, only for later grading the risk of

macular edema. The authors also use a nonrepresentative sample as it the model was evaluated

for 458 images but only 100 patients.

2.6.2.3 Retmarker

Retmarker, presented in [87] Oliveria et al., is an ARIA system developed in Portugal and has

been used in screening programmes since 2011. The retmarker algorithm detected the presence

of microaneuryms and vascular lesions in two fields. To detect these pathologies, the images

are initially converted to “processing size” and contrast normalisation and enhancement, based

on principal component analysis, is applied. Then, dark objects of a given size were detected

and used as candidates. For each of these candidates, features such as area, shape, intensity

distribution and gradient magnitude distribution were extracted. Next, a support vector machine

classifier was used to classify the candidates as true or false. The training of this classifier is

done with a data set in which a different grader was asked to “earmark” only small lesions that

appeared as a round or ovoid red spot of 20-200µm in diameter with regular borders and located

within the superior and inferior arcades. The system was evaluated using images from 5,386
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patients screened through a diabetic retinopathy screening program in Portugal. The Retmarker

system classified 2,560 patients (47.5%) as having no disease and 2,826 patients (52.5%) as

having disease. Retmarker achieved a sensitivity of 96.1% with a specificity of 51.7%. The

grading system for disease/no disease differs from the National Health Service Diabetic Eye

Screening Programme (NHSDESP) one used in the NHS as it does not include mild retinopathy

as an early stage of disease. This meant that the system was grading between later stages of

disease which would include other features aside from microaneurysms. Moreover, in colour

fundus photography microaneurysms appear as deep red dots and are difficult to differentiate

from punctate haemorrhages or localised vascular abnormalities which could explain the low

specificity score of the algorithm.

2.6.2.4 iDx-DR

A validation of an automated screening method for diabetic retinopathy called IDx-DR is pre-

sented in [88] Solanki et al. The paper applies the IDx-DR device within the Hoorn Diabetes

Care System [89]. The cohort from the Hoorn Diabetes Care System contains persons with type

2 diabetes treated in primary care in the Netherlands. The IDx device classifies retinal images

according to the severity scale used in the context of International Clinical Diabetic Retinopa-

thy (ICDR). This scale classifies the disease into moderate diabetic retinopathy (MDR), refer-

able diabetic retinopathy (RDR) and vision-threatening diabetic retinopathy (VTDR). The de-

vice aims to distinguish between these disease classifications through applying image filters to

retinal images. The classification is then based on the detection of lesions using these image

filters. In the validation, initially, image quality analysis was performed by the IDx-DR screen-

ing system. If the quality of the photograph was too low to rule out RDR, insufficient image

quality feedback was provided immediately, allowing the research assistant to re-image. If an

image was of sufficient quality the IDx-DR device produces a numerical output varying be-

tween 0 and 1, where 0 represents the absence of retinopathy and an index closer to 1 indicates

a high chance of retinopathy. These scores were evaluated using predefined threshold values

which produced the specificity and sensitivity values presented in Table 2.6. This study only

contained 108 and 56 people with with moderate diabetic retinopathy and visually threatening

diabetic retinopathy (VTDR) respectively and the device only correctly classified 36 of these

patients. This suggests that the method was not effective at detecting disease in the majority of

cases with referable retinopathy, which was demonstrated in the low sensitivity scores. The pa-

per also states only 63.5% of the images were deemed to have sufficient quality which suggests

the method can not cope with variations in the image which are common during the screening

process; such as artefact. However, their recent Food and Drug Administration (FDA) approval

suggests that ARIA methods can adhere to legal standards for DR diagnosis.
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2.6.2.5 EyeArt

EyeArt is a commercial ARIA system for sale in Europe. The EyeArt algorithm is presented

and evaluated in [90] by Solanki et al. EyeArt was evaluated on the public dataset Messidor

comprised of images from 874 patients (1,748 eyes) and produced a refer/no refer screening

recommendation for each patient in the Messidor data set a large, real-world public data set

of fundus images. The EyeArt system has been described to a great degree in public litera-

ture. In Solanki et al [90] state that EyeArt “utilises image analysis techniques which include;

image normalisation, non-retinal (lens shot) image rejection, interest region detection, multi-

scale image description, and advanced machine learning techniques for multi-level classifica-

tion”. EyeArt generates an aggregate DR screening recommendation by analysing multiple

retinal images of a patient. The gold standard image grading was obtained from Doheny Eye

Institute (DEI) where every image was graded by an expert on the internaional clinical dia-

betic retinopathy (ICDR) severity level; 0 for no DR and 4 for proliferative DR. A patient was

deemed non-referable if there was mild or no signs of DR in both eyes. EyeArt screening re-

sults on this data were reported as 93.8% sensitivity and a specificity of 72.2%. This specificity

value represented an improvement on the methods of the previous systems for the automated

grading of referable retinopathy. However, the dataset involved was still relatively small with

874 patients (1,748 eyes).

2.6.2.6 Nayak et al.

Figure 2.30: Results of normal, NPDR and PDR (left to right). top) Original image middle)
Blood vessel detection bottom) Exudate detection [91].

Nayak et al. [91] presented and evaluated a neural network approach to the problem of auto-

mated DR diagnosis. Image preprocessing, morphological processing techniques and texture
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analysis methods were applied to the fundus images. These methods were used in order to

extract features such as area of hard exudates, area of the blood vessels and the contrast as

shown in Figure 2.30. These features were then used as an input to an artificial neural network

(ANN) for classification. The model was trained on 90 images and evaluated on a further 50.

The work reported very accurate results with 90% sensitivity and 100% specificity. Although,

this was on an extremely small amount of data and the grading of the images was not discussed

in great detail, the paper does demonstrate that neural networks may be the way forward for

the diagnosis of diabetic retinopathy. As neural networks were still in early development at this

point, the method was only used after, and not during, feature extraction.

2.6.3 Comparison

The results of the described ARIA systems in their specific evaluation setting is shown in Table

2.6. The comparison is limited by the commercial and academic methods that have been pub-

licly validated. The ARIA systems available present reasonable results on automated grading

of DR. The specificity values appear to be improving as techniques incorporate more use of

neural networks. Traditional mathematical techniques, such as HMa segmentation using fil-

ters, achieve a maximum specificity of 52% while image filtering, machine learning and other

methods appear to have raised this to over 70%. However, these methods are yet to be evalu-

ated on a large dataset like in Phillips et al. [79].

As other studies have described the automated detection of DR tend to report reasonably high

sensitivities at the cost lower specificity [92]. It is not determined in these evaluation studies

why these sensitivity-specificity trade off scores have been selected but it would be safe to as-

sume these are the point on the ROC curve at which the curve is closest to the optimal point

of the top left corner. In diabetic screening grading high sensitivity tends to be prioritised over

high specificity as it is vital to produce as few false positives as possible.

ARIA System Details Reference Standard Grading Type Patients Sensitivity Specificity
iGrading [79] Detection of HMa Scottish Grading Scheme Disease/No Disease 6722 (14 406 images) 96.1% 51.7%

Scottish screening programme
Techniques from mathematical morphology

Retinalyze [86] Detection of HMa ETDRS Manifest DR 100 (458 images) 88% 52%
Welsh screening programme

Techniques from mathematical morphology
Retmarker [87] Detection of HMa and vascular lesions ETDRS Refer/No Refer 5,386 96.1% 51.7%

DR screening program in Portugal
PCA and SVM techniques

iDx-DR [88] Detection of vascular lesions ICDR Refer/No Refer 898 68% 86%
Hoorn Diabetes Care System

Image filtering techniques
EyeArt [90] Evaluation on the MESSIDOR dataset Doheny Eye Institute Refer/No Refer 874 (1748 eyes) 93.8% 72.2%

Interest region detection
Machine learning techniques

Nayak et al. [91] Evaluation on Indian screening dataset N/A Refer/No Refer 50 images 90% 100%
Feature extraction using texture analysis

Neural network classification

Table 2.6: Characteristics and results for the automed retinal image analysis (ARIA) systems
for DR grading. The scottish grading system, early treatment diabetic retinopathy study (ET-
DRS) and international clinical diabetic retinopathy disease (ICDR) severity scales are used.
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2.6.4 Discussion

Evaluation of these ARIA systems in a controlled, comparable format is complex and often

not possible with each system using different data and different screening techniques. Tu-

fail et al. [7] presented a study aimed at evaluating four of the methods of ARIA; iGrading,

IDx-DR, Retmarker and EyeArt. The aim was to evaluate the methods on data extracted from

the screening programme of the Homerton University Hospital Foundation Trust. The study

concluded that Retmarker and EyeArt achieved acceptable sensitivity levels for referable DR

and achieved sufficient levels of specificity to make them potentially cost-effective for deploy-

ment in screening. However, the performance of the IDx was not presented “for commercial

reasons” and the iGrading system was not applicable to the non-Scottish screening cohort. Tu-

fail et al. concluded that the ARIA’s tested offer promise as an option to reduce the extent of

manual grading required in diabetic retinopathy screening programmes. The paper also states

that “further delineation of false positives will only improve effectiveness”. The paper did not

conclude whether ARIAs would be applicable for real-time grading however it did suggest that

“ARIA systems may be even more cost-effective if fully integrated into the screening system

to allow for real-time grading.” Therefore, the study has simply concluded that ARIAs are

cost effective, can be increasingly more cost effective the more accurate they are at removing

false positives and that ARIAs with the ability to be implemented in real-time could be even

more cost effective. The paper focuses on cost-effectiveness and presents little discussion on

the ARIA systems themselves. The ability of clinical interpretation of the of different ARIAs

is also not discussed. Furthermore, no deep learning method was presented as the abilities and

application of deep learning to DR diagnosis was not apparent at the time of writing.

All the commercial systems described performed image quality analysis during their evalu-

ation of the fundus image. However, in their evaluation these images were often excluded

from the results of the DR grading. In screening practice images that were incorrectly la-

belled as gradeable would remain in the screening process. Therefore, it is not safe to extract

these images from the final evaluation of the methods. The iDx method even re-imaged during

the evaluation process until an image of sufficient quality for the system was produced [88]. It

would be more accurate to present image quality assessment and grading assessment separately.

The ARIAs discussed only consider certain features within a fundus image, with the major-

ity of methods focusing on HMa’s. This severely limits the applicability of the algorithms as

fundus images containing DR may also contain other relevant features of disease, such as the

optic disc, alongside the possibility of features of other eye conditions. Furthermore, the image

may not contain any of the specific features that the algorithm detects but still contains other

features of disease. In this case many of the methods would deem an image to be healthy or

to be of insufficient quality. However, the image quality is not the issue, it is the appearance

of another feature of a fundus image. Hence, this suggests a benefit of moving away from a
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feature extraction approach. Nayak et al. [91] presented a neural network approach however

they used already extracted features. This still limits the disease grading to specific features.

The performance speeds of the ARIAs were not defined in this work even though in some

cases multiple steps were required for the ARIA to be undertaken. For the implementation of

ARIAs into the screening process it is vital that the algorithm is able to validate images within

minutes in order for instant patient feedback. The model that is implemented into a national

screening process, Oliveira et al. [87], uses machine learning. This implies, though it is not

clear on exact speeds, that the methodology is fast enough for the screening process. However,

it is not clear if this automated diagnosis is achieved at point of care or over the course of a set

period of time with clinician input.

There appears to be a consensus across the automated grading community that referable retinopa-

thy is appropriate for ARIA, with all but one method focusing on referable (or manifest) DR.

This relates to both the priority of the screening process and also the limitations of the method-

ologies. In the screening process the patients that are referable, or require a change in their

screening pathway, are the patients which are the most important to distinguish between. On

the other hand, the ARIAs only focus on certain features and would have to incorporate new

methods for less visible features if they were to be extended to the multi-class problem. This

may present problems in implementation as well as adding to the classification speeds.

2.6.5 Conclusion

To summarise, image quality analysis is vital to any ARIA. Poor image quality will result

in bad or incorrect grading in either a manual or automated grading system. Hence, all the

ARIAs discussed include an image quality assessment step and any future ARIA must include

a similar step prior, or during, the disease severity classification. Specificity scores matching

those of high sensitivity need to be produced for the referable classification of the disease. The

methods described achieve high sensitivity scores at the cost of specificity. In order for ARIAs

to be more applicable at the point of care there needs to be an increase in specificity so that

less patients are incorrectly classified as having the disease (false negatives) as this will lead to

unnecessary and costly referrals. This will lead to the more pressure being put on to eye hospital

services which is the next step of the screening pathway for a referred patient [93]. In future,

a clear recording of the time taken to undertake an ARIA must also be presented alongside the

method in order to determine the viability for use in a screening scenario. Finally, in order to

accurately predict the stage of the disease an ARIA that is based on the disease diagnosis, and

not based on feature specific quantification, is preferable due to the large amount of features

and feature-like pathologies present a DR fundus image.
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2.7 Summary

In this chapter the methodology for data acquisition and deep learning image classification

have been described in sections 2.2 and 2.3 respectively. The development of deep learning

for image analysis was described in Section 2.4. Section 2.4 provided a review of CNN archi-

tectures and described the advancements that have been made possible through the application

of deep learning to complex medical imaging problems. The field of automated analysis for

DR, and the retina (ARIAs), given in 2.6 described the methods currently used. These methods

rely on feature extracting specific features and were validated on small cohorts of patients. The

scope for the use of deep learning for ARIA, and specifically DR diagnosis, is possible due

to the image acquisition that is done in the screening process. The prospective benefits that

the application of deep learning to DR diagnosis would bring, through an increase in ARIA

performance, have been described in Section 2.6.1; namely cost-effectiveness and reduction of

grader workloads.
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Chapter 3

Image Datasets

3.1 Introduction

This chapter introduces the datasets that were used to evaluate the proposed techniques pre-

sented in this thesis. The datasets comprised of colour fundus images which can also be re-

ferred to as fundus images or retinal images. In this thesis these images will be referred to as

fundus images. The remainder of this chapter is organised as follows. Section 3.2 then goes

on to consider the fundus image datasets used for evaluation purposes in this thesis; the sec-

tion includes descriptions of the imaging methods adopted and the labelling criteria used. A

summary of the chapter is then given in Section 3.3.

3.2 Evaluation Datasets

The datasets used to evaluate the work presented in this thesis are the Kaggle dataset (KD) 1

and data from the ISDR project [94] in Liverpool, referred to in this thesis as the Liverpool

dataset (LVD). Details concerning these datasets are presented in the subsections 3.2.1 and

3.2.2 respectively. A review of the datasets discussing their strengths and weaknesses and how

the UK and international DR grading systems correspond to the data is given in 3.2.3.

3.2.1 Kaggle Dataset (KD)

The Kaggle dataset is a large set of high-resolution retinal images taken under a variety of

imaging conditions. One fundus image per eye is provided for every subject. The images are

centred on the macula. Images are labelled with a subject ID as well whether the image is a

left or right eye. The dataset contains 88,702 (78,076 training, 10626 testing) images. A grader

has graded the level of DR in each patients eye using only this macula image and according to

the five point scale presented earlier in Subsection 2.5.2:

0. No DR (57,631 training images, 7712 testing images)

1. Mild DR (5,455 training images, 750 testing images)
1https://www.kaggle.com/c/diabetic-retinopathy-detection/data
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2. Moderate DR (11,465 training images, 1688 testing images)

3. Severe DR (1,831 training images, 256 testing images)

4. Proliferative DR (1,694 training images, 220 testing images)

The images in the dataset were provided by eyePACS2 and come from a variety of different

models and types of cameras, which can affect the visual appearance. Some images are shown

as one would see the retina anatomically with the macula on the left and optic nerve on the

right for the right eye. Others are shown as one would see through a microscope condensing

lens i.e. inverted, as one sees in a typical live eye examination. The creators of the dataset state

‘You will encounter noise in both the images and labels. Images may contain artefacts, be out

of focus, underexposed, or overexposed’. Some example images from the Kaggle dataset are

given in Figure 3.1.

The Kaggle dataset was also labelled by expert graders at the University of Liverpool according

to whether an image was gradeable or not, based on the criteria used to determine gradability

within the context of the Liverpool Diabetic Eye Screening Program (LDESP).

0. Ungradeable (20587 training images, 2610 testing images)

1. Gradable (58115 training images, 7390 testing images)

For the purposes of evaluation five labelled datasets were formed from the Kaggle data: (1) A

binary dataset labelled according to whether the image was gradeable from a graders perspec-

tive or not (GI). (2) A dataset (BD) consisting of binary labelled images according to whether

these features DR or not. No DR (0) versus Mild, Moderate, Severe and Proliferative DR (1).

Another dataset for the binary classification of DR requiring referral internationally (BRI) No

DR, Mild DR and Moderate DR (0) versus Severe DR and profliferative DR (1). A further

binary dataset for DR requiring referral in the UK (BRUK) therefore, No DR and Mild DR

(0) versus Moderate DR, Severe DR and Proliferative DR (1). Lastly, a multi-class dataset for

the levels of DR (MD), thus, No DR versus Mild DR versus Moderate DR versus Severe DR

versus Proliferative DR.

3.2.2 Liverpool Dataset (LVD)

The Liverpool dataset, referred to as the Liverpool validation dataset, or LVD, is a large set of

high-resolution retinal images which were obtained during the introducing personalised risk-

based intervals in screening for diabetic retinopathy (ISDR) project [94]. The ISDR project

was a five-year research programme aimed at developing a major enhancement to existing

screening process for sight threatening diabetic retinopathy for implementation in the NHS.

The ISDR project obtained retinal fundus images and the respective grading data through the

Liverpool diabetic eye screening programme (LDESP) at seven screening centres. The LDESP
2http://www.eyepacs.com/ A free platform for retinopathy screening.
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(a) No DR (b) Mild DR

(c) Moderate DR
(d) Severe DR

(e) Proliferative DR
(f) Ungradeable

Figure 3.1: Example of fundus images obtained from the Kaggle dataset.
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takes four fundus images per eye for every patient; an inferior, superior, macula centred and

disc centred image. Images from the ISDR project are still in the process of being extracted

from the ISDR project data warehouse. The dataset currently contains 134,640 images from

over 33,000 patient screening visits. Images are also labelled with a subject ID.

The fundus images were used in order to grade the patients eye for DR at grading centres

in Liverpool also as part of the LDESP. The images in the Liverpool dataset are graded accord-

ing to the severity of DR in all images of the eye instead of just the macula centred image. The

eye of each patient is graded for DR severity using all 4 images of the retina for the respective

eye and the ETDRS grading system [73].

The Liverpool dataset organised according to the following labels:

0. R0 (110,328 training images, 27,582 images)

1. R1 (23,844 training images 5,961 images)

2. R2 (236 training images, 59 testing images)

3. R3 (232 training images, 58 testing images)

The amount of macula images in the dataset is given in brackets (total:macula). The total num-

ber of macula images available for validation was 33,660. An example of a set of images from

the eye of a patient in the Liverpool dataset is given in Figure 3.2 with the macula images

shown first.

For the purposes of evaluation the Liverpool dataset was used to create four labelled datasets:

(1) A dataset (LD) consisting of binary labelled images according to whether these features

DR or not. R0 (0) versus R1, R2 and R3 (1). Another dataset for the binary classification of

DR requiring referral internationally (LI) R0, R1 and R2 (0) versus R3 (1). A further binary

dataset for DR requiring referral in the UK (LUK) therefore, R0 and R1 (0) versus R2 and R3

(1). Lastly, a multi-class dataset for the levels of DR (LM), thus, R0 vs R1 vs R2 vs R3 vs R4.

3.2.3 Data and Grading Systems Review
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(a)

(b)

(c)

(d)

Figure 3.2: Example of the 4 fundus images per eye obtained from ISDR project for the Liv-
erpool dataset. Right) Eye graded as R0. Left) Eye graded as R2. (a) macula centred (b) disc
centred (c) superior (d) inferior.
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DR Kaggle International features Liverpool UK Features for
Level Grade for Kaggle grading Grade Liverpool grading
None 0 No Retinopathy R0 No Retinopathy
Mild 1 Any Mas R1 HMas < 2A or

< 6 CWS or VL
Moderate 2 Mas with any other R2 Any of:

feature present but • HMas > 2A 1-3 quad
less than Severe DR • ≥ 6 CWS

• 1 quad VB, VL or VR
• IRMA < 8A

Severe 3 Any of: R3 Any of:
• 4 quad > 20 HMas • 4 quad HMa ≥ 2A
• VB in 2+ quad • 2-4 quad VB/VL/VR
• IRMA in 1+ quad • 1 quad IRMA ≥ 8A

Proliferative 4 Any of: R3 Any of:
• NVD • NVD ≥ 1/3rd DA (10A)
• NVE • NVE ≥ 1/2rd DA & PRH
• PRH/VH • VH precluding the fundus

• TRD

Table 3.1: The UK & International grading systems [73, 74] used for grading Kaggle and
Liverpool eyes and produce image labels. Abbreviations are defined below in Table 3.2

Feature Abbreviation
Haemorrhages/microaneurysms HMa

Cotton wool spots CWS
Venous beading/loops/reduplication VB/VL/VR

Intraretinal microvascular abnormalities IRMA
Neovascularisation of disc NVD

Neovascularisation elsewhere NVE
Fibrovascular proliferation disc/elsewhere FPD/FPE

Pre-retinal/vitreous haemorrhage PRH/VH
Macular exudates Ex

Tractional retinal detachment TRD

Table 3.2: Abbreviations of diabetic retinopathy features
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The Kaggle and Liverpool datasets have been graded according to the international and UK

feature grading systems described in Table 2.5. Table 3.1 shows how the Kaggle dataset labels

do not completely match the national health care diabetic eye screening programme NHSDESP

UK feature grading systems. However, Table 3.3 demonstrates that in terms of levels of refer-

able disease the Kaggle dataset has thresholds which are equivalent to the UK and international

levels for referable disease. The Kaggle dataset has images requiring UK referral labelled ≥ 2

and the Liverpool dataset has these images labelled R2 or above. Likewise, the Kaggle dataset

has images requiring international referral as ≥ 3 and the Liverpool dataset has these images

labelled R3 or above. The thresholds for disease/no disease are also consistent for comparison

as 0 and R0 vs rest for the Kaggle and Liverpool datasets respectively.

NHSDESP Liverpool Kaggle UK Screening Int Screening
Terminology Grade Grade Pathway Pathway

No DR R0 0 Annual Screening Annual Screening
Mild DR R1 1 Annual Screening Annual Screening

Moderate DR R2 2 Referral to retinal clinic 6-12 Month
Screening

Severe DR R3 3 Referral to retinal clinic Referral
Proliferative active R3 4 Fast-track Referral Urgent Referral
Proliferative stable R3 4 Annual Screening Annual Screening

Table 3.3: Pathways for DR based on the grading systems used in both datasets [95] and the
respective national health care diabetic eye screening programme (NHSDESP) terminology.

The 5-class Kaggle grade is equivalent to the international grading system, described in Ta-

ble 2.5, and therefore corresponds to the international pathways. Table 3.3 demonstrates how

the multi-class labels used for the Kaggle dataset correspond to screening pathways in UK

and International screening programs. The only discrepancy between the UK and international

multi-class gradings, and therefore the Liverpool and Kaggle datasets, is for the proliferative

DR class. The UK grading system contains the grades R3a and R3s instead of the international

grade R4. The UK gradings of R3a and R3s have separate pathways for proliferative treated

and proliferative stable eyes which are labelled 4 (proliferative) in the Kaggle dataset. There-

fore, the pathway involving a patient with treated proliferative DR would be the same as the

patient with active proliferative DR. Although this is not ideal, people that have been treated

for DR are still subject to regular screening in order to make sure the disease is not active.

Moreover, the patients with treated proliferative DR would already have entered the screening

pathway for active proliferative DR before the eye was re-diagnosed. Analysis of the Liverpool

dataset for multi class diagnosis will therefore, treat any image labelled as R3 as either Kaggle

grade 3 or 4 as it is unkown whether the patients eye is either severe, proliferative active or

proliferative stable.

80



The Kaggle dataset was acquired from numerous screening centres and has not undertaken

filtering for image quality. As concluded in Section 2.6.5, an image quality filter is important

in order to determine if the image is sufficient enough for grading, either manually or using

ARIA. Hence, the Kaggle dataset was labelled by a clinical expert in order to determine if each

images was gradeable according to the clinical standard used in NHSDESP. Images with poor

quality were still given DR labels which suggests that not all of the DR labels in the dataset are

accurate. The Kaggle dataset contained 25,000 images that were deemed ungradeable by the

NHSDESP standard.

The Liverpool dataset has a DR grade based on 4 images of each eye. Therefore each grade

does not relate to a specific image, but the particular eye of that patient. Therefore, there is

likely to be some discrepancy if grading is performed solely using macular images as the fea-

tures of DR may only be apparent in the other retinal images from the eye.

The size of the Kaggle dataset, and the fact it was acquired from multiple centres, means

that the dataset is variable and therefore systems tested on it should be robust to generalisation.

The evaluations in previous ARIAs, presented in Section 2.6, were performed on much smaller

numbers of images and mainly from one source. Evaluation on a large number of Kaggle im-

ages should suggest a strong chance of reproducibility of performance and validation on the

Liverpool validation dataset will determine this. The Kaggle dataset contains a large amount of

images from each class of DR severity. Therefore, the Kaggle training set (78,076 images) was

used for model training throughout the work presented in this thesis in order for the models to

see a large variety of images from all DR classes. The Kaggle test data (10,626 images) was

used to evaluate how the models are performing on unseen data. Lastly, the macula images of

the Liverpool dataset (33,660 images) are used to validate the best models in order to test the

robustness and generalisation of the models across datasets, imaging modalities and grading

methods.

3.3 Summary

In this chapter the prevalence and cause of DR have been discussed. The clinical diagnosis

of the disease has been defined in both a feature-wise and grading context. Furthermore, the

current UK and international methods of screening for the disease have been described. Finally,

the datasets and respective labellings that were used to train, test and validate the methods

presented in the thesis have been presented. The benefits and drawbacks of using the data have

also been discussed.
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Chapter 4

Application of CNNs for Diabetic
Retinopathy Diagnosis

The work presented in this is chapter describes how a CNN model was developed and applied to

distinguish between diagnosis problems that need to be addressed in screening; distinguishing

between gradeable DR images, binary disease classification, binary referral internationally,

binary referral in the UK and multi-class disease classification. These diagnosis problems

are evaluated using the evaluation datasets GI, BD, BRI, BRUK and MD respectively. The

contribution of the author to the work presented in this chapter is the training, analysis and

development of the CNN model to perform DR diagnosis. The Kaggle dataset was used for

training and testing. Therefore, the contribution of the image labels were by eyePACs1 and the

image data were provided by Kaggle 2. The multi-class disease CNN model reported in this

chapter were published in Pratt et al. [96]3 and presented at Medical Imaging Understanding

and Analysis (MIUA) conference 2016. This paper has been cited many times as it was widely

accepted to be the first academic paper presenting the application of CNNs for multi-class DR

diagnosis.

4.1 Introduction

A review of convolutional neural networks (CNNs) for medical image analysis was undertaken

in Section 2.4.4 and described the impressive record, in terms of accuracy and speed of di-

agnosis, that CNNs can produce on medical image analysis tasks. This chapter describes the

application of a CNN model and training algorithm to DR diagnosis using the Kaggle dataset.

The CNN model was used for both the feature extraction and classification steps of automated

retinal image analysis (ARIA). The chapter provides a proof of concept for the application of

a CNN algorithm in order to achieve the research aim of automated DR diagnosis using deep

learning and providing automated grading analysis for point of care diagnosis during screening.
1eyePACs - http://www.eyepacs.com/
2https://www.kaggle.com/c/diabetic-retinopathy-detection/data
3Harry Pratt, Frans Coenen, Deborah M. Broadbent, Simon P. Harding, Yalin Zheng, Convolutional Neural

Networks for Diabetic Retinopathy, Procedia Computer Science, Volume 90, 2016, Pages 200-205
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The application of a CNN algorithm to the problem of DR diagnosis brings to the fore some of

the research challenges described in Section 1.4. Firstly, the quality and quantity of data must

be factored in to the model. For example, the number of images available for the rarer classes

is significantly less than the largest class. During training of a classifier using a supervised

algorithm, such as a CNN, it would be counter-productive for the network to train on the rarer

data only as often as it is found. This would mean that during training the model would see the

severe and rare cases less often and thus be less robust in its diagnosis. Therefore, this must

be rectified through oversampling during model training. Similarly, for diagnosis the quality

of the data must be “sufficient”. However, the model should be able to detect “insufficient”

images itself in order to be applicable in screening practice. Hence, as was common in the

ARIA algorithms described in Section 2.6, an image quality filter must be incorporated into

the process either within the model or through a separate model. The StandardNet methodol-

ogy used to address these problems is described in Section 4.3.

Furthermore, overfitting is a major issue in neural networks. Skewed datasets cause the net-

work to overfit to the class most prominent in the dataset. Large datasets obtained from real

life screening processes are often significantly skewed; as is in the case of the Kaggle dataset

used with respect to the work described in this thesis. In this dataset, less than three percent

of images came from the 4th (Severe DR) and 5th (Proliferative DR) class, meaning changes

had to be made to the model training algorithm in order to ensure it learnt to classify minority

classes to the same level of importance as the other classes.

The remainder of this chapter is organised as follows. Section 4.2 presents an overview of re-

lated work. Section 4.3 describes the methodology used in this Chapter; specifically the CNN

structure. The performance of the models is analysed using the criteria for success defined in

Section 1.7. Section 4.4 presents the evaluation of the model. Finally, Section 4.5 presents a

discussion on the findings and Section 4.6 provides a conclusion and scope for improving the

method.

4.2 Related Work

A review of the current commercial products available, and their respective results, for auto-

mated DR image analysis was presented and discussed in Section 2.6. As well as the com-

mercial systems, various academic work has been undertaken with the aim of performing au-

tomated diabetic retinopathy diagnosis for both disease classification and multi-class classifi-

cation. For completeness this section provides a review of this previous work.

In Gardner et al. [97] artificial neural networks were used to predict the presence of vessels,

exudates and haemorrhages within a fundus image. The neural network was trained on patches
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of fundus images, which each had to be manual graded according to whether they contained

a certain feature of DR. The patches on the test images were then compared in order to deter-

mine if a fundus image contained features of disease. The reported accuracy for the recognition

of vessels, exudate and haemorrhages were 91.7%, 93.1%, and 73.8% respectively. The net-

work achieved a sensitivity of 88.4% and a specificity of 83.5% for the detection of diabetic

retinopathy. However, in the analysis, 23 images where an ophthalmologist had disagreed with

the initial assessment were disregarded. These images are likely to be the images which were

hardest to diagnose. Furthermore, the test set comprised only 100 images, which it can be ar-

gued is not representative of a typical screening data-set. However, the work demonstrated that

neural networks are able to detect features of DR although more robust models are required.

Nayak et al. [91] used an artificial neural network to detect features such as area of hard

exudates, area of the blood vessels and the contrast in order to perform a three-class classifi-

cation of DR. However, the proposed model was validated on an extremely small dataset of

50 fundus images due to the fact that feature ground truth was required for each image. In the

method, features were extracted from the fundus images and used as input into a neural network

to classify images into normal, non-proliferative retinopathy and proliferative retinopathy. The

classification results were validated by comparing with grading from expert ophthalmologists.

The method demonstrated a classification accuracy of 93%, sensitivity of 90% and specificity

of 100% for disease classification. Nayak et al. demonstrated that neural networks can be used

after feature extraction in order to determine the final diagnosis result. However, a simple re-

gression model would be more applicable in order to combine features that have already been

quantified. This method does not utilise the fact that neural networks can obtain fast, automated

results for the feature extraction process and does not report the speed of the their feature ex-

traction method.

In [98] Adarsh et al. used feature extraction and an support vector machine (SVM) classi-

fier in order to diagnose DR in to five classes. “Image processing techniques” were used for

the detection of retinal blood vessels, exudate, micro-aneurysms and texture features. The area

of lesions and texture features were used to construct the feature vector for a multi-class SVM.

This achieved reported accuracies of 96% and 94.6% for disease classification on the pub-

lic databases DIARETDB0 and DIARETDB1, which contain 89 and 130 images respectively.

Adarsh et al. demonstrated that features of disease can be extracted from fundus images for the

five class diagnosis problem. However, even though a multi-class SVM was used, the results

were reported in terms of disease classification. Moreover, the datasets used were small so the

robustness of the feature extraction algorithms for the detection of disease are dubious.

Acharya et al. [99] developed an automated method for identifying the five classes of DR. The

method was evaluated on 100 fundus images. Features, which were extracted from raw data
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using a high-order spectra method, were quantified and fed into an SVM classifier. The SVM

method reported an average accuracy of 82% over the five classes, and sensitivity of 82% and

specificity of 88% for distinguishing between proliferative and non-proliferative retinopathy.

It can be argued that this represents a reasonable level of accuracy for the five class problem

using traditional feature extraction methods. However, only 20 images per class were used

to evaluate the model which is unlikely to translate to a larger scale. The work presented in

Archarya et al. [99] also demonstrated that it is possible to use computer vision methods to

extract features of DR for the five-class diagnosis problem. This suggests that a CNN model

should be able to extract these features.

Acharya et al. also created a five-class classification method, described in [100], by calcu-

lating the areas of several features such as haemorrhages, micro-aneurysms, exudate and blood

vessels. The features determined to be the most crucial; blood vessels, micro-aneurysms, exu-

date, and haemorrhages, were extracted from the raw images using image segmentation. These

were then fed in to an SVM classifier for classification. This model produced a sensitivity

of 82% and specificity of 86% for proliferative and non-proliferative retinopathy and an av-

erage accuracy of 85.9% on the five-class problem. This method was evaluated on a small

dataset containing 20 or less images per class. Archarya et al. [100] presented work which

demonstrated that traditional image analysis methods could detect features for five-class dis-

ease classification. Hence, if CNN models are the new state-of-the-art in image analysis they

should have the capacity to detect these features.

The majority of automated DR diagnosis methods, either for binary or multi-class diagno-

sis, presented in the latest academic work rely on feature extraction methods. The extracted

features are then fed into an SVM or neural network in order to produce a diagnosis. This pro-

vides reasonable results depending on the efficacy of the feature extraction method. However,

as discussed in Section 2.4.1, CNNs offer a new state-of-the-art mechanism for performing

both the feature extraction and classification stages of medical diagnosis. Moreover, all of the

methods described were tested on small test sets of approximately 100 images or less; also

the reported evaluations do not consider any aspects of diagnosis time. In order for automated

methods to be applicable in screening the image analysis methods must generalise over a large

dataset equivalent to those found in screening and the time taken to achieve diagnosis must be

reported in order for the automated nature to be validated. The model in this chapter presents a

CNN alternative to the above methods in both feature extraction and image classification while

reporting validation times of the methodology.

4.3 Model: StandardNet

The section describes the StandardNet models network architecture, parameters and data pro-

cessing involved in the CNN algorithm described in this chapter. The model described is ap-
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plicable to train fundus image data for a binary or multi-class problem. Initially, Sub-section

4.3.1 describes the network architecture of the CNN that is used. The image processing steps

taken prior to the model algorithm and data augmentation steps taken during training are pre-

sented in Sub-sections 4.3.2 and 4.3.3 respectively. The model parameters used to deal with the

research challenge of class imbalance are given in Sub-section 4.3.4 and the parameters used

during training are given in Sub-section 4.3.5. Lastly, the post-processing steps performed on

the model output are given in Sub-section 4.3.6.

4.3.1 Network Architecture

The structure of the CNN is shown in Figure 4.1 and was determined after studying the liter-

ature for other image recognition tasks. The layout of the CNN is similar to the well known

VGG-16 network [38]. The network architecture contains of 2,426,914 trainable parameters.

The initial layers of the CNN are convolution blocks containing activation, batch normali-

sation and frequent pooling layers proceeding each convolutional layer; consistent with the

theory behind these layers. The convolution kernel size takes the arbitrary, widely used, 3× 3

pixels. Similarly, all pooling is performed with kernel size 3× 3 pixels and 2× 2 pixel strides.

These layers aim to achieve the feature extraction step of the diagnosis process. After the final

convolutional block, the network is flattened in to one dimension. Two dense layers are intro-

duced with 512 nodes each. Theoretically, these are the layers that take the feature extraction

parameters produced from the convolutional layers and interpret them ready for classification.

Dropout is performed on these dense layers, to reduce over-fitting. Lastly, a dense layer is

introduced with the softmax activation function for classification. The number of nodes in this

final layer is dependent on the number of classes under consideration.

The leaky rectified linear unit [33] activation function was used, applied with a value of 0.01,

to stop over reliance on certain nodes in the network. Similarly, in the convolution layers, L2

regularisation was used for the trainable weights and biases; with a cut off value of 0.01. The

network was initialised with Gaussian initialisation in order to reduce initial training time.

4.3.2 Image Pre-processing

There are many features required for the diagnosis of diabetic retinopathy using fundus images,

as well as various other eye diseases which can be apparent in fundus images. These features

are exudate, micro-aneurysms, haemorrhages and drusen all of which have varying contrast

and smoothness in a fundus image. Other variations in the fundus images stem from the eth-

nicity of the patients (for example darker skinned patients showing a more reddish retina) and

the modality of the fundus camera used. These variations may be perceived as a feature of

classification by the model. Therefore, the image pre-processing undertaken prior to training

is important so that the network learns to identify the correct features for classification. This
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Figure 4.1: Network architecture for StandardNet CNN. The dense output in the final layer is
altered depending on the number of classes under consideration. The model shown here shows
a binary classification in the final layer.
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is why numerous different pre-processing methods were explored and the comparative results

were visually examined.

Image pre-processing was undertaken using the open source python library OpenCV [101]

and nine different types of images were used. These images were:

• Raw RGB image cropped and resized

• Green channel image from the cropped and resized raw RGB image

• Histogram equalisation of the cropped raw RGB Image

• Green channel histogram equalisation of the cropped raw RGB Image

• Contrast Limited Adaptive Histogram Equalisation (CLAHE) of the cropped raw RGB

image

• Green channel of the CLAHE image

• Convert raw RGB image to LAB (2.2.3.3) and perform CLAHE of luminance channel

• Green channel of the RGB image after CLAHE of luminance channel

• Hue Saturation Value (HSV) colour space conversion from RGB

As well as undergoing image enhancement, the images also have to be rescaled from their

original size of around 6M pixels per image. Larger image sizes require exponentially large

amounts of convolutions within the CNN model. Therefore, image sizes the largest image size

that was viable on the GPU was selected. Firstly, OpenCV [101] was used to crop the image

removing the black background region to save unnecessary convolutions in the network. The

images were thus down-sampled to a size of 512× 512 which still left the features of DR vis-

ible to the naked eye; and therefore a neural network. This allowed the NVIDIA K40 to train

on around 1-10 images per batch with real time data augmentation on its 12GB GPU memory.

The images produced by the various pre-processing methods are shown in Figure 4.2.

The CLAHE of the luminance channel was the image enhancement method chosen due to

the vital features of haemorrhages and micro-aneurysms appearing more distinguished after

this method had been applied, as seen in Figure 4.3. This is the case for micro-aneurysms

and haemorrhages in many of the image enhancement methods considered. However, in the

CLAHE of the luminance channel images exudate and drusen around the macula and elsewhere

appears lightened and more apparent, unlike in the other methods. The amount of exudate, and

the location of exudate, namely whether it is near the macula or not, is vital for the level of

diagnosis. Hence, this is why this pre-processing method was chosen.
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Figure 4.2: Left-right and top-bottom. Red-green-blue, Hue Saturation Value, Contrast Limited
Adaptive Histogram Equalisation (CLAHE) Luminance-a∗-b∗ (LAB), CLAHE LAB Green,
Histogram Equalisation, Histogram Equalisation Green, CLAHE, CLAHE Green.
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Figure 4.3: Top) Raw RGB image. Bottom) Cropped, resized 512 × 512 CLAHE LAB im-
age. Yellow shows an example area with exudate. Red area shows an example area with a
haemorrhage.
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In order to confirm that the features were more visually apparent, preliminary networks were

trained for a maximum of 10 epochs with various learning rates and the value of the loss func-

tion was recorded. In all scenarios the CLAHE LAB image pre-processing method had the

smallest loss after the arbitrary 10 epochs of training. This confirms that the CNN model is

finding it easier to detect features on images pre-processed in this manner.

4.3.3 Real-time Data Augmentation

Data augmentation in CNN model training is vital for localisation and creating new artificial

data for the network to learn from. The augmentation method must be selected in the best

possible way to help the networks capability to learn the target features and the speed at which it

will do so. Due to the large dataset involved in the CNN training performing data augmentation

off-line would require enormous amounts of memory as hundreds of copies of each image

would need to be stored. As the datasets described in Chapter 3 contain thousands of images

this is not viable. Thus, data augmentation was done in real-time during training. The data

augmentation undertaken during training was as follows:

• Shifts: Small random horizontal and vertical shifts of up to 5% of the image. This stops

the network requiring the circular image of the retina being totally in the center. This is

required as in the dataset, and in clinical practice, the image may vary from containing

the whole circular image or with boundaries cut off.

• Flips: Similarly, horizontal and vertical flips are randomly performed so that the orien-

tation of the eye does not affect classification within the network as both left and right

eyes occur in the dataset and in practice.

• Rotation: The image is randomly rotated up to 30 degrees. This is to cater for the

variation in the location of the optic disk and fovea in fundus images. The location of

exudate in relation to the fovea is important to classification and it is not realistic for the

fovea to be in a certain location within the image in a screening environment.

• Zoom: Lastly, the data augmentation randomly zoom towards the center of the image

by up to 1%. This is so that the network can learn to classify relative to the location of

the features and the size relative to other features instead of the size of the feature in a

particular image. The size of the optic disk, vessels and features can vary depending on

patient and is not related to the disease classification.

Examples of the data augmentation performed on the preprocessed images are shown in Figure

4.4. These images are normalised and then fed in to the feed forward CNN for training.

4.3.4 Class Imbalance

To address the issue of the class imbalance, class weights were incorporated in to the CNN

training. The class weight for a class c is defined as the number of images of the largest
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Figure 4.4: Real-time augmented images used to train the CNN.

class divided by the number of images of class c; to the nearest integer. For example, if the

largest class is No DR (class 0) and it contains 5.2 times the amount of images in class 1,

the class weight of Mild DR (class 1) will be 5. The largest class always has a class weight

of 1. This reduced the risk of overfitting to a certain class. Therefore, the class weights for

the gradeability model of classes gradeable and ungradeable were 1 and 4, as there were 4

gradeable images for every 1 ungradeable image in the training set. Likewise, the class weights

for the disease and referral models were 1 and 3, and 1 and 4, respectively. For the multi-class

problem this meant the class weights for each class were 1, 7, 3, 22, 25 for classes 0, 1, 2, 3,

4 respectively. The class weights are taken into account when the models weights are updated

during backpropagation. The rarer classes are weighted higher when they are seen in order to

compensate for the fact that they are less prominent in the dataset.

4.3.5 Training Parameters

The CNN models were trained using the stochastic gradient descent back backpropagation al-

gorithm. The loss function optimised for the binary and multi-class problems were the widely

used binary and categorical cross-entropy functions described in Section 2.4.2.

The learning rate for the backpropagation of the CNN using stochastic gradient descent is

vital to both the final result and the efficiency of the training of the network. As is common

throughout neural network training literature, a low learning rate of 0.00001 was used for the

92



initial epochs in order to stabilise the weights. The learning rate is then increased to 0.0003 for

training. The learning rate was then lowered by a factor of 10 if the training loss and accuracy

had not decreased in 10 epochs. This allows the model to get closer to the respective minima of

the loss function. Furthermore, if the training loss does not decrease after 20 epochs of training,

model training is terminated and this is deemed to be the minima of the model.

4.3.6 Post-processing

The result of the CNN model is a prediction output for all classes from the final softmax layer.

In the case of binary predictions the prediction for the positive class was subtracted from the

negative class in order to give a prediction value as defined in Equation (4.1).

Pb(x) =
c=C−1∑
c=0

(−1)cSoftMax(c), E(x) ∈ [1,−1] (4.1)

Pb(x) defines the prediction of eye E from image x, C defines the number of classes and

Softmax(c) defines the softmax output for image x of class c.

The final prediction class is based on a thresholded version of Pb(x) in Equation (4.2) in order

to split the output into two classes. Thus, for the binary problem, the thresholds for the classi-

fications were in the range [1,−1]. ROC curves presented in the results section were produced

based on increasing the threshold of these E values from −1 to 1.

Eb(x) =

{
1 if Pb(x) > Threshold
0 if Pb(x) ≤ Threshold

(4.2)

The multi-class model used all of the outputs from the softmax function of the five classes in

order to determine a prediction 5-value vector Pm; defined in Equation (4.3).

Pm(x) = [Softmax(0), ...,Softmax(c)] (4.3)

The argmax function shown in Equation (4.4) is used to produce the final prediction class.

Em(x) = argmax (Softmax(0), ...,Softmax(c)), E(x) ∈ {0, 1, 2, 3, 4} (4.4)

The ROC curves produced for the multi-class model are based on thresholding the prediction

scores in the prediction vector Pm. This is defined in Equation (4.5) in a similar fashion to

Equation (4.4).

Ecm(x) =

{
1 if P cm(x) > Threshold
0 if P cm(x) ≤ Threshold

(4.5)

where c is the class which the ROC curve is being produced for and m denotes a multi-class

classification. Hence, P cm is the prediction value from class c for the from the multi-class

prediction vector Pm.
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4.4 Results

This section presents the results from training on the StandardNet model, presented in the pre-

vious section. In order to evaluate the usefulness of the StandardNet model for fundus image

diagnosis the model was applied to the GI, BD, BRI, BRUK and MD evaluation datasets

described in Section 3.2.1. Through acquiring and using a high-end graphics processor unit

(GPU), an NVIDIA K40c, the StandardNet model could be trained on the whole dataset. The

NVIDIA K40c contains 2880 CUDA cores and comes with the NVIDIA CUDA Deep Neural

Network library (cuDNN [102]) for GPU neural network training. Through using this package

and the deep learning library Keras [103], with the Theano [104] machine learning back-end,

the CNN models were trained using the stochastic gradient descent backpropagation (SGD)

algorithm and the parameters described in Section 4.3.5. The thresholds for the arbitrary sensi-

tivity and specificity values of 80% and 90% were also recorded in order to compare potential

screening thresholds for the model.

4.4.1 Gradeability (GI)

Images from the Kaggle dataset were labelled according to DR gradeability based on the crite-

ria used in the NHS Diabetic Eye Screening Programme (NHSDESP). The gradeability model

was trained on a per-image basis in order to determine if a fundus image was gradeable. The

test set, which was randomly selected, comprised 10,626 images including 2,958 images that

were deemed ungradeable by an expert. The training set comprised 78,076 images including

20,445 ungradeable images. The results of training on the StandardNet model are shown in

Table 4.1 and Figures 4.5, 4.6a, 4.6b, 4.7, 4.8 and 4.9.

Type J Statistic Sensitivity Specificity Threshold

Peak Point 0.73 0.86 0.87 0.08
Sensitivity 90% 0.72 0.90 0.82 -0.14
Specificity 90% 0.72 0.82 0.90 0.23
Sensitivity 80% 0.71 0.80 0.91 0.32
Specificity 80% 0.71 0.91 0.80 -0.21

Table 4.1: Evaluation results the StandardNet gradeability model. The peak point describes the
values that give the greatest J Statistic. The threshold refers to the value in the post-processing
step which determines the prediction class as defined in Equations 4.2 and 4.5.
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Figure 4.5: ROC Curve (and AUC score) for the StandardNet gradeability model produced by
changing the threshold of the post-processing Equation (4.2) from −1 to 1 for all predictions
and plotting the true positive rate and false positive at each threshold.

(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 4.6: Matrices of gradeability using StandardNet model predictions on test data at the
peak point of the J Statistic metric.
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Figure 4.7: Gradeability StandardNet model accuracies plotted against training epoch.

Figure 4.8: Gradeability StandardNet model log loss plotted against training epoch.

Figure 4.9: Gradeability StandardNet model training time plotted against training accuracies.
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4.4.2 Disease (BD)

Images from the Kaggle dataset were trained for the screening scenario of disease classifica-

tion, thus the R0 class versus the R1, R2, R3 and R4 classes. The model was trained on 78,076

training images of which 20,239 contained features of disease. The test set comprised 10,626

images contained 2,912 images that contained disease. The results of training on the Standard-

Net model for the disease scenario are shown in Table 4.2 and Figures 4.10, 4.14a, 4.14b, 4.11,

4.12 and 4.13.

Type J Statistic Sensitivity Specificity Threshold

Peak Point 0.13 0.63 0.51 -0.00
Sensitivity 90% 0.07 0.90 0.17 -0.09
Specificity 90% 0.04 0.14 0.90 0.10
Sensitivity 80% 0.11 0.80 0.31 -0.04
Specificity 80% 0.08 0.28 0.80 0.06

Table 4.2: Evaluation results for the StandardNet disease model. The peak point describes
the values that that give the greatest J Statistic. The threshold refers to the value in the post-
processing step which determines the prediction class as defined in Equation (4.2).

Figure 4.10: ROC Curve (and AUC score) for the StandardNet disease model produced by
changing the threshold of the post-processing Equation (4.2) from −1 to 1 for all predictions
and plotting the true positive rate and false positive at each threshold.
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Figure 4.11: Accuracy of Standard disease model model over epochs of training.

Figure 4.12: StandardNet disease model log loss plotted against epochs.

Figure 4.13: StandardNet disease model training time plotted against training accuracies.
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(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 4.14: Matrices of disease using StandardNet model predictions on test data at the peak
point of the J Statistic metric.

4.4.3 Referral UK (BRUK)

The results for the CNN model trained for referral of DR in the UK; R0 and R1 versus the R2,

R3 and R4 classes are presented here. There were 2,162 images of 10,626 images requiring

referral to a UK standard in the test data. The model was trained on 78,076 training images of

which 14,990 contained features of requiring referral to a UK standard. The results of training

on the StandardNet model for the disease scenario are shown in Table 4.3 and Figures 4.15,

4.16a, 4.16b, 4.17, 4.18 and 4.19.

Type J Statistic Sensitivity Specificity Threshold

Peak Point 0.20 0.64 0.56 -0.14
Sensitivity 90% 0.10 0.90 0.56 -0.30
Specificity 90% 0.09 0.58 0.9 0.10
Sensitivity 80% 0.16 0.80 0.36 -0.23
Specificity 80% 0.15 0.35 0.80 0.00

Table 4.3: Results for the StandardNet referral UK model depending on threshold.
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Figure 4.15: ROC Curve (and AUC score) for the referral UK model produced by changing the
threshold of the post-processing Equation (4.2) from −1 to 1 for all predictions and plotting
the true positive rate and false positive at each threshold.

(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 4.16: Matrices of StandardNet referral UK model predictions on test data at the peak
point of the J Statistic metric.

100



Figure 4.17: Accuracy of StandardNet referral UK model over epochs of training.

Figure 4.18: StandardNet referral UK log loss plotted against epochs.

Figure 4.19: StandardNet referral UK training time plotted against training accuracies.
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4.4.4 Referral International (BRI)

The results for the CNN model trained for referral of DR in the UK; R0, R1 and R2 versus the

R3 and R4 classes are presented in this section. In total 476 out of 10,626 images requiring

referral to a UK standard in the test data. The model was trained on 78,076 training images of

which 3,525 contained features of requiring referral to a UK standard. The results of training

on the StandardNet model for the disease scenario were shown in Table 4.4 and Figures 4.20,

4.24a, 4.24b, 4.21, 4.22 and 4.23.

Type J Statistic Sensitivity Specificity Threshold

Peak Point 0.55 0.76 0.79 -0.02
Sensitivity 90% 0.46 0.90 0.56 -0.51
Specificity 90% 0.48 0.58 0.90 0.38
Sensitivity 80% 0.55 0.80 0.75 -0.14
Specificity 80% 0.54 0.74 0.80 0.02

Table 4.4: Evaluation results for the StandardNet referral international model. The peak point
describes the values that that give the greatest J Statistic. The threshold refers to the value in
the post-processing step which determines the prediction class as defined in Equation (4.2).

Figure 4.20: ROC Curve (and AUC score) for the StandardNet referral international model
produced by changing the threshold of the post-processing Equation (4.2) from −1 to 1 for all
predictions and plotting the true positive rate and false positive at each threshold.
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Figure 4.21: StandardNet referral international model prediction accuracy over epochs of train-
ing.

Figure 4.22: StandardNet referral international model prediction log loss over epochs of train-
ing.

Figure 4.23: StandardNet referral international training time plotted against training accuracies.
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(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 4.24: Matrices of StandardNet referral international model predictions on test data at
the peak point of the J Statistic metric.

4.4.5 Multi-class (MD)

This section presents the results of the multi-class classification for DR. The test data contains

a split of 7712, 750, 1688, 256, 220 images for the R0, R1, R2, R3, R4 classes respectively.

The model was trained on 78,076 training images of which the number of images per class

were 57631, 5455, 11465, 1831, 1694 for the R0, R1, R2, R3, R4 classes respectively. This is

representative of the split of severity levels in real life screening data. The results of training on

the StandardNet model for the multi-class scenario were shown in Table 4.5 and Figures 4.25,

4.26a, 4.26b, 4.27, 4.28 and 4.29.

Class Precision Recall F1-score Support

0 0.79 0.23 0.36 7714
1 0.08 0.43 0.13 750
2 0.21 0.13 0.16 1686
3 0.06 0.39 0.10 256
4 0.10 0.68 0.17 220

Avg/Total 0.62 0.24 0.30 10626

Table 4.5: Metrics for the multi-class prediction. Defined in Section 1.7.2.
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Figure 4.25: ROC Curve (and AUC scores) for the multi-class StandardNet model produced by
changing the threshold of the post-processing (Equation (4.5)) from 0 to 1 for all predictions
and plotting the true positive rate and false positive at each threshold.

(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 4.26: Matrices of StandardNet Multi-class model predictions on test data at the peak
point of the J Statistic metric.
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Figure 4.27: Multi-class StandardNet model prediction accuracies over epochs of training.

Figure 4.28: Multi-class StandardNet model prediction log loss plotted against epochs.

Figure 4.29: Multi-class StandardNet model training time plotted against training accuracies.
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4.4.6 Summary

This section provides a summary of the StandardNet results for each screening scenario in

order to compare how well the models performed on the different screening tasks. Table 4.6

gives a comparison of how the model performed in terms of classification results, and Table

4.7 gives a comparison of the model results in terms of training and validation times.

AUC J Statistic Sensitivity Specificity

Gradeability
0.94 0.73 0.91 0.91

Disease
0.58 0.13 0.28 0.31

Refer UK
0.63 0.20 0.35 0.36

Refer International
0.85 0.55 0.74 0.75

Kappa Micro-ROC Macro-ROC Accuracy

Multi-class
0.15 0.69 0.66 0.62

Table 4.6: Results from the evaluation of the efficacy of the StandardNet CNN models for
certain screening diagnosis tasks. The sensitivity and specificity results reported are the highest
possible values for the metric while the other metrics remains at least 80%.

Training Time (m) Time Per Epoch (s) Validation Time (s)

Gradeability
557 98 0.01

Disease
403 94 0.01

Referral UK
350 93 0.01

Referral International
244 93 0.01

Multi-class
600 85 0.01

Table 4.7: A comparison of training and validation speeds for the StandardNet models on an
NVIDIA k40 GPU. Time per epoch refers to the time taken to train on 2,000 images. Validation
time refers to the amount of time taken to validate one image using the StandardNet CNN
model.

As shown by the ROC values in Table 4.6 all of the StandardNet models managed to extract

features within the image relating to the trained classification problem. This is a promising
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result as the screening tasks they have been asked to perform are complex tasks, and yet they

have been able to extract significant features from the images in order to classify them.

The time taken to train all of the StandardNet models was relatively short with the multi-class

taking the longest amount of time to train; 10 hours. These long training times are likely to be

caused by the fact that the model contains 7 layers that have trainable parameters. The GPU

can easily cope with the computation required in order to train this number of layers allowing

training to be performed efficiently. Therefore, none of the models were slow to learn and the

loss plateaued in all models within a reasonable time frame. The model which required the

longest amount of training time was the multi-class model. This was likely to the intricacy

involved in learning to distinguish between 5 classes instead of 2. Moreover, the fastest model

was the referral international model which trained fast as it is learning to determine the most

severe cases of disease. There are fewer images requiring referral in the training set and there-

fore it is expect that the loss will plateau quickly.

Furthermore, the StandardNet model was either very successful at performing the diagnosis

task or not very successful at all. The CNN model has managed to extract acceptable AUC

scores and J Statistics of for the gradeability and international referral models; 0.94, 0.73 and

0.85 and 0.55 respectively (Table 4.6). On the other hand, the results for disease and referral

UK models were the AUC scores 0.58 and 0.62, as well a kappa value of 0.15 for the multi-

class problem, which are not sufficient scores for the screening process. A screening process

requires a sensitivity and specificity of greater than 0.8 in order to responsible filter patients.

Multi-class diagnosis must have a kappa of over 0.5 in order to be reliable.

The validation times reported are also extremely quick with the model able to classify 100

images per second. Therefore, the StandardNet model has shown promising signs of being a

suitable deep learning method for the diagnosis of DR during screening. A discussion of the

method and algorithm in order to determine the success of the StandardNet model, and high-

light areas to improve the results further, was undertaken; this is discussed in the following

section.
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4.5 Discussion

Figure 4.30: Images from the gradeability dataset. Left) Gradeable Image Prediction: 0.12.
Right) Ungradeable image Prediction: 0.99.

The results in Table 4.1 show the relative success of the StandardNet model at learning to de-

termine if an image was gradeable or not. The high J statistic of 0.73 along with the AUC

score of 0.94 from the ROC curve, shown in Figure 4.5, represents a reasonable model. The

AUC score demonstrates that the CNN has extracted features of the fundus image that relate

to its level of gradeability. The confusion matrices in Figures 4.6a and 4.6b demonstrate the

ability of the model at its peak point of distinguishing between images with a sensitivity of

90% and specificity of 82% demonstrating an accurate model. The training curves, shown in

Figures 4.7, 4.8 and 4.9, demonstrate how quickly the StandardNet model learned to a high

level of accuracy. The initial training during the first 50 epochs saw the accuracy increase, and

loss drop, dramatically as shown in Figures 4.7 and Figure 4.8. Following this initial success

in training Figures 4.8 and 4.9 show that although the loss decreased the test accuracies were

not improving. This demonstrates that the model was beginning to overfit on the training data

and validation accuracy had peaked. An example of the prediction score output from the CNN

is given in 4.30. As shown in, Table 4.7, the training of the gradeability CNN took over 500

minutes but the low validation times of the trained CNNs of 0.01 seconds per image mean that

the model is applicable to perform automated gradeability classification in a screening setting.

The disease StandardNet model was less successful than the gradeability model, as shown

in Table 4.2, the model yielded a low J statistic of 0.13. The ROC curve given in Figures

4.10 indicates that the effectiveness of the prediction is only marginally better than chance.

and multi-class models also required over 400 minutes until training had been completed. The

training time for the model was still over 400 minutes and low metric scores suggests that the

model had to keep reducing the learning rate in order to try and and optimise the loss function.
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This suggests that the CNN model was struggling to learn the features required for classification

which is apparent in Figure 4.11 even though the backpropagation algorithm was successfully

minimising the loss function, as seen in Figure 4.12. The classification results show that this

particular CNN model has not been able to determine features within the fundus images that

allow it to distinguish between whether there is disease within the image or the level of disease

that is apparent within the image. The training accuracy in Figure 4.13 had not increased above

60% meaning the model has not begun to over-fit on the training data, it can not extract the

features required to distinguish between the training or testing images.

Additionally, the UK referral StandardNet model achieved less promising results with low

peak sensitivity and specificity scores of 0.64 and 0.56 respectively; shown in Table 4.3. The

model achieved a low AUC score of 0.63 (Figure 4.15). The UK referral decision occurs at

an earlier stage of DR diagnosis with R2 patients being referred as well as R3 and R4. As the

disease results also demonstrated, the StandardNet model could not learn the features in order

to distinguish between this low level of retinopathy. In a similar fashion to the disease clas-

sification accuracy failed to significantly increase during training (4.17) even though the loss

function was being minimised (4.18). The model did not over-fit, as the training and testing

scores were similar, it was simply not sufficient enough to extract the features (4.19).

However, the StandardNet model was able to classify well between the severe cases of the

disease which meant that the referral international model performed well. The peak sensitivity

and specificity scores of 0.76 and 0.79 and J statistic of 0.55, shown in Table 4.4, represent rea-

sonable levels of accuracy in order to aid the referral decision of a patient. The AUC score of

0.85 with the ROC curve shown in Figure 4.20 reasserts this. This model predicted if an image

needed referring by international standards thus if the image contained features of R3 or R4

DR severity. As shown in Figure 4.31, the model is able to distinguish between the two classes

of refer-ability confirming the usefulness of this model. The StandardNet model learnt to a

reasonable accuracy within 50 minutes of training and continued to steadily improve (Figure

4.21). This rapid initial training meant the StandardNet model minimised the loss function the

for this diagnosis problem quicker than the other diagnosis problems (Figure 4.22). Eventually

the training and testing accuracy plateaued but the model was still not over-fitting as shown by

the equivalent test and training accuracies in Figure 4.23.

Furthermore, the multi-class StandardNet model achieved a low kappa score of 0.15 (Table

4.5). Figure 4.25 shows that the model has learned to distinguish between certain classes fairly

well with 0.72 and 0.85 AUC scores for classes R3 and R4. However, the initial classes which

denote early stages of disease have low AUC scores. Thus, the normalised confusion matrix,

given in Figure 4.26b, shows that the model is able to classify between the more severe cases,

with the higher normalised scores occurring in the corners, but the initial stages of disease
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Figure 4.31: Distribution of the softmax output and the final prediction values from the re-
ferral international StandardNet model: top) negative cases, bottom) positive cases. The blue
region represents the frequency of the prediction value for that label, the white shadow region
represents the frequency of predictions for all the data.
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pose a problem for this CNN. Figure 4.27 shows that there was some marginal accuracy gains

through training, which likely came from the severe cases, but in general the model struggled.

The loss function took 600 minutes to plateau likely due to the complex nature of this problem

(Figure 4.28). Figure 4.29 shows a lack of over-fitting in the model as the model has only

managed to extract some features from the training data.

Thus, the StandardNet model has learned some features that allow it to determine, to a high

level of accuracy, the gradeability of a fundus image. Furthermore, the algorithm has extracted

features to distinguish between images containing the severe cases of disease and the healthy

images to a reasonable level. This is likely due to how visually apparent the severe features

in classes R3 and R4 are as they relate to pre-retinal/vitreous haemorrhages (Table 2.3). The

issues came in training the CNN to distinguish between the mild, moderate and severe cases of

DR for either binary disease or multi-class classification. The low levels of accuracy for these

classes suggests the CNN struggled to learn deep enough features to detect some of the more

intricate aspects of DR relating to classes R1 and R2. This corresponds to a small amount of

cotton wool spots or microaneurysms (Table 2.3).

A potential benefit of using CNNs for automated grading compared to manual feature ex-

traction is that the models can classify images in realtime. This was demonstrated through the

validation times of the models shown in Table 4.7 which are reported on the 10,626 images

from the test set. In screening practice, images are sent to clinicians for grading, with a two

week waiting time, and not graded at all when the patient is in for screening. The speed of val-

idation present in all of the StandardNet CNN models is 0.01 seconds per image. The trained

CNNs make quick diagnosis and instant response to a patient possible if the models can be

trained to a sufficient standard.

The StandardNet classification results have been achieved through training the algorithm on

only one image per eye for training and validation. In screening practice 4 images are taken per

eye and all of these images are analysed in order to determine classification. The model would

also be more able to classify the level of disease if it had 4 times as many image data per eye.

Also, in order to improve the model the images of both eyes of each patient could be factored

in to the final diagnosis as a patient is more likely to have disease in one eye if they have it in

the other. Moreover, although the diagnosis is given on a per eye basis, it is only the diagnosis

per patient that is relevant to the screening process.

The CNN models that were able to classify to a reasonable level but few signs of overfitting

during their training process. This is demonstrated in Figures 4.18 and 4.22 as training loss and

testing loss are similar throughout. Similarly, in Figures 4.17 and 4.23 the models have similar

training and testing accuracy. The StandardNet models contain a large amount of parameters,
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as the idea of CNN models is too extract high dimensional features. However, more parame-

ters may be required in order to extract the level of features that are needed to determine the

lower levels of disease. This increase in parameters will also require an incorporation of further

methods of regularisation in order to negate the potential over-fitting of parameters.

4.6 Conclusion

To conclude, in this chapter it has been have shown that CNN models have the ability to classify

images for DR grading. The proposed StandardNet model was able to determine if a fundus im-

age was gradeable and if the image contained features of referable levels of DR to international

standards. The results are very promising from a “vanilla” network topology. Furthermore, the

rapid speed at which CNNs classify unseen images makes them ideal for automated grading in

a screening process if they are trained to a sufficient level of accuracy.

The ongoing developments in CNN architectures present an opportunity to use much deeper

networks which could learn better the intricate features that the vanilla CNN network architec-

ture struggled to learn. Previous automated retinal grading methods explicitly aim to extract

features from the image whereas the , CNN model has managed to extract features of DR from

the image through being given the classification label. The feature extraction and classification

prediction has been performed solely by the CNN and using the ground truth with no addi-

tional information. This makes the results impressive but the network must learn the more

subtle classification features in order to reach sufficient levels of accuracy.
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Chapter 5

Development of CNNs for Diabetic
Retinopathy Diagnosis

In this chapter, the StandardNet CNN model from Chapter 4 is developed in order to fully

adapt the algorithm to the research aim of aiding DR diagnosis. The contribution of the author

to the work presented in this chapter is the development, training and validation of numerous

network architectures in order to find the optimal structure for the classification of DR. The

Kaggle training data was used in order to train the deep learning models and the Liverpool

validation dataset was used in order to validate the models. Therefore, the contribution of the

image labels, the DR grades, were provided by eyePACs1 and St Paul’s Eye Hospital2, and the

image data were provided by Kaggle3 and the ISDR data warehouse4. In the same format to

Chapter 4, the proposed models were evaluated in the context of the GI and BD, BRI, BRUK
and MD scenarios. The results of the UK and International referral models that were developed

through the work reported in this chapter were published in Pratt et al. [105]5 and presented at

the European Association for the Study of Diabetes Eye Complications (EASDec) 2018.

5.1 Introduction

The results presented in Chapter 4 showed promising signs that the StandardNet CNN was ap-

plicable to the research aim of aiding DR disease diagnosis using deep learning methods. The

CNN model was able to determine if an image was gradeable or not, and also to determine if

the patient required international referral to a reasonable level. However, in order to become

fully applicable to the research aim the CNN algorithm must improve in order to be able to

detect features of the earlier stages of DR. This would aid in disease diagnosis for UK referral

and multi-class classification; which are vital to the NHS Diabetic Eye Screening Programme
1eyePACs - http://www.eyepacs.com/
2St Paul’s Eye Unit - https://www.rlbuht.nhs.uk/departments/medical-specialisms/eyes-st-pauls-eye-unit/
3https://www.kaggle.com/c/diabetic-retinopathy-detection/data
4ISDR - http://www.isdrproject.co.uk/warehouse.html
5Harry Pratt, Yalin Zheng, Simon P. Harding, Bryan Williams, Frans Coenen, and Deborah Broadbent, Auto-

mated Diagnosis of Fundus Camera Images for Diabetic Retinopathy for Treatment Referral, European Journal Of
Ophthalmology, Volume 28, Page 7, 2018.
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(NHSDESP).

Although the introduction of CNNs for image analysis presented ground-breaking results for

computer vision tasks, the performances still left scope for improvement. Classification tasks

such as the annual ImageNet [30] and COCO [106] challenges have led to complex CNN archi-

tectures and new layers being developed. The GoogLeNet paper [9] utilised the computational

hardware ability of Google to explore the idea of stacking as many convolution layers as pos-

sible and introduced an inception module designed to reduce the computational expenditure

involved. Residual networks (ResNets) [40] introduced the idea of learning the residual of

the previous layer, instead of learning each convolution layer from an initialised state, in or-

der for each layer to learn separate features from the previous layer. Dense neural networks

(DenseNets) [41] developed a set of networks which connect each layer to every other layer.

This extends ResNets further and has the advantage of alleviating the vanishing-gradient prob-

lem, strengthening feature learning, encourage feature reuse and vastly decreasing the number

of parameters.

Figure 5.1: A comparison between the classification error and layer depth on the ImageNet
classification task. Top-5 classification error, the classification which contained the correct
prediction in the top 5 classes, is given by the histogram size and numerically above the re-
spective histogram. The number of layers are plotted with on orange dotted line. Increasing
depth in network models corresponds to a significant improvement in ImageNet classification
[107]. The 152 ResNet layer presented achieved a top-5 classification error of only 3.57%.

The deeper networks presented in papers [9, 40, 41] have improved the state-of-the-art perfor-

mance. This is demonstrated in Figure 5.1 by the reduction in classification error and increase

in layers in ImageNet Large Scale Visual Recognition Challenge (ILSVRC) tasks. This clas-

sification improvement corresponds to an increase in the feature extraction ability of CNNs
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when using deeper CNN networks. Alongside further improvements in the network, the ability

to stack more convolutional layers make it more likely that a CNN algorithm is able to detect

the earlier features of disease compared to CNN models like StandardNet in Chapter 4.

Furthermore, in 2015, the idea of the batch normalisation layer was introduced [39]. This

layer, which was defined in Section 2.4.3, normalises the layer inputs in order to prevent the

network from being overly reliant on certain inputs. This allows use of much higher learning

rates and makes it easier to initialise a model. The layer also acts as a regularisation technique

to the network. As discussed in Section 4.5, the CNN models that learned features of DR or

gradeability began to over fit on the fundus training data. Batch normalisation is one method

that could be used to incorporate further regularisation in order to prevent over-fitting.

The remainder of this chapter is organised as follows. Section 5.2 presents an overview of

related work. Section 5.3 describes the architecture of the CNNs and the training methods used

in this chapter. The performance of the models was then further analysed using the criteria for

success defined in Section 1.7. Section 5.4 presents the results of evaluating the model on the

test and validation sets KD and LVD. Finally, Section 5.5 presents a discussion on the findings

and Section 5.6 provides a conclusion and analysis for developing the model further.

5.2 Related Work

During the time that the research presented in this thesis was carried out other academic papers

were published describing similar work for similar aims. The models presented in this chapter

are presented alongside the results of these models, where available, in the results summary

section, Subsection 5.4.3. A description of the methodologies and analysis of the related work

available publicly is given below. More specifically this section considers the work presented

in [108, 109, 110, 111, 112].

The work presented by Kele et al. [108] claims to use a deep neural network in order to

detect features of DR in fundus images. The authors train their CNN model, to classify for

disease, on 800 labelled images and save 200 images to evaluate the performance of the trained

neural network. The network architecture is similar to the architecture defined in Chapter 4 and

is better described as a vanilla CNN than the type of CNNs which are now described as deep.

The model contains 13 layers and the images are down-sampled to 224×224 pixels in order to

perform training. The reported accuracy is 0.94. However, they do not present sensitivity and

specificity scores of their model, therefore it is impossible to determine how well the model

has learned features of disease. Most DR datasets consist of predominantly healthy eyes which

makes accuracy an unreliable metric for performance.

Similar to the work presented by Kele et al. [108] in Shivam et al. [109] a model is pre-
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sented which is described as a deep convolutional neural network which contained 24 layers

in a structure slightly deeper than the model used in Chapter 4. The model used images of

448 × 448 pixels. The CNN model Shivam et al. propose was trained on a large dataset of

61,000 fundus images to classify for disease and was validated on 14,000 fundus images. Rea-

sonable sensitivity and specificity values of 0.81 and 0.88 were reported. These results suggest

deeper networks may be more able to distinguish between the low levels of DR. However, the

network itself was still relatively shallow compared to the deeper networks that are now appli-

cable for CNN training.

The work described in [110] Tamkin et al. used the KD dataset in order to classify fundus

images in to DR or non-DR. The model they used was the Inception V3 model developed by

Google. This relates to one of the very deep models mentioned in the introduction to this

chapter and is introduced in Section 2.4.1.2. The model was trained on images of 256 × 256

pixels to detect referable retinopathy to the UK standard (R0, R1 vs R2, R3, R4). The V3 CNN

model achieved 0.89 sensitivity and 0.59 specificity for detecting referable DR. While this is

an improvement on the results reported with respect to the StandardNet CNN, for the referable

classification of DR a deeper CNN model should be able to learn to a higher level of specificity

without lowering the sensitivity.

The KD dataset was also used in [111] Lam et al. where transfer learning method was used

to train deep CNN architecture. Transfer learning involves utilising networks that have been

pre-trained on other image datasets and retraining the weights towards a different classifi-

cation problem. Pre-trained versions of AlexNet, VGG16 and GoogLeNet were used. The

GoogLeNet model achieved the highest sensitivity of 0.95 and specificity of 0.96 for the re-

ferral of DR to an international standard (R1, R2 vs R3, R4, R5). The results of this paper

obtained for classifying the earlier stages of disease are still low with 0.29 sensitivity reported

for the mild class. Thus, although the usefulness of transfer learning in improving training

speeds for deep models was demonstrated we have shown in Chapter 4 that the referral of DR

internationally is a problem that can be solved by relatively shallow CNNs.

In [112] Gulshan et al. Inception V3 CNNs were used to classify referable retinopathy to the

UK standard. Each image was graded between 3 and 7 times producing very reliable ground

truth data. The model was initialised using transfer learning from weights that were pre-trained

on the ImageNet classification task. At the operating point selected for high specificity, the

algorithm had 0.90 and 0.87 sensitivity and 0.98 and 0.98 specificity for detecting referable

diabetic retinopathy on two validation sets. This work demonstrated that deeper CNN archi-

tectures could produce state-of-the-art results for referable DR diagnosis and further indicates

the usefulness of transfer learning. It also demonstrated the level of accuracy that could be

achieved with 50,000 images as shown in Figure 5.2. This suggests that the KD dataset con-
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Figure 5.2: Fundus image data required for CNN training [112].

tains enough data in order to produce a model to this standard if it is annotated in an equally

accurate manner. The paper did not present results for the disease or multi-class problem which

suggests the model had issues with the earlier classes of disease.

5.3 Models: Deep CNNs

This section describes the enhancements made to the methods from Chapter 4. The aspects of

the methodology that are not discussed in this section but are described in Section 4.3 are those

that have remained unchanged. This includes the subsections: hardware and software, image

pre-processing, data augmentation, class imbalance and training parameters. In this section

the subsection 5.3.1 introduces new networks, Section 5.3.2 introduces a new loss function,

Section 5.3.3 describes a method called transfer learning that is incorporated in to the training

algorithm and Section 5.3.4 describes improved post processing steps from Chapter 4.

5.3.1 Network Architectures

Multiple CNN architectures were used in the work presented in this chapter. The architecture

from Chapter 4 was developed with the main aim being to improve regularisation and feature

extraction in order to prevent over-fitting and increase classification accuracy. Three new net-

work architectures are used to achieve this in the following subsections: PatientStandard in

Section 5.3.1.1, DenseNet in Section 5.3.1.2 and PatientDenseNet models in Section 5.3.1.3.

5.3.1.1 PatientStandard Architecture

The first network architecture used, dubbed the PatientStandard architecture, is a develop-

ment of the architecture in Chapter 4. The work provided in this thesis is the first methodology

apparent in literature which aims to perform per-patient image analysis rather than per-eye.

In order to achieve further regularisation, a drawback identified in Section 4.5, and allow the

models to train more efficiently, batch normalisation layers were implemented after each dense

and convolutional layer; after the activation function. This form of regularisation, alongside the
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Figure 5.3: PatientStandard Network architecture for per-patient binary classification CNN.
The output in the final layer changes to 5 from 2 dense nodes depending on the classification
model.
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regular implementation of dropout throughout the network, and the regularisation parameters

for the weights of the model provide a robust method to prevent over-fitting. For the remainder

of this section any convolutional layer can be assumed to be followed by a rectified linear unit

(ReLu) activation layer and batch normalisation. For simplicity, and due to the fact they do not

include many, or any, trainable parameters, these are not shown in the network structure.

The PatientStandard model is structured in a novel manner for a CNN so that it has two in-

put channels. This allows the network to predict on a two image, per-patient, basis instead of

a per-eye basis. One reasoning behind this model is to incorporate more trainable parameters

in to the model, as a regularisation technique, making over-fitting less likely. There is a sta-

tistical significant correlation between a patient having features of DR in one eye and having

features of DR in the other eye. This is demonstratedby the Liverpool validation dataset dataset

as 38,788 out of 44,351 patients have the same level of disease severity in both eyes. Further-

more, 9,813 patients out of 13,456 that were diagnosed as having disease in at least one of their

eyes, have disease in both eyes. As the final diagnosis during screening is per-patient it makes

sense to incorporate this correlation in order to facilitate our model. The final diagnosis ground

truth in terms of severity of disease is logically given as the patients most severe score from

both of their eyes. Naturally, this reduced our training and testing instances by half to 39,038

and 5,313 patients respectively.

The model structure of PatientStandard is shown is Figure 5.3. The upper layers of the Pa-

tientStandard architecture consists of two parallel networks, one for each eye from the given

patient. Each network is reminiscent of the standard CNN network with batch normalisation

added and the final classification layer removed. The aim from these parallel networks is to ex-

tract features in the respective eyes according to the classification (disease or severity). These

networks are then combined after feature extraction by 2 dense layers. These dense layers then

produce a prediction based on the features extracted from both images. A final dense layer is

then added with softmax activation in order to produce the classification output. The Patient-

Standard network architecture consisted of 32,605,698 trainable parameters which was more

than a ten-fold increase on the StandardNet model used previously.

5.3.1.2 DenseNet Architecture

Furthermore, a deeper network architecture, containing more than convolution layers than

Chapter 4, was implemented based on the feature extraction improvements presented in the

work in [110] Tamkin et al. and Gulshan et al. [112]. The model implemented is referred to as

DenseNet architecture and was first defined in Haung et al. [41]. The DenseNet model showed

state-of-the-art results for deep CNNs, beating the classification scores of the renowned resid-

ual networks [40] Haung et al. The models required substantially fewer parameters and less

computational time to train and validate. These factors made a DenseNet type structure ideal
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to the research aim of this thesis. The less memory required for storage and training the more

applicable CNNs become to being implemented on higher resolution images and stored on lo-

cal machines in a screening setting.

Figure 5.4: A 5-layer dense block. Each layer takes all preceding feature-maps as input [41].

CNNs have been shown to be more accurate and efficient to train if they contain shorter connec-

tions, trainable parameters, between layers close to the input and those close to the output. The

DenseNet model connects each layer to every other layer in a feed-forward fashion. Traditional

CNNs with L layers have L connections, one between each layer and the layer proceeding. The

DenseNet architecture has L(L+1)
2 direct connections. Each layer used the feature-maps of all

preceding layers as inputs, and a layers own feature-maps were used as inputs into all subse-

quent layers.

The DenseNet architecture differs from the StandardNet architecture, and traditional CNN

models in the following way. In a traditional CNN model,

xl = Hl(xl−1). (5.1)

where Hl represents a non-linear function, l denotes the layer and xl denotes the output x

of layer l. Hl can represent a combination of operations for example a convolutional layer

followed by an activation and batch normalisation layer. In a traditional neural network the

output of a group of a layer, xl, would be defined, as shown in Equation (5.1), as the non linear

function applied to the input of the previous group of layers. However in a DenseNet model

this is defined as,

xl = Hl([x0, x1, ..., xl−1]) (5.2)

where [x0, x1, ..., xl−1] refers to the concatenation of the feature maps produced in layers

0, ..., l − 1. Hence, the lth layer receives the feature maps of all of the preceding layers,

x0, ..., xl−1 as input. This is shown visually in Figure 5.4.
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If each functionHl produces k feature maps, the layer l will contain k0+k(l−1) feature-maps,

where k0 is the number of channels in the input layer. Fortunately, due to the effectiveness of

DenseNet the model can achieve state-of-the-art results with narrow layers, i.e. a low value

such as k = 12, whereas typical CNNs have k ≥ 32 feature maps per convolution layer. How-

ever, the concatenation operation used in Equation (5.2) is not viable for training as the size of

feature-maps in DenseNet is increasing exponentially. Hence, down-sampling is applied in the

architecture through dividing the network into multiple dense blocks; shown Table 5.1. Layers

between blocks are called transition layers, which down-sample using convolution and pool-

ing. The transition layers used consist of a batch normalisation layer and an 1×1 convolutional

layer followed by a 2× 2 average pooling layer.

The DenseNet architecture implemented contains 121 layers and is known as DenseNet-121

but will be referred to as simply DenseNet in this thesis for simplicity. The 121 layers of

DenseNet consist of: 58 convolution layers with and batch normalisation layers proceeding

them, an initial convolution layer, 2 transition layers for down-sampling and the final classifi-

cation layer. The layer structure is given in Table 5.1. The model contains 7,039,554 trainable

parameters, almost 3 times the amount of the standard network, but significantly fewer than a

quarter of the PatientStandard architecture. Therefore, around 3 times the number of param-

eters used in the StandardNet architecture even though 121 layers are being used instead of

6. The methodology described gave the DenseNet architecture several highly important advan-

tages: it alleviated the vanishing-gradient problem, strengthened feature extraction, encouraged

feature reuse and substantially reduce the number of parameters.

5.3.1.3 PatientDenseNet Architecture

The per-patient model of DenseNet is referred to as the PatientDenseNet architecture and

is devised in a similar fashion to how PatientStandard architecture was constructed from the

StandardNet model. However, the two adjacent models for each eye relate to DenseNet models

instead of the StandardNet model. The premise behind this was that the deeper models will be

able to extract more abstract features than the standard models in PatientStandard architecture.

Moreover, it was envisioned the added improvements of the per-patient model in terms of reg-

ularisation and incorporating the diagnosis correlation would improve the network further.

In PatientDenseNet, two parallel DenseNet models were combined after the Dense Block (4)

in Table 5.1. Hence, from the original DenseNet model the final pooling layer and softmax

classification layer were removed and instead the parallel networks were concatenated with the

two dense layers following. Each dense layer had a proceeding dropout regularisation layer.

The final classification layer containing 2 or 5 nodes with softmax activation then implemented

depending on if a binary or multi-class classification is required. This PatientDenseNet ar-

chitecture is shown in Figure 5.5. The PatientDenseNet model contained 16,351,746 trainable
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Layer Layer Count Output Size Parameters

Convolution 1 256× 256 7× 7 Convolution, stride 2

Pooling 128× 128 3× 3 Max Pooling

Dense Block (1) 13 128× 128
1× 1 Convolution
3× 3 Convolution

×6

Transition Layer (1) 14 128× 128
64× 64

1× 1 Convolution
2× 2 Avg Pool, stride 2

Dense Block (2) 38 64× 64
1× 1 Convolution
3× 3 Convolution

×12

Transition Layer (2) 49 64× 64
32× 32

1× 1 Convolution
2× 2 Avg Pool, stride 2

Dense Block (3) 87 32× 32
1× 1 Convolution
3× 3 Convolution

×24

Transition Layer (3) 88 32× 32
16× 16

1× 1 Convolution
2× 2 Avg Pool, stride 2

Dense Block (4) 120 16× 16
1× 1 Convolution
3× 3 Convolution

×16

Pooling 1× 1 16× 16 Avg Pooling

Dense Softmax 121 2 (Binary) or 5 nodes (Multi-
class)

Table 5.1: Layer structure of DenseNet for classification of two or five classes. Layers such as
pooling which do not contain trainable parameters do not contribute towards the layer count.
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parameters, more than twice the amount of the DenseNet model but still around half the amount

of parameters of the PatientStandard network.

Figure 5.5: The PatientDenseNet architecture for binary classification CNN. DenseNet refers
to the DenseNet architecture in Table 5.1 without the final pooling and classification layer.

5.3.2 Loss Function

In order to try and maximise the criteria for success a separate loss function was used to train

the multiclass networks. The networks were initially trained with the categorical cross-entropy

loss function as before. After 30 epochs with the loss no longer decreasing when training

on this function the quadratic kappa loss function was then applied in order to maximise the

models predictions according to our intended criteria. The function is defined as follows:

Quadratic Weighted Kappa Loss (lwκ) = −
(
1−

∑k
i=1

∑k
j=1wijxij∑k

i=1

∑k
j=1wijmij

)
(5.3)

wij = 1− (i− j)2

(K − 1)2
(5.4)

where K is the total number of classes, w, x and m are elements in the weight, observed, and

expected matrices, respectively. Thus, wij would be the weight between the classes i and j.

This is essentially the negative of weighted kappa function wk described in Section 1.15.

5.3.3 Transfer Learning

Similar work on classifying fundus images in Lam et al. [111] and Gulshan et al. [112] demon-

strated that transfer learning can aid the training of features in CNN models for fundus images.
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Figure 5.6: A sample from the ImageNet Dataset used in the 2015 ImageNet Large Scale Visual
Recognition Challenge 2015.

Therefore, where possible the networks were initialised with model weights that were previ-

ously trained on the ImageNet dataset, shown in Figure 5.6. The PatientDenseNet model is

a model not previous used in literature and therefore does not have any pre-trained ImageNet

weights available. However, sections of the network have pre-training ImageNet weights avail-

able. For example, in the PatientDense model the parallel DenseNet models that constitute the

feature extraction section of the network were initialised with pre-trained weights.

5.3.4 Post-processing

The post-processing for producing per-eye predictions was described in Section 5.3.4. Hence,

for the DenseNet model training, where the models are per-eye, the post-processing was as

defined in Section 5.3.4. However, now that we are incorporating per-patient predictions in to

our analysis and models we need to define how these predictions are going to be produced from

the CNN output.

Hence, for converting the binary per-eye diagnosis model output to a per-patient classification

the following was used:

P (x) = E1(x1) + E1(x2), P (x) ∈ [0, 2]. (5.5)

Where P (x) describes the prediction from images x of patient P . x comprises the two input

images for the patient being classified, x1 and x2 for the left and right eye respectively. E1(x1)

denotes the output from the softmax function for the positive class 1 and the image x1, from

the per-eye CNN E, as defined in Section 5.3.4. Thus, the per-patient classification produced

from a per-eye model is a thresholding of the combined predictions on the positive class.
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Furthermore, for converting multi-class per-eye diagnosis to multiclass per-patient diagnosis

the following was used:

P (x) = max (E(x1), E(x2)), P (x) ∈ {0, 1, 2, 3, 4} (5.6)

where E(x) is defined as:

E(x) = argmax (Softmax(0), ...,Softmax(c)), E(x) ∈ {0, 1, 2, 3, 4}. (5.7)

Thus, the multi-class patient prediction produced from a per-eye CNN model was the maxi-

mum value produced from the per-eye predictions of the left and right eyes of the patient.

The premise behind these methods of post-processing is that, for the binary method, the main

aspect of prediction whether or not the CNN model found any aspect of the positive case, the

disease. Hence, the prediction result was based on a thresholding of the positive class from

both eyes. Moreover, for the multi-class case the per-patient ground truth was taken to be the

most severe class of disease from either of the patients eyes. Therefore, it is logical that in the

post processing for prediction we take the maximum value from the class predictions produced

from both eyes.
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5.4 Results

This section presents the results using the models described in Section 5.3 on the Kaggle test

data and Liverpool validation data. Training was undertaken on the training subsets of the

Kaggle datasets GI, BD, BRUK, BRI and MD. The section is divided into two subsections,

Section 5.4.1 presents the results of the trained models on the KD datasets and Section 5.4.2

presents the results of the trained models on the LVD datasets. Each section is further divided

into subsections according to the subsequent classification dataset used. All of the results are

then presented alongside the respective literature results in the summary section, Section 5.4.3.

5.4.1 Kaggle Dataset (KD)

This section describes the evaluation results on the KD datasets; GI, BD, BRUK, BRI and

MD. The section is divided into five subsections each considering the results associated with

one of the evaluation datasets. Each set is further divided in to subsections according to the

model architectures described earlier in this chapter.

5.4.1.1 Gradeability (GI)

Gradeability classification is performed per image. The ability to diagnose the image of both

eyes of a patient is vital as features of disease may appear in only one of the patients eye.

Hence, performing gradeability per-patient would not make logical sense as one of the images

may be gradeable even if the patient is not deemed gradeable. On the other hand, a patient

could be deemed gradeable if only one eye is gradeable. Therefore, the only new model that

was applicable to gradeability was the DenseNet model.

5.4.1.1.1 DenseNet

Images from the GI dataset were trained on the DenseNet model for gradeability classification.

The results were the following:

Type J statistic Sensitivity Specificity Threshold

Peak Point 0.74 0.89 0.84 0.01
Sensitivity 90% 0.73 0.90 0.83 -0.08
Specificity 90% 0.72 0.82 0.90 0.36
Sensitivity 80% 0.72 0.80 0.92 0.40
Specificity 80% 0.72 0.92 0.80 -0.22

Table 5.2: Metrics for the DenseNet gradeability model predictions depending on threshold.

127



Figure 5.7: ROC curve for DenseNet gradeability predictions.

(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.8: Matrices of DenseNet gradeability model predictions on test data at the peak point
of the J Statistic metric.
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Figure 5.9: DenseNet gradeability model prediction accuracies plotted against training epoch.

Figure 5.10: DenseNet gradeability model prediction log loss plotted against training epoch.

Figure 5.11: Gradeability DenseNet training time plotted against training accuracies.

129



5.4.1.2 Disease (BD)

Disease classification can be performed per-eye or per-patient. It is not relevant to the screening

classification of the patient if the patient has disease in one or both eyes. Hence, performing

disease classification per-patient is a logical process to take. Therefore, the models that were

applicable to the disease CNN were the PatientStandard, DenseNet and PatientDenseNet mod-

els. The results from training these models for the classification of disease were as follows. For

the per-eye results, these results are also combined into per-patient results, based on the results

of each eye, in order to compare the results to the per-patient results. The test set comprised of

10,626 images contained 2,912 images that showed signs of disease per-eye and 1,698 patients

that showed signs of disease.

5.4.1.2.1 PatientStandard

Images from the BD dataset were trained on the PatientStandard model for disease classifica-

tion i.e. R0 class vs R1, R2, R3, R4 classes. The results were the following:

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.19 0.67 0.52 0.05

Sensitivity 90% 0.09 0.90 0.19 0.04
Specificity 90% 0.10 0.20 0.90 0.05
Sensitivity 80% 0.15 0.80 0.35 0.04
Specificity 80% 0.15 0.35 0.80 0.05

Table 5.3: Metrics for the disease PatientStandard model prediction depending on threshold.

Figure 5.12: ROC curve for PatientStandard disease model predictions per-patient.
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Figure 5.13: Accuracy of PatientStandard disease model predictions over epochs of training.

Figure 5.14: PatientStandard disease model predictions log loss plotted against epochs.

Figure 5.15: PatientStandard disease model training time against training accuracies.
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(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.16: Matrices of PatientStandard disease model predictions on test data at the peak
point of the J Statistic metric.

5.4.1.2.2 DenseNet

Images from the BD dataset were trained on the DenseNet model for disease classification i.e.

R0 class vs R1, R2, R3, R4 classes. The results were the following:

Per-eye J statistic Sensitivity Specificity Threshold

Peak Point 0.68 0.79 0.90 -0.85
Sensitivity 90% 0.55 0.90 0.65 -0.96
Specificity 90% 0.68 0.78 0.90 -0.84
Sensitivity 80% 0.67 0.80 0.87 -0.88
Specificity 80% 0.64 0.84 0.80 -0.93

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.69 0.75 0.94 -0.70

Sensitivity 90% 0.50 0.90 0.60 -0.96
Specificity 90% 0.67 0.77 0.90 -0.81
Sensitivity 80% 0.67 0.80 0.87 -0.87
Specificity 80% 0.64 0.84 0.80 -0.92

Table 5.4: Metrics for the DenseNet disease model predictions depending on threshold.
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Figure 5.17: Accuracy of DenseNet disease model predictions over epochs of training.

Figure 5.18: DenseNet DenseNet disease model predictions log loss plotted against epochs.

Figure 5.19: DenseNet disease model training time against training accuracies.
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(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.20: DenseNet disease model predictions normalised confusion matrices.

(a) Confusion matrix per-eye.
(b) Confusion matrix per-patient.

Figure 5.21: DenseNet disease model predictions confusion matrices.
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Figure 5.22: ROC curves and AUC scores for DenseNet disease model predictions.

5.4.1.2.3 PatientDenseNet

Images from the BD dataset were trained on the PatientDenseNet model for disease classifica-

tion i.e. R0 class vs R1, R2, R3, R4 classes. The results were the following.

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.69 0.76 0.93 -0.42

Sensitivity 90% 0.50 0.90 0.60 -0.52
Specificity 90% 0.68 0.78 0.90 -0.46
Sensitivity 80% 0.68 0.80 0.88 -0.48
Specificity 80% 0.64 0.84 0.80 -0.50

Table 5.5: Metrics for the disease PatientDenseNet model predictions depending on threshold.
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(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.23: PatientDenseNet disease model predictions confusion matrices.

Figure 5.24: ROC curve for PatientDenseNet model predictions.
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Figure 5.25: Accuracy of PatientDenseNet model predictions over epochs of training.

Figure 5.26: PatientDenseNet model prediction log loss plotted against epochs.

Figure 5.27: PatientDenseNet disease model training time against training accuracies.
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5.4.1.3 Referral UK (BRUK)

The following are the results for the CNN models trained for referral of DR in the UK; R0 &

R1 vs R2, R3 & R4. There consists of 2,162 testing eyes requiring referral to a UK standard in

the test data. There are 1,244 patients requiring referral to a UK standard. The results for UK

referral classification using the CNN models described were the following.

5.4.1.3.1 PatientStandard

Images from the BRUK dataset were trained on the PatientStandard model for UK referral

classification i.e. R0 class R1 vs R2, R3, R4 classes. The results were the following.

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.48 0.76 0.72 0.15

Sensitivity 90% 0.43 0.90 0.53 -0.35
Specificity 90% 0.41 0.51 0.90 0.69
Sensitivity 80% 0.44 0.80 0.64 -0.08
Specificity 80% 0.45 0.65 0.80 0.39

Table 5.6: Metrics for the PatientStandard UK referral model predictions depending on thresh-
old.

Figure 5.28: ROC Curve for PatientStandard UK referral model predictions per-patient.
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Figure 5.29: Accuracy of PatientStandard UK referral model predictions over epochs of train-
ing.

Figure 5.30: PatientStandard UK referral model prediction log loss plotted against epochs.

Figure 5.31: PatientStandard UK referral model training time against training accuracies.
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(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.32: PatientStandard UK referral model predictions confusion matrices.

5.4.1.3.2 DenseNet

Images from the BRUK dataset were trained on the DenseNet model for UK referral classifi-

cation i.e. R0 class R1 vs R2, R3, R4 classes. The results were the following.

Per-eye J statistic Sensitivity Specificity Threshold

Peak Point 0.73 0.83 0.90 -0.93
Sensitivity 90% 0.68 0.90 0.78 -0.98
Specificity 90% 0.73 0.83 0.90 -0.94
Sensitivity 80% 0.73 0.80 0.93 -0.90
Specificity 80% 0.69 0.89 0.80 -0.98

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.73 0.82 0.91 -0.91

Sensitivity 90% 0.63 0.90 0.73 -0.98
Specificity 90% 0.72 0.82 0.90 -0.92
Sensitivity 80% 0.72 0.80 0.92 -0.88
Specificity 80% 0.67 0.87 0.80 -0.97

Table 5.7: Metrics for the DenseNet UK referral model predictions depending on threshold.
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Figure 5.33: Accuracy of DenseNet UK referral model predictions over epochs of training.

Figure 5.34: DenseNet UK referral model prediction log loss plotted against epochs.

Figure 5.35: DenseNet UK referral model training time against training accuracies.
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(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.36: DenseNet UK referral model predictions normalised confusion matrices.

(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.37: DenseNet UK referral model predictions confusion matrices.
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Figure 5.38: ROC curves and AUC scores for the DenseNet UK referral model predictions.

5.4.1.3.3 PatientDenseNet

Images from the BRUK dataset were trained on the PatientStandard model for UK referral

classification i.e. R0 & R1 classes vs R2, R3 & R4 classes. The results were the following.

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.84 0.93 0.91 -0.33

Sensitivity 90% 0.82 0.90 0.92 -0.19
Specificity 90% 0.83 0.93 0.90 -0.33
Sensitivity 80% 0.76 0.80 0.96 0.06
Specificity 80% 0.77 0.97 0.80 -0.66

Table 5.8: Metrics for the PatientDenseNet UK referral model predictions depending on thresh-
old.
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Figure 5.39: Accuracy of PatientDenseNet UK referral model predictions over epochs of train-
ing.

Figure 5.40: PatientDenseNet UK referral model predictions log loss plotted against epochs.

Figure 5.41: PatientDenseNet UK referral model training time against training accuracies.

144



Figure 5.42: ROC curve for PatientDenseNet UK referral model predictions.

(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.43: Matrices of PatientDenseNet UK referral model predictions.
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5.4.1.4 Referral International (BRI)

The following are the results for the CNN models trained for referral of DR internationally; R0,

R1 & R2 vs R3 & R4. There consists of 476 testing eyes requiring referral to a UK standard in

the BRI dataset. There are 287 patients requiring referral to a UK standard.

5.4.1.4.1 PatientStandard

Images from the BRI dataset were trained on the PatientStandard model for international re-

ferral classification. The results were the following.

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.45 0.68 0.77 0.99

Sensitivity 90% 0.29 0.90 0.39 -0.35
Specificity 90% 0.36 0.46 0.90 1.00
Sensitivity 80% 0.41 0.80 0.61 0.91
Specificity 80% 0.42 0.62 0.80 0.99

Table 5.9: Metrics for the PatientStandard referral international model predictions depending
on threshold.

Figure 5.44: ROC curve and AUC score for PatientStandard referral international model pre-
dictions.
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Figure 5.45: Accuracy of PatientStandard referral international model over epochs of training.

Figure 5.46: PatientStandard referral international prediction log loss plotted against epochs.

Figure 5.47: PatientStandard international referral model training time vs accuracy.
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(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.48: Matrices of PatientStandard referral international model predictions.

5.4.1.4.2 DenseNet

Images from the BRI dataset were trained on the DenseNet model for international referral

classification. The results were the following.

Per-eye J statistic Sensitivity Specificity Threshold

Peak Point 0.83 0.92 0.91 -0.81
Sensitivity 90% 0.83 0.90 0.93 -0.67
Specificity 90% 0.82 0.92 0.90 -0.84
Sensitivity 80% 0.76 0.80 0.96 0.19
Specificity 80% 0.76 0.96 0.80 -0.98

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.84 0.93 0.91 -0.75

Sensitivity 90% 0.82 0.90 0.92 -0.67
Specificity 90% 0.83 0.93 0.90 -0.80
Sensitivity 80% 0.76 0.80 0.96 -0.05
Specificity 80% 0.76 0.96 0.80 -0.98

Table 5.10: Metrics for the DenseNet international referral model predictions depending on
threshold.
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Figure 5.49: Accuracy of DenseNet referral international model predictions over epochs of
training.

Figure 5.50: DenseNet referral international model log loss plotted against epochs.

Figure 5.51: DenseNet referral international model training time against training accuracies.
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(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.52: Normalised confusion matrices of DenseNet international referral model predic-
tions.

(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.53: Confusion matrices of DenseNet international referral model predictions.
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Figure 5.54: ROC Curve and AUC scores for the DenseNet international referral model pre-
dictions.

5.4.1.4.3 PatientDenseNet

Images from the BRI dataset were trained on the PatientDenseNet model for international

referral classification. The results were the following.

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.84 0.93 0.91 -0.32

Sensitivity 90% 0.82 0.90 0.92 -0.24
Specificity 90% 0.83 0.93 0.90 -0.38
Sensitivity 80% 0.75 0.80 0.95 0.05
Specificity 80% 0.77 0.97 0.80 -0.67

Table 5.11: Metrics for the PatientDenseNet referral international model predictions depending
on threshold.
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Figure 5.55: Accuracy of PatientDenseNet referral international model predictions over epochs
of training.

Figure 5.56: PatientDenseNet referral international prediction log loss vs epochs.

Figure 5.57: PatientDenseNet referral international training time vs prediction accuracy.
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Figure 5.58: ROC Curve and AUC score for PatientDenseNet referral international model
predictions.

(a) Confusion matrix. (b) Normalised Confusion matrix.

Figure 5.59: Confusion matrices of DenseNet international referral model predictions.
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5.4.1.5 Multi-class (MD)

This section presents the results of the multi-class classification for DR. The test data contains

a split of 7712, 750, 1688, 256 and 220 images per-eye for the R0, R1, R2, R3, R4 classes

respectively. The MD dataset contains a split 3615, 454, 957, 148 and 138 patients per-class.

This is representative of the split of severity levels in a real-life screening dataset. The results

for the multi-class classification using the CNN models described were the following.

5.4.1.5.1 PatientStandard

Images from the MD dataset were trained on the PatientStandard model for multi-class classi-

fication. The results were the following.

Class Precision Recall F1-score Support

0 0.81 0.63 0.71 3615
1 0.11 0.34 0.17 454
2 0.37 0.31 0.34 957
3 0.29 0.39 0.34 148
4 0.35 0.31 0.33 139

Avg/Total 0.64 0.53 0.57 5313

Table 5.12: Metrics for the PatientStandard multi-class model predictions. Defined in Section
1.7.2.

Figure 5.60: ROC curves and AUC scores for multi-class PatientStandard multi-class model
predictions.
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Figure 5.61: PatientStandard multi-class model prediction accuracies over epochs of training.

Figure 5.62: PatientStandard multi-class model prediction log loss plotted against epochs.

Figure 5.63: Multi-class PatientStandard model training time plotted against training accura-
cies.
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(a) Confusion matrix. (b) Normalised Confusion matrix.

Figure 5.64: Confusion matrices of multi-class PatientStandard model predictions.

5.4.1.5.2 DenseNet

Images from the MD dataset were trained on the DenseNet model for multi-class classification.

The results were the following.

Class Precision Recall F1-score Support

0 0.92 0.91 0.92 7714
1 0.29 0.50 0.37 750
2 0.73 0.49 0.59 1688
3 0.39 0.70 0.50 256
4 0.85 0.55 0.66 220

Avg/Total 0.83 0.80 0.81 10626

Class Precision Recall F1-score Support

0 0.92 0.85 0.88 3616
1 0.30 0.55 0.39 454
2 0.71 0.55 0.62 957
3 0.38 0.75 0.51 148
4 0.82 0.60 0.69 139

Avg/Total 0.81 0.76 0.78 5313

Table 5.13: Metrics for the DenseNet multi-class model predictions. Top) per-eye, bottom)
per-patient.
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Figure 5.65: ROC curves and AUC scores for the DenseNet multi-class model predictions.
Left) Per-eye, right) per-patient.
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(a) Confusion matrix per-eye. (b) Confusion matrix per patient.

Figure 5.66: Multi-class DenseNet model predictions confusion matrices.

(a) Normalised confusion matrix per-eye. (b) Normalised confusion matrix per-patient.

Figure 5.67: Multi-class DenseNet model predictions normalised confusion matrices.
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Figure 5.68: Multi-class DenseNet model prediction accuracies over epochs of training.

Figure 5.69: Multi-class DenseNet model prediction log loss plotted against epochs.

Figure 5.70: Multi-class DenseNet model training time plotted against training accuracies.
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5.4.1.5.3 PatientDenseNet

Images from the MD dataset were trained on the PatientDenseNet model for multi-class clas-

sification i.e. R0 vs R1 vs R2 vs R3 vs R4 classes. The results were the following.

Class Precision Recall F1-score Support

0 0.90 0.91 0.90 3615
1 0.35 0.40 0.38 454
2 0.71 0.64 0.67 957
3 0.43 0.59 0.50 148
4 0.82 0.63 0.72 139

Avg/Total 0.81 0.80 0.80 5313

Table 5.14: Metrics for the multi-class PatientDenseNet model predictions.

Figure 5.71: ROC Curve and AUC scores for PatientDenseNet multi-class model predictions.
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Figure 5.72: Accuracy of PatientDenseNet multi-class model predictions over epochs of train-
ing.

Figure 5.73: PatientDenseNet multi-class model prediction log loss plotted against epochs.

Figure 5.74: PatientDenseNet multi-class model training time against training accuracies.
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(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.75: PatientDenseNet multi-class model prediction matrices.

5.4.2 Liverpool Dataset (LVD)

This section presents the validation results for the models described in Section 5.3 and tested in

Section 5.4.1. The models described in Section 5.4.1 were trained and tested using only macula

centred images. Hence, the validation is performed using using only the 33,656 macula centred

images from the Liverpool dataset. Each dataset from LVD is evaluated on the model with the

best test metrics in Section 5.4.1. The results of the trained models on unseen validation data

demonstrate the extent to which the models can generalise better to an unseen dataset which

has been graded using a different grading system. This section is divided into five subsections

each considering the results associated with the validation datasets, LD,LUK,LI and LM.

5.4.2.1 Disease (LD)

The validation set for disease classification is the Liverpool disease dataset Liverpool Disease

dataset (LD). The LD dataset contained 6,078 images that showed signs of disease per-eye and

27,578 images that showed signs of disease.

5.4.2.1.1 DenseNet

The best performing model for disease classification from Section 5.4.1 was the DenseNet

model. Images from the LD dataset were validated on the DenseNet model for disease classi-

fication i.e. R0 class vs R1, R2, R3 classes. The results were the following:
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Per-eye J statistic Sensitivity Specificity Threshold

Peak Point 0.30 0.48 0.81 -0.97
Sensitivity 90% 0.10 0.90 0.20 -1.00
Specificity 90% 0.28 0.38 0.90 -0.94
Sensitivity 80% 0.19 0.80 0.39 -0.99
Specificity 80% 0.30 0.50 0.80 -0.97

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.29 0.52 0.77 -0.97

Sensitivity 90% 0.10 0.90 0.20 -0.99
Specificity 90% 0.27 0.37 0.90 -0.93
Sensitivity 80% 0.17 0.80 0.37 -0.99
Specificity 80% 0.29 0.49 0.80 -0.97

Table 5.15: Metrics for the DenseNet disease model predictions depending on threshold.

(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.76: DenseNet disease model predictions normalised confusion matrices.
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(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.77: DenseNet disease model predictions confusion matrices.

Figure 5.78: ROC curves and AUC scores for DenseNet disease model predictions.
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5.4.2.2 Referral UK (LUK)

The validation set for UK referral classification is the Liverpool UK dataset (LUK). The LUK
dataset consists of 117 testing eyes requiring referral to a UK standard in the test data.

5.4.2.2.1 PatientDenseNet

The best performing model for UK referral classification from Section 5.4.1 was the Patient-

DenseNet model. Images from the LUK dataset were validated on the DenseNet model for

disease classification i.e. R0 & R1 vs R2 & R3 classes. The results were the following:

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.78 0.87 0.92 -0.70

Sensitivity 90% 0.53 0.90 0.63 -0.73
Specificity 90% 0.77 0.87 0.90 -0.70
Sensitivity 80% 0.73 0.80 0.93 -0.69
Specificity 80% 0.68 0.88 0.80 -0.71

Table 5.16: Metrics for the PatientDenseNet UK referral model predictions depending on
threshold.

Figure 5.79: ROC curve for PatientDenseNet UK referral model predictions.
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(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.80: Matrices of PatientDenseNet UK referral model predictions.

5.4.2.3 Referral International (LI)

The validation set for international referral classification is the Liverpool international dataset

(LI). The LI dataset consists of 58 testing eyes requiring referral to a UK standard in the test

data.

The best performing model for UK referral classification from Section 5.4.1 was the DenseNet

model. Images from the LI dataset were validated on the DenseNet model for disease classifi-

cation i.e. R0, R1 & R2 vs R3 classes. The results were the following:

Per-eye J statistic Sensitivity Specificity Threshold

Peak Point 0.91 0.93 0.98 -0.95
Sensitivity 90% 0.88 0.90 0.98 -0.94
Specificity 90% 0.87 0.97 0.90 -1.00
Sensitivity 80% 0.79 0.80 0.99 -0.88
Specificity 80% 0.78 0.98 0.80 -1.00

Per-patient J statistic Sensitivity Specificity Threshold
Peak Point 0.92 0.94 0.98 -0.94

Sensitivity 90% 0.88 0.90 0.98 -0.94
Specificity 90% 0.87 0.97 0.90 -0.99
Sensitivity 80% 0.79 0.80 0.99 -0.77
Specificity 80% 0.77 0.97 0.80 -0.99

Table 5.17: Metrics for the DenseNet international referral model predictions depending on
threshold.
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(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.81: Normalised confusion matrices of DenseNet international referral model predic-
tions.

(a) Confusion matrix per-eye. (b) Confusion matrix per-patient.

Figure 5.82: Confusion matrices of DenseNet international referral model predictions.
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Figure 5.83: ROC Curve and AUC scores for the DenseNet international referral model pre-
dictions.

5.4.2.4 Multi-class (LM)

The validation set for multi-class classification is the Liverpool international dataset (LM). The

LM dataset consists of 33,656 macula images with DR grade per-eye split with 27,584, 5,961,

59 and 58 images for the classes R0, R1, R2 and R3 respectively.

5.4.2.4.1 PatientDenseNet

The best performing model for multi class classification from Section 5.4.1 was the Patient-

DenseNet model. Images from the LM were validated on the PatientDenseNet model for

multi-class classification i.e. R0 vs R1 vs R2 vs R3 classes. The results were the following:

Class Precision Recall F1-score Support

0 0.80 0.91 0.85 10779
1 0.55 0.26 0.36 3797
2 0.04 0.55 0.08 40
3 0.47 0.68 0.56 28

Avg/Total 0.66 0.61 0.63 5313

Table 5.18: Metrics for the multiclass PatientDenseNet model predictions.
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Figure 5.84: ROC Curve and AUC scores for PatientDenseNet multi-class model predictions.

(a) Confusion matrix. (b) Normalised confusion matrix.

Figure 5.85: PatientDenseNet multi-class model prediction matrices.
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5.4.3 Summary

This section presents a summary of the results from training and implementing the models de-

scribed in Section 5.3. Firstly, the timing results are presented in Table 5.19 in terms of the

time required for training the models and the subsequent time required to validate on unseen

images from the testing or validation dataset. The results of the models on the unseen images

in the Kaggle test dataset are presented in Table 5.20, alongside the results from the models in

Chapter 4 in order to provide a direct comparison between the models.

Table 5.21 compares the best models from Section 5.4.1 alongside results available in liter-

ature using test data results; as is standard practice in the literature. Papers [108], [109], [111],

[112], [113] do not report image gradeability results and exclude poor quality data from clas-

sification validation. In screening, poor quality images often occur and to remove them from

validation and deem them ungradeable would result in regular image retakes during screening.

Hence, validation of the DR classification algorithms in this thesis refers to all images, grade-

able or not. Evaluation metrics would likely improve should poor quality images be filtered.

Lastly, the validation results obtained through applying the models to the Liverpool dataset

LVD are then presented in Table 5.22 in order to evaluate the robustness of the models. As

discussed in Section 3.2.2, the LVD dataset was graded on a per-eye basis using 4 fundus im-

ages. The models described in Section 5.3 and evaluated in sections 5.4.1 and 5.4.2 have been

trained using the Kaggle grading system and test on macula centered images only. Therefore,

in evaluating the validation metrics it must be taken into consideration that the AUC scores are

more important than other metrics, such as accuracy, as grading thresholds may not completely

transfer to LVD but can be adapted accordingly.
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Model Training Time (m) Time Per-Epoch (s) Validation Time (s)
Gradeability

StandardNet 557 98 0.01
DenseNet 1507 808 0.11

Disease
Per-eye

StandardNet 403 94 0.01
DenseNet 2895 750 0.13

Per-patient
PatientStandard 855 192 0.02
PatientDenseNet 1240 1155 0.24

Refer UK
Per-eye

StandardNet 350 93 0.01
DenseNet 3751 772 0.22

Per-patient
PatientStandard 250 190 0.02
PatientDenseNet 797 1149 0.22

Refer International
Per-eye

StandardNet 244 93 0.01
DenseNet 1900 740 0.11

Per-patient
PatientStandard 757 195 0.02
PatientDenseNet 1389 1156 0.20

Multiclass
Per-eye

StandardNet 600 85 0.01
DenseNet 1605 778 0.11

Per-patient
PatientStandard 641 198 0.02
PatientDenseNet 1725 1175 0.20

Table 5.19: Training and testing speeds for CNN models in Chapters 4 and 5 on an NVIDIA
k40. An epoch refers to 2,000 images. Validation time refers to the amount of time taken to
validate one image in a per-eye CNN and one patient in a per-patient CNN.
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Model AUC J Statistic Sensitivity Specificity

Gradeability

StandardNet 0.94 0.73 0.91 0.91
DenseNet 0.94 0.74 0.92 0.92

Disease
Per-eye

StandardNet 0.58 0.14 0.28 0.31
DenseNet 0.90 0.68 0.79 0.90

Per-patient
PatientStandard 0.63 0.19 0.67 0.52
DenseNet 0.90 0.69 0.75 0.94
PatientDenseNet 0.90 0.69 0.76 0.93

Refer UK
Per-eye

StandardNet 0.63 0.20 0.35 0.36
DenseNet 0.92 0.73 0.83 0.90

Per-patient
PatientStandard 0.82 0.48 0.76 0.72
DenseNet 0.93 0.73 0.82 0.91
PatientDenseNet 0.96 0.84 0.93 0.91

Refer International
Per-eye

StandardNet 0.85 0.55 0.74 0.75
DenseNet 0.96 0.83 0.92 0.91

Per-patient
PatientStandard 0.79 0.45 0.68 0.77
DenseNet 0.96 0.84 0.93 0.91
PatientDenseNet 0.96 0.84 0.93 0.91

Multi-class

Model Kappa Micro-ROC Macro-ROC Accuracy

Per-eye
StandardNet 0.15 0.69 0.66 0.62
DenseNet 0.80 0.95 0.90 0.83

Per-patient
PatientStandard 0.49 0.84 0.75 0.64
DenseNet 0.80 0.95 0.90 0.81
PatientDenseNet 0.81 0.95 0.90 0.81

Table 5.20: Criteria for success metrics for CNN models in Chapter’s 4 and 5 on the Kaggle
test set. Sensitivity and specificity results are reported at the point of the highest J statistic.
ROC refers to the receiver operating characteristic.
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Author Model Data (Amount) Sensitivity Specificity

Disease

iGrading [79] HMa Detection Scottish Screen-
ing Programme
(14,406)

0.90 0.67

Chapter 5 DenseNet Kaggle (10,626) 0.75 0.94
Chapter 5 PatientDenseNet Kaggle (10,626) 0.76 0.93

Refer UK

Retinalyze
(2008) [86]

HMa, Exudate &
CWS Detection

Welsh Screening
Programme (458)

0.88 0.52

iGrading
(2010) [80]

HMa, Exudate Scottish Screening
Programme (7586)

0.96 0.50

Retmarker
(2011) [87]

SVM Portugese Screen-
ing Programme
(2,560)

0.96 0.51

EyeArt
(2015) [90]

Interest region de-
tection

Messidor (1,748) 0.93 0.72

Stanford
(2017) [110]

Inception V3 Kaggle (10,626) 0.89 0.59

Chapter [112] Inception V3 EyePACS (683) 0.87 0.98
Singapore
(2018) [113]

Adapted VGG Ar-
chitecture

Singapore Screen-
ing (112,648)

0.90 0.91

Chapter 5 DenseNet Kaggle (10,626) 0.83 0.90
Chapter 5 PatientDenseNet Kaggle (10,626) 0.93 0.91

Refer International

iDx (2017)
[88]

iDx Device Messidor[114]
(898)

0.91 0.84

Lam C et al.
(2018) [111]

Inception V3 Messidor [114]
(400)

0.95 0.96

Google
(2016) [112]

Inception V3 EyePACS (683) 0.95 0.96

Singapore
(2018) [113]

Adapted VGGNet
Architecture

Singapore Screen-
ing (112,648)

1 0.91

Chapter 5 PatientDenseNet Kaggle (10,626) 0.93 0.91

Multi-class

Author Model Data (Amount) Kappa Micro-
ROC

Chapter 4 [96] StandardNet Kaggle (10,626) 0.15 0.62
Stanford
(2018) [115]

GoogLeNet Kaggle (N/A) N/A 0.79

Chapter 5 DenseNet Kaggle (10,626) 0.80 0.95
Chapter 5 PatientDenseNet Kaggle (10,626) 0.81 0.95

Table 5.21: Comparison of the results in Chapter 5 with results in literature. Best metrics per
evaluation task are in bold. Data amount refers to the unseen images used for validation.
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Model AUC J Statistic Sensitivity Specificity

Disease

DenseNet 0.69 0.30 0.52 0.77

Refer UK

PatientDenseNet 0.92 0.78 0.87 0.92

Refer International

DenseNet 0.98 0.91 0.93 0.98

Multi-class

Model Kappa Micro-ROC Macro-ROC Accuracy

Per-eye
PatientDenseNet 0.93 0.92 0.66 0.38

Table 5.22: A summary of the validation results for the best CNN models in Chapter 5 on the
Liverpool dataset (LVD).

5.5 Discussion

The identical AUC result of 0.94 for gradeability from both the StandardNet and DenseNet

models, shown in Figures 4.5 and 5.7, suggests that classification accuracy has peaked on this

dataset. The remaining limitations in the accuracy lie around either the subjectivity of whether

an image is gradeable or not or if an image has been classified incorrectly. The validation time

per image using the StandardNet model is 10 times quicker than a DenseNet model. Hence, for

the gradeability image check during screening it would be sufficient to only use a StandardNet

model due to the comparable accuracy.

The results obtained indicate that the application of a per-patient model drastically improved

the ability of the CNN to learn the correct classification on the UK referral prediction datasets.

This is demonstrated in Figure 5.87 through the clear distribution split of the two labelled

classes in the per-patient model. Moreover, as shown in Table 5.20 the PatientStandard model

improves all metrics of classification from the StandardNet model presented in Chapter 4. This

demonstrates the benefits of the further regularisation that was added through the batch nor-

malisation layers and through the increased number of parameters involved in the per-patient

model. Moreover, the increase in AUC score from the StandardNet model and PatientStandard-

Net model demonstrates the potential benefit of incorporating the classification of both eyes in

to one prediction in order to improve per-patient accuracy. The models required twice as much

training time per-epoch than that required using the StandardNet network, due to the doubling

of parameters in the per-patient network, and therefore generally more time to complete model
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Figure 5.86: Images from patient number 32,833 in the evaluation dataset. Patient has R0
in the left eye and R1 in right eye giving a per-patient classification of R1 (Mild DR). The
classification for disease based on the per-eye DenseNet and PatientDenseNet are shown below
the images. Positive values indicate a positive classification of disease.

training. The validation required twice as much time. However, due to the fact the is per-patient

and would only require one validation per-patient this is validation time difference is negligi-

ble. The training time for DenseNet models was also significantly longer, as shown in Figure

5.19, as the deeper CNN model requires more computational power. However, the validation

time per image was still viable even though the increase was 10 fold from 0.01 seconds to 0.1

seconds.

On the other hand, the DenseNet model demonstrated the benefits of deeper CNNs in the

classification of the more granular DR grading. This is shown through the huge improvements

in AUC scores for disease and UK referral classification, 0.58 to 0.90 and 0.63 to 0.92, and the

large increase in kappa score, 0.15 to 0.80, for the multiclass classification. The comparative

scores shown in Table 5.20 demonstrate that the DenseNet model increases the kappa score by

0.65 and AUC scores of the Disease and Referral UK models by at least 0.25. The normalised

confusion matrices of these models, shown in Figures 5.36a and 5.67a, demonstrate that the

DenseNet model has been able to better learn features of the lower levels of disease that were

not extracted by the StandardNet CNN model in Chapter 4.

However, the results of the iGrading method shown in Table 5.21 are comparable in accu-

racy to the deep learning model at disease detection using a HMa detection method. These

features may be too subtle for the CNN models to implicitly learn. Deep learning methods

could be used to explicitly perform HMa detection in order more accurately diagnose the early

stage of DR that the models currently struggle to detect. The UK referral and international

referral models presented in 5.21 show that similar CNN models using similar data can achieve
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Figure 5.87: Distribution of the final prediction values from the referral UK models split for
the true labels: top) StandardNet, bottom) PatientStandard. The blue region represents the fre-
quency of the prediction value for that label, the white shadow region represents the frequency
of predictions for all the data.
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equivalent results. Google’s results presented in [112] show the benefit of careful labelling and

image quality filtering. Through multiple clinicians performing a consensus on the gradability

of an image and its ground truth they managed to achieve improvements to classification (Table

5.21). This type of methodology is not typically reproducible [116]. The methods presented in

Chapter 5 performed competitively with this paper and Ting et al. [113] using a public dataset

and including images of all quality. The results of the models in Gulshan et al. [112] and Ting

et al. [113] could be improved further by incorporating the patient-based classification model

presented in this chapter.

Through combining the per-patient model and the deepness of DenseNet the aim of the Patient-

DenseNet model is to combine the benefits of both of the models. The results of the models

confirm that this is possible as the per-patient diagnosis models achieve higher or similar scores

than the DenseNet models in classification metrics on all per-patient datasets (Table 5.20). Fur-

thermore, the PatientDenseNet generally achieves this in much faster training times than the

DenseNet model (Table 5.19). This demonstrates that the CNN model can learn much more

effectively when it is learning from two images and a per-patient diagnosis. This is somewhat

counter-intuitive as the CNN has twice as much data to detect features of disease in, therefore

it may learn slower. Nonetheless, the CNN algorithm only has to correlate these features to

one ground truth and therefore only has to detect signs of disease in one of the eyes of the pa-

tient that has been diagnosed as having DR. The validation time of the trained PatientDensenet

model was slower than the DenseNet model but this was simply because it was extracting fea-

tures from two images. Thus, the 0.2 seconds validation time on PatientDenseNet correlates to

the same amount of time required to diagnose 2 eyes using DenseNet at 0.1 seconds per image.

The multi-class results demonstrated a large improvement in the kappa score from Standard-

Net to DenseNet model and reasonable improvement further when using the PatientDenseNet

model. The main increase came from incorporating both eyes with the PatientStandard net-

work achieving a kappa of 0.49 (Table 5.20). The deeper models increased this value further

with the PatientDenseNet model achieving a kappa of 0.81. This represents a reasonable level

of classification for DR severity with Table 5.75a showing that over 85% of patients have been

classified within one class of their ground truth prediction. The normalised confusion matrices,

Figures 5.67a, 5.64b and 5.75b, and the ROC curves shown in Figures 5.60, 5.65 and 5.71

demonstrate that the only class that the models struggled to predict was the R1 class, mild DR.

This is shown in Figure 5.88 as the average predictions for the first two classes are similar for

the images with ground truth R0 and R1. The R1 class did not achieve a AUC score of over

0.8 in any of the multi-class models. It is possible that the features involved in the detection at

this stage, which only relate to a small amount of lesions, do not appear at the image resolution

used to train the models. This issue was also found in the papers Gulshan et al. [112] and Ting

et al. [113] and likely the reason why they did not report multi-class classification results. Gul-
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Figure 5.88: PatientDenseNet multi-class model average prediction of the softmax output for
each class, split for each ground truth label.

shan et al. [112] state that their validation dataset contained “683/8878 fully gradable images

(7.8%)”. It is not clear whether their validation scores were produced on the full validation

dataset or the images deemed fully gradeable. Likewise, in Ting et al. [113], which also used

the Kaggle (KD) dataset, reported a sensitivity for mild DR of only 7% and justify this through

“the inability of CNNs to detect very subtle features”. The authors also refer to “poor fidelity

labelling (misleading or incorrect) of the Kaggle images” which corresponds to the amount of

Kaggle images that were labelled ungradeable in our training and testing sets.

The validation results for both UK and international referral classification presented in Sec-

tion 5.4.2 demonstrate that the models have learned the features of DR well enough to translate

these features to other datasets. Figures 5.79 and 5.83 demonstrate impressive Area Under

the Receiver Operating Characteristic Curve (AUC) scores on a completely unseen dataset.

The good image quality of the LVD dataset compared to the dataset KD allows the UK and

international referral models to achieve AUC scores of 0.92 and 0.98 respectively. These are

impressively high scores on a dataset acquired completely separately to the training dataset and

suggests the models have robustly learned features of DR.

However, the validation results for the disease and multi-class predictions, shown in Figures

5.78 and 5.85a, demonstrate disappointing AUC and Kappa scores of 0.69 and 0.38 respec-

tively. The drop in AUC for disease classification can be explained by the method used to

grade the LVD dataset. In order for an eye to be graded as containing disease it is only re-

quired that a single feature of DR, i.e. a microaneurysms (Ma), is visible in a single image

from that eye. Therefore, the macula centred image of that eye may not contain any features
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of DR, as shown in Figure 5.89. The majority of diseased images, 5,961 out of 6,078, were

diagnosed as R1 which mean no features other than Ma’s were present in the patients eye. The

model still does reasonably well to achieve on AUC score of 0.69 when it is not clear how many

of the 5,961 images contain features of disease in the macula centred image used for validation.

Figure 5.89: Left) An R3 graded image from the LVD. Right) An R1 graded image from LVD
with no visible features of disease.

The drop in multi-class classification kappa score, from 0.81 to 0.38, likely relates to the dis-

crepancies in classification between datasets which means that correlation between features

and classes learned by the model do not directly relate to the LVD dataset. The metrics shown

in Figure 5.84 justifies this as the micro-average ROC and macro-average ROC scores for the

multi class model on the Liverpool dataset are 0.93 and 0.82 respectively which is similar to

the 0.95 and 0.90 scores achieved on the test data. These metrics suggest in order to get a more

accurate classification on the Liverpool dataset the classification thresholds could be altered in

order for the prediction outputs to correspond to the changes in the grading system.

The aim of the models in this chapter was to reduce over-fitting and increase feature extraction

in order to improve classification accuracies. The classification accuracies have improved on

all datasets, especially on the datasets where the StandardNet model achieved low scores such

as BD, BRI and MD. Testing and validation accuracies correlated well, as shown in Figures

5.20 and 5.22. This suggests that over-fitting was less of an issue and because of this the mod-

els were able to learn the correct features from the training data in order to be robust on the

testing and validation data. The model consistently struggled to detect microaneurysms in the

training, testing and validation set.
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5.6 Conclusion

The work presented in this chapter demonstrated that deeper CNN models that incorporate the

correlation between a patients eyes had the ability to more accurately identify features of DR

in fundus images for classification than typical CNN methods. The DenseNet and Patient-

DenseNet CNN models were able to determine if fundus images were gradeable and if the

image contained signs of DR to a high standard on every form of classification type. Naturally,

the accuracy of the binary models decreased slightly the harder the task with test AUCs of 0.96

and validation AUC scores of 0.92 and 0.98. Furthermore, the validation speed on an unseen

image did not significantly increase due to the increased model weights and depth. As reported

in Scanlon et al. [117], “The sensitivity for one-field non-mydriatic photography was 86.0%,

the specificity was 76.7% and the poor-quality image rate was 19.7%” for UK referral using a

macula centred image. The UK referral models presented in Section 5.4.2.2 outperform these

metrics with sensitivity of and specificity of 0.93 and 0.91. Hence, the DenseNet and Patient-

DenseNet models were found to be ideal for automated grading in a screening process in order

to filter patients requiring referral in the UK and internationally. This addressed the main re-

search challenge as presented in Section 1.4 of high-level performance through an appropriate

method.

The diagnosis of multi-class disease severity performed to a weighted kappa score of 0.81.

There is no determined accuracy that has been deemed sufficient enough to replace a DR man-

ual grader fully. Therefore, it was considered that the DenseNet and PatientDenseNet models

are limited by the reliability of the multi-class labels in KD. In order to better be able to imitate

the performance of an expect grader for 5 levels of severity consistent labelling needs to be ap-

parent in the training data. However, the models themselves clearly have the capacity to learn

to distinguish between the respective classes as shown by the results. Hence, for patients that

require referral it would be beneficial for the model to aid the grader in the severity prediction.

In order to come to a severity prediction expert graders have to scan a large high-resolution

image for tiny features; it would be highly beneficial if a CNN model could aid this feature

extraction and classification process.

In order for a CNN model to be applicable for aiding a graders final disease classification

there were need to be justification of the models prediction. This would also aid in solving

the second research challenge discussed in Section 1.4 regarding the scepticism towards deep

learning techniques. The impressive classification results produced must be reinforced by as-

suring the grader, and therefore the patient, that the deep learning method is looking at the

correct features and regions of disease.
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Chapter 6

Fourier Convolutional Neural
Networks

This chapter describes a new Fourier CNN method that aims to adapt the applications used

during traditional CNNs to the Fourier domain. The contribution of the author to the work

presented in this chapter is the development, training and validation of the FCNN model and

the equivalent CNN models. The contributions of the datasets within the chapter are MNIST1,

CIFAR102, Kaggle (images3, labels4) and Liverpool validation dataset (images5, labels6). The

results of the FCNN method developed in this chapter were presented at the European Con-

ference on Machine Learning (ECML 2017) and published in Pratt et al [118]7. This chapter

presents these results and methodologies but expands them further through the application of

the FCNN model to the research aim of diagnosis of DR.

6.1 Introduction

Previous chapters have discussed and shown how convolutional neural networks (CNNs) are

a popular, state-of-the-art, deep learning approach to computer vision with a wide range of

applications in areas where data can be represented as a three dimensional matrix, such as

image analysis. The viability of CNN models, and deep learning in general, has been facili-

tated, alongside theoretical improvements, by significant recent advancements in the availabil-

ity of processing power. This processing power comes in the form of graphics processing units

(GPUs). GPUs allow us to deal with the heavy computation required in the training algorithm

of a convolutional neural network.

1MNIST - http://yann.lecun.com/exdb/mnist/
2CIFAR10 https://www.cs.toronto.edu/ kriz/cifar.html
3Kaggle - https://www.kaggle.com/c/diabetic-retinopathy-detection/data
4eyePACs - http://www.eyepacs.com/
5ISDR - http://www.isdrproject.co.uk/warehouse.html
6St Paul’s Eye Unit - https://www.rlbuht.nhs.uk/departments/medical-specialisms/eyes-st-pauls-eye-unit/
7Harry Pratt, Bryan M. Williams, Frans Coenen, and Yalin Zheng. FCNN: Fourier convolutional neural net-

works. ECML/PKDD, 2017.
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Figure 6.1: Example of a 3× 3 traditional convolution filter shown Section 2.4.3.1.

Historically, CNNs were first applied to image data in the context of handwriting recogni-

tion [28] and then later became used on more complex text such as the ImageNet and COCO

challenges. However, there are increasingly large datasets and complex tasks to which deep

learning may be useful, as discussed in Chapter 2. Moreover, in the case of deep learning,

there is a growing desire and necessity to increase the depth of the networks used in order to

achieve better results and cope with the complexity involved in these problems [9, 40]. The in-

crease in depth and data volume not only increases memory utilisation requirements for CNN

models, but also computational complexity. In the case of CNNs, the most computationally

expensive element is the calculation of the convolutions.

Convolution in a CNN model is typically conducted using a traditional sliding window ap-

proach, across the data matrix, together with the application of a kernel function of some kind

[119]. This was defined in Section 2.4.3.1 and is shown in Figure 6.1. This convolution is

computationally expensive, which in turn means that CNNs are often not viable for large im-

age computer vision tasks. Images are often down-sampled from their original size, in order

to be trained in viable time frames for analysis. This is the case in all of the papers that use

CNNs for medical imaging as reported in Section 2.4.4, the material reported on in all of the

chapters presented in this thesis (especially pre-processing, Section 4.3.2) and other papers not

specifically reported on in this thesis directed at diagnosing medical images. The large size of

medical images makes this down-sampling a necessity in order for deep learning to be viable.

With Moores Law gradually coming to an end [120] new algorithms must be developed so that

machines can learn within viable time-scales on large data. Future training algorithm speeds

must not be hindered and must be able to address the scale of the data available.
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To address the heavy computational power required for deep learning models, this chapter

presents the method of using the Fourier domain in order to perform the convolution opera-

tion within a CNN algorithm. More specifically this chapter proposes the Fourier convolution

neural network (FCNN) whereby training is conducted entirely in the Fourier domain. The

advantage offered is that there is a significant speed up in training time without loss of ef-

fectiveness. Images data is processed and represented using the Fourier domain and a new

convolution mechanism is applied in a manner analogous to that used in the context of more

traditional CNN techniques. The proposed approach offers the advantage that it reduces the

complexity, especially in the context of larger images, and consequently provides a significant

increase in network efficiency during training.

The key theorem of convolution in the Fourier domain, given by the Convolution Theorem,

states that for two functions β and u,

F(β ∗ u) = F(β)�F(u) (6.1)

where F denotes the Fourier transform, ∗ denotes convolution and � denotes the Hadamard

pointwise product. This allows for convolution to be calculated more efficiently using Fast

Fourier Transforms (FFTs). Since convolution corresponds to the Hadamard product in the

Fourier domain and given the efficiency of the Fourier transform, this method involves signifi-

cantly fewer computational operations than when using the sliding kernel spatial method, and

is therefore much faster [121]. Working in the Fourier domain is less intuitive as the filters

learned by the Fourier convolution can not be visually interpreted due to being in the Fourier

domain; this is a common problem with CNN techniques and is discussed later in Chapter 7.

While the Fourier domain is frequently used in the context of image processing and analysis

[122, 123, 124], there has been little work directed at adopting the Fourier domain with respect

to CNNs.

The layout of the rest of the chapter is as follows. Section 6.2, presents the previous work that

has been undertaken on applications in the Fourier domain. Section 6.3 presents the method de-

veloped and defines the implementation of the specific layers that constitute the FCNN model.

The evaluation of the FCNN approach is then presented in Section 6.4 and Section 6.5. In

Section 6.6 a discussion concerning abilities of the FCNN is given, while in Section 6.7 some

conclusions concerning the benefits of the FCNN method and scope for future work are pre-

sented.

6.2 Related Work

Fast fourier transforms (FFTs) algorithms, such as the Cooley-Tukey algorithm in Cooley et al

[125], were applied in the context of neural networks for time series analysis in the embryonic
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stage of CNNs in Gothwal et al. [126]. Gothwal et al. present a method to analyse electrocar-

diogram (ECG) signals, for the classification of heart beats according to different arrhythmias.

Cardiac arrhythmias are a group of conditions which involve abnormal electrical activity in the

heart. In Gothwal et al. [126], FFTs are used to identify the peaks in the ECG signal and then

neural networks are applied to identify the diseases. The network showed impressive results

which had better accuracy then the previously proposed methods. This paper demonstrated

that it is possible to use neural networks in order to classify features that have been extracted

using FFTs. However, it did not utilise neural networks for the feature extract process itself

and furthermore did not use a convolutional neural network.

The concept of using the Fourier domain, and hence FFTs, for CNN operations has only been

proposed in a few papers. These papers were presented during the breakthrough of CNN the-

ory, around 2014, when theories such as dropout were developed. In Mathie et al. [127] the

speed-up of convolution in the Fourier domain was demonstrated for the backpropagation pro-

cess. Figure 6.2, shows how FFTs were performed on spatial kernals, defined in Section 2.4.3.1

and the input so that convolution could be performed in the Fourier domain. Inverse FFTs were

then performed on the output of this convolution process in order to produce the usual spatial

feature output. The FFT required is the computationally intensive part of this process. In this

method FFTs, and inverse FFTs, are applied for each convolution; thus giving rise to an unde-

sired computational overhead. However, this paper introduced the notion of CNN layers being

in the Fourier domain. It demonstrated the significant speed ups in the convolution process

involved through performing convolution in the Fourier domain.

In Vasilache et al. [121] the work of Mathie et al. [127] was expanded upon and the speed-up

of convolution in the Fourier domain was again demonstrated. In a similar fashion to Mathie et

al. [127], spatial kernel functions were defined, which must then be transformed to the Fourier

domain for training. This paper presented different methods to perform the Fourier transforms

operation in order to improve the speeds at which the FFT and inverse FFT operations were be-

ing performed. Further speed increases through performing convolution in the Fourier domain

were presented. However, the network still involved performing Fourier transforms on both the

kernels, input data and convolved features.

A method for performing pooling, or down-sampling, in the Fourier domain was introduced

in Adams et al. [128]. Performing down-sampling within the Fourier domain was shown to

have the ability to retain more spatial information and obtain faster convergence during train-

ing. This again demonstrated the usefulness of switching between the Fourier domain and

spatial domain when performing certain operations within the CNN training algorithm. How-

ever, as a FFT is an infinite function, further information from the pooled image or feature is

then lost through performing inverse FFT back to the spatial domain. Hence, the ability to

184



Figure 6.2: Illustration of the process presented in Mathie et al. [127].

retain more information and features is possible if a method that remains in the Fourier domain

can be devised.

6.3 Model: FCNN

All of the Fourier layers proposed in [121, 127, 128] involved interchanging between the

Fourier and spatial domains at both the training and testing stages which added significant

complexity through additional FFT and inverse FFTs. The end-to-end that is proposed in this

chapter is a fully Fourier network that remains in the Fourier domain at all times during training

and testing. The model is referred to in this thesis as the Fourier convolutional neural network

(FCNN) model. Results on this type of CNN have not been previously reported in literature.

The image data is converted to the Fourier domain before the process starts, and remains in

the Fourier domain; no inverse FFTs are required at any point. A bespoke Fourier convolution

mechanism is also proposed whereby convolution kernels are initialised in the Fourier domain.

Pooling is performed in a similar fashion to Mathie et al. [128]. The fact that the FCNN model

remains in the Fourier domain throughout means it is an end-to-end Fourier model.

The layers implemented within the FCNN are convolution, pooling, dense layer and dropout.

The Fourier layers developed are presented in subsequent sections. The forward and back-

propagation equations for the dense and dropout layers remains the same as those described

in Sections 2.4.2.1 and 2.17. Dropout randomly drops nodes within the network with a given

probability, to stop overfitting. This applies in the Fourier domain as it does in the spatial

domain. Likewise, dense layers for learning abstract links within convolved image data oper-

ates with respect to Fourier data in the same manner as for spatial data. The end-to-end Fourier

method developed is first evaluated on benchmark datasets for image classification tasks. These

benchmark datasets are the MNIST and CIFAR10 data sets [129, 130]. The data is then ap-

plied to the BRUK and LUK datasets in order to determine their applicability to the research

question.
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The aspects of the methodology that are not discussed in this section but are described in

Section 4.3 can be assumed to be the same. This includes the subsections hardware and soft-

ware, image pre-processing, data augmentation, class imbalance and training parameters. The

rest of this section is structured as follows: Section 6.3.2 describes the Fourier representation

of an image, Section 6.3.1 introduces two standard deep learning evaluation datasets, Sections

6.3.3 and 6.3.4 describe the forward and back propagation equations developed for the Fourier

pooling and convolution layers in the end-to-end Fourier model. Lastly, Section 6.3.7 presents

the network architecture.

6.3.1 Deep Learning Datasets

This section describes the two datasets that are used to evaluate the majority of deep learning

image classification techniques. The datasets are both public are known as the MNIST dataset

and CIFAR10 dataset. These datasets are described below.

6.3.1.1 MNIST

The MNIST database, from [129] LeCun et al., consists of handwritten single digits with labels

drawn from 10 classes for the respective integers. The dataset has a training set of 60,000

images and a test set of 10,000 images. The split of the 10 classes is even across both the

training and test sets. The digits have been size-normalised and centered in a fixed-size image.

The images are all 28× 28 pixels and are grey-scale images. Examples from the dataset can be

seen in Figure 6.3.

The MNIST dataset offers a basic dataset to prototype new image classification models on a

simple image classification problem. The fact that the images are only one channel also allows

for fast training in order to achieve initial results.

6.3.1.2 CIFAR10

The CIFAR10 dataset, from [130] Krizhevsky et al., consists of 60,000 32×32×3 RGB images

classified into 10 classes, with 6,000 images per class. The classes of CIFAR10 are machines

and animals and are entirely mutually exclusive. There are 50,000 training images and 10,000

test images. The test batch contains exactly 1,000 randomly-selected images from each class.

Examples from the CIFAR10 dataset can be seen in Figure 6.4.

The CIFAR10 dataset represents an increase in the complexity of the classification task from the

MNIST dataset, as classification between types of animals and machines in various scenarios is

more complex than single hand-written digits. The CIFAR10 dataset also makes the complexity

increase from grayscale to RGB images. The fact that the images remain at a small pixel size

of 32× 32 pixels mean training can still be performed within a short time frame.
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Figure 6.3: Example images from the MNIST dataset containing images of handwritten digits.
Each row of images represents images from a different ground truth class.

6.3.2 Fourier Representation

The Fourier representation is an alternative to the spatial representation [20], described in Sec-

tion 2.2.4. The Fourier domain is also referred to as the frequency domain; in this thesis it

will be referred to only as “the Fourier domain”; however the terms are interchangeable. In the

Fourier domain an image is considered a signal, that is, a function of its pixel intensities. The

fundamental idea of Fourier analysis is that any signal can be expressed as a weighted linear

combination of harmonic (sine and cosine) functions having different periods or frequencies.

In the Fourier domain, the representation of a signal is as a weighted combination of harmonic

functions of different frequencies, the assigned weights constitute the Fourier spectrum. This

spectrum extends to infinity and any signal can be reproduced to arbitrary accuracy. Hence, the

Fourier respresentation of an image is a complete alternative representation of an image.

In order to convert from the spatial representation to the Fourier representation it is necessary

to apply a 2D Fourier transform. The interpretation of the 2D Fourier transform, used to trans-

form 2D spatially represented data to the Fourier representation, is that some scaled and shifted

combination of the 2D harmonic basis functions can define a spatial function such as an image.

This is suggested by Figure 6.5. Therefore, spatial domain image analysis is concerned with
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Figure 6.4: Example images from the CIFAR10 dataset containing 10 classes of objects within
an image. Each row of images represents images from a different ground truth class.

Figure 6.5: A spatial 2D image made up of harmonic components in the Fourier domain.

detecting patterns in amongst individual pixels in an image. Fourier domain image analysis,

however, is interested in detecting patterns in the constituent harmonic components that make

up the image. The 2D Fourier transform used throughout this thesis to convert data from the

spatial representation to the Fourier representation is based on the Cooley-Turkey algorithm,
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by Cooley et al. [131], and is as follows:

Akl =

m−1∑
`1=0

n−1∑
`2=0

a`1`2e
−2πi

(
`1
m

+
`2
n

)
(6.2)

where m× n are the dimensions, a`1`2 is the pixel value at point (`1, `2) in the original image

and Akl is the Fourier representation of the image.

6.3.3 Fourier Convolution Layer

In traditional spatial CNN models, discrete convolutions between the images uj and kernel

functions κi are carried out using the sliding window approach described in Section 2.4.3.1.

That is, a window the size of the kernel matrix is moved across the image. In the FCNN model

the convolution is computed as the sum of the Hadamard � product of the image patch with

the kernel. That is:

zi,jk1,k2 =

bmκ/2c∑
`1=b−mκ/2c

bnκ/2c∑
`2=b−nκ/2c

κi`1,`2 � ujk1−`1,k2−`2 (6.3)

which results in an (mu−mκ)× (nu−nκ) image z since the image is usually resized to avoid

including boundary artefacts in calculations. At each point (k1, k2), there are mknk operations

required and so (mu−mκ+1)(nu−nκ+1)mknk operations are needed for a single convolution.

The FCNN model replaces, in the first instance, the sliding window approach with the Fourier

transform using the discrete analogue of the convolution theorem:

F(κ ∗ u) = F(κ)�F(u) (6.4)

where F denotes the two dimensional discrete Fourier transform:

ũi1,i2 =

mu∑
j1=1

nu∑
j2=1

e
−2ıπ

(
i1j1nu+i2j2mu

munu

)
uj1,j2 (6.5)

The computation of the discrete Fourier transform for an n× n image u involves n2 multipli-

cations and n(n− 1) additions but this can be reduced considerably by using FFT such as the

Cooley-Tukey algorithm [125] which can compute the DFT with n/2 log2 n multiplications

and n log2 n additions. This gives an overall improvement from the O(n2) operations required

to calculate the DFT directly to O(n log n) for the FFT.

So, for a convolutional layer which has Nκ kernels κi in a network training Nu images uj , the

output is the set zi,j = κi ∗ uj where ∗ denotes convolution. The algorithm is then

1. κ̃i = F
(
κi
)
, i = 1, . . . , Nκ

2. ũi = F
(
ui
)
, i = 1, . . . , Nu
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3. z̃i,j = κ̃i � ũj , i = 1, . . . , Nκ, i = 1, . . . ,mu

4. zi,j = F−1
(
z̃i,j
)
, i = 1, . . . , Nκ, i = 1, . . . , Nu

The decrease in operations from (mu−mκ+1)(nu−nκ+1)mknk to ((mu−mκ)×(nu−nκ))2

operations per convolution through using the Fourier domain gives an increasing relative speed

up as the images become larger. This is vital as more and larger data is becoming available

for training neural networks for computer vision problems [34]. An example of one instance

of the Fourier kernel algorithm for a single feature map on a single kernel is given in Figure 6.6.

The Nk complex Fourier convolution kernels are initialised using Glorot initialisation [132]

in a similar fashion to the spatial CNN method in order to reduce initial training time. The

method presented is more efficient than doing FFT transformations of spatial kernels as that

requires FFT during training to update the numerous convolution kernels. The weights for the

Fourier convolution layer are defined as the intialised Fourier kernels. Hence, the Fourier ker-

nels are trainable parameters optimised during learning, using backpropagation, to find the best

Fourier filters for the classification task with no FFT transformations relating to the convolu-

tion kernels required. Another benefit of Fourier convolutions is that the model can perform

pooling during the convolution phase in order to save more computation cost.

Figure 6.6: Fourier kernels which are performed by Equation (6.1) where � denotes the
Hadamard pointwise product. Note: The kernel size, input and output are all matrices of the
same size (m× n).

In a similar fashion to the way the convolution layer in the spatial domain was defined in Sec-

tion 2.4.3.1, the following equations determine how to back-propagate through a the Fourier

convolution layer in order to update the trainable parameters. These equations assume the error

values of our cost function aside from the convolution layer are known. For the convolution

layer l, in order to continue backpropagating through the FCNN, the partial derivative of the

cost function C with respect to each neuron is required for all neurons (i, j, k) in l. Take the

output, y, of the previous layer and a convolution using an N ×N layer with a M ×M Fourier
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filter w. This is defined as:
∂C

∂ylij

Firstly it is necessary to calculate the partial derivative of the cost function with respect to the

convolution filter weights:

∂C

∂wab
=

N−M∑
i=0

N−M∑
j=0

∂C

∂xlij

∂xlij
∂wab

=
N−M∑
i=0

N−M∑
j=0

∂C

∂xlij
yl−1(i+a)(j+b) (6.6)

where a and b are the two coordinates on the filter. The output values of the previous layer

are already known. Therefore, again to compute the gradient, partial derivatives of the cost

function are required with respect to the input nodes of the convolution layer, ∂C
∂xlij

. These

values are computed using the chain rule:

∂C

∂xlij
=

∂C

∂ylij

∂ylij

∂xlij
= σ′(xlij)

∂C

∂ylij
(6.7)

The error at the current layer is known. The calculation required is the derivative of the ac-

tivation function at the specific neuron. Once calculated, it is possible calculate the change

in error (or cost) with respect to the convolution weights as shown in Equation (6.6). Having

calculated the error in the convolution layer the back propagation algorithm must propagate the

error through to the previous layer using the chain rule and the forward propagation equations

to get:
∂C

∂yl−1ij

=
m−1∑
a=0

n−1∑
b=0

∂C

∂xl(i−a,j−b)

∂xl(i−a)(j−b)

∂yl−1ij

=
m−1∑
a=0

n−1∑
b=0

∂C

∂xl(i−a,j−b)
wab (6.8)

The backpropagation can now continue through to the next layer and so on.

An impressive feature of the Fourier convolution kernels is that, because they remain in the

Fourier domain throughout, they have the ability to learn the equivalent of arbitrarily large

spatial kernels limited only by initial image size. The image size is significantly larger than

the size selected by spatial kernels. That is, the Fourier kernels which match the image size

could learn a good representation of a 3× 3 spatial kernel or a 5× 5 spatial kernel depending

on what aids feature extraction and classification the most. This is a general enhancement of

kernel learning in neural networks as most networks typically learn kernels of an arbitrary size,

reducing the ability of the network to learn the spatial kernel of the optimal size. In the Fourier

domain, it is possible to train the model to find not only the optimal spatial kernel of a given

size but the optimal spatial kernel size and the optimal spatial kernel itself.
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6.3.4 Fourier Pooling Layer

Figure 6.7: Feed forward Fourier pooling from an X × Y × Z voxel. The truncation runs
through the x-axis of the Fourier data (thus truncating the Y and Z axis).

In the Fourier domain, the image data is distributed in a different manner to the spatial. This

allows us to reduce the data size by the same amount that it would be reduced by in the spatial

domain and retain more information. High-frequency data is found towards the centre of a

Fourier matrix and low-frequency data towards the boundaries. Therefore, the boundaries of

the matrices are truncated as the high-frequency Fourier data contains more of the spatial infor-

mation that is desired. The feed-forward Fourier pooling layer, shown in Figure 6.7, operates

as follows.

Given a complex 3 dimensional tensor of X × Y × Z dimensions, and an arbitrary pool size

ps relating to the amount of information retained. For x ∈ X:

xy min = (0.5− ps

2
)Y, xy max = (0.5 +

ps

2
)Y (6.9)

xz min = (0.5− ps

2
)Z, xz max = (0.5 +

ps

2
)Z (6.10)

This method provides a straightforward Fourier pooling layer for the FCNN. It has a minimal

number of computation operations for the GPU to carry out during training.

The equivalent method in the spatial context is max-pooling, which takes the maximum value

in a k × k window where k is a chosen parameter. For example if k = 2, max-pooling re-

duces the data size by a quarter by taking the maximum value in the 2× 2 matrices across the

whole data. Similarly, the Fourier pooling method would take pool size = 0.25 which, using

Equations 6.9 and 6.10, gives us:

xy min = 0.375Y, xy max = 0.625Y (6.11)

xz min = 0.375Z, xz max = 0.625Z (6.12)
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which also reduces the data by a quarter.

Due to the fact that there are no weights in a pooling layer, performing backpropagation is

extremely simple. In the backpropagation algorithm the error with respect to the output node

of the layer from calculations on the proceeding layer is known. To calculate the error for the

input node of a pooling layer for Fourier pooling all error values in the M ×M Fourier filter

region take the same value and the pooled region will have a null error value.

6.3.5 Loss Function

The loss function used during FCNN training was the categorical cross entropy the

Catagorical Cross Entropy = − 1

n

∑
x

C∑
c=0

ax,c log yx,c (6.13)

where C is the number of classes, y is the output prediction for image x and class c and a is

the ground truth label. These are the binary and multi-class loss functions used to train the

respective neural network models presented throughout this thesis.

6.3.6 Activation Functions

The activation function of a neuron defines the output of that neuron given its set of inputs.

The activation function used for the FCNN model was the Leaky ReLU function [33] defined

as follows:

Leaky ReLU(x) =

{
0 x ≤ 0.1

x x > 0.1
(6.14)

Thus, the gradient of the rectified linear unit (ReLU) function is 1 for all values over 0.1 and

0 for all other negative values. This means that during backpropagation, only reasonably large

positive gradients will be used to update the weights of the outgoing rectified linear unit. This

is necessary (instead of the typical ReLU function defined in Section 2.4.2.4) as the FCNN

model contains substantially more weights and updating nodes by small amounts may cause

the model to learn inefficiently. Another advantage of this function is that it is fast to compute

and that it does not have a maximum output value; this helps solve issues such as the vanishing

gradient problem in gradient descent.

The activation function used for the final output neurons in order to output a prediction proba-

bility is known as the SoftMax function. The is defined as:

SoftMax(c) =
esc(x)∑C
c=0 e

sc(x)
(6.15)

where C is the number of classes. The class scores for input x is defined as sc(x). This is equal

to the sum of the output neurons of the previous layer multiplied by the weights connecting

them to the output neurons relating to class c.
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6.3.7 Fourier Network Architecture

Figure 6.8: Left) Fourier CNN. Right) Spatial CNN.
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The structure of our FCNN is similar to the StandardNet model described in Chapter 4. The

layout of the FCNN is shown in Figure 6.8. The input to the model is the original image

converted to the Fourier domain using the FFT defined in Equation (6.2). The original data is

defined as an B×M ×N ×C matrix where B is the batch size, M ×N is the image size and

C is the number of channels. This produces the Fourier input as follows:

IB,X,Y,Z =
C∑

x3=0

M−1∑
x1=0

N−1∑
x2=0

ax1x2e
−2πi

(
x1
M

+
x2
N

)
B = B,X = 2M,Y =

N

2
+1, Z = 2C.

(6.16)

Fourier convolution layers are then performed in order to learn Fourier filters that can extract

Fourier features from the Fourier data regarding to the classification of an image. The convo-

lution kernel size is equivalent to the whole input height and width of the layer. For example,

the output O, with dimensions o1, o2, o3, o4, obtained through performing Fourier convolution

on the Fourier input I is as follows:

Oo1,o2,o3,o4 =

F∑
f=0

∑Z
z=0 Ix,y �Kn,m

Z
o1 = B ∗K, o2 = x, o3 = y, o4 = 2C. (6.17)

whereKn,m is one of the Fourier kernels defined in Section 6.3.3 and F is the arbitrary number

of kernels selected for the convolution layer. After two layers of convolution, in order to

reduce the number of parameters in the model, Fourier pooling is performed. Fourier pooling

is performed with a pool size of p which, as described in Equations 6.9 and 6.10. This is leaves

output O from input I as follows:

O = I(i1, i2,
i3−p
2 : i3+p2 , i4−p2 : i4+p2 ), o1 = i1, o2 = i2, o3 = (1− p)i3, o4 = (1− p)i4.

(6.18)

Further Fourier convolution and pooling are then performed in order to extract more abstract

Fourier features from the data through performing stacked Fourier convolution. After the final

Fourier convolutional block, the network output I is flattened in to one dimension as follows:

Oo1 =

i4∑
d=0

i3∑
c=0

i2∑
b=0

i1∑
a=0

Ia,b,c,d o1 = i1i2i3i4 (6.19)

where O is the output. The next layer of the model now contains one dimension with a large

number of nodes. These nodes contain the extracted information from the Fourier data. Two

dense layers are introduced with 512 nodes each. Theoretically, these are the layers that take

the features extracted from the Fourier convolutional layers and interpret them features for

classification. Dropout is performed on these dense layers, to reduce over-fitting. Lastly, a

dense layer with the softmax activation function produces the output O for classification.

Oo1,...,oc = Softmax(

D∑
d=0

wd × Id) (6.20)

where O are the input variables, w are the weights of the dense layer and D is the number

of dense nodes in the penultimate layer; 512 in the FCNN model. The number c of nodes in
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this final layer is dependent on the number of classes under consideration. This end-to-end

architecture consists of 535,026,786 trainable parameters due to its large Fourier kernels.

6.4 Results: FCNN Layer

Section 6.4.1 compares the results of the convolution layers, Section 6.4.2 compares the pooling

layers and lastly 6.4.3 compares the training times for the full FCNN and StandardNet models.

6.4.1 Fourier Convolution

Size Fourier Convolution Spatial Convolution Ratio Improvement
210 5× 10−2 N/A N/A
29 1× 10−2 N/A N/A
28 2.67× 10−3 1.48× 10−1 55.43
27 7.74× 10−4 8.4× 10−2 10.85
26 2.85× 10−4 1.74× 10−3 6.10
25 1.78× 10−4 2.51× 10−4 1.41
24 1.36× 10−4 1.56× 10−4 1.14

Table 6.1: Computation time (seconds) on an NVIDIA K40c GPU for the convolution of a
single input of the given pixel size, using Fourier and spatial convolution layers.

Performing the convolution operation is the primary reason for the application of the FCNN

model being in the Fourier domain and the resulting speed increase. Convolutions in neural

networks are typically run in parallel on GPUs. The small kernels used in neural networks

mean that when training on larger images the amount of memory required to store all the con-

volution kernels on the GPU for parallel training is not viable. On an NVIDIA K40c GPU,

using spatial convolution with 3 × 3 kernels the feed-forward process of the basic network

cannot run a batch of images once image size approaches 29. Instead, the Fourier convolution

requires less computational memory when running in parallel. This memory capacity is not

reached for the Fourier convolution until images of four times the size.

The FCNN model is able to train with much larger images using the same batch size. This

is due to the fact that the kernels are initialised in the Fourier domain, where a complex matrix

is initialised with the size matching the input. The convolution of a feature map is then a sin-

gle matrix multiplications and the model is not required to pass across the image in a sliding

window fashion, where extra storage is needed. The only storage required is for the Fourier

kernels which are the same size as the images.

In Table 6.1, you can see the computation time for a single image remains similar for spatial

and Fourier data when the data remains relatively small i.e 24 × 24 pixels. However, as the
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Figure 6.9: Computation time of spectral convolution compared to spatial convolution on a log
scale for input of size 2x × 2x for increasing image size.

image size increases the spatial convolution starts to become exponentially more time consum-

ing. On the contrary, the Fourier convolution layer scales at a much slower rate and allows

convolution to a much higher image size with the batch size and GPU used. The relative speed

increase is also demonstrated in Figure 6.9.

6.4.2 Fourier Pooling

Table 6.2 shows the speed increase in the Fourier pooling method in comparison with the

max-pooling and other down-sampling methods. The Fourier pooling is similar in terms of

computational time to the down-sampling method which is the most basic pooling technique.

This speed increase is due to similar reasoning to the increase in convolution speed. Max-

pooling requires access to smaller matrices within the data and takes the maximum value. On

the other hand, in the Fourier domain, the whole input is truncated. Due to the fact that the

data is in the Fourier domain the Fourier pooling layer still retains spatial information from the

whole data.

Moreover, as shown in Figure 6.11 the Fourier pooling retains more spatial information than

max-pooling when down-sampling the data by the same factor. This is because of the nature

of the Fourier domain, the spatial information of the data is not contained in one specific point.

Hence, the benefit of Fourier pooling is two-fold as it is faster and retains more information.

6.4.3 Model Training

Table 6.3 shows the overall speed increase that using the Fourier pooling and Fourier convolu-

tion layers, and thus the FCNN model, achieve as image size increases. The amount of param-
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Figure 6.10: Comparison of reconstruction error from pooling with initial size 512 × 512 to
x×x. The error is lower with Fourier Pooling and the difference from spatial pooling increases
as the image size is further increased.

Figure 6.11: Top-left: original fundus image, bottom-left: normal max-pooling and then resiz-
ing; top-right: Fourier pooling - back to spatial - resize; bottom-right: Fourier pooling - embed
- back to spatial (best mean squared error and visual quality). The Fourier method retains more
information.
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Size Max-Pooling Fourier Pooling
212 9.01 9.42e-2
211 2.07 2.44e-2
210 4.96e-1 5.30e-3
29 1.26e-1 5.27e-4
28 3.14e-2 1.01e-5
27 6.80e-3 3.20e-6
26 1.65e-3 5.29e-6
25 3.82e-4 6.03e-6
24 8.55e-5 5.35e-6

Table 6.2: Computation time (seconds) for pooling an image of the given size using different
techniques. Down-sampling and Fourier pooling are considerably faster than max-pooling.

Image Size FCNN Epoch Spatial Epoch
29 65.56 2435.93
28 30.42 1839.12
27 14.47 358.90
26 8.38 124.63
25 3.92 36.91
24 0.76 3.72

Table 6.3: Computation time in seconds for an epoch of resized fundus images for the Fourier
convolutional neural network (FCNN) and spatial network. (One epoch is 60,000 training
images)

eters in the FCNN model are significantly greater than equivalent spatial model, 535,026,786

trainable parameters to 2,426,914, due to the large increase in the convolution kernel size.

Hence, while the FCNN model is quicker, the FCNN model requires more memory to be stored.

However, computer storage is cheaper and more available than computational power.

6.5 Results: FCNN Classification

This section presents the classification results of the FCNN model. The results are presented

on three datasets and compared to the StandardNet results on the same dataset. The results

on the benchmark deep learning datasets are presented in Section 6.5.1. The FCNN model

was also trained using the referral UK (BRUK) dataset as Chapter 4 showed that this network

structure, and model, should be able to extract features for this screening scenario. The referral

UK results are presented in Section 6.5.2.

6.5.1 Deep Learning Datasets

Figures 6.12 and 6.13 show that the FCNN models, and Fourier representations of the spatial

layers, achieve training on the same layer structure in a shorter amount of time. The analogous

Fourier domain convolutions and more spatially accurate pooling method allow for a retention
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MNIST

Figure 6.12: Training on the MNIST dataset: top) FCNN model, bottom) StandardNet model.

CIFAR10

Figure 6.13: Training on the CIFAR10 dataset: Top) FCNN model, Bottom) Spatial model.

in accuracy on the MNIST datasets. The reason the FCNN model has slightly lower accuracy

on the MNIST dataset could be due to the network being trained on very small images. This

creates boundary issues and loss of information in the Fourier domain when converting from

the spatial. This is enhanced in smaller images and is much less of an issue in larger images.
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Hence, when dealing with larger images the FCNN model shows no reduction in accuracy in

the Fourier domain would be expected, while achieving the speed ups shown. To combat this

the FCNN could consider boundary conditions in all of the Fourier layers, which is done in the

spatial layers.

The accuracy of the FCNN and StandardNet model on the CIFAR10 dataset is low due to

the complexity of the problem but the comparative levels of accuracy shows that the FCNN

copes better than the StandardNet model. The training curves for the FCNN are also smoother,

this may be due to the number of parameters involved in the FCNN model, meaning the model

can update the weights more effectively without jumps in accuracy.

The FCNN achieves higher accuracy on the CIFAR10 dataset, shown in Figure 6.13, this could

be due to the larger Fourier domain kernels within the Fourier convolution layer; discussed

in Section 6.3.3. Due to the Fourier kernel size, the FCNN model contains more parameters

within the network than the spatial window kernels. This allows for more degrees of freedom

when learning features of the images.

Over-fitting is a problem with the FCNN architecture and this can be seen in both Figure

6.12 and Figure 6.13. The difference in accuracy between the training and testing set is signif-

icantly larger than the CNN model. The reason for this is likely to be due to the large increase

in the number of parameters. The amount of trainable parameters in the FCNN model are

535,026,786 compared to the StandardNet’s 2,426,914. This is due to the large increase in

the convolution kernel size and this large increase in degrees of freedom for the FCNN model

has both negative and positive effects. This allows us to learn better kernels in the Fourier do-

main. However, it leads to more overfitting of the training data due to the degrees of freedom

involved.

6.5.2 Kaggle (BRUK)

The ROC curve and AUC score, shown in Figure 6.14, of the FCNN is 0.72 and the AUC of

the CNN is 0.73. The comparative accuracy of the two methods shows that the theory of the

Fourier convolutions performing the equivalent of spatial convolutions holds in practice. The

similar AUC scores infer that the FCNN model is detecting the same features as the spatial

model within the Fourier domain. The AUC scores remain below those presented in Chapter 5

due to the shallow architecture of the neural network.

Figure 6.17 demonstrates the difference in time taken for the loss to be minimised during

training of the FCNN and StandardNet CNNs. The log loss of the two networks, in Figure

6.15, plateaus after around 300 minutes (100 epochs) for the FCNN model, compared to the

Standard CNNs 650 minutes (100 epochs). The same learning mechanism was used for both
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Figure 6.14: ROC Curve for the prediction outputs of UK referable DR using CNN and the
equivalent Fourier data using the FCNN algorithm.

training methods; learning rate, back propagation algorithm and stopping criteria. Furthermore,

in Figure 6.16 it is clear that the test accuracy does not increase as the model continues training

for more epochs as the back propagation algorithm has reached a minima of the loss function.

The speed increase during training demonstrates how the FCNN can cope better with the scale

of the image size.

Figure 6.15: Prediction accuracies over training time for the FCNN and StandardNet CNN
model.

The FCNN has greater training accuracy and lower testing accuracy in Figure 6.16, but the

AUC score is still similar. This suggests that the model is over-fitting to the training set more
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Figure 6.16: Prediction accuracies over epochs for the FCNN and StandardNet CNN model.

Figure 6.17: Training log loss of the FCNN and StandardNet CNN model over epochs.

203



than a spatial CNN typically would. Thus, the FCNN models lower training loss translates to

a similar accuracy score on the test data due to the model learning some features apparent in

only the training data.

6.5.3 Liverpool Dataset (LUK)

Figure 6.18: ROC Curve for the prediction outputs of UK referable DR on LUK using CNN
and the equivalent Fourier data using the FCNN algorithm.

The ROC curves shown in Figure 6.18 demonstrate that the FCNN model has learned features

of DR from the BRUK dataset to the extent that the model is able to transfer these features to

the the LUK dataset. The FCNN model appears to have generalised slightly better achieving

and AUC score of 0.65 to the CNN models 0.64. This demonstrates that the FCNN convolution

learns filters that are transferable to other data. The reason that the FCNN has learned filters

that have transferred better to the LUK dataset than the CNN is likely due to the fact that the

kernel size in the FCNN is larger and more variable. This could allow the FCNN model to

learn more applicable filters, as discussed in Section 6.3.3.

6.5.4 Summary

This section provides a summary of the FCNN and StandardNet results on each dataset sce-

nario in order to compare how well the models performed on the classification tasks. Table 6.4

compares how the model performed in terms of classification results and Table 6.5 compares
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the model results in terms of training and validation times.

Model Accuracy Kappa

MNIST
StandardNet 0.97 0.93

FCNN 0.93 0.94

CIFAR10
StandardNet 0.15 0.45

FCNN 0.21 0.43

Model AUC J Statistic Sensitivity Specificity

DR UK Referral (BRUK)
StandardNet 0.73 0.25 0.63 0.65
FCNN 0.72 0.24 0.62 0.64

Table 6.4: Metrics, defined in Section 1.7, to evaluate the efficacy of the StandardNet and
FCNN models for deep learning tasks and the UK referral DR task. The sensitivity and speci-
ficity results reported are the highest possible values for the metric while the other metrics
remains at least 80%.

Model Training Time (m) Time Per Epoch (s) Validation Time (s)

MNIST
StandardNet 11 98 0.01
FCNN 3 3 0.01

CIFAR10
StandardNet 24 94 0.01
FCNN 6 29 0.01

Referral UK
StandardNet 600 2790 0.01
FCNN 187 243 0.01

Table 6.5: A comparison of training and validation speeds for the StandardNet models on
an NVIDIA k40 GPU. Time per epoch refers to the time taken to train on 60,000 images.
Validation time refers to the amount of time taken to validate one image using the StandardNet
CNN model.

The Kappa and AUC scores presented in Table 6.4 show that the FCNN models were able to

achieve equivalent scores to a spatial CNN in a number of classification tasks. This demon-

strates that the FCNN models have learned Fourier features in the Fourier data that relate to

these diagnosis tasks. This is a promising result as the tasks they have been asked to perform

are complex tasks, and in the case of the Kaggle dataset on large images, yet they have been

able to extract significant features.
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The time taken to train all of the StandardNet and FCNN models was relatively short with

the multi-class Kaggle DR dataset naturally taking the longest to train as the data is larger in

size. The training results presented in Table 6.5 demonstrate that the larger the image the more

useful the FCNN model is in terms of speed increase. The MNIST and CIFAR10 FCNN mod-

els achieved an approximate speed up of 4. However, the Kaggle model trained on 512 × 512

images saw an increase of almost 10 times the speed.

The FCNN validation times, that are reported in Table 6.5, are also extremely quick with the

model able to classify 100 images per second. Therefore, the FCNN model has shown promis-

ing results that suggest the model could be a suitable deep learning method as an alternative to

traditional CNNs. The Fourier layers are clearly undertaking a similar feature extraction and

classification methods to a spatial CNN using Fourier data. A discussion of the method and

algorithm in order to determine the success of the FCNN model and highlight areas to improve

the results further was undertaken, this is considered further in Subsection 6.6 below.

6.6 Discussion

In this chapter a novel end-to-end Fourier has been proposed as an alternative deep learning

method for classifying images. The FCNN model allows complete training using Fourier data

with the only requirement being that the initial data is in the Fourier domain i.e. one fast

Fourier transform (FFT) is required throughout the whole process; which can be performed

before training. This FFT computation time on the original data is more than recovered in the

speed up of convolutions in the domain. The results in Section 6.4.1 and 6.4.2 have shown that,

compared to spatial layers, the speed up increases exponentially for larger images.

The results presented show that Fourier representations of these layers achieve training on the

same layer structure in a shorter amount of time. The analogous Fourier domain convolutions

and more spatially accurate pooling method allow for a retention in accuracy on all the datasets

presented. The analogous Fourier convolutions allow for retention of accuracy as demonstrated

by the equivalent ROC curves in Figure 6.14. Furthermore, an impressive feature of the Fourier

convolution kernels is that, because they remain in the Fourier domain throughout, they have

the ability to learn the equivalent of arbitrarily large spatial kernels limited only by initial image

size. This allows for more degrees of freedom when learning features of the images and is a

novel enhancement of kernel learning in neural networks. This allows the models to generalise

better than CNNs as demonstrated by the validation results in Figure 6.18. However, the added

degrees of freedom does lead to some overfitting between the training and test sets shown in

Figures 6.15 and 6.16.

The network architecture selected for the classification tasks was relatively shallow in terms

of the amount of convolution layers used. This simple structure was used to demonstrate the
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Figure 6.19: Left) Fundus image. Right) Fundus image post-FFT in the Fourier domain.

FCNN’s speed improvement when training on different datasets and image sizes and the benefit

of being able to train on larger images that the FCNN model provides. For further expansion

of this method, more complex neural network types could be used. For example, state-of-the-

art results have been achieved through using complex architectures presented in Chapter 5.

Through expanding the FCNN method to more complex network structures the FCNN could

be able to replicate state of the art results while improving the speed of training and the possible

image size. A more complex network, or a dataset of larger images, should benefit even more

in the computational time saved using the FCNN layers.

One of the research challenges discussed in Section 1.4 was the need for the ability to interpret

the result and thus being able to justify the classification prediction from a deep learning model

to a clinician. This is an issue with all CNN models, that comes from how to interpret the

classification prediction the models. Through converting the data to the Fourier domain this

problem is less likely to be solved, as in the FCNN model the data is not in a format that is

visually understandable to the naked eye; as shown in Figure 6.19.

6.7 Conclusion

The novel implementation of the FCNN model has shown the ability to extract features and

perform image classification while remaining in the Fourier domain throughout which has not

previously been demonstrated. The performance results of the FCNN are comparable to the

equivalent spatial CNN but with a significant speed increase, showing how advantageous it is

to work in this domain. FCNNs have also demonstrated the ability to solve new image clas-

sification problems which deal with larger images as they are able to cope with the amount

of convolution required. The speed increase of FCNNs, would be able to tackle classification

tasks on large images in much shorter time frames.

However, as demonstrated by the MNIST dataset results given in sub-section 6.5.1, the FCNN
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convolution layer needs to be optimised to better deal with boundary conditions like convolu-

tion layers in spatial CNNs. The FCNN layers are not specific to any architecture and therefore

can be extended to any network using convolution, pooling and dense layers. Hence, it remains

an interesting research topic to optimise these Fourier layers and implement them in other ar-

chitectures that have achieved state-of-the-art accuracies [9, 40].

The results in this chapter demonstrate that the novel FCNN model could be a method in which

to make CNN models more applicable to the large image diagnosis tasks involved in medical

classification problems. The speed of the model could make it applicable for the model to use

the full medical image resolution and still train and validate in a viable time-frame for a screen-

ing setting. For this to be applicable further work must be carried out on making the FCNN

model applicable to deeper CNN architectures which can extract the relevant features.
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Chapter 7

Interpreting the CNN Prediction

In this chapter visualisation methods for CNNs are developed and applied to the models pre-

sented in Chapter 5 and the results are discussed. The aim of this chapter is to address the

research challenge of justifying the CNN model predictions from a clinical perspective. The

contribution of the author to the work presented in this chapter is the application and validation

of two visualisation methods to the models presented in 5. The Kaggle training data and the

Liverpool validation dataset were used in order to validate the models. Therefore, the con-

tribution of the image labels, the DR grades were provided by eyePACs1 and St Paul’s Eye

Hospital2, and the image data were provided by Kaggle3 and the ISDR data warehouse4. In

the same format to Chapter 4 the proposed models were evaluated in the context of the GI and

BD, BRI, BRUK and MD scenarios. The results shown in this chapter were presented at the

European Association for the Study of Diabetes Eye Complications (EASDec) 2019 5.

7.1 Introduction

DR diagnosis from fundus images for automated grading typically involves manual feature ex-

traction algorithms, as discussed in Section 4.2, which are undertaken before the classification

process. The extracted features are then quantified and matched to a predicted severity of the

disease. The extracted features can be viewed visually in order to determine what the algorithm

has predicted to be a feature. These algorithms are simple to interpret for a clinician but, as

discussed in previous chapters, do not achieve the levels of accuracy that is achievable through

convolutional neural networks (CNNs).

CNNs have been shown to substantially outperform these feature extraction methods. Previous

chapters, 4, 5 and 6, have demonstrated that CNN models can offer extremely fast, state-of-the-

art image classification predictions for automated medical image diagnosis. The classification
1eyePACs - http://www.eyepacs.com/
2St Paul’s Eye Unit - https://www.rlbuht.nhs.uk/departments/medical-specialisms/eyes-st-pauls-eye-unit/
3https://www.kaggle.com/c/diabetic-retinopathy-detection/data
4ISDR - http://www.isdrproject.co.uk/warehouse.html
5EASDec 2019 - https://www.easdec.org/userFiles/File/EASDecProgramme2109V3.pdf
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of DR severity through the use of colour fundus images presented in this thesis and papers

[96, 112] show the effectiveness of CNNs as both feature extractors and classification mech-

anisms for DR diagnosis. These CNN models are based on learning relevant features within

the network structure itself; from labelled images the network has seen. The CNN models

presented extract features of DR from unseen images in order to determine a prediction of the

level of DR severity within a fundus image.

The DR classification predictions presented in these papers, and previous chapters, however

do not offer any visual insight into the reasoning behind the CNN model predictions. The

CNN models have learnt from a ground truth that has been determined by a clinician, based

on a clinical grading framework. However, the CNN models do not present the features, or the

quantity of features, that have been extracted by the CNN in order to arrive at the prediction.

We wish to determine which features have led to the prediction.

Feature extraction is a vital process in the classification of DR with the grading framework

being feature based [73]. The implementation of deep learning models is widely perceived to

be black box, i.e. uninterpretable, in the clinical community. It has not been determined if the

CNN models for DR severity classification are adhering to the feature based grading frame-

work or if the CNNs have learned their own framework for classification.

This chapter presents methods and results with the aim of opening the black-box of the CNN

in order to give feature-based information for the CNN model prediction of DR. Currently, the

perception of CNN models from both patients and clinicians, who may not have knowledge of

the intricacies of CNNs, is very limited. From a clinical perspective it is well understood what

is input given to the model and what is received from the model; the input image and the output

prediction. This chapter presents numerous method for extending CNN prediction models to

give regional and pixel based prediction interpretations. Through determining the feature and

pixels regions and their locations we explore how the CNN has reached its prediction and the

benefits of doing so.

This feature extraction process is related to one of the research challenges of this thesis, pre-

sented in Section 1.4, which states that the prediction must be justifiable to both clinician and

patient. This justification is only possible if the clinical and patient has some understanding of

what the model has extracted from the image. The feature extraction process can also be used

to alert the clinicians to features when post-screening diagnosis occurs. During post-screening

diagnosis the patients fundus images are reviewed again; a clinician examines the 4 high res-

olution images of each eye in order to look for features of DR. Extracting relevant features

or regions could enhance this process. Furthermore, through viewing the feature extraction

process the CNN model is undertaking, we can improve the CNN model and adjust our model
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accordingly in order to encourage it to learn only the relevant features.

The rest of this chapter is organised as follows. Previous work that has been proposed on

feature extraction methods is presented in Section 7.2. The methodologies that are used in this

chapter are described in Section 7.3. Section 7.4 presents the results of the methodologies us-

ing the trained models from Chapter 5 on the Kaggle test data and Liverpool validation dataset.

Section 7.5 discusses these results and how they relate to the corresponding clinical diagnosis.

Lastly, Section 7.6 concludes the methods presented and their applicability.

7.2 Related Work

Methods for extracting information, and features, from trained CNN models are an important

area of CNN research. Thus far there have been only a small number of methods presented in

the literature for this extraction process. The methods and the papers are described below.

Simonyan et al. [133] presented methods for the visualisation of CNN models. The paper

considered a method called saliency maps. The saliency map method computed the gradient of

an output class with respect to an input image. This determines how the output category value,

the class prediction, changes with respect to a small change in the input image pixels. The

positive values in the gradients tell us that a small change to that pixel will increase the output

value. Visualising these gradients, which are the same shape as the image should highlights

image pixels that contribute the most towards the prediction; which are referred to as salient

pixels. This produces a map the same size an the input image called the saliency map.

Zhou et al. [134] studied the global average pooling layer used in dense networks, and demon-

strated how it enabled CNN models to have remarkable localisation ability despite being trained

on image labels. The paper presented a method called Class Activation Maps (CAMs). In or-

der to create a CAM the weighted sum of the feature maps of the last convolutional layer was

calculated. This determines the regions within the input image that have contributed the most

towards the final output prediction. The paper demonstrated that CAMs have a high level of

object localisation; 37.1% top-5 error for object localisation on the ImageNet Large Scale Vi-

sual Recognition Competition (ILSVRC) 2014 dataset, which suggests a high level of accuracy

for feature extraction from a trained CNN model. An example of the feature extraction that can

be determined from CAMs is shown in Figure 7.1. These well-defined regions of features of

extraction is to be expected based on the accuracy results of CNN predictions. Zhou et al. [134]

demonstrates that it is possible to extract these features from the model in an accurate manner.

The method presented is limited to certain types of CNN models, namely models which have

a global average pooling layer preceding the output.

In Poplin et al. [135] a method called soft attention heat maps is proposed and applied to fun-
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Figure 7.1: Examples of the Class Activation Maps (CAMs) generated from the top-5 predicted
categories for the given image with ground-truth as dome. The predicted class and its score
are shown above each class activation map. The highlighted regions vary across predicted
classes e.g., dome activates the upper round part while palace activates the lower flat part of
the compound. [134]

dus image classification. Attention heatmaps, in a similar manner to the saliency map method

from Simonyan et al. [133], determine which pixels are most relevant to the output prediction

for a certain input image. The method is adapted for Google’s inception network structure. In

Poplin et al. [135] this method was used to visualise which regions of a fundus image the CNN

prediction model is using to try to predict age, gender and smoker/non smoker. Attention heat

maps are shown in Figure 7.2. This work demonstrated the use of feature visualisation meth-

ods on fundus images which in turn serves to provide better understanding of the CNN model’s

prediction process. These feature visualisation methods have the ability to be further extended

to view the aspects of disease in a fundus image that have led to disease severity prediction.

7.3 Methods

The methods described below are methods to extract features from CNN models and therefore

require a pre-trained CNN model. The visualisations presented in this chapter are produced

from the DenseNet models which have been described and presented in Chapter 5. Once the

CNN model is trained the model parameters remain immutable throughout the rest of the visu-

alisation process. The trained model is then used to produce prediction values, saliency maps

and CAMs for each unseen testing image. These predictions, saliency maps and CAMs are

compared to the clinical ground truth labels and the features identified within the images.
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Figure 7.2: Top-Left to Bottom-Right. Sample retinal image from the UK Biobank dataset in
colour. The heat map prediction is overlaid in green, indicating the areas of the heat map that
the neural network model is using to make the prediction for this image [135].

7.3.1 Class Activation Maps

This section defines the procedure for producing Class Activation Maps (CAMs) based on

Zhou et al. [134]. The type of CAM described requires global average pooling after the final

convolution layer in the CNN. Pooling provides the localisation for the region detection. The

trained CNN is applied to an input image to determine the activate weights in the output layer

depending on the nodes of the layer that have been activated. These weights can be projected

back on to the convolutional feature maps in order to identify regions of importance for a

certain class. Hence, to compute the CAMs of an input image, the weighted sum of the feature

maps of the last convolutional layer is calculated. This is defined as follows:

• Let input image be I(x, y).

• Let fk(x, y) be the activation of a node k in the last convolution.

• The result of global average pooling is Fk =
∑

(x,y) fk(x, y).

• For class c, softmax input is Sc =
∑

k w
c
kFk where wck is the weight for node k.

• Softmax output i.e probability of class c, is given as Pc = eSc∑c=C
c=0 e

Sc
.

• The weighted sum of feature maps, the CAM, is defined as,

CAMc =
∑
k

wckfk(x, y). (7.1)
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• The CAM is thresholded as follows, in order to leave the regions that are more important

to classification,

CAMc =

{
CAMc(x, y) CAMc(x, y) > 0.4

0 CAMc(x, y) ≤ 0.4
. (7.2)

Therefore, it is clear the CAM for class c, CAMc, directly relates to the prediction value of the

class, Sc. The weights w in the definition of CAMc and Sc remain constant from the trained

CNN. Therefore, this indicates the direct importance of the activation at pixel fk(x, y) to the

prediction and CAM of an image to class c. Thus, for our CNN model trained for DR severity,

CAMs are a method for determining the region of pixels relating to disease severity prediction.

This process is shown in Figure 7.3.

Figure 7.3: Top: Trained DenseNet model. Bottom: The combination of the trained weights w
from the final layer, the feature maps from the Conv10 layer and the input produce the CAM.

7.3.2 Saliency Maps

This section describes the methodology used to produce saliency maps based on Simonyan et

al. [133]. Saliency maps are produced by computing the gradient of output class with respect

to an input image. The gradient defines how the output prediction changes with respect to the

input image pixels. Therefore, like CAMs, in saliency maps the weights remain unchanged.

Positive values in the gradients tell us that a change to that pixel will increase the output class

value. Hence, the larger the gradient, the more reliant on this pixel the image is in the clas-

sification process and the more salient the image is deemed. Visualising all of the gradients

produces a saliency map of salient pixels that most contribute towards the output class. The

saliency maps in this chapter are produced as follows:

• Let the input image be defined as I
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• Let Sc(I) be the class score function for the image

• We want to rank each pixel (x, y) based on its influence on Sc

• Sc is a highly non-linear function in a CNN. Hence Sc is approximated with a first-order

Taylor expansion in the neighbourhood of the pixel; Sc(I(x,y)) ≈ wT (x, y) + b.

• Where w is the derivative of Sc with respect to image I at point (x, y)

w =
δSc
δI
|Ix,y

The computation of the image-specific saliency map for a single class is extremely quick, as

it only requires a single back-propagation step. Saliency maps differ from CAMs as they look

at how changes in the input image affect the class prediction as opposed to combining feature

maps in order to determine the most filtered region of an image.

7.3.3 Map Post-processing

In order for the CAMs and saliency maps to be interpreted by graders the following post-

processing method was devised in order for the mappings to highlight the features apparent

in the original fundus images. The post-processing for both the saliency maps and CAMs

Figure 7.4: The regions and pixels most relevant towards classification appear according to this
scale. Spectrum of colour from least relevant (dark blue) to most relevant (red).

described in Sections 7.3.1 and 7.3.2 are as follows.

• The initial step is to convert the grey-scale mapping to the jet-colour [136] heat-map

shown in Figure 7.4. This is done using OpenCV [101].

• The next step is to mask the saliency and CAM regions that relates to the fundus region

of the original image to avoid confusion for the grader. This is produced as follows:

O(x, y) =

{
0 (I(x, y, 0)) < 5 and(I(x, y, 1) < 5) and (I(x, y, 2) < 5)

M(x, y)+ else
(7.3)

where I is the original fundus image M is a saliency or CAM mapping and O is the final

output produced. This is a threshold based on the colour channels of the image in order

to mask the black background around the mappings.

• The mapping is then overlayed on the original image I using simple addition.

O(x, y) = O(x, y) + I (7.4)

The output of this post-processing on the relevant models are presented in the following results

section, Section 7.4.
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7.4 Results

This section presents the post-processed class activation maps and saliency maps, described in

the previous section, for the trained DenseNet models from Chapter 5 on the Kaggle and Liv-

erpool datasets. The results of the CAMs and saliency maps are presented using the jet colour

scale presented in Figure 7.4.

This section comments on the resulting CAMs and saliency maps to present a comparison

with the clinical diagnosis process for DR. The clinical diagnosis process of DR based on fea-

tures in a fundus image assumed in this section is the NHS Diabetic Eye Screening Programme

(NHSDESP) standard, presented previously in Table 2.3. This Section is split between the

Kaggle dataset results in Subsection 7.4.1 and the Liverpool dataset results in Subsection 7.4.2.

7.4.1 Kaggle Dataset (KD)

This section presents the results of the saliency maps and CAMs produced using the models in

Chapter 5 on the Kaggle test datasets in order to validate the interpretability of the models pre-

sented in Chapter 5. Through the saliency maps and CAMs produced it is possible to determine

if the models in Chapter 5 have learned to extract the correct features of DR and if they cor-

rectly correlate them to the correct DR diagnosis. This is shown through presenting results on

each of the Kaggle datasets, GI, BD, BRUK, BRI and MD the following subsections. Lastly,

in Section 7.4.2.5 the saliency maps and CAMs are used to show what the model has detected

in non-macula images. The results of this subsection will suggest whether of not the trained

feature extraction and classification transfer well to non-macula fundus images.

7.4.1.1 Gradeability (GI)

This section presents CAMs and saliency maps produced using the trained DenseNet grade-

ability model in Chapter 5 on images from the Kaggle test set.

Figure 7.5 demonstrates that the DenseNet gradability model understands that if the macula is

not visible on the fundus image then the image is not gradeable for DR. The CAMs in Figure

7.5 demonstrate that even when the outer retina has reasonable levels of visibility the model

understands that viewing the macula is vital in order to achieve a gradeable image. This is the

most vital aspect of DR gradeability and the model’s understanding of this demonstrates why

the model achieved a high AUC score of 0.94.

The saliency maps in Figure 7.6 highlight some of the pixels that the gradeability model has

considered important. In the top image it is clear that the artefact that is apparent in the centre

of the image has contributed to the high classification of ungradeable. The saliency maps for

the gradeable model do not show many pixels having a large saliency, this is apparent in both
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Figure 7.5: Left) Image from Kaggle test set. Middle) CAM produced using the DenseNet
gradeability model. Right) Saliency map produced using the DenseNet gradeability model.

of the images in Figure 7.6. The reason for this is likely that, while viewing the macula and

fovea are vital for accurate diagnosis of DR, for an image to be deemed gradeable the whole

of the fundus image must have a reasonable level of visibility. Hence, when determining at a

pixel level which sections of the image contribute most towards the gradeability prediction the

saliency maps offer little information due to the prediction been based on a larger region.

7.4.1.2 Disease (BD)

This sub-section presents class activation maps and saliency maps using the trained DenseNet

disease model, presented in Chapter 5, on images from the Kaggle test set.

The CAMs presented in Figure 7.7 show the DenseNet disease model’s regions of interest

when looking for disease within the input image. The CAM for the image that does not contain

disease shows that, when looking for disease the model has considered all the regions of the

eye, bar the optic disk, in order to detect features of DR. The fact that the model did not find any

features of disease in all of these regions of the image led to the strong−0.89241 classification

of no DR. The image containing disease had a strong prediction of disease of 0.71937. The

CAM regions of interest for this image clearly correlate to regions of disease in the original

image. The regions of the CAM are not as widespread in the image containing disease. This
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Figure 7.6: Left) Original image from Kaggle test set. Middle) Overlayed CAM produced
using the DenseNet gradeability model. Right) Overlayed saliency map produced using the
DenseNet gradeability model.

Figure 7.7: Left) Original image from Kaggle test set. Middle) CAM produced using the
DenseNet disease model. Right) Saliency map produced using the DenseNet disease model.
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corresponds to the disease classification framework as only one, or a small number of features,

need to be detected in order for a disease diagnosis to be given.

Figure 7.8: CAMs and saliency maps generated using the DenseNet disease model predictions
applied to the Kaggle test data and overlayed on the input image. The example images have
been labelled as containing disease by an expert. Both the maps adhere to the colour spectrum
in Figure 7.4.

The saliency maps in Figure 7.8 show the DenseNet disease models pixels of interest for the

prediction of an image containing DR and an image with no DR. The saliency map of the

image containing no features of DR has very few salient pixels with only some pixels around

the vessels showing importance. This suggests that, as in the CAMs, the model needs to have

confidence in all of the pixels not containing features in order to be confident of a no disease

prediction. On the other hand, the saliency map for the DR containing image from Figure 7.8

shows that the pixels relating to the features of DR are the most important. Two regions that

are red in the CAM contain light pixels relating to microanueryms (MAs) in the original image.

The cotton wool spot region in the bottom right of the image is also lighter in the saliency map

and is therefore a highly important group of pixels with respect to the prediction. The impor-

tance of all these pixels, and thus features, demonstrates why the prediction of this image was

a strong disease classification of 0.71937.
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7.4.1.3 Referral UK (BRUK)

This section presents class activation maps and saliency maps using the trained DenseNet UK

referral model, presented in Chapter 5, on images from the Kaggle test set.

Figure 7.9: Examples of the CAMs generated from the DenseNet refer UK model predictions
applied to the Kaggle test data. The example images have been labelled as containing features
requiring UK referral by an expert. Redder regions contribute the most towards classification.

The CAMs presented in Figure 7.9 show the regions of the eye that the UK referral model con-

siders import to the classification. The CAM of the image containing moderate DR shows that

the model has detected the cotton wool spot and HMa regions of the image and considers these

region the most vital towards the model prediction. The prediction score of 0.98743 shows

that the model has correctly classified the eye as requiring referral and correctly correlated the

cotton wool feature with a UK referable level of disease. The CAM of the Mild DR image in

Figure 7.9 shows that the model has only detected one region, likely containing an MA, and

that leads the model to believe that the patient does not require referral. This leads to the correct

prediction score of −0.49271 for the fundus image.

Figure 7.10 presents saliency maps for fundus images containing mild and moderate DR. The

mild DR image does not require referral to a UK standard but the moderate DR image does. The
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Figure 7.10: Examples of the saliency maps generated from the DenseNet refer UK model pre-
dictions applied to the Kaggle test data. The example images have been labelled as containing
referable features to a UK standard by an expert.
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saliency map from the mild image shows that the model has detected salient pixels within the

image that it considers to be features; the light blue or red dots representing microaneurysms.

However, the model understands that this does not correlate to a patient requiring referral and

therefore the prediction of −0.49271 corresponds a no referral classification. The saliency

map for the moderate case demonstrates that the model has detected the microaneuryms and

intraretinal microvascular abnormalities in various regions of the image. Furthermore, the

model has correctly correlated the fact that this feature is apparent in many regions with the

fact the patient requires referral leading to a prediction score of 0.98743.

7.4.1.4 Referral International (BRI)

Figure 7.11: Examples of the CAMs generated from the DenseNet refer international model
predictions applied to the Kaggle test data. The example images have been labelled as contain-
ing features requiring international referral by an expert.

Figure 7.11 presents CAMs for two test images. The top image contains features of severe

DR and hence requires referral to an international standard and the bottom image which does

not containing any features of DR and therefore does not require referral. The CAM for the

image requiring referral shows that, while there are a lot of microaneuryms and features of dis-

ease within the image, the model only considers the ones close to the macula to be relevant to
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the classification. This corresponds to the grading guidelines for Severe and Proliferative DR

and therefore leads to a high prediction of referral of 0.71529. The image not containing dis-

ease also considers regions around the macula to be the most important for the prediction. The

CAM shows that the model has not seen features of disease around the macula and therefore is

fairly confident the eye does not require international referral with a prediction of −0.67911.

Figure 7.12: Examples of the saliency maps and classifcation predictions generated from the
DenseNet refer international model applied to the Kaggle test data.

The saliency maps in Figure 7.12 show that the model considers the pixels around the macula

to be the most important for the classification. The model clearly considers pixels from all

regions of the image important for the classification of international referral as both the non

referral and referral prediction have salient pixels across the whole of the image. However, the

majority of red and yellow pixels come from regions around the macula. Hence, this demon-

strates that the model believes any changes in these pixels will greatly change the prediction

score. This corresponds to the model believing that changes in pixels around the macula, which

make a feature more or less apparent in this region, would affect the prediction score the most.

The DenseNet refer international model correctly predicted the refer-ability of the two eyes

with scores of −0.67911 and 0.71529 respectively.
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7.4.1.5 Multiclass (MD)

Figure 7.13 presents CAMs produced on a test image from each severity of DR. These CAMs

demonstrate the links between the severity level, produced by a clinical expert using the NHS

Diabetic Eye Screening Programme (NHSDESP) framework, and the input image that, the

multi-class DenseNet CNN has divulged through the training process. For example, the CAM

for the image containing no DR stretches across the majority of the retina. Therefore, this sug-

gests that the model correctly considers it important to detect no features of DR in the whole of

the retina in order to classify an image as having no DR. Moreover, as seen in Figure 7.13, the

model has determined that the import regions that have lead to mild or moderate DR diagnosis

relate to the main vessel structure around the macula (centre of the retina). This corresponds

to the feature based grading system in Table 2.3. Initial signs of disease stem from the leak-

ing from the vessels, in the form of haemorrhages or microaneurysms, or abnormal vessels.

Therefore the region around the main vessel structure, shown in the CAMs for these images,

corresponds to the most important region for these two classes.

Furthermore, it is visible in the CAMs for the fundus images containing features of severe

and proliferative disease that the classification prediction is based more on detecting features

near or in the macular region. The important regions of diagnosis, coloured red in Figure 7.13,

appear close to or on the macula. This corresponds to the clinical classification process that

has been used to produce the ground truth for the images. Severe or proliferative DR diagnosis

requires haemorrhages or microaneurysms and venous beading/looping/reduplication through-

out the retina. This region has not been considered by the mild or moderate classes. Hence,

if the model notices features in another region of the retina, as well as in the other regions of

the retina, then the diagnosis of severe DR is given. The CAMs are class specific and thus

though the region that has led to the severity class may be the region around the macula this

does not mean that other features of disease have not contributed towards the final classification

of severe DR. The CAM for the early stages of disease on the input image containing severe

DR would still show regions of detected features. However, it is the region shown in the CAM

for the predicted class that is the distinction between the prediction of this class against all the

others. Therefore, it is logical that the region around the macula is the most important region

for the later stages of disease as features tend to reach this area of the retina later in the pro-

gression of the disease.

The saliency maps in Figure 7.13 provide insight in to the features that have been detected

through the ground truth and input image training. Figure 7.13 demonstrates that in the early

stages of retinopathy the CNN considers pixels along the vessel structure vital and looks for

deviations to the normal vessel structures. The lightest pixels in the saliency map indicate the

vessels for the no DR and mild DR cases. Haemorrhages and microaneurysms from the early

stage of the disease tend to lie around the vessel structure and abnormal vessels are a key dis-
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Figure 7.13: Left) original raw image from the Kaggle test set. Middle) Class activation map
of, of the predicted class, produced using the multiclass DenseNet model overlayed on the
original image. Right) saliency maps, of the predicted class, produced using the multiclass
DenseNet model overlayed on the original image.
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Figure 7.14: Top to bottom; severe and proliferative DR. Left to right; original image with ex-
pert labelled features and saliency map with matching region overlay. Rectangle denotes laser
spots, circle denotes haemorrhages or microaneurysms, white square denotes new vessels else-
where (NVE), green square denotes cotton wool spots and curved rectangles denotes venous
reduplication.
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tinction between no features of DR being present and mild or moderate DR features. It is also

apparent that the saliency maps in the moderate class have light pixels spread around the retina

as the CNN looks for features in more than one region of the retina; which is key to moderate

DR classification.

The saliency maps for the severe and proliferative classifications clearly show the identification

of features relating to clinical diagnosis. In the severe DR saliency map in Figure 7.14 the mi-

croaneurysm and cotton wool spot features are clearly salient. The microaneurysms in different

regions of the retina relate directly to the severe DR classification. Similarly, in the prolifer-

ative saliency map in Figure 7.14 the lighter pixels correspond to features that the CNN has

identified. The laser spots produced through treatment to the eye remain dark in the saliency

map and therefore the CNN is, correctly, not treating these as a feature of disease. However, the

saliency maps for the proliferative case rarely took in to consideration the optic disc region in

the classification prediction. This suggests that the CNN model is excluding neovasularisation

of the disc; which is an important marker for proliferative retinopathy.

7.4.2 Liverpool Dataset (LVD)

This subsection presents the results of the saliency maps produced on the Liverpool valida-

tion dataset LVD in order to validate the interpretability of the models presented in Chapter

5. Through producing saliency maps and CAMs on the Liverpool dataset it is possible to de-

termine if the models in Chapter 5 can transfer the feature extraction and classification filters

they have learned on the Kaggle dataset to an unseen dataset. This is shown through present-

ing results on each of the Liverpool datasets, LD,LUK,LI and LM the following subsections.

Lastly, in subsection 7.4.2.5 the saliency maps and CAMs are used to show what the model has

detected in non-macula images. The results of this subsection will suggest whether of not the

trained models transfer well to non-macula fundus images.

7.4.2.1 Disease (LD)

This sub-section presents CAMs and saliency maps produced using the trained DenseNet dis-

ease model in Chapter 5 on the Liverpool dataset.

In a similar manner to the Kaggle test set, Figure 7.15 shows that the disease DenseNet model

clearly looks for features across the whole eye in the eye containing no features of DR. Like-

wise, the model clearly finds the microaneurysm in the diseased eye and correctly correlates

this feature to a disease classification.

7.4.2.2 Referral UK (LUK)

This sub-section presents CAMs and saliency maps produced using the trained DenseNet UK

referral model in Chapter 5 on the Liverpool dataset.
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Figure 7.15: Examples of the CAMs and saliency maps generated from the DenseNet disease
model predictions applied to Liverpool dataset. Top) image containing no features of disease.
Bottom) eye labelled R1 with microanueryms present in the retina.
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Figure 7.16: Examples of the CAMs and saliency maps generated from the DenseNet UK
referral model predictions applied to Liverpool data. Top) no DR image not requiring UK
referral. Bottom) image labelled R2 requiring UK referral.

Figure 7.16 demonstrates that the DenseNet UK referral model clearly looks for the features

relating to DR referral within the UK grading system. The no refer case is of exudate and

the appearance of haemorrhages or microaneurysms (HMas) on the diseased macula’s saliency

map demonstrates that the the model is correctly relating these features to a referral classifica-

tion.

7.4.2.3 Referral International (LI)

This sub-section presents CAMs and saliency maps produced using the trained DenseNet in-

ternational referral model in Chapter 5 on the Liverpool dataset.

The CAM for the international referral of DR in Figure 7.17 show that the model is clearly

looking for multiple quadrants of feature of disease relating to haemorrhages and exudate close

to the macula. The CAM and saliency map for the mild disease eye in Figure 7.17 show that the

model has found the region of the image containing an microanueryms (MA), relating to it’s

mild DR classification, however it understands that is this is not enough to require international

referral; prediction score -0.992134. Changes in the pixels around these vessels would mean

that the image is more likely to be classified as requiring international referral.
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Figure 7.17: Examples of the CAMs and saliency maps generated from the DenseNet interna-
tional referral model predictions applied to Liverpool data. Top) mild DR image not requiring
international referral. Bottom) image labelled R3 requiring international referral.
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7.4.2.4 Multiclass (LM)

This sub-section presents class activation maps (CAMs) and saliency maps produced using the

trained multi-class densenet international referral model in Chapter 5 on the Liverpool dataset.

The CAMs for the multi-class classification of DR in Figure 7.18 demonstrates how the model

has not only learned to classify between DR severity in images relating to the Kaggle dataset but

that the features learned by the model translate to the Liverpool dataset that the model has not

viewed during training. The saliency maps in Figure 7.18 clearly highlight the features relating

to each severity of DR namely; MA’s (R1 Mild DR), large cotton wool spots or exudate (R2

Moderate DR) and severe haemorrhages and new vessels (R3 Severe DR and R3a Proliferative

DR).

7.4.2.5 4-Image Field of View

This sub-section presents CAMs and saliency maps produced using the trained multi-class

densenet international referral model in Chapter 5 on the Liverpool dataset. The results are

produced on the non-macula images of the the dataset in order to validate the robustness of the

models to generalise to non-macula fundus images. The saliency maps and CAMs are applied

to an eye containing disease and a healthy eye. The four images, and their respective CAM

and saliency maps, are then montaged using i2k software6 in order to produce a final montaged

eye, CAM and saliency map.

The saliency maps and CAMs in Figure 7.19 demonstrates the ability of the multi-class DenseNet

model to classify features on non-macula fundus images. However, the maps in Figure 7.19

also demonstrate demonstrate that the model does not look for features in non-macula images

the model in the periphery of the eye. This is due to the fact the model has only been training

on macula centred images and does not know how features of disease outside the macula relate

to classification. This is not optimal and suggests that in order to get a robust model which

can classify any type of fundus image, training on labelled non-macula images is likely to be

required.

The visualisation maps provide the opportunity to highlight features on the whole eye if the

model is correctly changed. Montaging methods which are already used during screening prac-

tices also allow these visualisation maps to be viewed across the whole eye simultaneously. An

example of this for the fundus images and saliency maps in Figure 7.19 is given in Figure 7.20.

6i2k - https://www.dualalign.com/retinal/image-registration-montage-software-overview.php
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Figure 7.18: Examples of the class activation maps and saliency maps generated from the
DenseNet multiclass model predictions applied to Liverpool data.
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Figure 7.19: (Left) 4 montaged fundus images. Right) Overlayed saliency map from the trained
DenseNet multi-class DR model overlayed on the original fundus image.

7.5 Discussion

The visualisation techniques of CAMs and saliency maps have demonstrated that CNN models

are achieving success in replicating the clinical process that is undertaken during diagnosis of

a fundus image both in similar data (Kaggle test dataset) and in a completely unseen dataset

(Liverpool validation dataset). Even though the Liverpool dataset uses a different grading sys-

tem similar features are clearly being extracted used towards classification. Similar regions of

the retina are also being related to the appropriate classes.

These methods could give a clinician vital aid in order to correctly determine the level of sever-

ity that the eye should be diagnosed with. This could help reduce intra-grader and inter-grader

variability that is apparent in DR severity grading, as shown in Figure 7.21. The majority of

discrepancy is in grading the earlier stages of disease; mild or moderate. These stages of dis-

ease relate to detecting small features such as microaneurysms and a small amount of cotton

wool spots. These features, or potential features, can be seen clearly on many of the saliency

maps and CAMs produced for the images labelled as mild or moderate DR. For example, the

saliency map for the image, from the Liverpool dataset, that is classified as Mild DR in Figure

7.18 clearly shows that an MA has been detected to the model. This suggests saliency maps

could help identify these features of disease to a clinician. The CAM maps can also alert the

grader to regions of the retina that the model believes contains these features such as the re-

gion of exudate highlighted on the Moderate DR case in Figure 7.18. This improvement of the

clinical grading could in turn aid the training of the CNN model. The models ability to aid the

clinician in producing accurate ground truth can enhance the ability of the model through more

reliable ground truth data from which the model can learn.

However, in order to fully determine if the CNN has learned a similar classification process
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Figure 7.20: (Left) Fundus images from the Liverpool dataset. Middle) Saliency map from the
trained DenseNet multi-class DR model. Right) CAMs from the trained DenseNet multi-class
DR model.
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Figure 7.21: Each row is an image, each column is an ophthalmologist grader. Colours repre-
sent the severity grades given by each expert grader [137].

it would require fundus images annotated with every single feature present in the image and

saliency maps annotated to the same criteria. Therefore, it is not viable to correlate every fea-

ture detected in every image. Furthermore, the CNN is only given the severity of the image

as the criteria for its learning process. The combination of features involved in the diagnosis

process that leads to this outcome is something that the CNN has to intrinsically learn. Hence,

it may therefore be deemed unfair that the CNN is expected to learn the precise mechanism

that was used to determine the ground truth. Especially when, as show in Figure 7.21 grader

agreement is so variable and even complex structures of DR can become subjective when based

on such minute features.

Lastly, the saliency maps and CAMs presented discover features of disease severity that are

being missed in the automated procedure and therefore determine which area the CNN needs

to be improved. An important feature of the later stages of DR, neovasularisation elsewhere

(NVE), appears to be often missed by the model in proliferative classification. The CAM for

images containing the proliferative stages of disease demonstrate that the multi-class model

doesn’t always use NVE in it’s classification. This may be due to the fact that this is a rare

feature of disease and always appears with more prominent features of disease such as haem-

orrhages. This is a flaw in the CNN model as it may not always correlate all of the features in

the prediction process. In order to address this issue images that contain NVE and not other

features of proliferative DR must be incorporated in to the dataset. This issue highlights the

fact that large variable datasets are vital to creating robust automated models.

7.6 Conclusion

In conclusion, this section has addressed the research challenge of justifying the deep learn-

ing prediction through visual interpretations of the CNN model. The methodologies shown
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demonstrate that the correlation between the model predictions and the clinical features of DR

can be visualised through the use of class activation maps and saliency maps on unseen images.

These methods provide a useful tool to determine if deep learning classification models relate

accurately to clinical diagnosis procedures. The presented methods could also be used in the

screening process to reduce the time a clinician spends looking for features within a fundus

image. CAMs present a good method at flagging regions of disease whereas saliency maps

present a solution for aiding feature detection; specifically microaneurysms.

The methods presented in this chapter could also be used to enhance CNN models for DR

detection further. Through determining a class of features that CNN models do not detect,

or do not detect well, the model’s learning could be enhanced. Moreover, through identifying

which features the model has missed, data containing these specific cases could be used to train

the model further and enhance its abilities.
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Chapter 8

Conclusion

This chapter presents a summary of the proposed fundus image DR analysis approaches, the

main findings, contributions of the research, and some possible future research directions. Sec-

tion 8.1 presents a summary of the proposed approaches, Section 8.2 presents the main findings

and contributions and Section 8.3 considers the further potential research directions.

8.1 Summary

Four distinct image classification approaches were proposed in this thesis and applied to retinal

colour fundus images to identify DR, an eye related disease that causes severe loss of vision.

The evaluation of the proposed approaches indicated that some of these approaches work well,

not only on binary classification problems, but also with respect to multi-class classification

problems. The utilisation of two datasets labelled according to the 5 classes of DR, with re-

spect to DR screening, was used to identify the applicability of the proposed approaches for the

detection of different levels of disease severity. All of the approaches presented in this thesis

commenced with an image pre-processing stage, during which image enhancement, noise re-

moval and image uniformity processes were performed. The images were then augmented, in

a manner that was unrelated to the images label, in order to maximise the usefulness of the data

and allow for data reuse. Feature extraction was conducted using the convolutional layers of

the deep learning method of CNNs. The nature of the classification was dependent on the label

presented to the model. The classification process of the model began with the dense layers of

the CNN that followed the feature-extracting convolutional layers. The final layer of the deep

learning model contained an output in the range 0, 1 for each class. Post-processing was under-

taken to determine the final class prediction score of the model. Through a learning algorithm,

known as back-propagation, the models learnt distinguishing features in the images that led to

the classification labels. The feature extraction, and classification mechanism learned by the

models, was validated on a test set from the same dataset and a validation dataset.

The first approach was founded on a basic concept of a standard CNN approach. The Stan-

dardNet model contained a number of convolutional layers, increasing in the number of feature
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maps, which were used to extract increasingly abstract features from the pre-processed fundus

images. The dense layers would then correlate these extracted features in to a classification

prediction. The reported evaluation indicated that the standard CNN model was effective for

the problems of image gradeability analysis and international referral of disease. However, the

approach could not produce sufficient performance for the classification of earlier stages of DR.

The second and third classification approaches, DenseNet and PatientDenseNet, addressed the

drawbacks of the first approach. In the case of the DenseNet CNN model the initial approach

was expanded to have increased depth and inter-layer connections in order to enhance feature

extraction. The PatientDenseNet model incorporated this DenseNet model into a parallel net-

work structure which extracted features from images of each of the patient in order to perform

classification per patient. The proposed DenseNet approach demonstrated the increased depth

and layer connections allowed the model to extract the features of the earlier stages of dis-

ease that the StandardNet model could not. The reported evaluation indicated that both the

DenseNet and PatientDenseNet approach produced effective classification results on all binary

classification tasks. The PatientDenseNet demonstrated that integrating the correlation between

the patients two eyes, increased the results further whilst the training times for all of the model

was reduced. The reported evaluation indicated that the proposed PatientDenseNet model pro-

duced the best results in comparison with all other approaches. The reported evaluation of the

multi-class DR severity using the PatientDenseNet model suggests that the approach could be

incorporated further in to the screening process than a binary decision maker.

The fourth and final image classification approach, the Fourier CNN (FCNN), was developed

with the concept of using the Fourier domain in order to allow faster model training for medi-

cal image classification tasks. Through converting data in to the Fourier domain and creating a

CNN framework in that domain, that imitates the feature extraction and classification process

of a traditional CNN, the proposed model aimed to replicate CNN accuracy in shorter time

frames. The reported evaluations demonstrated that this was possible using an FCNN model

using a StandardNet type architecture showing equivalent performance on numerous image

classification tasks including DR referral. However, the model lacked the ability to expand this

further to the DenseNet and PatientDenseNet models due to regularisation issues that arose

when using these methods in the Fourier domain.

Finally, two approaches were presented which demonstrated how to extract the learned fea-

tures from the CNN models presented. Saliency maps proposed a per-pixel visualisation of

the classification prediction and CAMs proposed a regional based approach to interpreting the

prediction. These methods present mechanisms for justifying CNN models in a clinical and

screening setting. Furthermore, the proposed approaches offer insight in to the efficacy of the

models themselves in a more qualitative fashion to the other evaluation metrics used through-
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out this thesis and in literature.

The CNN models demonstrated the ability to detect regions of microaneurysms, haemorrhages

and exudate. However, the CNN models often miss regions of neovascularisation either in the

optic disc or elsewhere. Neovascularisation is an important marker for proliferative diabetic

retinopathy. In order to improve the detection of Neovascularisation the CNN model would

need to see more images containing neovascularisation during the training process. This would

make it clear to the model that it should correlate this feature of disease with a proliferative

classification. However, as neovascularisation is often minor and subtle within a fundus image

it may be more robust to detect neovascularisation using deep learning object detection meth-

ods. Object detection methods require labelled regions of neovascularisation in order to detect

the feature but they are more robust at finding specific features than classification CNNs.

8.2 Main Findings and Contributions

This section considers the main findings and contributions of the reported research in the con-

text of the research aim and objectives identified in Section 1.4. Each identified research objec-

tive is considered in turn and the manner in which the proposed research work addresses each

issue is considered.

1. Determine the most appropriate deep learning based methods that can be effectively

utilised for image classification. The PatientDenseNet and DenseNet models proposed

in Chapter 5 were able to produce the best classification accuracy and AUC values on the

testing and validation datasets used for evaluation purposes in this thesis. The DenseNet

model reported in Chapter 5 produced high classification performances for binary disease

classification.

2. Ensure that any proposed method is applicable in both research and clinical practice.

The image validation times for the models reported in Chapters 4, 5 and 6 demonstrate

the speed of implementation that the proposed approaches can achieve. The reported

validation results, using images from an NHS screening program, show that all the ap-

proaches are applicable in screening and clinical practice.

3. Conclude which are the most effective classification models that address the imbalanced

classification problem that is a feature of diabetic retinopathy screening so as to provide

the required sensitivity and specificity. The models incorporate data augmentation and

over sampling in order to deal with the imbalanced nature of the problem. The CNN

approaches do not consider the frequency of a class in their predictions. The proposed

methods also allow for thresholding of the model output in order to achieve the desired

sensitivity and specificity trade off.
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4. Determine whether innovative automated grading techniques achieve, or outperform,

the performance of expert graders. The results reported in Chapter 5 show that the CNN

approach achieves a performance on par with expert graders for the binary classifica-

tion processes. The visualisation proposed approach in Chapter 7 demonstrates that the

model is replicating some of the methodologies of the expert graders. The multi-class

CNN model approach is able to produce high levels of accuracy akin to graders. To fully

automate this process multi-class diagnosis and labelling between graders needs to be-

come more consistent. Currently the multi-class models would be best used as a method

to aid final DR severity grading.

As stated in Chapter 1 the research aim of this thesis was:

To design, build and test new automated screening models, using deep learning techniques,

that are suitable for point of care diabetic retinopathy grading.

Based on the above research aim, this thesis presents a number of contributions produced from

the research. These relate to two separate fields of study: (i) contributions to medical image

analysis and (ii) contributions to the application of deep learning. The research contributions

with respect to medical image analysis were:

1. An effective automated deep learning approach to address the DR diagnosis process

which avoids the need for manual feature extraction.

2. An effective automated deep learning approach for filtering gradeable images in the con-

text of the DR screening process.

3. Demonstrated the ability of deep learning models to transfer their knowledge to unseen

data through the validation of on a national diabetic screening cohort.

4. A novel per patient approach to DR diagnosis using parallel CNN models based on two

images.

The contributions with respect to computer science were:

1. A novel deep learning approach, the Fourier Convolutional Neural Networks (FCNN)

approach, that addresses the problem of CNNs requiring enormous amounts of comput-

ing power to deal with large images.

2. A case study of the application of FCNNs to a medical imaging problem, DR referral

diagnosis, as well as base line deep learning datasets.

3. The provision of a bench mark deep learning dataset that can be used by the machine

learning community.
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8.3 Future Work

In this section, some identified potential future research directions are described.

1. Using visualisations to correlate diagnosis process
In order to determine the feature classification process that the CNN models are perform-

ing, research in to the correlation between the clinical process and feature classification

approach of the models could be performed. Clinical expert labelling of the visualisa-

tions produced by the CNN could determine which features are being correctly identi-

fied, how often and if they are correctly corresponded to the appropriate classification

prediction.

2. Refining CNN model and clinical labelling
The predictions and visualisations produced by the proposed approaches could be used

to alert clinical experts to potential features and therefore improve multi-class labelling

reliability. In turn, this increase in accuracy of labelling can improve the model classifi-

cation and feature extraction process. It is possible that the clinicians and CNN models

can aid each other in the diagnosis process.

3. Development of FCNN model for deeper CNN models
The FCNN model presented in Chapter 6 offers a method for the classification of large

images in a shorter time frame. However, the model requires further enhancements in

order for to be extended to more complex CNN structures. The FCNN approach requires

more regularisation methods in order for the parameter increase involved in deeper net-

works to not cause the model to over-fit. These improvements could develop the FCNN

approach so that it is applicable to complex medical image tasks, which traditional CNNs

are not currently, such as DR diagnosis on original size fundus images.

4. Development of robust screening models
The results presented in Section 5.4.3 show the high levels of performance that can be

achieved from training deep learning methods on data obtained from large screening

programmes. However, for the deep learning methods to be robust during a national

screening process they must be trained on data containing all pathologies in order to

prevent misdiagnosis. In the case of the retina there are many pathologies that would not

be encountered in a single screening cohort and many other diseases that are apparent

in the retina. Furthermore, the appearance of pathologies vary hugely across different

populations, ethnicity and races. This variation in data needs to be considered when

implementing an automated model in to a medical screening process.

5. Infrastructure
The development of the models presented in this thesis presents another question with

respect to the best implementation method of automated screening algorithms. The al-

gorithms could facilitate clinical diagnosis, be used as a preliminary stage of screening
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or be used in order to allow patients not usually screened to perform self diagnosis. The

models also require a reasonable amount of computing power to execute. This poses a

question of the best system for storing and analysing the patient data. The models could

exist on a cloud platform, in-house server or as part as a software package depending on

the applicability of these methods.

6. Validation
In order to clinically validate the success of the deep learning methods presented in this

thesis a clinical trial would need to be undertaken. This would allow the applicability

of the models in a clinical format to be determined. This would also test the robustness

of the methods with more variations in patients and data quality across different clinical

settings.

7. Using visualisations to correlate diagnosis process
In order to determine the feature classification process that the CNN models are perform-

ing, research in to the correlation between the clinical process and feature classification

approach of the models could be performed. Clinical expert labelling of the visualisa-

tions produced by the CNN could determine which features are being correctly identi-

fied, how often and if they are correctly corresponded to the appropriate classification

prediction.

8. DR classification through optical coherence tomography imaging
As discussed in Section 2.5.2 neurodegeneration is an early clinical sign of DR and fea-

tures of neurodegeneration can be seen in optical coherence tomography (OCT) imaging.

Future work could study the classification DR through extracting features of OCT im-

ages. In order for DR classification via OCT to be viable for an automated method it

must first be defined in a clinical setting. The features of DR that are apparent in an OCT

must first be defined in a similar manner to the ETDRS standard fundus images (Figure

2.27).
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