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Abstract

The cross-field transport of particles in the scrape-off layer (SOL) of magnetic fusion
devices is dominated by the convection of coherent filamentary plasma structures. In
this thesis, we present a new technique for the analysis of filaments in fast visible
camera data. The new technique operates by inverting the background subtracted
emission in the camera images onto a basis set of uniformly emitting field line images,
constructed using information from magnetic equilibrium reconstructions. The output
of the inversion is a 2D mapping of emission parametrising the average intensity of field
lines in the SOL by the coordinates of their intersection with the mid-plane. Filaments
manifest in the inverted emission profile as blobs of raised emission. A filament detection
technique has been developed to identify these regions of increased emission and fit them
with 2D Gaussians. This yields the positions, widths and amplitudes of the filaments.
A tracking algorithm is then applied to calculate the filaments velocities and lifetimes.

Data from a synthetic camera diagnostic is used to assess the capabilities and limi-
tations of the new technique and quantify its errors. This exercise shows it can detect
∼36% of all filaments in the analysis region, corresponding to ∼74% of filaments above
the targeted amplitude threshold. This sensitivity is achieved with a true positive detec-
tion rate of 98.8%. Standard errors in the radial and toroidal positions of the filaments
are estimated to be ∼2 mm, while errors in the toroidal and radial widths are around ∼3
mm and ∼7 mm respectively. The shapes of the probability density functions (PDFs)
of the filament parameters are also qualitatively recovered and the effect of filament
overlap on filament amplitude measurements is investigated. Valuable insight is gained
into effects from the non-orthogonality of the field line basis functions and the resulting
spatial dependence of the measurement errors.

Finally, the technique is applied to MAST data and compared to Langmuir probe
measurements. Good agreement is found between the two diagnostics, including expo-
nential waiting times and symmetrical conditionally averaged waveforms. Measurements
of the PDFs of filament properties provide valuable inputs for analytic models of SOL
transport and show filament lifetimes to be exponentially distributed. The depth of
field of the technique enables measurement of the toroidal filament spacing, with results
supporting the assertion that filaments are generated uniformly and independently, and
are thus described by Poisson statistics underpinning several analytic models.
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vi ABSTRACT

“With magic, you can turn a frog into a prince. With science, you can turn a frog into
a Ph.D and you still have the frog you started with.”

- Terry Pratchett, The Science of Discworld
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Chapter 1

Introduction

1.1 World energy demand

Access to energy is strongly linked to a population’s educational and economic oppor-
tunities, having wide ranging effects on health and general quality of life [1]. As wealth
increases so does the demand for energy. Currently an eighth of the world’s popula-
tion does not have access to electricity [2]. Increases in global energy consumption are
therefore both desirable and inevitable given present trends.

The Worldwide Energy Council predictions indicate global annual energy consump-
tion is likely to increase between 27% and 61% by the middle of the century from 2010
levels depending on a number of socio-political factors [3]. This projected increase is due
to both a rising global population, surpassing 9.7 billion by 2050 [4] and rising standards
of living, particularly in Asia and Africa. These projections are illustrated in Figure
1.1, with developing countries outside the Organisation for Economic Co-operation and
Development (OECD), particularly China, India and African countries, accounting for
the majority of projected increases. Unfortunately our current methods of energy gen-
eration are not compatible with scaling to future energy requirements. In 2017 65% of
global electricity production was from fossil fuels (coal, oil and natural gas), with the
remainder provided by renewables (25%) and nuclear fission (10%) [5]. Irrespective of
their finite reserves, the burning of fossil fuels has a range of serious ramifications that
make divestment from fossil fuels of utmost and immediate importance.

The most pressing of these problems is the generation of man-made green house
gases, primarily CO2, resulting in average global temperature rises. An average global
temperature increase of 1.5◦C is predicted to lead to increases in extreme weather, water
shortages and crop failures, resulting in unprecedented humanitarian crises. Droughts,
storms and floods together displaced over a million people in 2017 and adversely affected
many millions more, primarily in Africa [7], with these effects predicted to become far
more severe and wide reaching with the continued effects of climate change. Further-
more, melting of the ice sheets in Greenland and Antarctica is projected to cause sea
level rises of around 0.5 m, rising to as much as 2.7 m in worst case ‘business as usual’

1
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Figure 1.1: Historical and projected annual energy consumption for developed (OCED)
and developing (non-OECD) countries. OECD refers to the Organisation for Economic
Co-operation and Development. Figure Reproduced from Ref. 6.

scenarios [8]. With many of the world’s most densely populated cities located in low
lying coastal areas, many 10s of millions of people are at risk of displacement from rising
sea levels.

In addition to global warming, the World Health Organisation estimates that out-
door [9] and indoor [10] air pollution each cause around 4 million premature deaths
worldwide each year. Habitat change, ocean acidification and acid rain are also playing
a central roll in the current mass extinction event which is estimated to threaten over a
quarter of all land species with extinction by 2050 if current behaviour continues [11].

At the United Nations Climate Change Conference, COP21, in 2015, 174 nations
signed the Paris Climate Accord committing to take action to prevent the average global
temperature rise exceeding 1.5◦C.

Figure 1.2 shows the Intergovernmental Panel on Climate Change’s (IPCC) projec-
tion for the rate of greenhouse emissions and resulting temperature increase anticipated
under the IPCC’s most optimistic climate scenario. These projections require green-
house gas emissions to peak in the next few years, with net zero emission achieved by
the end of the century, at the same time as global energy consumption increases at the
fastest rate in history.

While the initial reduction in greenhouse gas emissions can likely be met through a
combination of renewable energy sources, energy storage, nuclear fission and improve-
ments in energy efficiency and consumption patterns, these are likely to be insufficient
to achieve the required level of zero emissions in the second half of the century.

Renewable energy will play a vital roll in future energy generation, but is funda-
mentally limited by its intermittency, large and geographically limited footprint and
the strain of distributed energy generation on electricity grid infrastructure. While
potential technological advances in energy storage, demand side response and transmis-
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Figure 1.2: a) Aggregate emission of well-mixed greenhouse gases (WMGHGs) under
the IPCC’s most optimistic scenario. b) Cumulative emissions of WMGHGs and the
corresponding global temperature response. The Global Warming Potential over a 100
year time horizon (GWP100), Global Temperature-change Potential over a 100 year
time horizon (GTP100) and revised Global Warming Potential (GWP∗) are different
parametrisations of combined climate force functions that are used as inputs to cli-
mate models. Representative Concentration Pathway (RCP) 2.6 is an ambitious IPCC
climate change mitigation scenario in which human-caused climate change is severely
limited and provides a better than two thirds likelihood of staying below 2◦C tempera-
ture increase. Figure Reproduced from Ref. 12.

sion infrastructure are likely to mitigate some of these problems, high capacity, reliable
baseload power generation is required to confidently avoid black outs and major social
and economic disruption.

Nuclear fission, a strong candidate for carbon free base load generation, is unpopular
both politically and publicly due to safety concerns after accidents such as Fukushima
and Chernobyl, as well as concerns about storage of radioactive waste and proliferation
issues. The energy policies of many countries include minimal use of nuclear fission, such
as Germany which has committed to shutting down all nuclear fission power plants by
2022 [13], indicating that nuclear fission adoption will not be sufficient to provide base
load power requirements.

Therefore, an alternative form of energy generation is required that meets the critical
requirements of providing large quantities of dependable, carbon neutral energy at a
price competitive with fossil fuel sources. Furthermore, the source must not depend
on limited reserves of fuel, occupy a large geographical footprint, or present the safety,
proliferation or radioactive waste concerns accompanying nuclear fission. Perhaps the
only energy source that has a clear prospect of meeting each of these criteria together
is nuclear fusion.
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1.2 Nuclear fusion

Nuclear fusion is the process that powers stars and thus, via the sun, is already the
direct or indirect source of most forms of renewable energy and is the historical source
of energy stored in fossil fuels. Nuclear fusion is the process by which atomic nuclei fuse
together to form heaver nuclei and smaller by-products, typically neutrons and alpha
particles, in addition to releasing large quantities of energy.

Figure 1.3 shows the average nuclear binding energy per nucleon for the common and
significant isotopes of the naturally occurring elements. For fusion reactions forming
nuclei up to the mass of 56Fe, there is an increase in total nuclear binding energy,
resulting in a reduction in the mass of the fusion products relative to the reactants.
The change in mass-energy, δm, is converted to kinetic energy, E, of the fusion products
according to Einstein’s famous equation, E = δmc2, where c is the speed of light. Fusion
reactions producing elements heavier than 56Fe lead to a loss in binding energy and are
thus endothermic and only occur in the extreme conditions of supernovae [14]. The
change in binding energy per nucleon with atomic number is greatest for the light
elements, particularly fusing isotopes of H to form He, making them ideal for energy
production. Fusion reactions with light elements also require less extreme conditions,
making them technically feasible.

The main fusion reaction of interest for energy production is that between the two
isotopes of hydrogen, deuterium (2D) and tritium (3T):

2D + 3T→ 4He(3.5MeV) + n(14.1MeV). (1.1)

This reaction is favourable due to its high reaction cross section at attainable temper-
atures. As can be seen from Figure 1.4, the reaction cross section of the D-T fusion
reaction is almost two orders of magnitude higher than the next best fusion reaction
for the same reactant temperature. In addition, the energy released from the D-T fu-
sion reaction is especially high compared to alternative reactions, releasing a total of
17.6 MeV per reaction (1 eV = 1.60 × 10−19 J). This is of the order of a million times
greater than the energy yield from a chemical combustion reaction using fossil fuels
(∼10 eV). While future technological advancements may make other fusion reactions
feasible, many consider the D-T fusion reaction to currently be the only clearly viable
candidate for commercial energy production.

Deuterium is readily available, composing 0.0115% of hydrogen atoms in sea water
(33 g per ton), corresponding to enough accessible D fuel for 150 billion years of current
world energy consumption [17]. Tritium however is scarce, due to its short radioactive
half life of 12.3 years, with very little natural production via cosmic ray interactions
with nitrogen in the Earth’s atmosphere. Most tritium has historically been produced
in dedicated heavy water fission reactors, with most current production coming from
CANDU fission reactors [18]. The world tritium inventory can be measured in 10’s of
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Figure 1.3: Average binding energy per nucleon for the common elements. Reproduced
from Ref. 15.

kilograms [19] with only a fraction of this available for civil applications. Fortunately,
the neutron produced in the D-T fusion reaction can be used to fission lithium nuclei
present in breading blankets in the walls of the fusion reactor via the reactions:

6Li + n→ 3T + 4He + 4.8MeV

7Li + n→ 3T + 4He + n− 2.5MeV.
(1.2)

Thus it is possible in principle to ‘breed’ tritium from readily available lithium
producing a self-sustaining fuel cycle. In fact it is preferable to breed slightly more
tritium than is consumed, termed a tritium breeding ratio (TBR) > 1, in order for
each generation of fusion reactors to generate the starting inventory of tritium for the
next generation. In order to achieve this every fusion neutron must, on average, lead
to the production of at least one new T atom. Given many neutrons will be absorbed
by structural materials or lost through ports, materials such as lead and beryllium are
needed as neutron multipliers. Given this process cannot be properly tested without a
real fusion neutron source, tritium breeding blanket design is a major untested compo-
nent of a fusion reactor. With tritium produced in this way, known reserves of Li are
sufficient for around 3000 years at current energy consumption levels, with this number
rising to 60 million years if the more expensive extraction of lithium from sea water is
included [20]. Therefore, nuclear fusion has the potential to provide an inexhaustible
energy source for our current energy needs.

In order for nuclear fusion reactions to occur, the fusing nuclei must come into suffi-
ciently close proximity for the short ranged strong nuclear force to bind them together.
Achieving this requires first overcoming the long ranged electrostatic repulsion of the
positively charged nuclei. The classical Coulomb barrier is prohibitively large, of the
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Figure 1.4: Fusion reaction cross sections for three reactions of interest for energy
production. The D-D cross section shown is the sum of the cross sections for the two
reaction possible D-D reaction channels. Reproduced from Ref. 16.

order of 1 MeV (1 eV = 11600 K), but fortunately quantum tunnelling results in a
finite probability for fusion reactions to occur at much lower energies. However, the
required temperatures of 10-15 keV (115-175 MK) are still extreme, meaning that the
reactants are plasmas in which the electrons have high enough energies to escape the
atomic nuclei. Provided the necessary reaction rate and temperature confinement are
met, the internal heating of the plasma from fusion alpha particles (4He nuclei) becomes
sufficient to offset thermal losses from the plasma, enabling the external heat sources to
be reduced or turned off. This point at which the heating of the plasma becomes self-
sustaining is termed ‘ignition’. In order for this to occur the plasma must be maintained
at sufficient temperatures and densities for long enough for a high enough rate of fusion
reactions to occur. This requirement is expressed by the fusion triple product, niTiτE ,
where ni and Ti are the peak density and temperature of the ions in the fusing plasma
and τE is the energy confinement time, expressing the time scale over which energy is
lost from the plasma. It can be shown [16] that to achieve ignition this product must
satisfy the Lawson criteria,

niTiτE > 5× 1021 m−3 keV s. (1.3)

Stars rely on gravitational confinement and compression to achieve high densities (&
1030 m−3) and temperatures (& 107 K ≈ 1 keV). However, due to their reliance on
direct proton-proton fusion even they are incredibly inefficient fusion reactors; the half
life for a proton in the core of the sun to be involved in a successful fusion reaction is of
the order of a billion years. Only due to their size do they produce sufficient fusion to
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sustain themselves, with the average energy per unit volume produced the in sun being
only around ∼1 MWm−3 (276 Wm−3 in the sun’s core), over 3 orders of magnitude
lower than that required for commercially viable energy production on Earth.

Due to the prohibitive size required for gravitational confinement of a fusion plasma,
alternative confinement approaches are required for controlled fusion to be achieved on
Earth. Most approaches fall into the broad categories of magnetic confinement fusion
(MCF) and inertial confinement fusion (ICF) or a combination of the two. ICF ap-
proaches attempt to rapidly and uniformly compress fusion fuel with lasers or heavy
ion beams in order to satisfy the Lawson criteria through very high densities and rela-
tively short confinement times. Here the inertia of the fuel, which limits the expansion
of the ignited fuel to the material’s sound speed, is exploited to provide the brief energy
confinement required to produce a fusion burn. MCF by contrast aims to maximise τE
at more modest densities by making use of the fact that plasmas are composed entirely
of charged particles and thus can be confined by magnetic fields, in place of solid mate-
rials that would be incompatible with the required operational temperatures. It is with
the MCF approach to fusion that this work is concerned.

1.2.1 Magnetic confinement fusion

Charged particles, in this case atomic nuclei and electrons, in the presence of a magnetic
field B and an electric field E are subject to the Lorentz force,

F = Ze [E + (v ×B)] , (1.4)

where Ze and v are the charge and velocity of the particle respectively. Thus the motion
of charged particles are unrestricted parallel to B, but are constrained to Larmor orbits
around magnetic field lines in the plane perpendicular to B. The radii of the orbits, ρ,
are given by [16]

ρ =
v⊥
Ω

=
mv⊥
|Ze|B

, (1.5)

where m, Ω and v⊥ are the particle’s mass, gyration frequency and velocity perpendic-
ular to the magnetic field respectively. Thus for strong magnetic fields of several Tesla,
the trajectories of the particles are closely constrained to helical paths along magnetic
field lines, with ion and electron Larmor radii in a fusion device like MAST (Mega Am-
père Spherical Tokamak) typically of the order ∼10−2 m and ∼10−4 m respectively [21].
By shaping the magnetic field such that it does not impinge on the reactor’s main walls,
confinement of the plasma can be optimised. An early approach to MCF was the mag-
netic mirror which relied on conservation of a gyrating particle’s magnetic moment [22],

µ =
mv2
⊥

2B
. (1.6)

Conservation of µ implies that v⊥ depends on the local value of B. Given a time-
invariant magnetic field performs no work on a particle, the total energy of the particle
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does not change, so that v2 = v2
‖+v

2
⊥ is constant. Thus v‖ also varies with B. Therefore,

given a magnetic field with regions of sufficiently high magnetic field, Bmax, at each end,
some particles travelling to the end of the device will have their velocities transferred
entirely to their perpendicular components, v⊥ = v, with v‖ = 0, leading to the reflection
of the particles back towards the centre of the device. The condition for a particle to
be confined in this manner is given by [22]

Bmax
Bmin

<
v2

v2
⊥,min

, (1.7)

where v⊥,min is the perpendicular component of the particles velocity in the region of
minimum magnetic field strength, Bmin. Particles not satisfying this condition escape
from the ends of the device. Even for large variations in field strength, giving large
initial trapped particle fractions, collisions within the plasma lead to redistribution of
particle velocities and excessive particle losses leading to very poor confinement.

Most modern approaches to MCF avoid the problem of end losses by wrapping the
magnetic field into a torus shape so that the magnetic field lines close on themselves. In
such devices the distance from the centre of the device to the magnetic axis is refereed
to as the major radius, R, while the radius in the cross section of the plasma is called the
minor radius, r. Positions can be specified in cylindrical polar coordinates, where the
toroidal angle, φ, specifies the angle around the torus and the position in the resulting
poloidal plane is given by (R, Z), where Z is the vertical Cartesian coordinate relative
to the magnetic axis. A position in the poloidal plane can also be specified in polar
coordinates by the poloidal angle, θ, and minor radius, r.

Unfortunately the introduction of the curved magnetic geometry introduces drifts
that transport particles perpendicular to the magnetic field [22]. The first, termed the
grad-B drift, arises from the radial variation in magnetic field strength inherent to the
toroidal magnetic field. Assuming no electric field (E = 0), taking a linear expansion in
magnetic field, B = B0 + δB and time averaging over a gyro orbit, the resulting drift
velocity can be shown to be given by [16]:

v∇B =
1

2
ρ
B×∇B
B2

v⊥

=
mv2
⊥

2ZeB3
B×∇B.

(1.8)

Additionally, the curvature drift due to the centrifugal force experienced by the particles
as they traverse the curved magnetic field can similarly be shown to result in a drift
given by [16]

vR =
mv2
‖

ZeB2

Rc ×B

R2
c

, (1.9)

where Rc is the curvature vector of the magnetic field. In the absence of currents in the
plasma ∇B = − B

R2
c
Rc and the two drifts are aligned. The combined drift perpendicular
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to the magnetic field and its gradient can thus be written as [22]

vd = v∇B + vR

=
v2
‖ + 1

2v
2
⊥

Ω

B×∇B
B2

=
mv⊥
ZeB

(v2
‖ +

1

2
v2
⊥)

B×∇B
B2

.

(1.10)

Given the drift direction depends on the sign of the particle’s charge, ions and electrons
drift in opposite directions producing an electric field transverse to the magnetic field.
It can be shown from Equation 1.4 that the presence of an electric field produces a
guiding centre drift,

vE×B =
E×B

B2
, (1.11)

termed the E×B drift. This drift is identical for election and ion species and directed
radially outward. Therefore, while the curvature and grad-B drifts do not produce a
bulk plasma drift in and of themselves, the charge polarisation and resulting electric field
they produce, drives an E ×B drift that does produce the bulk transport of particles
radially across the magnetic field lines and out of the plasma, loosing confinement.

The loss of confinement resulting from curvature and grad-B drifts can be avoided by
employing a poloidal magnetic field introducing what is termed a rotational transform.
The rotational transform, ι, is a measure of the field line pitch angle, with ι/2π equal to
the number of poloidal (short circumference) transits,m, of a field line per single toroidal
(long circumference) transit, n = 1, around the machine. An alternative parametrisation
is the safety factor, q = 2π/ι = n/m, and can be approximated by the circular plasma
case for which,

q ≈
rBφ
RBθ

, (1.12)

where Bφ and Bθ are the toroidal and poloidal components of the magnetic field respec-
tively. The combination of the toroidal and poloidal fields produces a helical magnetic
field which carries particles back and forth between regions of high and low magnetic
field. While on the low field side, the region of ‘bad’ curvature, the E × B drift car-
ries particles radially outwards, while on the high field side the drift is directed into
the plasma with the net result that the drifts cancel out as the particles traverse the
field. Thus the radial loss of particles from these drifts is avoided and much higher
confinement times can be achieved.

A poloidal field can be achieved in many different ways through complex shaping
and placement of external magnetic field coils. These approaches fall under the family
of devices called stellarators [24], which have many highly desirable qualities. As the
magnetic field of a stellarator is fully prescribed by its external magnetic coils, the
confining magnetic field can be maintained as long as the currents are maintained in
the coils, facilitating a steady state confinement regime. The absence of large gradients
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Figure 1.5: Arrangement of magnetic coils and resulting magnetic flux surfaces in the
Wendelstein 7-X stellarator. Reproduced from Ref. 23.

in the toroidal currents in the plasma leads to a lack of magnetohydrodynamic (MHD)
modes and vertical disruptive instabilities which are also very favourable. However,
stellarators face many significant engineering challenges. Designing a highly optimised
magnetic coil configuration is extremely challenging, typically requiring sophisticated
computational modelling. The geometrical complexity of the resulting machine designs
(see Figure 1.5) encounter severe limitations set by current engineering precision and
capabilities, in particular in the manufacture of highly shaped superconducting magnets
[25]. The level of optimisation and precision required in stellarator design and operation
also limits their flexibility, requiring increased design iterations to explore operational
parameter spaces. The complex geometry and lack of toroidal symmetry also presents
challenges in the modelling and diagnosis of stellarator plasmas. Furthermore, current
stellarators present even greater challenges in tritium breading blanket designs [26]; a
field already subject to significant uncertainties.

Due to these and other challenges, much of the world’s fusion effort is directed at
an alternative approach to MCF called the tokamak. It is with the tokamak route to
fusion energy production that this work is concerned.

1.3 The tokamak

The tokamak is currently the most widely pursued approach to MCF. Its name derives
from a Russian acronym which translates as “toroidal chamber with magnetic coils”.
Figure 1.6 shows a schematic of the core components of a tokamak. In contrast to
stellarators in which toroidal currents in the plasma are minimised in order to avoid
perturbations to the highly optimised magnetic field produced by the external magnetic
coils, tokamaks instead rely on a large toroidal current in the plasma, Ip, of the order
of megamps, to generate the poloidal field. This current is driven by a step down
transformer circuit provided by a solenoid running down the centre of the machine. By
ramping the current through the central solenoid, a flux change through the torus is
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Figure 1.6: The tokamak magnetic field configuration resulting from the combination
of external coil currents and the internal plasma current. Reproduced from Ref. 27.

generated, with the plasma acting as a single turn secondary winding. In addition to
this current generating the aforementioned poloidal magnetic field, it also provides a
source of ohmic heating for the plasma. As the extent to which the central solenoid
can be driven is limited by the range of its power supplies, the plasma current cannot
be driven indefinitely by induction alone, make the tokamak a pulsed device. Difficulty
controlling the plasma current profile with external actuators, combined with a range of
MHD and tearing mode phenomena can drive large scale instabilities that can lead to
complete loss of control of the plasma in events known as “disruptions”. However, it is
important to note that such a loss of control does not entail the safety risks associated
with loss of control of a fission power plant. Whereas fission reactor cores contain fuel
sufficient for several years of operation that can be released over very short times scales
due to the nuclear chain reaction going super critical, a fusion reactor would only contain
fuel sufficient for several tens of seconds of operation at any moment [17]. This leads to
inherent passive safety, whereby loss of control of the fusion reaction is to be avoided
to prevent damage to the machine, rather than prevent a catastrophic Chernobyl-type
nuclear accident.

Fusion reactors are being designed to avoid long lived radioactive waste, such that
any radioactive materials generated inside the reactor will have sufficiently short half
lives that they are safe for reuse on timescales of around ∼100 years. This is achieved
by restricting materials used in the fusion reactor to a limited set of elements for which
bombardment by 14.6 MeV fusion neutrons does not result in transmutations to long
lived radioactive isotopes [28]. However, building a commercially viable fusion reactor
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Figure 1.7: The fusion triple product has on averaged doubled every 1.8 years since the
adoption of the tokamak in the 1970s. This rate of progress has exceeded that of particle
accelerator design and the famous biennial doubling of microprocessor transistor density
under ‘Moore’s law’. Reproduced from Ref. 29.

that can operate with a high duty cycle, necessarily avoiding frequent or extended
shut downs for maintenance and repairs is going to be incredibly challenging given the
thermal and neutron loads the machine must operate under.

1.3.1 Future fusion devices

Historical progress in fusion performance as measured by the fusion triple product has
shown a doubling time of 1.8 years, exceeding the exponential progress seen in micro-
processor design under ‘Moore’s law’ [29] (see Figure 1.7).

Another important figure of merit for reactor performance is the fusion energy gain
factor, Q = Pfusion/Pheating, where Pfusion = Pα + Pneutron and Pneutron is the energy
carried by the fusion neutrons which can, in part, be converted into electrical power via
the blanket. A value of Q = 1 is referred to as break even, while Q =∞ is called ignition
in analogy to combustion. While this metric does not account for energy consumption
in the magnets, cooling and other auxiliary systems, or inefficiencies in the heating or
electricity generation systems, it gives a useful measure of the efficiency of the plasma
physics aspects of a fusion reactor. As such, a fusion reactor will likely require Q & 40

to be economically viable.

The current fusion energy record was set by the JET (Joint European Torus) toka-
mak in 1997, with a fusion output of around 16 MW corresponding to Q ≈ 0.66 [30]†.

†However, it should be acknowledged that the engineering fusion gain, accounting for non-heating
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Figure 1.8: Schematic showing the increase in major radius, poloidal cross-sectional area
and plasma volume with increasingly higher performance tokamaks. TCV (Tokamak
à configuration variable) and AUG (Axially Symmetric Divertor Experiment Upgrade)
are currently operating medium sized tokamaks located in Switzerland and Germany
respectively. DEMO is the primary European demonstration power plant design. Re-
produced from Ref. 31.

Projecting the performance of pure D plasmas to effective performance in D-T plasmas,
JT-60U achieved Qeffective ≈ 1.25 in 1998. Following this rate of progress it is projected
that commercial reactor relevant fusion performance should be achievable within two
iterations of large future devices.

The next step on the roadmap to fusion energy is ITER (‘the way’ in latin), an inter-
national project under construction in the south of France, with the goals of achieving
Q ≥ 10 for discharges of 300− 500 s and in-principal steady state (nominally ∼3000 s)
operation with Q ≥ 5 [32]. ITER will demonstrate solutions to a range of engineering
and physics challenges. In particular, ITER will push the boundaries of current plasma
exhaust solutions. Tritium retention precludes the use of carbon plasma facing compo-
nents (PFC) in devices routinely operating with tritium. Therefore, ITER will operate
with metallic PFCs composed of tungsten and beryllium, chosen for their thermal and
low Z properties respectively. These materials introduce problems with melting, crack-
ing and high Z impurity radiation that were not faced in carbon walled machines. Ma-
terials science imposes practical operational limits on acceptable heat fluxes to PFCs
made of these materials of 10 MWm−2 in heavily armoured exhaust regions and ∼1

MWm−2 on the main walls. Furthermore, the high neutron fluences in fusion energy
plans will likely lower these limits by a further factor of two. The plasma stored energy

auxiliary systems and electricity generation would give a value closer toQeng∼5×10−3 for this discharge.
Furthermore this record discharge operated in a transient “hot ion” regime that is not relevant to steady
state reactor operation, making the record 4s, 4 MW discharge a more relevant milestone.
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in ITER will be 100s MW, with the consequence that damage from transient heat fluxes
from disruptions and instabilities such as edge localised modes (ELMs) will be a limiting
factor on the machine’s operability without effective mitigation schemes.

These challenges will be even greater in DEMO, the demonstration power plant
planned for the operations around the middle of the century. DEMO is intended to be
the last state funded machine before the growth of commercial fusion sector, demon-
strating electricity production to the grid, tritium self sufficiency and high duty cycle,
reliable operation.

In order for ITER and DEMO to be a success, further advances are required in our
understanding of heat and particle exhaust.

1.3.2 The exhaust problem

In order for the temperatures required for fusion reactions to be sustained, energy, be
it from fusion alphas, Pα, or external auxiliary heating, Pheating, must be supplied to
the plasma to offset energy losses from the plasma Ploss. The conservation of energy in
the plasma can be expressed as

dW

dt
= Pheating + Pα − Ploss (1.13)

where W is the stored thermal energy in the plasma.
Pheating includes the Ohmic heating previously discussed, but given plasma resistiv-

ity drops with temperature, is insufficient alone to reach fusion conditions. Therefore
additional heating sources contributing to Pheating are used. Neutral beam injectors
(NBI) produce beams of high energy atoms which can penetrate the tokamak’s mag-
netic field before being ionised in the core and distributing their energy to the rest of
the plasma via collisions. Other methods use microwaves at the resonant frequencies
of the electron or ion gyro-frequencies to excite specific species and heat the plasma.
These heat sources can also be used to drive current in the plasma, with the inten-
tion of prolonging tokamak discharges or achieving steady state operation. Given a
fusion power plant will require a Pheating of many tens of megawatts and Pα goes as
1/4Pneutron (& 200 MW), the reactor must be able to exhaust very large power losses
from the plasma boundaries in steady state conditions.

Power and particle losses from the plasma occur via a number of mechanisms. Ra-
diative losses deposit energy uniformly around the reactor vessel. Free electrons emit
Bremsstrahlung radiation as a result of collisions with ions and synchrotron radiation
due to their gyration around magnetic field lines. Ions’ interactions with electrons and
neutral atoms produce line and continuum radiation. Heavy impurity species, with
high atomic numbers, Z, whether seeded intentionally or eroded from the walls of the
reactor, produce very high levels of recombination emission and large radiative losses.
Heavy elements such as tungsten produce several orders of magnitude more emission
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Figure 1.9: Illustration of a path taken by ions and electrons escaping the confined
plasma. The particles follow magnetic field lines connecting the edge of the plasma to
solid material surfaces. Despite the radial distance to the walls often being of the order
of centimetres, as seen in panel a), the total distance traversed by the particles along the
connecting field lines in red (the connection length) is often many meters, as illustrated
in panel b).

than light elements [33], leading to radiative collapses of the plasma from very low
concentrations (∼10−3).

As electrons and ions in the magnetically confined plasma gyrate along magnetic
field lines and follow the path of the local magnetic field, their paths out of the plasma
are typically much longer than their radial distance from the walls. Particles typically
travel many meters along open magnetic field lines before they encounter solid surfaces,
despite the walls being situated only centimetres from the edge of the plasma. The
length of field line connecting a point in the plasma to a material surface is termed the
connection length and is illustrated in Figure 1.9.

Collisions between particles on different magnetic flux surfaces facilitate the trans-
port of energy and particles across the magnetic field over length scales of the Larmor
orbit. This classical diffusion is sufficiently small that early attempts at fusion power
considered small devices with major radii, R ≈ 40 cm, (distance from the machine
centre to the toroidal magnetic axis) sufficient to achieve a burning plasma. However,
radial variation in the magnetic field strength produces trapped particle orbits, remi-
niscent of those in magnetic mirrors discussed in §1.2.1, with particles in the loss cone
given by Equation 1.7 executing so called banana orbits that never reach the inner high
field side of the device. These trapped particle orbits are not confined to the concentric
flux surfaces to which passing particles are confined, providing a mechanism of trans-
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porting heat across flux surfaces on length scales of the order of several Larmor radii,
depending on the strength of the poloidal magnetic field. This additional transport of
particles across the magnetic field is termed neoclassical transport, in contrast to clas-
sical transport in the case of non-toroidal configurations. Besides increased transport,
friction between trapped and passing particles generates the bootstrap current, which
can be beneficial for contributing to non-ohmic current drive.

However, even neoclassical transport heavily underestimates the transport that is
experimentally observed. Steep gradients in the plasma produce a broad range of mi-
croscopic plasma instabilities with a variety of different drives and scale lengths. These
instabilities contribute to a low level broadband turbulence that pervades the plasma.
Turbulent eddies efficiently transport particles and energy across the magnetic field. The
resulting enhanced cross field transport, termed anomalous transport, can be orders of
magnitude higher than neoclasical transport [34].

Given the engineering limits on the strength and thus stiffness of the magnetic field
that can be produced with current superconducting magnet technology, fusion reactors
must be built to be very large, in order that the large length scales over which turbulence
must transport particles increase τE . Thus future fusion reactors will be very large, high
power devices (see Figure 1.8) for which handling plasma exhaust becomes many times
more challenging than in current devices.

1.4 Plasma surface interactions

A balance must be struck in the proportion of in vessel components that interact with the
plasma. On the one hand the proportion of surfaces interacting with the plasma should
be minimised to reduce the amount of impurities that enter the plasma. In addition to
their thermal energy, ions are also accelerated through the Debye sheath, increasing the
rate of sputtering of material from the reactor walls. Light ions, in particular helium,
also can penetrate into the atomic lattice of structural materials causing swelling and
embrittlement [35], while heavy impurity ions from the walls are especially effective at
causing further erosion due to more efficient momentum transfer to like atoms in the
walls. At the same time the high heat fluxes present in a fusion reactor necessitate
that the area of interacting materials should not be so small as to overly focus the heat
exhaust and exceed wall material thermal limits, causing permanent structural damage.
It can be argued that the high plasma confinement that is so beneficial in the plasma
core is a hindrance in the plasma edge where it makes it very challenging to spread the
plasma exhaust over sufficiently large areas in appropriate areas of the device.
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Figure 1.10: Schematic of the poloidal cross section of a diverted tokamak. Magnetic
flux surfaces are shown as dashed lines. The separatrix, separating the open and closed
magnetic flux surfaces is shown in blue. The toroidal plasma and divertor coil currents
are shown in green. Allows on flux surfaces indicated the rapid flow of plasma parallel
to the magnetic field, carrying plasma from the mid-plane to the divertor targets.

1.4.1 Limiters

A simple method of prescribing where plasma surface interactions occur is through
the use of limiter structures. Limiters, so called because they limit the extent of the
plasma, are armoured structures that intrude into the edge of the plasma and thus
determine the location of the last closed flux surface (LCFS). Given the narrow width
of the unconfined edge plasma, this allows the rest of the vessel to be lightly armoured
despite its proximity to the plasma edge. Unfortunately, this configuration has the
disadvantage that the plasma surface interactions (PSI) occur at the very edge of the
confined plasma, enabling sputtered impurities to easily penetrate into the core and
degrade confinement. Therefore, while limiters are often used in the start up and
ramp down phases of a discharge, the most common magnetic configurations used in a
tokamak utilise a divertor.

1.4.2 Divertors

A divertor configuration is achieved through the creation of a magnetic null point in
the poloidal plane, within what would otherwise be the LCFS. The magnetic null is
created by a divertor coil carrying current parallel to the plasma current and manifests
as an ‘X’ in a poloidal plot of flux surfaces, giving rise to the name ‘X-point ’. In a
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diverted plasma the concept of the LCFS is replaced with that of the separatrix, which
is the flux surface passing through the magnetic X-point null. This configuration is
illustrated in Figure 1.10. By moving the primary plasma facing components, referred
to as the divertor targets, to the other side of the X-point, plasma surface interactions
are moved far from the core plasma. This increased separation, combined with the
counter-flow of plasma into the divertor region, reduces the influx of impurities into the
core, improving performance. Indeed the benefits of a divertor are such that, ASDEX
(Axially Symmetric Divertor Experiment), the first large tokamak to install a divertor,
quickly discovered a new operational regime, the high-confinement mode or H-mode,
in contrast to the low confinement mode (L-mode) familiar to limiter machines [36].
H-mode typically results in a doubling of τE due to the formation of an edge transport
barrier that leads to steep temperature and density gradients in the edge of the confined
plasma, termed the pedestal [37]. A consequence of these steep gradients is that they
are accompanied by the aforementioned edge instability, the ELM, which imposes large
transient power loads on the divertor targets. Provided the ELMs can be mitigated,
H-mode is a favourable regime of operation for future fusion reactors.

1.5 The scrape-off layer

The scrape-off layer (SOL) is the name given to the outer, unconfined region of the
tokamak plasma outside the separatrix, whose magnetic field lines intersect with ma-
terial surfaces. These field lines are considered open due to the fact they meet a solid
surface before they can close back on themselves. Material surfaces act as recombination
sinks for the plasma, enabling the plasma to maintain parallel velocities of the order
of the plasma sound speed, v‖ ≈ cs ≈ [kB(Te + Ti)/mi)]

1/2, where kB is the Boltzmann
constant, mi is the ion mass and Te is the electron temperature. For typical edge tem-
peratures of Te ≈ Ti∼25 eV and D+ ions, cs∼50 kms−1 [38]. By contrast filamentary
structures in the edge transport particles across the magnetic field at ∼1-5% of the
sound speed. Thus the width of the SOL is governed by the balance between parallel
and perpendicular transport processes, with the rapid streaming of plasma parallel to
the field resulting in a very narrow SOL. The plasma density, n, has historically been
described by a diffusion-advection equation for the steady state SOL [39],

∂n

∂t
= ∇ · (D⊥∇n)−∇ · (vn) + ξn

=⇒ ∂

∂r
(D⊥

∂n

∂r
)− ∂

∂s
(v‖n) + ξn = 0

=⇒ D⊥
∂2n

∂r2
+ ξn ≈ ncs

L‖
,

(1.14)

where r and s are the radial and parallel coordinates respectively and the cross field diffu-
sion coefficient, D⊥, is assumed to be constant across the SOL. The term ξn = n0n〈σv〉i
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is the source of particles from ionisation, where n0 is the density of neutral particles and
〈σv〉i is the integrated ionisation cross section. Here we have made the assumption that
gradients parallel to the magnetic field are small, so that ∂n

∂s ≈
n
L‖

, where the connection
length, L‖, is the distance along the field line to the solid surface. The origin for the
radial coordinate, r, is at the separatrix. Equation 1.14 can be solved by an exponential
density profile of the form

n(r) = ns exp

(
− r

λn

)
, (1.15)

where ns = n(r = 0) is the density at the separatrix and the density width of the SOL
is given by

λn =

√
D⊥L‖

cs
. (1.16)

Through similar reasoning, the other thermodynamic properties of the SOL such
as temperature and parallel heat flux, q‖, are also typically taken to have exponential
profiles described by equivalent e-folding lengths, λT and λq. For representative values
of D⊥∼1 m2s−1, cs∼50 kms−1 and L‖∼50 m, we get a SOL density width of λn∼3 cm.
A consequence of this rapid exponential radial variation in thermodynamic properties
is that the majority of the heat and particles escaping the plasma are deposited over
narrow annular regions of the machine, leading to concentrated heat fluxes and erosion.
Given the width of the SOL determines which areas of the machine interact with the
plasma and are subject to erosion and damage processes, a strong understanding of
SOL physics is required to accurately predict and ultimately tailor its properties for the
development of future machines.

1.5.1 Scrape-off layer regimes

The properties of the SOL depend strongly on the importance of collisional processes in
producing parallel gradients in the SOL, with SOL conditions falling into three broad
regimes [40]. The characteristic parameter describing the behaviour of the SOL is the
SOL collisionality [38],

ν∗ =
`‖

λe
, (1.17)

where `‖ is the parallel length scale of the SOL (typically the connection length between
mid-plane and the target, L‖) and λe is the electron mean free path. Thus ν∗ gives an
estimate of the number of collisions an electron will incur as it travels from the outboard
mid-plane to the divertor target or limiter.

The sheath limited regime occurs when ν∗ . 10 corresponding to low density dis-
charges with moderate input power. Under these conditions flows to the target are
relatively unimpeded by collisions and are limited by the heat transmission properties
of the sheath. Therefore temperature and density profiles are relatively uniform along
field lines.
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Figure 1.11: Radial profiles of the effective cross-field particle diffusivity (D⊥) for ohmic
L mode discharges in Alcator C-Mod over a range of line averaged plasma densities
(1.0× 1020 m3 < ne < 2.3× 1020 m3) and several ohmic H-mode discharges. The radial
coordinate ρ is zero at the separatrix and positive in the SOL. The unphysical variation
in D⊥ over two orders of magnitude indicates the invalidity of the diffusive SOL model.
Reproduced from [41].

For intermediate density and power discharges for which 10 . ν∗ . 85, the SOL is in
the conduction limited regime. Under these conditions collisions are sufficient to limit
parallel heat conduction and produce significant thermal gradients in the SOL close
to the target. The reduced temperature at the target increases cooling from charge
exchange processes, further lowering the temperature. Pressure conservation along flux
tubes requires that the density increases at the target, with the high target density
levels maintained by strong recycling. Thus the conduction limited regime is often
synonymous with the high recycling regime [38]. Although the total power to the target
is relatively unaffected, the lower temperature at the target has the beneficial effect of
lowering the sputtering yield.

For sufficiently high densities with ν∗ & 85 the SOL enters the detached regime. Un-
der these conditions the temperature at the target drops bellow a few eV, so that volume
recombination and neutral frictional drag effects become important. Detachment can
be aided by impurity seeding in the divertor to increase radiative cooling. The target
is considered ‘detached’ due to the cloud of neutrals that forms, shielding it from the
upstream plasma. In this situation the pressure drops close to the target, leading to a
reduction in both the plasma temperature and density. Volumetric radiative heat losses
spread the exhausted power over larger areas, making operation in detached regimes
very favourable for future fusion devices.
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Figure 1.12: Scatter plot showing the relationship between the edge particle flux, Γ, nor-
malised to the edge density, n, and the reciprocal density decay length, λn, as measured
with a reciprocating Langmuir probe in TCV. Black H and red 4 are measurements
taken at low and high densities respectively, while green • correspondent to ESEL sim-
ulations. The absence of linear structure indicates the data cannot be explained via a
simple diffusive-advective model. Reproduced from Ref. 44.

1.5.2 Anomalous transport

The simple diffusive model of the SOL discussed above fails to account for experi-
mentally observed levels of cross field transport, requiring that empirically derived
anomalous diffusion coefficients be used [16]. In order to fit experimental data with
the diffusive-convective model it is typically necessary for D⊥ to be very large and
vary strongly both across the radial extent of the SOL and between different plasma
regimes [41], as demonstrated in Figure 1.11. These D⊥ are higher than those given by
Bohm diffusion [42, 43] and the strong variations over two orders of magnitude cannot
be physically justified, indicating such a model is incorrect. Furthermore, Langmuir
probe measurements have shown that SOL transport is incompatible with a model of
transport described purely in terms of an effective particle diffusivity and a convective
velocity [44]. This is demonstrated in Figure 1.12.

Experimental measurements often demonstrate flattening of density profiles, whereby
the steepness of the SOL profiles decreases with increasing depth in the SOL [45]. Broad-
ening is also often observed, corresponding to a large increase in λn at high fuelling.
There is often a notable shoulder or discontinuity in the profiles, leading to the SOL
being divided into near and far SOL regions depending on the distance from the sepa-
ratrix [46]. Figure 1.13 illustrates these phenomena and indicates the density shoulder
marking the transition from the near to the far SOL. The anomalous transport leading
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Figure 1.13: Illustration of flattening and broadening phenomena in SOL density pro-
files. Flattening describes the change in decay length between the ‘near’ (inner) and ‘far’
(outer) SOL regions, separated by a density ‘shoulder’, which becomes more pronounced
with increased fuelling and decreasing plasma current. Broadening corresponds to the
broadening of the far SOL region to encompass most or all of the SOL. Reproduced
from Ref. 45.

to these phenomena is believed to arise from the coherent radial propagation of turbu-
lence induced structures in the edge of the plasma. On crossing the separatrix, these
turbulence induced density fluctuations rapidly spread out along field lines, manifesting
as filaments, which advect particles and, to a lesser extent, power and momentum across
the SOL.

1.5.3 SOL filaments

In the last decade or so it has become increasingly clear that a large portion of the
radial flux of particles and heat in the SOL is carried by these filamentary structures
referred to in literature as filaments, blobs, avaloids and intermittent plasma objects
(IPOs) depending on the manner of observation [48, 49]. Filaments are ubiquitous
in magnetically confined plasmas and are found in tokamaks, stelarators, linear plasma
devices and reversed field pinches, having been observed in over 40 devices [49,50]. These
coherent filaments of plasma propagate out radially from the plasma edge, draining
through parallel flows to the target as they travel. Thus the plasma travels in large
discrete units with densities of the order of the background plasma through which they
move, in contrast to the classical picture of a smoothly varying diffusive SOL. It is the
time average of the ensemble of many radially propagating and draining filaments that
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Figure 1.14: Background subtracted visible camera image of filaments in the MAST
tokamak. The background subtraction is achieved by subtracting the pixel-wise mini-
mum intensity across a set of frames preceding the frame of interest (see [47] for further
details). Reproduced from Ref. 47.

produce the familiar two-part exponential profiles. Recent forward modelling [45] on
MAST has shown that particle [51] and heat-flux [52] profiles at divertor targets can be
reconciled with a transport based on filament motion. The presence of filaments leads
to a non-local relationship between fluxes and gradients in the SOL [44] and a fuller
understanding of the physics underlying filaments is required before predictions can be
made for future devices. This requires extensive experimental measurements of filaments
for comparison with modelling and the informing of analytic filament frameworks.

The SOL profiles resulting from filamentary transport impact many aspects of ma-
chine operation. The broadening of the SOL and the fact that high density structures
travel much further out in the SOL than would be anticipated through classical trans-
port, can lead to much higher particles fluxes into the far SOL [42]. This has implications
for increased interactions and erosion of weakly armoured wall strictures such as radio
frequency antennas, wall panels and limiters than would otherwise be anticipated [53].
The SOL is also an important interface between the external actuators and the core
plasma, through which fuel particles must penetrate to reach the core [54] and He and
impurity ions must be flushed to prevent accumulation in the core [55]. Filaments thus
play an important role in these transport processes. Similarly, resonant heating waves
must first traverse the SOL to reach the intended resonant surfaces, but can be scat-
tered by filamentary perturbation of similar scale length, resulting in inefficient coupling
of ion cyclotron and lower hybrid waves to the plasma [56]. Finally filaments play an
important role in SOL processes influencing divertor detachment onset [57] and tritium
retention [58, 59]. With this in mind, it is important that a sound understanding of
perpendicular transport in the SOL is established.
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Figure 1.15: Time series of ion saturation current (J̃) fluctuations from a Langmuir
probe in TCV. Filaments are visible as large intermittent events with peak amplitudes
above 2.5 times the rms value of the signal. The amplitude of the filaments is indicated
by ‘max J̃ ’ and the time between filament events by τwait. Reproduced from Ref. 61.

1.6 Advantages and disadvantages of filament measurement
techniques

Experimental investigations of filaments are usually made through measurement of local
plasma density in the SOL, with filaments identified as density and temperature pertur-
bations matching a given set of criteria. The vast majority of filament measurements in
the literature can be divided into the two categories of Langmuir probe (LP) diagnos-
tics and optical imaging diagnostics, although observations of filaments have also been
made with Thomson scattering and electron cyclotron emission diagnostics [60]. Of the
optical diagnostics, the most common are beam emission spectroscopy (BES), gas puff
imaging (GPI) and direct visible imaging (DVI).

This thesis focusses on the analysis of direct wide-angle fast visible imaging diag-
nostics, which have not been widely exploited in the past. To understand the role that
DVI can play in filament studies, each of the main diagnostics used to study filaments
is discussed in more detail below, along with their relative strengths and weaknesses.
The experimental findings from measurements with these diagnostics are reserved for
Chapter 2.

1.6.1 Langmuir probes

Langmuir probe measurements are most often made with individual probe heads either
mounted on reciprocating pistons that can perform radial sweeps through the plasma,
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or fixed probes that are flush mounted to plasma facing components. A smaller number
of probe measurements have been made with 2D arrays of probes enabling spatially re-
solved instantaneous remeasurements of filaments [62,63], although these have typically
been restricted to smaller devices. The main signal of interest for filament measurements
with Langmuir probes is the ion saturation current [64],

Isat =
1

2
Apren

√
k
Ti + Te
mi

∝ n
√
Ti + Te,

(1.18)

where Apr is the area of the probe head and e is the electronic charge. This is the
current drawn by the probe when it is biassed sufficiently negatively that all electrons
are repelled. The current that is drawn is limited by the flux of ions entering the probe
sheath at the ion sound speed, as a result of the Bohm criterion, which results from the
acceleration of the ions in the pre-sheath surrounding the probe. Given Isat depends
linearly on n, but only weakly on temperature, it can be treated as a proxy density
measurement. Thus filaments propagating past the probe tip register as spikes in Isat
(see Figure 1.15), whose statistical properties can be analysed.

Langmuir probe filament measurement techniques

Rather than attaining in-depth information about the physics of individual filaments,
Langmuir probe analyses typically rely on statistical techniques to asses the properties
of filament populations. The probability density function (PDF) of the ion satura-
tion current measurements in the SOL show non-Gaussian behaviour characteristic of
intermittent events.

Important measures of the deviation of a distributions properties from the Gaussian
case are the 3rd and 4th statistical moments of a PDF, P(x):

S(x) =

∫
(x− x̄)3

σ3
P(x)dx =

1

N

N−1∑
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(xi − x̄)3

σ3
, (1.19)

K(x) =

∫
(x− x̄)4

σ4
P(x)dx =
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(xi − x̄)4

σ4
, (1.20)

whereN is the total number of samples in a discrete PDF and the mean, x̄, and variance,
σ2, are the familiar 1st and 2nd statistical moments. The skewness, S, provides a
measure of how biased the distribution is towards positive or negative values with respect
to the mean and is zero for a Gaussian or any other symmetrical PDF. The kurtosis,
K, is a measure of how pronounced the tails of the distribution are, with larger values
indicating broader tails and hence a predominance of extreme events with respect to
Gaussian behaviour. Given the kurtosis of a Guassian is K = 3, the excess Kurtosis,
Kex = K−3, is often used to more clearly highlight differences from the Gaussian case.
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PDFs of Isat are observed to become increasingly positively skewed with increasing
depth in the SOL [65], indicating the rise of large positive density fluctuations out into
the far SOL. Positively skewed fluctuation statistics are observed universally in toroidal
plasma devices [49], with in-depth studies performed on tokamaks including Alcator
C-Mod [46], DIII-D [48], TCV [66], MAST [67], JET [68] and TEXTOR [65] among
others [69]. An example of this universality is demonstrated by the common skewed
PDF shapes in Figure 1.16, which take the form of a Gamma distribution.

A common analysis technique used to study the form of intermittent fluctuations is
conditional averaging. This involves setting a threshold value of Isat, typically a number
of standard deviations above the mean signal level. Peaks that exceed this threshold
are labelled as filaments. A fixed time window is taken around each peak in the time
series and these windows are averaged to produce an ‘average’ filament profile. These
filament profiles can often be modelled as double exponentials. An example of con-
ditionally averaged waveforms observed on different machines is given in Figure 1.17.
Cross conditional averaging can also be applied where identical time windows are aver-
aged in the time series for other parameters such as the floating potential, Vp, or radial
component of the velocity, vr. In order to calculate vr, the floating potentials from
two nearby probe tips are used to approximate the local perpendicular electric field,
E⊥, from which the radial drift velocity of the filament (discussed further in §2.3.2) is
inferred, vr = E⊥ ×B/B2 [22].

Another property of interest for understanding the level of filamentary transport is
the distribution of waiting times, τwait, describing the time between successive filaments
passing the probe tip. These measurements are made by considering the time differences
between peaks satisfying the conditional averaging conditions (see Figure 1.15). A
range of other time series analysis can also be applied such as measurements of auto-
correlation times [61] and fluctuation power spectra [69] which provide information
about the spatial structure and motion of the filaments. A number of these techniques
are discussed further in Chapter 6.

While Langmuir probes are very versatile and have yielded a great deal of infor-
mation about filaments from a range of machines, they have a number of limitations.
The intrinsic 0D/1D nature of Langmuir probe measurements limits the spatial infor-
mation they can gain. With the exception of a minority of multi-probe studies [62, 63]
which have facilitated direct measurements of filament widths and velocities, Langmuir
probes, whether fixed or reciprocating, are limited to studies of filament population
statistics and cannot provide measurements of individual filaments over their lifetimes.
This precludes detailed studies of filament dynamics, which are vital in order to un-
derstand the generation of filament profiles. Reciprocating Langmuir probes (RCPs),
with which radial measurements of filament statistics are made, are also intrusive di-
agnostics, necessarily perturbing the plasma they are measuring. As a consequence the
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Figure 1.16: PDF of the ion saturation current normalized to its standard deviation
for Langmuir probe measurements in the the Tore Supra, Alcator C-Mod, MAST and
PISCES devices. The integral of the four PDFs have been normalised to 1. Reproduced
from Ref. 69.

duration and timing of the measurements is limited and they are typically only used in
dedicated experiments, limiting the quantity and variety of data they collect. Many of
these limitations are overcome by using optical diagnostics which are discussed next.

1.6.2 Optical diagnostics

Optical measurements of filaments most commonly look at line emission from interac-
tions between the SOL plasma and neutral atoms. The intensity of line emission from
the collisional excitation of neutral atoms, Iopt, is given by [70]:

Iopt = n0f(n, Te) (1.21)

where n0 is the density of neutral atoms and f(n, Te) is a function of plasma density and
temperature that depends on the ratio of the density of the upper level of the radiative
transition to the ground state density. Due to its brightness and use of the native ion
species, Dα light (656.28 nm) resulting from the Balmer-alpha n = 3 to n = 2 transition
is commonly used for these measurements. For the case of Dα, f(n, Te) is given by [70]

f(n, Te) =

[
nD(n = 3)

nD(1s)

]
A3→2, (1.22)

where nD(n = 3) is the density of the excited state, nD(1s) = n0 is the density of
the ground state and A3→2 is the Einstein coefficient for the transition. Evaluation of
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Figure 1.17: Conditionally averaged filament waveforms for Langmuir probe measure-
ments in the the Tore Supra, Alcator C-Mod, MAST and PISCES devices. The integral
of the four PDFs have been normalised to 1. Reproduced from Ref. 69.

f(n, Te) requires solving a collisional radiative model, but can be approximated at a
given point in parameter space by f(n, Te) ∝ nαnTαTe . At densities of n ≤ 1019 m−3

relevant to the SOL, αn ≈ 1 , while αT . 1 over the temperature range 5-200 eV.
Thus, as for Isat, Iopt depends linearly on ne and more weakly on Te. Therefore, in
the absence of independent measurements from another diagnostic to disentangle the
effects of n and Te, Iopt can be used as a proxy measurement for the plasma density
under the assumption that n0 is slowly varying. Given that D is almost entirely ionised
above ∼100 eV [71], n0 rapidly drops to negligible values a few centimetres inside the
separatrix. Therefore, Dα emission is concentrated in the SOL and edge of the plasma
where filamentary density fluctuations can be observed.

Beam emission spectroscopy

Beam emission spectroscopy makes use of heating or dedicated diagnostic neutral beams
to measure localised density fluctuations at the intersection points between the neutral
beam path and optical lines of sight. Heating neutral beams are typically operated using
D, although diagnostic Li beams [72–74] are also widely used. Neutral deuterium in the
beam is collisionally excited by electrons in the plasma producing Dα line emission that
is Doppler shifted with respect to thermal Dα emission from the bulk edge plasma,
enabling it to be filtered and isolated [75]. The intensity of the light measured by
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photodiodes is, as previously discussed, predominantly dependent on the plasma density,
so it can be used to measure density fluctuations, correlation lengths, decorrelation
rates, mean flow rates, flow fluctuations, and particle fluxes [75]. Optical sight lines
are typically arranged in radial, poloidal or 2D arrays and are aligned tangential to the
local magnetic field lines in the beam path to optimise the cross-field spatial resolution.
BES systems are installed on many large tokamaks including MAST [76], JET [77],
EAST [74], TCV [78], COMPASS [79] and TEXTOR [72], although only those on
NSTX [80, 81], DIII-D [48, 64, 82, 83] are appropriate and have been used for in-depth
edge turbulence studies.

An example of the poloidal layout of BES channels in the NSTX tokamak is given
in Figure 1.18, showing coverage of both the SOL and plasma edge. By comparing the
signals across the array of channels, a 2D map of density fluctuations can be produced
as shown in Figure 1.19. However, the narrow spatial extent (< 25 × 20 cm) and low
spatial resolution (∼3 cm) of the measurements mean that BES measurements are rarely
used this way. Typically comparisons of the fluctuation statistics between channels are
performed to calculate correlation lengths, decorrelation times and blob velocities [81].
Therefore, as for Langmuir probes measurements of filament dynamics are limited. BES
is also subject to temporal and spacial limitations on its application. Measurements can
only be made when the beams are on, perturbing the plasma and limiting the plasma
scenarios that can be explored. The location of the measurements is limited by the
position of the beam, the magnetic geometry and the available lines of sight, limiting
the flexibility of the diagnostic.

1.6.3 Gas puff imaging

Gas puff imaging (GPI) produces images of edge turbulence in the radial vs. poloidal
plane near the outer edge of the plasma. A gas nozzle or manifold, usually located
near the outer mid-plane, is used to inject a cloud of D, He or N2 gas, which enters the
SOL and interacts with the plasma edge, dissociates and becomes collisionally excited
by plasma electrons [80]. The excited atoms radiatively decay, producing visible light
which is observed by a camera with a line of sight parallel to the magnetic field at the
location of the gas puff. A filter is used to isolate the light from the injected gas. The
radial resolution is limited by the toroidal size of the gas cloud and the curvature of the
magnetic field lines. Therefore, for a fixed GPI set-up only a limited range of magnetic
geometries give lines of sight sufficiently tangent to the magnetic field so as to achieve
sufficient spatial resolution. The size of the window in the poloidal plane that can be
imaged is restricted by the size of the gas plume and the local magnetic shear, limiting
viewing areas to a few tens of centimetres squared [84]. Modelling is usually required
to understand the propagation and dissipation of the gas plume, so that the transient
neutral density profile in the measurement region is known.
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Figure 1.18: Poloidal channel layout for the BES diagnostic on NSTX overlaid on typical
flux surfaces. Reproduced from Ref. 75.

Figure 1.19: 2D map of density fluctuations from BES measurements on DIII-D. Red
indicates high density and blue low density. A filament is labelled with a dashed circle,
showing radial and poloidal motion over the 6 µs between measurements. Reproduced
from Ref. 48.
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Figure 1.20: Examples of GPI Dα light emission for an NBI heated H-mode discharge in
NSTX. The GPI view covers an area spanning ∼24 cm radially and ∼30 cm poloidally
at a frame rate of 100 kHz. The images have been normalised relative to the time
averaged image. Several filaments are shown with black ellipses, while the separatrix
and limiter shadow are shown as dashed and dotted lines respectively. Reproduced from
Ref. 87.

GPI systems have been installed on NSTX [80,81,84–87], Alcator C-Mod [85,88–90]
and ASDEX-U [91], amongst others, and can achieve spatial resolutions of around ∼0.5

cm and temporal resolutions of up to 2.5 µs [81]. Figure 1.20 gives an example of GPI
images taken in NSTX, with filaments labelled with black ellipses. GPI produces very
high quality data from which large quantities of filaments can be identified and tracked.
Measurements of the same flux-tube with Langmuir probes and GPI have shown highly
correlated signals [92], confirming that both diagnostics show manifestations of the same
filamentary structures.

GPI’s main limitations are that measurements are confined spatially to a small sec-
tion of the plasma that can be viewed tangentially to the magnetic field and temporally
to the duration of a gas puff ∼80 ms. As these gas puffs are also perturbative, they are
not used routinely.

1.6.4 Direct wide-angle visible imaging

Direct visible imaging operates on the same principals as GPI, with the difference being
that DVI relies passively on the presence of native recycled neutrals at the plasma edge,
rather than the active injection of gas at a fixed location. The condition of sufficiently
high passive edge neutral density is not easily satisfied in many machines, with the con-
sequence being that passive Dα emission at the edge can be too faint to resolve filaments
with a sufficient signal-to-noise ratio. Therefore DVI benefits from large gaps between
the plasma and the wall, providing space for the redistribution of neutrals from the main
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Figure 1.21: Examples wide-angle fast visible imaging of inter-ELM, L-mode and ELM
filaments in MAST. While the whole plasma is imaged in this case, only the variation
in emission in the white dashed box around the centre column is used to locate the
filaments. The panels above the images show the toroidal variation in emission across
the centre column, whose peaks are used to label the filaments. Radial information
about the filaments cannot be recovered with this technique. Reproduced from Ref. 97.

regions of PSI and thus higher main chamber neutral pressures. Wide-angle imaging
of the plasma is also improved in tight aspect ratio machines for which large regions of
the plasma can be viewed at once. As a result, the most studies with DVI have been
on MAST [47,51,68,93–99], which is well suited to these measurements due to its com-
pact spherical design and lack of a plasma conforming first wall. However, fast camera
measurements of filamentary structures have been made on a broad range of tokamaks
including TCV [100], COMPASS [101], KSTAR [102], ASDEX [103], TORPEX [104]
and TFTR [71].

Fast framing camera technology has improved dramatically since the earliest visual
observations of filaments in the 1980s [71, 105]. Modern fast framing cameras are now
capable of recording the whole plasma at resolutions, frame rates and exposure times
sufficient for resolving filament motion.

Past implementations of direct wide angle visible imaging

The flexibility of fast camera measurements have enabled pixel-wise statistical analysis
of filaments in the divertor regions of MAST and TCV [68, 100]. These studies have
explored the differing properties of filaments in the near and far SOL and private flux
regions of the divertor legs. Upstream filaments are observed to be heavily sheared
as they pass the X-point, while different types of filaments are born in the private
flux region and a quiescent region is observed in the near-SOL. However, while these
measurements shed light on the processes affecting filaments in different regions of the
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machine, they do not explore the dynamics of individual filaments. Past fast camera
analyses of individual filaments have typically either been performed manually, making
them time consuming and subjective, or have achieved automation of the measurement
of a limited subset of filament parameters. Past simultaneous measurements on MAST
of both toroidal and radial filament properties (positions, widths and velocities) [47,
94, 97] have involved the manual alignment of projected field lines with filamentary
structures in camera images by eye; a challenging exercise owing to their translucent,
diffuse nature and their interactions with one another, greatly reducing the quantity of
data that has been analysed. Automated or semi-automated measurements of radial
(toroidal) positions, widths and velocities have previously been made by considering the
time varying intensity of specific radial [51,94,97] (toroidal [94,103]) arcs of image pixels
to infer the passage of filaments along the length of the arc. These techniques rely on
finding areas of an image where the camera line of sight is such that pixel coordinates
along a line can approximately be mapped directly to radial (toroidal) coordinates and
typically assume that only one filament is passing the region at any one time. More
sophisticated techniques set a fixed radial position a priori, typically close to or at the
separatrix, and located maxima in the average intensity of superimposed field lines as
a function of their toroidal position [47,51,96,97]. For instance, Figure 1.21 shows how
toroidal variation in the emission across the centre column of MAST has been used
to automatically toroidally locate filaments. However, since this technique relies on
treating all filaments as being located on the separatrix, their radial positions, widths
and velocities could not be recovered. A consequence of this is that uncertainty in the
precise radial location of the filaments would incur greater uncertainties in the toroidal
measurements [47]. Furthermore, with the exception of Ref. [51], all applications of
these autonomous or semi-autonomous techniques have focused on narrow, windowed
camera views of specific areas of the plasma (e.g. the outboard mid-plane [96,97], centre
column [97] or top outside corner of the plasma [94]), in order to maximise the camera’s
frame rate, thus limiting the number of observable filaments and restricting the length
of the filaments along which parallel structure can be explored.

Fast camera measurements on Alcator C-mod have been used to study filament
motion near the X-point [106]. A grid of field lines intersecting different points in the
R-Z plane was used to identify the locations of filaments in the images. The field lines
were picked by hand in a “labour-intensive quantitative procedure”, limiting the quantity
of data that could be gathered and preventing an assessment of filament widths and
amplitudes.

Very recently a group in Prague has published a technique for tomographic inversion
of fast camera data in the COMPASS tokamak [101]. This work built upon an earlier
paper [107] which presented a complex wavelet-vaguelette decomposition technique for
the inversion of helically structured emission. Combined with the proprietary TRACK
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[108] blob tracking software, the technique has been used to make measurements of
radial and poloidal velocity distributions of L-mode filaments.

1.6.5 Benefits of inverting fast camera data

In machines such as MAST, where the edge neutral density is high enough to facilitate
it, direct wide-angle fast visible imaging of the plasma holds great potential for scrape-
off layer studies. Visible imaging benefits from being a passive technique that can
operate reliably over a wide range of conditions, for the whole duration of a pulse, while
measuring a large section of the plasma.

This leads to a number of advantages with respect to LP, BES and GPI diagnos-
tics, an overview of which are given in Table 1.1. Firstly, the measurements are not
constrained to a single toroidal location so the full 3D structure of the filaments can be
explored. This opens up possibilities for studying the structure of the filaments parallel
to the magnetic field, as well as measuring the toroidal distribution of the filaments.
Furthermore, a much wider region of plasma can be observed, without the constraints
of gas puff nozzle proximity, beam path or local magnetic geometry. Therefore, mea-
surements need not be isolated to a small portion of the SOL, meaning variations in
filament properties with poloidal position can be explored, both at the mid-plane and
in the divertor. The fact that the system can operate in all magnetic configurations
and is passive, not requiring perturbative probe, gas puff or beam injection, means it
can be run as standard on all shots, collecting far more data, over a greater range of
conditions. The passive nature of the measurement also reduces aspects of its complex-
ity, avoiding the complications of understanding complex non-equilibrium phenomena
such as gas plume propagation or neutral beam-plasma interaction, instead relying on
relatively uniform and slowly varying excitation and ionisation rates. The trade off
with this increased information and flexibility is greater complexity in processing and
interpreting the line integrated emission in the images.

This thesis describes a new tomographic inversion technique that has been devel-
oped to automate the identification and analysis of filaments in fast camera data, with
the goal of retrieving as much individual filament data as possible. By inverting the
emission in the camera images onto a set of field aligned basis functions, both the ra-
dial and toroidal properties of the filaments can be found together. The technique is
designed to simultaneously measure the positions, widths, amplitudes and velocities of
individual filaments, across a large extent of the plasma. Further quantities can be
derived from these measurements such as a quasi-toroidal mode number and the distri-
butions of filament separations and waiting times. As all quantities can be measured
for individual filaments, inter-relationships between different filament properties can be
investigated. In this way a large database of filament properties can ultimately be gen-
erated, enabling big data approaches to the understanding of the statistical properties
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Langmuir
probe

Beam
emission

spectroscopy

Gas
puff

imaging

Direct
visible
imaging

Measurement
parameter

Ion saturation
current

Emission from
NBI

Emission from
local neutral

gas puff

Unfiltered
Dα light

Spatial
dimensions 0D/1D 1D/2D 2D 3D

Temporal
durations [ms]

Reciprocation
∼400

Duration of
beam

Duration of
gas puff ∼80

Whole
pulse

Spatial extent [cm]
(radial×toroidal) 20 25× 20 24× 30 25× 100

Temporal
resolution [MHz] ∼2+ ∼0.4 ≤ 0.4 ≤ 0.2

Spatial
resolution [cm] N/A ∼3 ∼0.4 ∼0.5

Perturbative/
passive

Requires probe
reciprocation

Requires
NBI

Requires
gas puff Passive

Table 1.1: Comparison of key attributes for the four main diagnostics used for filament
measurements. Representative values for the LP, BES and GPI diagnostics have been
taken from [109], [81] and [87] respectively. The maximum DVI camera frame rate of
200 kHz has been given for the Photron SAX-2 camera that will be used on MAST-U.

of filament parameters and their dependence on engineering and physics parameters. A
good understanding of these statistics will enable the validation of analytic frameworks
such as that developed in Ref. [45] and provide the inputs for these frameworks, greatly
improving our understanding of the filamentary generation of SOL density profiles.

1.7 Thesis outline

In Chapter 2 a review of scrape off layer filamentary physics is presented, covering the
birth, motion and typical parameters of SOL filaments. The existing theoretical body
of work on filaments from the literature is discussed, both on analytic descriptions of
filaments and modelling using complex turbulence codes.

The experimental setup concerning the work in this thesis is introduced in Chapter 3.
Details are given of the camera diagnostic used to observe the filaments, together with
the field of view analysed and the procedure for spatially calibrating the 3D location
of structures in the cameras field of view. This is followed by a an overview of the
experimental discharges that have been analysed.

The tomographic inversion technique that has been developed to identity and analyse
filaments in fast camera images is presented in Chapter 4. This is broken down into the
preprocessing, matrix inversion and filament detection steps of the analysis procedure.

Chapter 5 discusses the work that has been carried out to benchmark the new in-
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version technique and quantify its associated errors and artefacts. A synthetic cameras
diagnostic is introduced that is used to test the inversion technique against data con-
taining filaments with known properties. This data is utilised to assess the accuracy
with which the probability density functions of filament parameters can be recovered.

The technique is then applied to experimental data in Chapter 6. Langmuir probe
analysis techniques are applied to data from both the camera and reciprocating probe
diagnostics in order to perform a direct comparison. This is done to establish the effect
of the measurement technique on the statistical conclusions that can be drawn and
provide a basis for the comparison of new fast camera analysis results with existing
Langmuir probe measurements in literature. Fast camera measurements are described
that facilitated a benchmarking exercise comparing four turbulence codes, which, in
addition to assessing the capabilities of the codes, further elucidated the experimental
measurements. Unique measurements are presented of the toroidal distribution of the
filaments which have important implications for the verification of analytic filament
frameworks. Experimental PDFs of filament positions, widths, amplitudes, velocities
and lifetimes are presented and these results are interpreted with the insight gained
from the synthetic benchmarking of the technique in Chapter 5.

Finally, Chapter 7 draws conclusions, summarising the main results from the pre-
ceding chapters. The potential for application of the inversion technique to future data
from the MAST Upgrade tokamak is discussed, along with other regimes of interest for
analysis and potential further improvements to the analysis technique.



Chapter 2

Review of Scrape Off Layer
Filament Physics

2.1 Introduction

Filaments feature in the literature under a variety of names including: blobs, intermit-
tent plasma objects (IPOs), radial streamers and avaloids, generally depending on the
manner in which they were observed, whether as point density fluctuations or regions
of raised density in the poloidal plane. While high amplitude intermittent fluctuations
had been observed in Langmuir probe measurements for some time, the first observa-
tion of coherent plasma structures were with analogue burst fast cameras in the mid
1980’s [110] and 2D probe arrays in the mid 1990’s [111,112].

Despite these early observations of filaments, it was not until after the discovery
of the “main chamber recycling regime” in Alcator C-Mod in 1998 [113] that their
importance in edge transport was considered in detail. Examination of the particle
balance at high line averaged density revealed that, contrary to expectations at the
time, plasma flow in the SOL was not dominated by parallel flows to the divertor,
but rather by perpendicular transport to the main chamber walls [41]. The historical
description of perpendicular transport due solely to diffusion required huge increases
in D⊥ across the SOL to unphysical levels, similar to modelling results on ASDEX-
Upgrade [114]. The realisation of the lack of direct external control over density profiles
and mid-plane neutral pressures, led to concerns about increased sputtering of the first
wall in a reactor. The failure of the existing theoretical models led to the conjecture that
it was “likely that the transport mechanism is convective in nature, perhaps involving
a rapid transport of unstable plasma flux tubes toward the wall surfaces” [113]. These
results triggered intensive studies of transport and turbulence in the plasma edge, so
that these ideas were quickly expounded by others [57]. The first qualitative theory
of individual filament dynamics was proposed shortly afterwards by Krasheninnikov,
describing how polarisation of filaments drives their radial advection [115]. This was
quickly built upon to include the transport of heat and vorticity and to discuss the

37
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consequences for SOL profiles and neutral recycling.
Filaments have since been observed in over 40 devices, including both toroidal mag-

netic fusion devices and basic plasma devices, using a range of diagnostics [49]. In
particular, camera data from MAST, QUEST [116], Alcator C-mod [106] and COM-
PASS [101] have unambiguously shown the presence and prevalence and 3D structure
of filamentary structures in the SOL.

Filament definition

There are a range of definitions in the literature as to what constitutes a filament,
although many of them take a similar approach to D’Ippolito et al. [49] in defining
them as plasma structures with the following defining properties:

1. A positive single-peaked density distribution with peak density values significantly
higher than the surrounding root-mean-square (rms) fluctuations of the back-
ground plasma.

2. Alignment to the local magnetic field, B, such that their dimensions and scale
lengths parallel to the magnetic field are far larger than those perpendicular to it.

3. Radial E×B motion due to charge polarisation arising from an outward species
summed net force (‘bad curvature’ effects in the case of tokamaks).

Each of these criteria warrant some further discussion. In many cases, particularly
in Langmuir probe studies, condition (1) is made more stringent such that filaments
are taken to be only those density fluctuations that are 2-3 times higher than the rms
background level. Such a definition can be useful in these cases, due to the cleaner
statistics produced by limiting the analysis to only the largest perturbations, and the
fact that it circumvents the difficulty in fully asserting conditions (2) and (3). However,
such a rigid definition is not necessary. In this thesis we shall avoid setting an arbitrary
defining threshold on the required amplitude of the fluctuations, in order to include
all structures that exhibit the same common properties and behaviours, acknowledging
that diagnostic limitations will always make measurement of low amplitude filaments
most challenging. Condition (1) is also responsible for filaments producing positively
skewed fluctuation statistics, such that the presence of these statistics is often taken to
be synonymous with that of filaments [117].

Condition (2) is a consequence of the disparity between the timescales of the parallel
and perpendicular transport transport mechanism discussed in §1.3.2. As the plasma
tends to stream rapidly along field lines, parallel non-uniformities tend to be dispersed at
the ion sound speed, while perpendicular structures vary over tens of microseconds. The
condition is often alternatively phrased in terms of filaments being ‘mesoscale’ struc-
tures, in reference to the fact that filaments’ perpendicular dimensions are intermediate
between the ion gyroradius and the macroscopic machine dimensions.
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Figure 2.1: Time series of ion saturation current (a), (b), (c) and their respective
fluctuation PDFs (d), (e), (f) for three radial displacements from the separatrix,
ds = −4,−1, 5 mm, in ASDEX-U. Measurements at ds = 5 mm exhibit positive skew-
ness indicating the presence of filaments, while measurements at ds = −4 mm show
negative skewness characteristic of holes. The Isat signals have been normalised with
respect to their standard deviations. Gaussian curves with zero skewness are shown as
dashed lines. Reproduced from Ref. 119.

The motion of the filaments captured in condition (3) is responsible for much of
the complicated dynamics that the filaments exhibit. It is how this radial E ×B drift
depends on and competes with external SOL conditions that in large part determines
the shape of the SOL profiles and the maximum radial distance the filaments can travel
before they drain along the magnetic field lines. Close to the separatrix the filaments
are in a region dominated by small scale turbulence where the magnitudes of the fila-
ments are not substantially higher than the local near-diffusive background, producing
Gaussian-like statistics and short density scale lengths. However, in the far SOL the
filaments’ relative contributions to the density are far higher, resulting in a second scale
length determined by the filament dynamics and strongly positively skewed statistics.

In analogy to positive filament density perturbations, holes (alternatively ‘dips’)
can be defined by the same three criteria, but instead with, (1) a negative single-peaked
density distribution, and (3) an inward species summed net force, due to the reversal
in direction of the ∇B force on a negative density perturbation [118]. Due to the
inward propagation of holes from their formation region near the separatrix, they are
responsible for producing negatively skewed fluctuation statistics inside the separatrix.
An example of the variation in skewness of fluctuation PDFs is given in Figure 2.1 for
Langmuir probe measurements in ASDEX Upgrade.

Holes potentially provide an important mechanism for transporting impurities from
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the edge into the core [48]. However, unlike filaments whose maximum amplitudes can
be as high as the local edge density, holes are necessarily smaller due to the fact that
negative density fluctuations cannot exceed the magnitude of the background level,
which is small. This, combined with the fact that modelling has shown that vorticity
effects tend to slow down the inward propagation of holes and break them up, means
that the importance of holes in impurity transport is still unclear [120].

2.2 Typical filament parameters

Observations of filaments are mainly confined to the low field ‘bad curvature’ side and
divertor regions of toroidal fusion devices, with filaments not observed in the high field
side inner SOL [106]. Plasma filaments observed at the mid-plane are typically divided
into the three categories of ELM, inter-ELM and L-mode filaments. Of these, ELM
filaments have the largest amplitudes, velocities and lifetimes and display strong radial
accelerations [97]. While L-mode and inter-ELM filaments are produced by turbu-
lence, ELMs are a result of MHD instabilities. ELM filaments are highly energetic and
carry large parallel current currents, while L-mode filaments are not observed to carry
significant current, with Ref. 94 placing an upper limit on L-mode filament currents
of 5 A. Therefore, ELMs are expected to experience significant ballooning, distorting
the filament’s local magnetic field from that of the magnetic equilibrium. As shall be
discussed in detail in Chapter 4, the Elzar fast camera analysis technique developed
in this thesis makes use of the property that current free filaments are well aligned
with the equilibrium magnetic field. Therefore ELM filaments are not prime candidate
for analysis with this technique and shall not be discussed further here. L-mode and
inter-ELM filaments have largely similar properties to one another, although L-mode
filaments typically have slightly higher amplitudes, radial widths and effective toroidal
mode numbers, neff , where neff corresponds to the average number of filaments ob-
served per toroidal circuit [97]. The greater brightness, frequency and size of L-mode
filaments, combined with the simpler L-mode edge physics, which lacks a complicating
pedestal and edge transport barrier, makes L-mode filaments ideal objects to study with
the Elzar technique. Therefore, we shall focus here on L-mode filament properties.

Table 2.1 provides a breakdown of typical important L-mode filament parameter
observed in a range of tokamaks and a toroidal plasma device (TORPEX), using a
mix of probe and optical diagnostics. As shall be discussed in §2.3, these parameters
are of particular importance for a theoretical understanding of the role of filaments in
SOL particle transport. The data in Table 2.1 was primarily compiled in Refs. [121]
and [122]. Despite a wide variation in geometries and operational parameters in these
machines there is a great deal of commonality between the filaments found in each
device, indicating common physical origins and dynamics in each.

In general, filaments are observed to survive for tens of microseconds, equivalent
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Device Perpendicular
width [cm]

Density
fluctuation,
δn/nbg

Radial
velocity
[km s−1]

Lifetime
[µs] Sources

MAST 0.5-10 0.1-4 0.5-2.0 40-60 [51,96]
Alcator C-Mod 0.5-1.5 - 0.15-1.5 1-50 [88,89,106,125]

NSTX 3-5 - 0.2-1.4 60-70 [80,86]
DIII-D 0.5-3.9 0.05-1 0.33-2.6 15-20 [64,126]
JET 0.5-2 0.3-1.5 0.2-1.5 20-130 [118,127]

ASDEX-U 0.2-7 - 0.1-3.5 - [128]
TORPEX 1.3-2.5 0.6-0.85 0.2-1.85 - [129,130]

Table 2.1: Comparison of L-mode filament parameters across a range of devices.

to ∼tens of ion collision times, νi, [106] and have density fluctuation amplitudes δn of
the order of the background plasma density, nbg, with δn/nbg largest in the far SOL.
The filaments are seen to typically have perpendicular widths in the range 0.5-5 cm
corresponding to ∼ 1-100 ion Larmor radii [122] and radial velocities of up to several
kilometres per second, or around 1-10% of the sound speed, cs.

As filaments propagate through the SOL, they drain through parallel losses, lead-
ing to a reduction in amplitude which has also been observed to be accompanied by a
reduction in average filament size toward the walls [123]. In some machines, the fila-
ments’ parallel correlation lengths have been observed to be more than a full toroidal
turn [106]. Langmuir probe measurement have shown that in L-mode Te and n fluctu-
ations are largely in phase [117]. However, due to the speed of parallel electron heat
conduction compared to particle drainage times, filaments’ temperatures normally decay
faster than their densities. Correspondingly, at low collisionalities [124], the tempera-
ture decay length in the SOL is generally shorter than the density decay length [48].
This difference is further increased through the ionization of neutrals which can further
slow the parallel loss of particles, while enhancing energy losses [123]. A further con-
sequence of the high electron heat conduction is that much of the energy flux coming
into SOL from the core is transported rapidly to the divertor by electrons. Therefore,
while filaments are the dominant driver of particle transport, their effect on energy
transport is only through the ion component of the temperature, so that their role in
heat transport is more complicated.

2.3 Filament theory

The first analytic models of ‘blobs’ were produced in the early 2000’s by Krasheninnikov [115]
and D’Ippolito et al. [123]. More recently stochastic frameworks have been developed
for interpreting SOL profiles in terms of filament dynamics [45,131].
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2.3.1 Filament generation

L-mode filaments are believed to be formed as part of the non-linear saturation process
of edge instabilities, particularly drift-resistive interchange instabilities. These processes
are not well understood and remain an active area of investigation.

To date there have not been any quantitatively accurate analytical models of filament
generation [49]. Therefore insight must come from experimental data and computer
simulations.

In plasmas devoid of significant poloidal sheared flows the turbulence manifests as
‘radial streamers’ which extend out from the separatrix, but remain connected to the
birth zone. For individual filamentary behaviour to be observed, the time for shearing
of the radial streamers into disconnected filaments must be shorter than the radial
convection time. For circular cross section filaments, this has been shown to occur when
the velocity shear gradient, v′y, is greater than the growth rate, y, of the underlying
linear instability producing the turbulence [132]. The shear flows found in L-mode
plasmas typically satisfy this criteria. However, if the shear flows are too strong, as in
H-mode, simulations have shown they act to suppress the transport of the filaments by
either tearing them apart or trapping them in the sheared-flow layer [133]. Momentum
transport is a poorly understood field owing to the complexity of the full viscosity terms
in the Braginski equation that are rarely modelled in full and the difficulty developing
detailed models of turbulent moment transport. However, it is believed that sheared
flows can be initiated by momentum transport by ReynoldâĂŹs stress. Filaments can
then potentially lead to further transport of momentum across the separatrix to where
it is lost, reinforcing the sheared flows resulting in a coupled self-regulating system [49].

Equal numbers of filaments and holes are generated in the birth zone, reflected in
the near zero skewness of fluctuations in the birth region. The filaments and holes
then separate and propagate in opposite directions along the magnetic field and density
gradients resulting in the positive and negative regions of skewness either side of the
birth region.

Filaments are likely born inside the separatrix, although large experimental uncer-
tainties in the position of the last closed flux surface, which are typically of the order
of centimetres, mean that this has been difficult to confirm. Therefore, observations in
Alcator C-mod of the location of filament birth moving inwards, crossing from open to
closed field lines as the density is increased for a fixed magnetic geometry [134] may
be due to uncertainties in the magnetic equilibrium. However, a transition from closed
to open field lines is not the only factor playing a role in determining the location of
the filament birth region. Similar turbulent filament generation dynamics have been
observed in the TOPRPEX toroidal plasma device, despite all field lines being open
and terminating on solid surfaces at the ends of the device [135]. Rather, the pressure
gradient profile is important in determining the location of the maximum in the tur-
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Figure 2.2: Illustration of charge polarisation of filaments leading to radial E × B
propagation. Bad curvature drifts result in a species dependent force, g, perpendicular
to the curvature vector, κ. The resulting charge polarisation current, jp, produces an
electric field E, which exerts a net species summed force, Fp, on the filament plasma,
which moves the filament radially at the E × B velocity, uE . Red illustrates high
densities and yellow lower densities. Reproduced from Ref. 141.

bulent instability’s linear growth rate, which in turn determines where the filaments
are born. Several experiments [86, 136] have confirmed through skewness and condi-
tional averaging measurements that filament generation occurs at the maximum in the
logarithmic pressure gradient −d(ln p)/dr, where p is the pressure and r is the radial
coordinate. In tokamaks this typically occurs just inside the separatrix.

2.3.2 Filament dynamics

The radial motion of filaments is of great importance as it enables them to transport
particles [115], heat [123,137], momentum [138,139] and parallel current [140] across the
SOL. Most attention has been devoted to particle transport as it is most easily measured
and has the greatest effect on SOL widths. By contrast, the other plasma parameters
decay much more quickly via parallel transport and result in smaller ‘anomalous’ dif-
ferences relative to classical diffusive transport [49]. Therefore we shall focus here on
particle transport.

Filaments are approximated as ballistically propagating flux tubes that travel radi-
ally across field lines. As previously touched upon, filament radial motion is driven by
E×B advection, with a corresponding radial drift velocity vE×B given by Equation 1.11
of the order of ∼ 1 km s−1 [87]. The electric field across the filament is maintained by
charge dependant curvature and ∇B drifts illustrated in Figure 2.2, which cause elec-
trons and ions to drift in opposite directions. A filament’s radial velocity therefore
depends on the strength of the electric field across the filament. The magnitude of the
electric field depends on the closure of parallel currents that dissipate the diamagnetic
current which generates the filament’s electrostatic dipole. Common models of filament
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motion are built on the principle that, for quasi-neutrality of the plasma to be main-
tained and no large charges to accumulate, there can be no divergence of the current
density J in the plasma. This is expressed by the current continuity equation

∇ · J = ∇ · J⊥ +∇ · J‖ = 0, (2.1)

where J⊥ and J‖ respectively are the perpendicular and parallel components of the
current density relative to the magnetic field. Therefore, the currents in filaments must
form closed loop circuits, with the size of J⊥ determined by the non-linear properties
of the circuit.

An expression for the perpendicular current density can be found by considering the
plasma force balance equation:

min
dv

dt
= −∇p+ J×B. (2.2)

where p = nT is the plasma pressure. Multiplying both sides of Equation 2.2 by ×B/B2

yields

min
dv
dt ×B

B2
= −∇p×B

B2
−
(

(B ·B)J

B2
− (J ·B)B

B2

)
= −∇p×B

B2
− J⊥.

(2.3)

which on rearranging for J⊥ and substituting into Equation 2.1 results in:

∇ ·

(
mndvdt ×B

B2

)
︸ ︷︷ ︸

Jp

= ∇ ·
(
J‖

B

B

)
︸ ︷︷ ︸

J‖

−∇ ·
(
∇p× B

B2

)
︸ ︷︷ ︸

Jd

. (2.4)

Thus the perpendicular current has been broken down into diamagnetic, Jd, and polar-
isation, Jp, components: J⊥ = Jp + Jd. The divergence of the diamagnetic current can
be re-expressed as follows:

∇ · Jd = ∇ ·
(
��en

[
∇p×B

��enB2

])
=
�
��

�
��HHH

HHH

b

B
· ∇ ×∇p −∇p · ∇ × b

B

≈ −∇p · 2b× (b · ∇)b

B

= −∇p · 2b× κ

B
,

(2.5)

where b = B
B is the unit vector along the magnetic field, κ is the curvature vector

of the magnetic field and in the second to last step we have made the assumption
of small plasma beta, β = p

B2/2µ0
� 1, where µ0 is the permeability of free space.

Therefore, we see that in a tokamak the diamagnetic current arises due to magnetic
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curvature. Expressing the diamagnetic current in the form, Jd = 1
B2F × B it can be

seen that the effect of the magnetic curvature is equivalent to an ‘effective gravity’
force, F = nmig, producing a drift vg = −mg×B

eB2 , in a system without magnetic cur-
vature. Taking g and B to be uniform and the plasma to be isothermal we find that,
∇ · Jg = ∇ · (mnvg) = −∇n ·mb×g

B , where g has taken on the roll of κ in Equation 2.5.
In devices other than tokamaks, the diamagnetic current can be driven by alternative
non-curvature based mechanisms such as thermal gradients [142, 142] or the frictional
‘neutral particle wind’ interactions [143], such as is the case in the PISCES linear plasma
device. The diamagnetic drift is very important in tokamak plasmas, as edge gradients
in density and temperature are always present. The diamagnetic current acts to cancel
out part of the externally applied magnetic field, reducing the strength of the magnetic
field in the plasma.

Returning to the polarisation current and substituting, v = E×B
B2 = −∇Φ×B

B2 , for the
drift velocity, using the same identity as in Equation 2.3, we arrive at the following
expression for the polarisation current:

Jp =
d

dt

(nmi

B2
∇⊥Φ

)
, (2.6)

thus expressing the current in terms of the electrostatic potential across the filament, Φ.
Taking the polarisation current in this form and applying some vector identities to
rearranging terms, we arrive at the vorticity equation [49],

∇⊥ ·
d

dt

(nmi

B2
∇⊥Φ

)
= B∇‖

(
J‖

B

)
+∇⊥p · ∇ ×

(
B

B2

)
(2.7)

When considering the plasma equations in relation to filament physics, it is common
to discard small terms by taking the drift ordering approximation [144] that the flow
velocity is v∼δvt,i∼ρi

L vt,i, where vt,i is the ion thermal velocity, ρi is the ion Larmor
radius, L is the scale length of the system and δ = ρ

L is the ordering parameter. The
drift approximation is typically used to describe the slow growing “micro-instabilities”
that drive turbulent transport in tokamaks, in contrast to rapid MHD phenomena and
therefore are appropriate for the study of filaments [145]. Under the drift ordering
assumption, the polarisation drift is typically smaller than the diamagnetic drift by
a factor of δ2 and so the diamagnetic drift dominates in most situations. However,
when considering the divergence of the two drifts, a component of the diamagnetic
current cancels, so that the polarisation and diamagnetic terms in Equation 2.7 become
comparable and the polarisation current becomes important.

Equation 2.7 describes how the combination of perpendicular polarisation currents
and parallel currents closing further down the filament, balance the build up of charge
from the diamagnetic current source, to determine the strength of the electrostatic
potential. The possible current paths through the filament and its bounding solid surface
can be visualised in an ‘equivalent filament circuit’ such as that shown in Figure 2.3. The
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Figure 2.3: Equivalent filament circuit showing the possible perpendicular paths that
close the parallel filament currents. The current curvature driven current source at the
mid-plane is indicated by I. Reproduced from Ref. 42.

constant current source I at the outer mid-plane is provided by the filament diamagnetic
current, while the dominant path of current closure depends on the plasma regime and
has consequences for the scaling of the filaments’ velocities.

The first qualitative analytic model of individual filament motion was provided in
Krasheninnikov’s seminal 2001 paper [115] which was able to successfully predict the
magnitudes of radial velocities in the sheath limited regime. In the sheath limited regime
the plasma resistivity η‖ is low, so that the parallel current closing the diamagnetic
current generated by the filament at the mid-plane, flows unimpeded along field lines
to the bounding solid surface, where the resistance of the resulting filament circuit is
determined by the surface sheath resistivity, ηsheath. For ions entering the sheath at the
ion sound speed and electrons following the Boltzman relation, the boundary condition
for the current accepted by the sheath is given by [146]

J‖ = −necs
[
1− exp

(
−eφ
Te

)]
. (2.8)

Krasheninnikov worked with a simplified system, describing a filament as homogeneous
in the parallel direction and propagating through vacuum, with negligible parallel flows.
By assuming a separable solution of the filament (blob) density distribution of the form
nb(t, x, y) = n

(x)
b (t, x)n

(y)
b (y), where n(x)

b (t, x) gives the time dependent radial profile of
the filament and n(y)

b (y) ∝ exp(−(y/δ)2) describes a Gaussian filament density profile
in the poloidal direction, with poloidal width δ, he arrived at the following expression
for the radial velocity of the filament [115]:

Vb = cs

(ρi
δ

)2 `b
R

nb
nt
∝ δ−2. (2.9)
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Here `b is the parallel length of the filament and nb and nt are the filament and target
densities respectively, which were assumed to only differ by a constant factor. Impor-
tantly, this established a qualitative understanding of the dependence of the filament’s
radial motion on its cross field size.

Krasheninnikov’s model was extended in Ref [123] to include the transport of heat
and vorticity, as well as further expounding the consequences of the model and their
relevance to experimental measurements. Several phenomena such as high SOL colli-
sionality, large X-point magnetic shear and electromagnetic effects can generate parallel
gradients in the electric potential and effectively disconnect the filament from the wall
so that the sheath is no longer the limiting resistance in the circuit [128]. When the
filament is not longer electrically connected to the sheath it enters the inertial regime
where the sheath closure is replaced by polarisation currents. In this case the filament
velocity dependence of filament width changes to vb ∝ δ1/2 [49].

Probably the most general model of filament motion across a range of plasma regimes
is the two-region model set out in [86]. In the two-region-model the plasma is divided into
distinct regions between the mid-plane and the X-point and the X-point and divertor
sheath and the coordinate mapping between the two is used to account for the effects of
magnetic field fanning and shear near the X-point. The curvature driven current source
is located in the first mid-plane region, while the current loop can close at different
positions either in the first or second region depending on the properties of the system.
The model employs four scale invariant parameters to characterise the behaviour of the
filaments.

The first of these is the collisionality parameter [128],

Λ =
L‖/cs

1/νei

Ωi

Ωe
, (2.10)

where νei is the electron-ion collision frequency and Ωi/e is the ion/electron gyro-
frequency. Λ is related to the SOL colissionality parameter discussed in §1.5.1 according
to Λ = ν∗(me/mi)

1/2 and takes on a similar role in describing the size of the plasma
bulk resistivity with respect to the effective sheath resistivity.

The second scale invariant parameter is filament size parameter Θ = δ̂
5
2 , where

δ̂ = δb/δ∗ is a dimensionless filament width, normalised to the fundamental character-
istic filament size. The fundamental filament size is given by [147]

δ∗ = 2ρs

(
L2
‖

ρsR

) 1
5

, (2.11)

where ρs = cs/Ωi is the ion sound gyro-radius. This corresponds to the filament size at
which all three terms in the vorticity equation become comparable and filaments travel
with the greatest coherency, propagating large distances across the SOL.

For small filaments with sizes, ρs < δb < δ∗, the polarisation current term dominates
and the path of least resistance uses predominantly cross-field currents.
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Figure 2.4: Illustration of the shearing of filaments as they pass the X-point. Filaments
with circular cross sections at the mid-plane (1) become highly elliptical as they pass
the X-point (3). Reproduced from Ref. 148.

For large filaments of width δb > δ∗, the parallel current to the sheaths dominates
and there is an increase in filament velocity with collisionality [49]. Large filaments are
susceptible to being broken up into fingers or lobes by curvature-driven Rayleigh-Taylor
(RT) instabilities [49].

The third parameter, εx is the ratio of the perpendicular scale lengths in the two
regions providing a measure of how much the magnetic field lines in a flux tube fan out
in the divertor region. This accounts for how the changing magnetic geometry along the
filament’s length can enable polarisation currents to flow more easily in certain regions.
Near the magnetic X-point the poloidal magnetic field is low and the local magnetic
shear is high, so that the filament’s cross section becomes highly distorted. At the mid-
plane the poloidal and radial filament widths are typically comparable δy ∼ δx ∼ δb,
but near the X-point the filament cross section is mapped to a thin elliptical fan, as
illustrated in Figure 2.4. A value of εx ≈ 1 corresponds to little shear, while εx → 0

for very high shear. The reduced dimensions of the potential dipole allow polarisation
currents to readily flow and close the parallel currents in the X-point region. Filaments
very close to the X-point can be sufficiently distorted that the electrostatic potential
varies on a spatial scale smaller than the ion Larmor radius, in which case the ions’ and
electrons’ average E ×B velocities over a Larmor orbit become unequal, providing an
additional source of current closure [149].

Finally, the scaled filament Mach number, v̂ = vx/v∗, is the dimensionless ratio of
the filament velocity to the scale invariant characteristic velocity,

v∗ = cs

(
δ∗
R

) 1
2

. (2.12)
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Figure 2.5: Regime diagram for two region model of filament velocity scaling. The
scalings of the radial filament velocity parameter with normalised poloidal filament
width are shown for each region, along with the boundary conditions for each region.
The four regimes and their abbreviations are given in the text. Reproduced from Ref.
86.

The phase space described by these parameters can be divided into four transport
regimes, each with a different relationship between filament Mach number, v̂ and size
δ̂, as shown in Figure 2.5. The four regimes are as follows [86]:

1. Sheath Connected Interchange Regime (Cs)
This regime corresponds to the sheath limited regime from the simpler sheath dis-
sipation model discussed previously. This regime is applicable for large filaments
(δ̂ > ε

−2/5
x ) at low collisionalities (Λ < 1) for which polarisation currents are small

and the path of least resistance is for the filament circuit to close at the target, so
that the current is limited by the sheath resistivity, leading to filament velocities
that scale with filament size as v̂ ∝ δ̂−2.

2. Connected Ideal Interchange Regime (Ci)
For low collisionality (Λ < εxδ̂

5/2 < 1) and small filament sizes, significant cou-
pling to the divertor region persists. However, polarisation currents in the divertor
region become the dominant form of current closure. The level of magnetic shear,
determines how much the filament is compressed, shortening the cross-field path
of the return current and slowing the filament, resulting in velocities scaling as
v̂ ∝ εxδ1/2.
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3. Resistive X-point Regime (RX)
At intermediate collisionality and sufficiently large filament size, the high parallel
resistivity fully disconnects the mid-plane region from the target sheath, such that
strong polarisation currents close the current loop up stream from the target. In
this regime the parallel current is limited by the parallel resistivity, so that the
filament velocity has a linear dependence on the collisionality, scaling as v̂ ∝ Λδ̂−2.

4. Resistive Ballooning Regime (RB)
When the collisionality is high or the filament widths are small (Λ > δ̂

5
2 ), the

filaments are sufficiently small for the polarisation currents to decouple the mid-
plane from the divertor region, such that the dynamics of the filaments are fully
determined in the mid-plane region. Therefore distortion of the filament cross
section close to the X-point is no longer important. Perpendicular currents close
the current loop in the vicinity of the curvature current drive, causing the filaments
to balloon locally at the mid-plane. Filaments in this regime have radial Mach
numbers that scale with size as v̂ ∝ δ̂1/2.

Given that these velocity scalings are derived by approximating gradients as inverse scale
lengths and use asymptotic approximations is should be noted that their normalized
quantities are likely to have uncertainties greater than order unity [150]. Across these
regimes there is a general increase in filament Mach number with increasing collisionality
and a reduction with increasing shear at the X-point [151]. Therefore, increases in line-
averaged density and reductions in plasma current which increase the SOL collisionality
are thought to lead to increases in radial convective transport from filaments [146].
Similarly, experimental observations have shown higher filament velocities closer to
separatrix, where the magnetic shear is greatest in proximity to the X-point [148]. The
stronger electric fields for a given dipole potential of smaller filaments drives small
filaments with the greatest velocities at all but the very highest collisionalities, at which
the effects of rapid closure by polarisation currents become dominant [42].

From the two-region velocity scalings we see that the sheath connected (Cs) and
resistive ballooning (RB) regimes provide simple analytical lower and upper bounds
respectively on the radial filament velocity as a function of filament width,

1

δ̂2
< v̂ < δ̂

1
2 , (2.13)

which can be verified in experiments and numerical models. Figure 2.6 shows an ex-
perimental verification of these theoretical bounds using GPI data from NSTX. The
points lie broadly within the theoretical limits, with most points closer to the Cs limit
and some points below it. The theoretical velocity scaling are often found to be upper
limits, since secondary mechanisms can slow the filaments, in particular the internal ro-
tation of the filaments [128]. The rotation is driven by the radial electric field formed in
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Figure 2.6: Normalised radial filament velocity as a function of normalised filament
width for a set of bright, long-lived, isolated filaments observed in GPI data on NSTX.
The solid lines show the lower (v̂ ∝ δ̂−2) and upper (v̂ ∝ δ̂1/2) theoretical limits on
the filament velocity from the two region model, corresponding to the sheath connected
(Cs) and resistive ballooning (RB) regimes respectively. The experimental data lines
within or slightly below the theoretical bounds. Reproduced from Ref. 139.

the filament due to the greater temperature and thus floating potential with respect to
the background plasma. This monopole potential out competes the dipole potential and
produces significant total rotation when the temperature perturbation in the filament is
much greater than its density perturbation ∆T

Tbg
� ∆n

nbg
. The internal vortices spin with a

frequency Ωspin ∼ (∆T/Tbg)(csρs/δ
2
b ), where Tbg is the temperature of the background

plasma and ∆T is the temperature elevation of the filament [42]. These effects are
strongest in the near SOL where the filaments have not yet equilibrated with the back-
ground plasma. Charge mixing from the internal vorticity introduced by these instabil-
ities reduces the polarisation of the filaments and slows down their radial motion and
reduces their distance of propagation [152]. Additionally, the finite background plasma
density increases the filament density scale length compared to the models, reducing the
charge polarisation drive, and making the filaments slower and more stable [153]. Large
variations in internal filament vorticity are observed, which introduce significant scatter
in experimental velocity measurements, making detailed confirmation of the theoretical
velocity scalings challenging. However, studies in TCV [150] and TORPEX [130] have
shown rough agreement with these scalings, despite significant scatter.

Less attention has been paid to the scaling of filament’s velocities with their ampli-
tudes, although several approaches have been explored [154–157]. The amplitude depen-
dence for the inertial regime has been identified through multiple approaches [154,157]
to be v ∝

√
A, where A is the maximum fluctuation amplitude normalised to the
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background, A = max[δn/nbg]. The scaling for the sheath limited case is less straight-
forward, with Omotani et. al [157] showing that the appropriate density scale lengths
depend on a combination of the fluctuation and background amplitudes, such that an
additional parameter 0 < β < 1 is required, related to the relative importance of the
filament amplitude (β = 0) and the total filament density (β = 1), which is not known
a priori. Then the velocity scaling with amplitude goes as:

v ∝ A

1 + βA
. (2.14)

Two dimensional simulations for large filaments well into the sheath limited regime
indicate a value for the amplitude parameter of β ≈ 0.31 [157].

2.3.3 Relationship between filaments and scrape off layer profiles

As was touched on in §1.5.2, SOL profiles show a number of important behaviours that
cannot be understood with diffusive models, instead requiring a thorough understanding
of filament dynamics. Mid-plane density profiles are often observed to flatten a certain
distance from the separatrix, with a shoulder separating the near SOL and the far
SOL where the flattening occurs. Importantly, this flattening leads to stronger plasma
surface interaction with first wall. Experiments show the decay length becomes longer
as fuelling is increased [43,66,158]. This is observed in both the near and far SOL, but
is most pronounced in the far SOL, as can be seen in the left panel of Figure 2.7 showing
measurements from MAST [158]. For high levels of fuelling the shoulder moves closer
to the separatrix; an effect that is sometimes called broadening. At particularly high
fuelling the far SOL can be almost flat and encompass most of the SOL [43,44,46,158].
The broadening is also accompanied by the extending of the non-Gaussian fluctuation
statistics typical of the far SOL to the near SOL region, indicating the role of filaments
in this process.

Higher plasma currents are seen to produce steeper gradients in the SOL and can
prevent broadening [158], as demonstrated in the central panel of Figure 2.7. This is
likely due to a reduction in the connection length, as profiles are similarly seen to steepen
in regions of the SOL with reduced connection length, where the field lines are in the
‘shadow’ of the first wall and impinge on limiters before they reach the divertor [44,45].

Electron temperature profiles also show some level of flattening, but do not appear
to be affected by fuelling levels [43, 46,159]. The fact that the two parameters respond
differently indicates that particle and heat exhaust may be regulated by different mech-
anisms. Therefore the electron temperature is unlikely to be an important parameter
in determining the density profiles. The decoupling of the two profile behaviours also
means it is unlikely that density broadening is a result of increased ionisation in the
SOL as this would be reflected in a drop in electron temperature due to the ionisation
energy imparted by the electrons.
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Figure 2.7: Radial profiles of ion saturation current from the MAST tokamak, nor-
malised to their separatrix values, demonstrating flattening and broadening effects as
a result of changes in fuelling and plasma current (c.f. simplified illustration in Figure
1.13). Blue 5, red © and green 4 symbols represent low, intermediate and high den-
sities respectively, while straight lines show exponential fits to the near SOL portions
of the data. Reproduced from Ref. 158.

Measurements of Langmuir probe statistics across machines [66,69,160] have shown
that the PDFs of ion saturation current under a range of conditions collapse onto a com-
mon curve when renormalised by subtraction of the mean and rescaling by the standard
deviation of the fluctuations. The PDFs are fitted well by a Gamma distribution under
all conditions as observed in other machines [66] (see Figure 1.16). The right-tailed,
positive skewness of the Gamma distribution is indicative of the greater prevalence
of positive density fluctuations (filaments) compared to negative density fluctuations
(holes) in the SOL. The consistency of the shaping parameter of the fitted Gamma
distribution across a range of conditions indicates that the intermittency of the fluctu-
ations are approximately constant across a range of line averaged densities and plasma
currents [160].

Measurements on ASDEX-U, accompanied by EMC3-EIRENE simulations [161],
indicated that the formation of the flattened L-mode density shoulder at the outer mid-
plane correlates with a transition between the sheath-limited and the inertial filamentary
regimes. SOL divertor collisionality, Λdiv, was suggested as the parameter triggering
the transition.

However, measurements on TCV have found changes in divertor resistivity and
connection length to have little effect on filament sizes and velocities as the majority (80-
90%) of filaments in TCV are found to populate the resistive ballooning (RB) regime, for
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which the filament currents are completely closed before they reach the divertor [150].
However, this result may not hold in other machines with more closed divertors, where
the collisionality in the divertor is likely to dominate over that in the main chamber.

A more complete picture has been presented by studies in Alcator C-mod [162] and
JET [163] which investigated changes in Λdiv introduced through different channels.
Increases in flattening and intermittency with upstream fuelling were found to be de-
pendent on divertor strike point orientation and strike point sweeping. The absence of
flattening in JET vertical target configurations [163] shows that upstream fuelling is
insufficient to cause flattening and localises the mechanism driving the process to the
divertor region. Increases in the Λdiv from nitrogen seeding were also found to not be
sufficient to bring about flattening. Furthermore, it is possible the changes in Λdiv may
be a consequence of flattening, rather than a controller of it. These conclusions are
consistent with findings in ASDEX-U [161] and TCV [164]. This indicates a more com-
plicated parametrisation of shoulder formation, where the role of neutral interactions
in the divertor region needs further investigation, as the level of flattening is found to
scale most consistently with the level of recycling in the divertor [163].

There is a great need to elucidate how changes in machine parameters affect filament
properties which in turn modify profiles. Through the coupling of filaments and profiles
in analytic frameworks progress can be made in pinning down what mechanisms are
responsible.

2.3.4 Analytic frameworks

In order to fully understand the behaviour of SOL profiles it is necessary to have a
model for how the filaments, with their statistically distributed dynamical properties,
combine to generate time averaged SOL profile shapes. Taking filaments as the ‘quanta’
of turbulent transport, we can produce an alternative to the model diffusive-advective
model which has been shown to be incorrect.

Garcia’s 2012 paper [131] introduced a single point stochastic model of plasma fluctu-
ations based upon the independent nature of the filaments. Independent events, which
for stationary conditions are uniformly distributed in time, are governed by Poisson
statistics on which the model is built. A common example of Poisson statistics is in de-
scribing the number of decay events per second from a radioactive source. Equivalently,
the number of filaments, K, occurring in the time interval ∆T is given by the Poisson
distribution,

PK = λKe−λ/K!, (2.15)

where the expected number of filaments is given by λ = ∆T/τw, where τw is the average
waiting time between filaments. It follows that the individual waiting times between
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the filaments, τ , are exponentially distributed, as given by:

Pτ (τ) =
1

τw
exp

(
− τ

τw

)
. (2.16)

The amplitude of the density at a point in the SOL, θ(t), (e.g. as measured by a
Langmuir probe) is modelled as the sum of the instantaneous bursts waveforms for each
filament passing the point. The properties of the burst waveforms are described by their
characteristic temporal duration, τd, and the average separation of the bursts τw. The
level of variation in the signal can then be described by the intermittency parameter,
γ = τd/τw, with bursts being well separated in time for γ → 0 and strongly overlapping
for γ & 1. For large values of γ the PDF of the amplitude signal, Pθ(θ) approaches a
normal distribution, while for small values of γ, Pθ deviates strongly from a Gaussian,
having positive skewness and kurtosis as is often observed for measurements in the far
SOL. Garcia showed that as consequence of the Poisson properties of the system the
flatness of the amplitude distribution has a parabolic relation to the skewness: F ∝ S2.

Further progress can be made by assuming the filament amplitudes η0, with mean
amplitude 〈η0〉, follow an exponential amplitude distribution Pη0(η0) = 〈η0〉−1 exp(−η0/〈η0〉)
as observed experimentally with multiple diagnostics [66,90,165]. In this case the vari-
ance, skewness and flatness are given by σ2 = γ−1/2, S = 2γ−1/2 and F = 3 + 6/γ

respectively. The direct relationship between flatness and skewness is then given by,

F = 3 +
3

2
S2; (2.17)

a relationship found in experiments [66, 90, 162]. Furthermore, it was shown that the
fluctuation amplitude distribution is described by a Gamma distribution,

Pθ(θ) =
1

〈η0〉Γ(γ)

(
θ

〈η0〉

)γ−1

exp

(
− θ

〈η0〉

)
, (2.18)

with scale parameter given by the average filament amplitude 〈η0〉 and shape param-
eter equal to the intermittency parameter, γ. The Gamma function is defined as:
Γ(γ) =

∫∞
0 φγ−1 exp(−φ)dφ.

Militello and Omotani [45, 167, 168] extended the single point model to include the
radial dimension, x, and the dynamics of filaments and thus relate the dynamic sta-
tistical properties of filaments directly to radial profiles of thermodynamic variables.
Their framework similarly describes the superposition of a train of individual filaments,
each identified now by the subscript i and each with their own properties. The coordi-
nate for radial position is defined such that x is zero at the separatrix and positive in
the SOL. The filaments are assumed to be emitted from the separatrix at a constant
rate, with average waiting time τw as before. The filaments are also assumed to have
a well defined radial shapes, Λ(x,wi), depending on a single width parameter wi for
each filament. The initial amplitude of each filament is given by η0,i, with the function
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Figure 2.8: Illustration of the formation of a SOL density profile from the time averag-
ing of many intermittent filamentary fluctuations. Different coloured solid lines show
instantaneous profiles containing filamentary bursts, while the dashed black line shows
the time averaged profile for long timescales. Reproduced from Ref. 166.

Fi(t) describing how the amplitude falls with time due to generic parallel losses, over a
characteristic time τ‖. The temporal variation of each filament’s velocity is given by a
function Vi(t) that is assumed to be fully prescribed by the initial amplitude and size
of the filament such that, Vi(t) = V (t, η0,i, wi). The filament width and amplitude are
further assumed to be independent.

Combining these elements the radial motion and parallel draining of each filament
crossing the separatrix, x = 0, at time t = 0, can be represented as

ηi(x, t) = η0,iFi(t)Λ

(
x−

∫ t

0
Vi(t

′)dt′, wi

)
, (2.19)

where the filament is viewed in the Eulerian frame. The steady stream of filaments
emitted from the separatrix at a constant rate, each at a time t = ti, are assumed to
not interact, with their amplitudes combining additively to produce a profile:

θ(x, t) =
∞∑
i=1

ηi(x, t− ti). (2.20)

Since radial plasma profiles are typically measured on times scales, ∆T , longer than
the filament lifetimes, we seek to calculate the time-averaged profile Θ(x) = θ(x, t) =

lim∆T→∞∆T−1
∫ ∆T

0 θ(x, t)dt. Figure 2.8 illustrates how the time average of many
instantaneous bursty Θ(x) profiles produces the familiar exponential-like profiles from
experiments. We wish to be able to calculate Θ(x) from knowledge of the probability
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distribution functions of the filament parameters rather than specific knowledge of the
exact parameters for each specific filament. The PDFs of the initial amplitudes and
widths are denoted by Pη0 and Pw respectively. Given the ergodic nature of the system
described above, the desired temporal average is equal to the ensemble average across
these PDFs, Θ∆T (x) = 〈θ(x, t)〉. Utilising the Poisson properties of the system it can
be shown that in the limit ∆T →∞, the radial profile is equal to

Θ(x) = {η(x, t)}

=
1

τw

∫ ∞
−∞

dt

∫ ∞
0

dη0

∫ ∞
0

dw[η(x, t)P (η0)Pw(w)],
(2.21)

where {...} denotes the average operator and the subscripts have been dropped. Equa-
tion 2.21 provides us with the desired mapping from the statistical properties of the
filaments to SOL profiles, with the filament dynamics describing the behaviour of both
the near and far SOL in a consistent way. Therefore if the statistical properties of the
filaments can be constrained through a combination of experimental data or theoretical
models, equation 2.21 provides a means of making first principles predictions of the
response of the SOL profiles to changes in plasma conditions.

The role of the different filament parameters can be elucidated further by considering
the output of the framework in the simple case of filaments with fixed widths, w∗,
and amplitudes, η∗, travelling with constant radial velocities and draining with a fixed
parallel drainage time, τ‖, in a model where F (t) = e−t/τ‖ . In this case the resulting
radial profile is given by

Θ(x) =
η∗

τw
τ‖

(
1 +

V τ‖
w∗

) exp

(
− x

V τ‖

)
(2.22)

and relative amplitude of the fluctuations as measured by the ratio of the standard
deviation to the mean is given by

σ(x)

Θ(x)
=

√
2

2

√
τw
τ‖

(
1 +

V τ‖

w∗

)
. (2.23)

Equation 2.22 shows that the profile decay length depends on the combination V τ‖,
so that in order for the flattening phenomena to occur, there must be radial variation in
the velocity and/or parallel drainage timescales of the filaments. A radially increasing
radial velocity could be the result of the reduction in the density of the background
through which the filaments moves [157], or due to a radial increase in resistivity [169].
Radial variation of the filament speed also has the ability to explain the increase in rel-
ative fluctuation amplitude in the far SOL as can be seen from Equation 2.23. However,
experimental evidence is often inconsistent as to whether filaments accelerate [84, 87],
decelerate [86], or travel at constant velocity [51,167].

A decrease with radius of τ‖ can also produce profile flattening, although it needs
to be accompanied by an equal or greater increase in the waiting time τw in order to
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reproduce the radial increase in relative fluctuation amplitude, σΘ according to Equation
2.23. This would require some filaments to fully dissipate before reaching the far SOL.
In reality, flattening is most likely a consequence of a combination of increasing filament
velocity and reduced parallel draining.

For broadening to occur, strong acceleration of the filaments is required. However
an accompanying increase in filament amplitude is needed in order to not lower the
separatrix density. Alternatively, τ‖ could increase with density as a result of increased
charge exchange interactions between neutral particles and ions, slowing the filaments’
drainage to the target. These interactions do not cool the electrons and so are consistent
with the observed decoupled temperature profiles.

The framework was applied to the interpretation of profile flattening experiments in
JET with great success and was able to simultaneously match density profiles, fluctua-
tion PDF shapes and fluctuation auto-correlation functions using physically reasonable
filament properties [170], as indicated in Figure 2.9. By eliminating possible variations
in different free parameters in the model it was discovered that the onset of density
shoulder formation could only be consistently produced by a strong local radial varia-
tion in the τ‖, corresponding to an increase by a factor of around 25 in the vicinity of the
density shoulder. However, radial variation in τ‖ alone was insufficient to match subse-
quent evolution and widening of the density shoulder at the highest density. In this case
a combination of a radially localised increase τ‖ and a radial variation in the filament
velocity was required to match the profiles consistently. This suggests that while the
onset and evolution of the profiles’ density shoulders are related, they should perhaps
be viewed as separate events, with the evolution at high densities evoking additional
physical processes.

In order to advance our understanding of the origin of these profiles’ behaviours, fur-
ther experimental constraints on the statistical properties of the filaments are required,
together with experimental verification of the assumptions underpinning the framework.
These tasks play to the strengths of direct visible imaging measurements, such that in-
version of visible camera data can play a crucial role in validating the framework and
refining its inputs. To this end, Chapter 6.3 contains experimental results with these
applications.

2.4 Numerical modelling of filaments

Due to the limitations of experimental measurements of turbulence and resulting fila-
ments and the desire to gain first principle insight into the physics of these phenomena,
there has been a large effort to develop a more sophisticated understanding of the im-
portant effects governing turbulent particle transport, that cannot be captured in simple
analytic models. To this end a range of different 2D and 3D turbulence codes have been
developed to explore the validity of different physical assumptions and the effects of
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Figure 2.9: Application of the analytic filament framework to data from JET. Blue,
green and red lines indicate experimental data taken at low, intermediate and high
plasma densities respectively. The fits produced by running a tuned stochastic sim-
ulation utilising the analytic filament framework is shown in black. The left panel
shows separatrix normalised density profiles measured with the lithium beam emission
(LiBES) diagnostic. The central and rightmost panels show the rescaled rescaled fluc-
tuation PDF and autocorrelation functions for Langmuir probe measurements made
at the JET outer wall limiter. The model is able to simultaneously match all three
measurements. Reproduced from Ref. 170.

realistic magnetic geometries. Computational filament studies typically consider either
fully saturated turbulence from which filamentation occurs, or seeded isolated filaments
propagating in a uniform background plasma, with each offering deeper insight on dif-
ferent aspects of filament behaviour.

It is common for models to employ a simplifying cold ion approximation. While such
an approximation is known not to be valid, as experiments typically show Ti & Te in the
SOL [171–174], due to the higher parallel conductivity of electrons compared with that
of the less mobile ions, the results of these models often still compare favourably with
experiment [99]. A further common approximation is the Boussinesq approximation
which is used to simplify the calculation of the ion polarisation currents, by taking the
perpendicular density gradients to be small with respect to the gradients in the potential.
Such an assumption is only valid for small density perturbations, which is not true for
filaments, but nonetheless yields surprisingly consistent results when compared with
experiment [122].

2.4.1 2D turbulence codes

A wide range of 2D turbulence codes including ESEL (Edge-SOL ELectrostatic) [175],
HESEL (Hot Edge SOL Electrostatic) [176], SOLT (Scrape-Off-Layer Turbulence) [133],
TOKAM2D [177] and STORM2D (Scrape-off layer TuRbulence Models) [122] have been
applied to the study of filaments. Two dimensional numerical modelling work has often
been applied in simplified slab geometries, with curvature effects supplied by effective
gravity terms. Saturated turbulence is generated in a driving region, from which the
perturbations spread into an open field line region representing the SOL, where their
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Figure 2.10: 2D simulation of turbulent density fluctuations leading to the formation
of a filament with mushrooming characteristic of Kelvin-Helmholtz instabilities. Stars
show points at which fluctuation statistics were compared. Reproduced from Ref. 178.

evolution is studied. An example of such a turbulent eddy detaching from the separatrix
and propagating radially through the SOL is given in Figure 2.10. Simulations have
been able to reproduce the characteristic PDFs of fluctuations and radial variations of
statistical properties observed in experiments [175, 178]. 2D simulations have provided
a great deal of insight into the stability of filament structures to Rayleigh-Taylor and
Kelvin-Helmholtz instabilities. The mushrooming frequently seen in modelling work has
been verified experimentally in GPI data and in toroidal plasma devices using Langmuir
probe arrays [179].

2.4.2 3D turbulence codes

While 3D modelling of turbulence is significantly more computationally intensive than
2D modelling, advances in computing power over the last decade or so have made
3D turbulence simulations on supercomputers routine. 3D codes are able to take into
account a range of parallel effects such as variation in the density between the mid-plane
and the target due to sheath losses. Three dimensional turbulence codes used in filament
studies include GBS (Global Braginskii Solver) [180], TOKAM3X [181], STORM3D
[169], HERMES [182] and GRILLEX [183]. An example of a 3D turbulence simulation
in GBS exhibiting parallel structure is shown in Figure 2.11. Full 3D codes are able to
investigate realistic magnetic geometries and explore the effects of X-points and divertor
configurations on filament dynamics. For instance recent 3D TOKAM3X simulations
of plasmas in WEST [184] explored these effects and found agreement with the sheath
connected (Cs) and resistive X-point (RX) regime scalings in the main SOL, while
filaments close to the separatrix were found to follow the connected ideal-interchange
(Ci) regime scaling.
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Figure 2.11: Normalised electron pressure in the SOL from 3D turbulence simulation in
GBS. The left, upper right and lower right panels show the poloidal plane, a radial cut
and a toroidal cut through the simulation domain respectively. Reproduced from Ref.
180.

2.4.3 Isolated filament modelling

Full simulations of saturated turbulence are particularly computationally expensive and
do not offer any direct control over the size or amplitude of filaments arising from the
turbulence. Therefore seeded isolated filament studies are valuable for their ability to
control the size and amplitude of filaments in order to study filament propagation mech-
anisms in detail. Such analyses are most applicable to the far SOL where interactions
between multiple filaments are likely to be less significant. Filaments are generally
initialised as 2D Gaussian density perturbations in the perpendicular plane, extending
from the mid-plane much of the way to the target. These are set on top of a uniform
background and allowed to evolve subject to the physics included in the system.

3D simulations of filaments in the STORM module of BOUT++ have explored the
effects of enhanced parallel resistivity close to the target [169]. Large filaments were
observed to show large increases in radial velocities with increasing parallel resistivity
as they transitioned from being sheath limited to closing via perpendicular polarisation
currents in the inertial regime, with a resulting increase in resistance in the current
loop. By contrast, small filaments were already in the inertial regime and so experienced
only modest increases in radial velocity at higher resistivities. By contrast, especially
large filaments retained their dominant connection to the sheath and presented larger
increases in speed. This was attributed to entering the resistive sheath current regime,
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in which the resistance of the plasma was large enough to generate a potential difference
between mid-plane and the sheath, allowing larger driving potentials to form at the mid-
plane for the same sheath current. Uniformly enhancing the resistivity along field lines
also demonstrated that the variation in cumulative resistance along the field lines can
lead to decoupling of the filament dynamics in the parallel direction, with the region of
the filament at the mid-plane moving faster than the region downstream.

A mixture of 2D and 3D turbulence simulations in STORM have been used to study
the interactions between pairs of seeded filaments. The dipolar electrostatic fields of the
filaments were found to be too weak to interact significantly unless the distance between
the filaments was less than around 5 filament widths. Filaments at closer separations
for which interactions occurred were found to have their radial centre of mass velocities
modified by less than ∼ 30%, so that their contribution to radial particle transport
was minimally affected. Filament separations in experiments are generally observed to
be equivalent to 4-10 filament widths, so it was argued that filament interactions are
not anticipated to be important in determining filament dynamics. This was used as
evidence in support the assumption of filament independence on which the theoretic
filament framework discuses in section 2.3.4 is built.

2.4.4 Validation of modelling

A wide range of comparisons with experiments have been performed in order to individu-
ally validate turbulence codes with measurements from different machines [67,96]. How-
ever, cross comparisons of multiple codes with experiments are more unusual. Riva et al.
performed a multi-code validation exercise of four different turbulence codes, comparing
them with Langmuir probe array measurements of filaments in the TORPEX toroidal
plasma device [185]. The STORM, GBS, HESEL and TOKAM3X codes were compared,
which are each based on different combinations and implementations of assumptions
used to simplify the drift-reduced Braginskii equations, such as cold ions, isothermal
electrons and negligible electron inertia. By comparing each of the codes consistently
it was possible to establish which details are most important in capturing experimen-
tally observed filament behaviour. Neglecting electron inertia, applying the Boussinesq
approximation for small density fluctuations and working in the infinite aspect ratio
limit were each found to have minor impact determining filament velocities. However,
due to the importance of parallel currents in TORPEX operating regimes, the vorticity
advection closure implemented in HESEL was unable to correctly reproduce the fila-
ment dynamics, while the sheath dissipation closure implemented in BOUT++ 2D, gave
good agreement with experimental measurements and 3D simulations. Furthermore, the
value of the background electron temperature was found to be important in correctly
determining the radial velocity of filaments, while the internal electron temperature was
only necessary to describe the filaments’ rotation.
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The multi-code analysis was extended to the more complex tokamak SOL of MAST
by Militello et al. [99], using the same four codes. In this case, the experimental data
used to benchmark the performance of the codes was produced using the fast camera
inversion technique presented in this thesis (see §6.2). Two large, bright, isolated fil-
aments were studied, which each had similar perpendicular sizes and amplitudes, but
which exhibited different radial motions. The evolution of the filaments was found to be
relatively insensitive to the reinitialisation condition of the seeded filaments and their
geometries. The absence of electron inertia terms in TOKAM3X was found to result in
the immediate formation of a electrostatic monopole which retarded the early motion
of the filaments with respect to the other codes and experiment. The exercise identified
the biggest element of uncertainty in the modelling was the role of the ion temperature,
due to the lack of direct experimental ion temperature measurements. Inclusion of hot
ions in HESEL and GBS led to much larger radial and toroidal velocities than seen in
experiment, suggesting that ion temperatures are lower than anticipated (Ti / 2Te), or
the codes are missing physics that should slow the filaments with finite ion temperatures.

2.5 Conclusions

Coherent filamentary perturbations in density and temperature, with large dimensions
parallel to the magnetic field compared to their perpendicular widths, are ubiquitous
in the boundary regions of magnetically confined plasmas. In tokamaks, curvature-
drifts lead to polarisation of the filaments which drives radial motion, carrying particles
and heat out across the SOL. The motion of the filaments thus determines the density
width of the SOL and can produce enhanced iterations with the walls of the machine.
Extensive analytical and numerical modelling of filaments has elucidated many of the
mechanics governing the dynamics of filaments. Through the application of analytic
frameworks, understanding has been gained of how the statistical properties of filaments
translate into SOL profiles and thus the level of plasma surface interaction with the main
walls of the machine. In order to gain the predictive capabilities needed to inform the
design of future fusion reactors, greater knowledge is required of the statistical properties
of the filaments and their dependence on plasma conditions. This thesis describes a new
diagnostic technique that is capable of making direct measurements of these important
filament properties, with the potential to produce large databases of filament statistics
in order to yield significant progress in this direction.
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Chapter 3

Experimental setup

3.1 The Mega Amp Spherical Tokamak

The data used in this thesis have been collected from the Mega Amp Spherical Tokamak
(MAST). A spherical tokamak has a very low aspect ratio, A = R/a, such that the minor
radius is comparable to the major radius and the size of the centre column is minimised.
This results in a near spherical plasma shape similar to that of a cored apple, rather
than the conventional doughnut like shape of conventional higher aspect ratio machines.
The spherical tokamak design was pioneered at the Culham Centre for Fusion Energy
(CCFE) with the operation of the Small Tight Aspect Ratio Tokamak (START) in the
1990s [186]. A small aspect ratio has the advantage of being able to achieve a higher
plasma pressure for a given magnetic field strength, as characterised by the toroidal
plasma beta:

βT =
2µ0

V B2
T

∫
pdV, (3.1)

where BT is the toroidal magnetic field, V is the plasma volume and p is the plasma
pressure. As the magnetic coils are the most expensive part of a fusion reactor, tight
aspect ratio, high BT machines offer a potential path to smaller, more economical fusion
power plants. Following on from the successful proof of principal in START, the larger
MAST tokamak operated between 1999 and 2013. Given MAST ceased operations prior
to the commencement of this work and delays in the completion of MAST-U pushed
its operation to after the completion of the PhD, all experimental data analysis in this
thesis was performed on archived data available from the last MAST campaign.

Table 3.1 compares the operating parameters of MAST to the current and future
large conventional aspect ration tokamaks JET and ITER. MAST was designed with a
particularly open vacuum vessel design, with the poloidal magnetic field coils suspending
from the walls of the vacuum vessel as illustrated in Figure 3.1, so that the plasma
edge and the vessel wall were typically separated by around 60 cm [96]. This allowed
for flexible operation of the magnetic configuration and very good diagnostic access.
The machine was up-down symmetric, with identical open carbon divertors at the top

65
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(a) (b)

Figure 3.1: a) Engineering schematic of the MAST vessel, courtesy of the MAST design
office. PX denotes the numbering of the poloidal field coils. b) Illustration of the
separatrices for lower (red) and upper (blue) single null (SN) and connected double null
(CDN, green) divertor configurations. Reproduced from Ref. 188.

and bottom. Combined with the flexibility of the magnetic coil design this facilitated
operation with one or two X-points as illustrated in the single null and double null
configurations in Figure 3.1b. The tight aspect ratio of MAST meant that the pitch of
the field lines at the mid-plane typically ranged between 30◦ and 45◦ [51], compared to
pitch angles of ∼10◦ in conventional aspect ratio devices [187]. On average, this resulted
in the parallel distance from the mid-plane to the divertor targets, L‖, being ∼14 m,
with the X-point located approximately half way along this length.

MAST was particularly well suited to fast visible imaging of filaments due to sev-
eral aspects of its open, compact design. Firstly, MAST’s open ‘tin can’ vacuum vessel
geometry meant that recycled neutrals could easily travel around freely resulting in a
high, uniform main chamber neutral pressure. This provided increased plasma-neutral
interaction at the plasma edge that facilitated constant imaging without active gas
puffing. Under the assumption that the neutral density was roughly constant, the emis-
sion along a field line’s length was not affected by variations in neutral density. This
means that any variation in intensity along the parallel length of a field line should
correspond to changing filament properties, so that the parallel structure of the fila-
ments was captured in the camera images. The neutral density was typically around
∼1018 m−3 throughout much of the SOL, only varying significantly close to the separa-
trix where it dropped to ∼1016 m−3, falling to negligible levels around 5 cm inside the
separatrix [189]. Therefore, the drop in neutral density led to a rapid cut off in emission
just inside the separatrix.

MAST’s tight aspect ratio meant a very wide field of view over the plasma could
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Table 3.1: Comparison of operating parameters for the MAST, JET and ITER toka-
maks.

Quantity MAST
[190]

JET
[191]

ITER
[192,193]

Major radius, R [m] 0.9 2.96 6.2
Minor radius, a [m] 0.5 1.0 2.0
Aspect ratio, A 1.3 3.1 3.1
Plasma current, Ip [MA] ≤ 0.8 ≤ 3.7 ≤ 15
Toroidal field, BT (R = 0.7 m) [T] ≤ 0.63 ≤ 3.4 ≤ 5.3
NBI heating power, PNBI [MW] 2.9 35 33
Pulse length, τpulse [s] ∼0.5 ≤ 25 ≤ 3600
Plasma volume, V [m3] 8 80 837

be achieved, so that the parallel dimension of filaments could be observed, giving the
maximum information about 3D structure. The lack of a conventional first wall closely
conforming to the edge of the plasma led to large gaps between the plasma boundary
and the vessel surfaces (∼50 cm). Therefore filaments could be observed propagating
far out into the SOL without quickly interacting with or being concealed by first wall
components. The fast camera system was capable of viewing the whole of the MAST
plasma in one view, with only a small portion of the plasma obscured by the centre
column. However, in order to achieve sufficient frame rates to resolve the motion of the
filaments, analysis typically concerned views of half of the MAST plasma.

Finally, as will become apparent in the next chapter, the tight aspect ratio resulted
in increased pitch of the magnetic field, which aids in resolving the radial widths of the
filaments using information about the magnetic equilibrium geometry.

3.2 Camera specification

The analysis performed in this thesis relies on the use of fast camera imaging to mea-
sure the properties of the filaments. The Photron SA1.1† fast framing visible camera
used in this work was installed during MAST’s M9 campaign (May-September 2013),
on loan via an EPSRC loan pool from the University of Swansea. This camera had sig-
nificantly greater capabilities than CCFE’s own Photron APX RS fast cameras which
had previously been used.

The camera was mounted to port HM10, viewing the plasma tangentially from
the mid-plane and was operated with simple collection optics, consisting of a 5.733 mm
focal length lens. This choice of lens framed the plasma well, provided a full unobscured
view of one half of the MAST plasma, while achieving the highest concomitant spatial
resolution at the mid-plane. The camera was set back slightly from the vacuum vessel
to avoid interference from the tokamaks magnetic field. The recording of the camera

†Full Photron SA1 specification: https://photron.com/fastcam-sa1-1 (accessed 23/05/2019)
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was triggered via a remote control PC located in the MAST control room and relayed
to the camera via optical fibre. The data from the camera was relayed to the control
PC via return optical fibre, where the data was stored for future analysis.

The Photron SA1.1 used a monochrome CMOS sensor with a 20 µm pixel size and a
full sensor resolution of 1024×1024 pixels. A global electronic shutter meant the sensor
could scan the entire area of the image simultaneously, avoiding scanning artefacts that
occur when using many CMOS sensors which have rolling shutters due to movement
of the subject over the course of the image’s acquisition. It recorded 12-bit intensities
outputting digit levels in the range 0-4096. By operating only a subset of the sensor’s
pixels, the camera could image particular regions of interest (ROIs) at higher resolutions
than the 5,400 fps at which the full sensor could be operated. The camera was unfiltered
such that the light emission recorded was dominated by Dα emission at a wavelength
of 656 nm. With the exception of the centre column which has a low surface area and
poloidal field coils P4 and P5 (see Figure 3.1a), there are no first wall surfaces close the
mid-plane plasma in MAST. Therefore significant releases of carbon from the walls in
the main chamber are unlikely and the assumption of dominant Dα emission should be
valid. The quantum efficiency of the sensor peaks around 640 nm, making the camera’s
sensitivity to Dα particularly high. A summary of the cameras operating parameters is
given in Table 3.2. Overall the Photron SA1.1 camera provided the highest resolution
and frame rate imaging capabilities of the full MAST plasma of any affordable camera
at that time. As shall become apparent in Chapter 4, the ability to image the full
height of the MAST plasma was vital properly constrain the inversion of the plasma
emission, while the high spatial resolution and frame rate facilitated measurements of
the filament’s sizes and the tracking of filaments across multiple frames.

3.2.1 Field of view

The camera was installed in both ‘main chamber’ and ‘divertor’ views as shown in Fig.
3.2a, although this work focusses on the ‘main chamber’ viewing geometry shown in
pink. In order to achieve the ∼10 µs time resolution needed to resolve filament motion

Parameter Value

Focal length, f 5.733 mm
Dynamic range, d 212 = 4096
Resolution, (nx × ny) 256× 160 pixels @ 100,000 fps
Pixel size, η 20 µm× 20 µm
Sensor size, η(nx × ny) 3.20 mm× 5.12 mm
Frame rate, ω 100 kHz
Exposure time, ε 3 µs
Shutter type Electronic global shutter

Table 3.2: Photron SA-1.1 camera specification .
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(a) (b)

Figure 3.2: a) Schematic of the field of view of the Photron SA-1 fast camera when
installed at the mid-plane or divertor. b) False colour image of a lower single null
MAST plasma, as viewed by the SA1 camera, with a CAD rendering of the MAST
vessel components overlaid. Figures modified from [68].

across several frames, the camera was operated at a frame rate of 100 kHz, requiring
the sensor to be sub-windowed to a 256× 160 pixel ROI, viewing one half of the MAST
plasma. Figure 3.2b shows a false colour image of a lower single null MAST plasma,
superimposed on a CAD rendering of the MAST vessel components. The edge of the
centre-column is visible on the left, while the P4 and P5 poloidal magnetic field coils
(see Figure 3.1a) and oval shaped ELM control coils are visible on the chamber wall.
A top down view of the camera’s location in the machine is given in Figure 3.3. The
camera was located 2.15 m from the centre of the machine and around 0.75 m from the
edge of the plasma. The poloidal plane perpendicular to the camera line of sight (blue
dotted line in Figure 3.3) was at a toroidal angle φ = 215◦, where the toroidal machine
coordinate φ is 0◦ at the start of the first octant and continues round clockwise. The
resulting spatial resolution at the tangency plane was around 5 mm. The camera was
operated with an integration time of 3 µs, which a separate study has shown to be
sufficiently short to avoid blurring of filaments at their typical velocities [51].

3.3 Camera spatial calibration

The 3D spatial coordinates of the scene observed by the camera is calibrated using the
Calcam code [194]. Calcam makes use of functionality in the OpenCV computer vision
library [195] to form a mathematical model that describes the mapping of real world
3D spatial coordinates to 2D image pixel coordinates.

The spatial calibration corresponds to a series of coordinate transformations, start-
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Figure 3.3: Top down schematic of MAST showing the field of view of the Photron
SA-1 fast camera mounted at the mid-plane. The camera and its sight lines are shown
in blue, and the plasma edge is shown in pink. The dotted blue line shows the tangency
plane where the camera line of sight is tangent to the toroidal magnetic field.

ing with a translation and a rotation to map the origin to the location of the camera
pupil and align the z-axis with the centre of the camera field of view. Next a perspective
projection is applied to scale the x and y coordinates by the inverse of the distance from
the camera pupil. An image distortion model is used to account for imperfections in the
lens optics, before the camera matrix, describing the focal length of the lens and the sen-
sor pixel size, is used to calculate the required image pixel coordinates. Details on the
implementation of each of these steps can be found in the OpenCV documentation [195].

Calcam accounts for radial (barrel and pincushion) distortions and tangential (wedge-
prism) distortions. Radial distortions arise from differences in the magnification of rays
passing through the centre and edges of a lens and can be increased by apertures in the
system. Barrel and pincushion distortions correspond to a decrease and an increase in
magnification outwards from the centre of the image respectively. Tangential distortion
arises from de-centring of optical components from the optical axis and leads to vertical
variation in the magnification of the image. More detail on the distortion model can
be found in [196]. Working with 1st order radial distortion coefficients has been found
to give the most robust results for this application, with rms (route-mean-square) fit
errors routinely less than 1 pixel.

The camera registration enables points and paths in real space to be cast onto the
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Figure 3.4: Mapping of point pairs between the 3D CAD model and an image from a
discharge in the Calcam GUI.

image plane of the camera. In this way, 3D magnetic equilibrium information can be
mapped onto the camera field of view in order to identify field aligned structures.

Figure 3.4 shows how the camera calibration is performed by matching clearly iden-
tifiable features in camera images with points on the MAST CAD model. Images taken
during bright events like sawtooth crashes and disruptions light up the walls well and so
typically make good calibration frames. Sharp corners are best for calibration points as
it is important to constrain both the radial and toroidal location well. For this reason
points on the centre column cannot be used in the calibration due to the uncertainty in
their toroidal location. It is generally difficult to produce clearly identifiable point pairs
in the top region of the machine. As a result the error in the spatial calibration can
be slightly more pronounced at the very top of the image. However, as shall be seen in
the next chapter, the analysis focusses on the central portion of the images where the
spatial calibration is well constrained.

3.4 Discharges analysed

Data from three MAST discharges with pulse numbers 29852, 29840 and 29023 are
analysed in this thesis. For these discharges, the camera was installed on the machine
and the data was collected by James Harrison. Overviews of the time evolution of the
main plasma parameters for each discharge are shown in Figure 3.5, while Table 3.3
summarises the properties of each discharge in more detail.

The majority of the data analysis uses visual camera data from MAST pulse 29852.
This was a double null L-mode discharge with 0.7 MW of Ohmic and 1.7 MW of NBI
heating power. The addition of NBI power made this a particularly bright L-mode
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Figure 3.5: Plasma current, Ip, Greenwald density fraction, ne/ne,GW , NBI power,
PNBI , edge safety factor, q95 and on-axis toroidal magnetic field strength Bφ for the
MAST discharges analysed in this work. Discharges 29852, 29840 and 29023 are indi-
cated in blue, orange and green respectively. Analysis time windows are indicated by
coloured bands of the same colours in the top panel.
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Parameter 29852 29840 29023
Operating regime L-mode Ohmic Ohmic
Magnetic configuration Double null Double null Double null
Major radius, Raxis [m] 0.9 0.91 0.94
Minor radius, a [m] 0.57 0.61 0.62
Triangularity (average), δ 0.39 0.46 0.4
Plasma current, Ip [kA] 570 420 415
Plasma density (separatrix), ne [×1019 m−3] 1.1 0.55 0.55
Plasma temperature (separatrix), Te [eV] 35 10 15
Collisionality (separatrix), ν∗ 13 77 34
NBI heating power, PNBI [MW] 1.7 0 0
Greenwald fraction, ne/nG 0.29 0.45 0.45
Molecular density at wall, n0 [×1019 m−3] 3.2 3.3 No data
Edge safety factor, q95 4.8 7.6 7.6
Toroidal magnetic field (on-axis), BT [T] -0.42 -0.40 -0.52

Table 3.3: Plasma parameters for the analysed discharges.

discharge, in which filaments could be easily resolved and the quality of the camera
data was particularly good. The camera analysis focused on the time window 0.20500-
0.24500 s, corresponding to movie frame numbers 10500-14500.

During the current flat top the plasma current was Ip ≈ 0.56 MA, with the EFIT++
magnetic equilibrium reconstruction code locating the outer mid-plane separatrix at
Rsep ≈ 1.365 m and giving an edge safety factor, q95, of 4.8. The toroidal field strength
was BT = −0.42 T. The magnetic flux surfaces from EFIT reconstructions of this and
two other discharges (discussed shortly) are shown in Figure 3.6.

Figure 3.7 shows the edge density and temperature profiles measured by the high
resolution Thomson scattering (HRTS) system. These measurements indicate the sep-
aratrix electron temperature, Te, was around 35 eV and the separatrix density, n, was
around 1.2× 1019 m3. These values correspond to an edge collisionality of ∼13, indi-
cating the plasma was weakly in the conduction limited regime. The molecular density
at the vessel walls was estimated to be ∼3.2× 1019 m−3, while the ionisation mean free
path for neutrals in the SOL was estimated to be around ∼30 cm [99]. Small sawtooth
oscillations were present during the discharge, with a period of ∼8 ms, but the analysis
of the filaments was performed during quiescent periods between the crashes.

In Chapter 6 a comparison between the camera and conventional Langmuir probe
analysis techniques is performed. Unfortunately, due to the limited number of discharges
in MAST’s M9 campaign for which the fast camera was operating on the machine
and delays in the operation of MAST-U, there were no experiments with simultaneous
camera and reciprocating probe measurements. As a result the comparison was made
between two separate discharges with very similar operating parameters.

The camera analysis was performed on MAST discharge 29840 and the reciprocating
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Figure 3.6: Poloidal cross sections of the plasma equilibria during the analysis time
windows for the three discharges analysed here (left 29852, centre 29840, right 29023).
The location of the reciprocating probe at the outboard mid-plane is indicated by the
orange rectangle in the right most panel. Contours show the normalised poloidal flux,
ψN , which is defined as 0 on the magnetic axis (yellow) and 1 at the separatrix. The
separatrices are shown in red.

Langmuir probe analysis on discharge 29023, both of which were ohmic, L-mode, double
null plasmas with a flat top plasma current of 420 kA and a line averaged plasma density
of 4 × 1019 m−3, corresponding to a Greenwald fraction of 0.50. The Langmuir probe
data was collected by Scott Allen.

The magnetic equilibrium reconstruction places the separatrix aroundRsep ≈ 1.54 m
in both discharges. The location of the reciprocating probe at the outboard mid-plane
(Z = 0) is indicated in orange in the right most panel of Figure 3.6. The HRTS measure-
ments in Figure 3.7 show the separatrix neutral densities were both n ≈ 0.55×1019 m3,
while the separatrix electron temperatures were around Te ≈ 10-15 eV. These mea-
surements indicate the edge collisionality was around ν∗∼75 and ν∗∼35 for discharges
29840 and 29023 respectively, indicating these plasmas were also in the conduction
limited regime.

The only significant difference between the two discharges was a 30% lower toroidal
field of -0.39 T in discharge 29840, although at the times of the analyses, both discharges
edge safety factors were 7.6, so that their edge magnetic geometries and thus connection
lengths where very similar.

The camera analysis was performed over the time range 0.1600-0.2500 s during the
plasma current flat top, corresponding to the movie frame number range 6000-14998.
The probe reciprocation occurred over a 350 ms time window also during the plasma
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Figure 3.7: Edge Thomson scattering measurements of density (top) and temperature
(bottom) as a function of normalised magnetic flux, ψN for discharges 29852, 29840 and
29023. The separatrix is located at ψN = 1 .
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Figure 3.8: a) Position of reciprocating probe head during the reciprocation in discharge
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the separatrix and the corresponding radial variation of the probe head over this time.
b) Ion saturation current signal over the 10 ms time window around the separatrix. The
mean and successive multiples of the standard deviation of the signal are indicated by
horizontal dashed lines.

flat top, centred around t = 0.287 s and traversed to the separatrix from a distance
of around 15 cm. A range of analysis was performed over the specific time window
0.282-0.292s for which the probe head was within ∼1 cm of the separatrix. The analysis
was performed on the RCP’s ion saturation current signal which had a sample rate of
500 kHz. Figure 3.8a) shows the radial location of the probe during its reciprocation
and the time window over which measurements within ±1 cm of the separatrix were
made. Figure 3.8a) shows the Isat signal over this time window.



Chapter 4

The Elzar camera inversion
technique

4.1 Introduction

In this chapter, we describe a new analysis technique that is used to identify and track
filaments in fast camera data. The fast camera data contains a great wealth of valuable
information about the filaments. However the complexity of the 3D information in
the 2D images makes its analysis challenging. First, an overview of the assumptions on
which the technique is based is given. This is followed by the procedure for mapping the
light emission in the camera images to a field aligned basis set at the mid-plane, starting
with the pre-processing steps applied to the images before describing the tomographic
inversion procedure. Once the data have been inverted the filaments are located and
analysed using the watershed algorithm (to be discussed later) to extract their positions,
sizes and amplitudes. Finally, a tracking algorithm is described to follow the filaments
between successive frames and measure their radial and toroidal velocities and lifetimes.

4.2 Camera tomographic inversion technique

The purpose of the camera analysis technique presented here is to take as inputs 1)
camera images, 2) a camera spatial calibration and 3) a magnetic equilibrium description
and return the values at the mid-plane of the positions, widths and amplitudes of
filaments within the frames. To do this, we wish to map the complex 3D information in
the camera images to a simplified plane of emission in which the filaments can be readily
identified and analysed. This class of problems falls under the field of tomography.

Tomographic inversion problems are encountered in the analysis of other tokamak
diagnostic data such as soft-X-ray imaging [197–199], bolometry [200–202], spectral
imaging [203,204] and linear plasma imaging [205].

Diagnostics that have overlapping views of the emission field from several different
directions, such as bolometer diagnostics, can make use of the Radon transform [206].

77
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In applications where only a single field of view is available, as is the case with a single
camera view, Abel inversion based techniques are widely used [206].

The Abel inversion can be used to reconstruct axially symmetric emission profiles
corresponding to circularly symmetric 2D emission functions f(r), where r is the minor
radius. Then the Abel transform, F (y), describing the line integrated 1D projection
along a ray with closest distance, y, from the symmetry axis (r = 0) is given by [207]:

F (y) = 2

∫ ∞
y

f(r)r√
r2 − y2

dr. (4.1)

Under the assumption f(r) drops to zero more rapidly than 1/r, the emission func-
tion can be recovered from an experimental measurement of F (y) via the inverse Abel
transform [207]:

f(r) = − 1

π

∫ ∞
r

dF

dy

dy√
y2 − r2

. (4.2)

By mapping magnetic flux coordinates onto cylindrical coordinates [208], the Abel in-
version can be generalised to non-circularly symmetric flux functions in the poloidal
plane.

Unfortunately, the 3D emission from plasma filaments that we wish to reconstruct
does not meet the symmetry requirements for application of the Abel inversion for two
reasons. Firstly, the helical emission from a filament cannot be mapped onto a flux func-
tion f(r), parametrised by a single radial coordinate. Secondly, filamentary emission is
not toroidally symmetric i.e. the emission in all poloidal planes cannot be described by
a single 2D poloidal emission function. Instead we exploit the helical symmetry of the
magnetic field that the filaments conform to. As the filaments are highly aligned to the
magnetic field due to the efficiency with which the plasma propagates along field lines,
the symmetry of the system parallel to the magnetic field can be utilised.

The technique presented here operates by using information about the magnetic
geometry to reconstruct the 3D intensity information present in the 2D camera images
onto the horizontal R-Rφ plane at the mid-plane (Z = 0), where R is major radius, φ is
the angular toroidal position and Z is the vertical machine coordinate. Rφ is the toroidal
arc length at the outer mid-plane and is used in place of φ as the toroidal coordinate, so
that both dimensions have units of length, from which meaningful filament dimensions
can be found. Due to the so called ‘barbers pole effect’ [209, 210] a parametrisation of
uniform field lines in φ is also equivalent to a parametrisation in poloidal angle, θ.

The code used to perform the tomographic inversion and identify filaments in the
camera images has been named Elzar †.

The rest of this chapter proceeds with an overview of the assumptions on which
the analysis technique is based, before describing the implementation of the technique,

†The name Elzar was chosen in reference to the spice-weasel background subtraction algorithm
developed by Ben Dudson [47] that it utilises.



4.2. CAMERA TOMOGRAPHIC INVERSION TECHNIQUE 79

starting with pre-processing of the camera images, followed by the inversion of the
camera data and ending with the identification of filaments within the inverted data.

4.2.1 Overview of assumptions

Two central assumptions about the nature of filaments are made in order to progress in
interpreting the camera images:

1. Filaments are assumed to be well aligned to the background magnetic field which
can be calculated via magnetic equilibrium reconstruction.

2. The light emission from a filament is treated as being constant in the direction
parallel to the magnetic field.

The first of these assumptions is to be expected given the magnitude of parallel
transport relative to perpendicular transport, which quickly spreads blobs of plasma
along field lines. Furthermore, it is justified by a large base of experimental data from
MAST [97] alongside other tokamaks [69,125].

The second assumption contains two factors. First, filaments are assumed to be
homogeneous along magnetic field lines in the camera field of view. This is justified a
posteriori by observation of the fact that filaments are always observed to span the entire
length of field lines within the camera’s view. While some apparent parallel variation in
light emission is observed, it is many times weaker than the cross-field variation. This
is expected, as parallel transport is very efficient on the relevant time scales and so will
tend to smooth out differences along field lines. In the absence of a precise description
of the parallel variation of the filaments, treating them as homogeneous is sufficient for
us to proceed. The second factor is the assumption that the neutral density in MAST
remains homogeneous along the length of the filament. This is motivated by the open
vessel design of MAST which leads to homogenous neutral distributions away from the
divertor [189]. While this assumption breaks down close to the divertor surface, we are
only concerned with the part of the filaments that extends between the X-points, as
below the X-point the filaments are heavily distorted by the magnetic shear.

In principle, both of these assumptions could be relaxed through suitable modifica-
tions to the technique. However, the complexity this introduces was not deemed to be
worthwhile at this stage.

Combining the two assumptions above, the filament structures observed in fast
camera images can be formed by a linear superposition of images of uniformly emit-
ting field-lines from the equilibrium magnetic field, cast onto the camera field of view.
The matrix of camera pixel intensities forming the camera image, I, can therefore be
expressed as a weighted sum of basis images of uniformly emitting field lines, Ibasis:

I =

N∑
j=0

εjIbasis,j (4.3)
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where εj describes the relative contribution of the jth field line basis image to the
camera image. The summation is valid due to the edge plasma being optically thin to
visible radiation [206]. Equation 4.3 represents the mapping of the information in the
camera images between a pixel basis set and a field line basis set. All the information
required to construct the field line basis set is contained in the magnetic equilibrium
data and the camera calibration that describes how emission from 3D point sources are
mapped to pixels on the camera sensor. We wish to convert the many non-local line
integrated measurements from each pixel in the camera image into an estimate of the
local plasma emissivity. The expression of the camera information in the field aligned
basis set facilitates the identification of filaments, since field aligned plasma structures
appear as blob-like clusters of high intensity field lines in 2D plots of εj . By analysing
the regions of enhanced emissivity present in εj , the filaments’ sizes and locations can
be deduced in a similar way as for poloidal intensity distributions produced by GPI or
BES diagnostics. Therefore, the vector of field line basis weightings, εj , containing the
filament information is the quantity that we seek to calculate.

4.2.2 Image pre-processing

A series of pre-processing steps are applied to the camera images before the data are
inverted. The pre-processing technique is motivated by the fact that filaments in the
SOL represent positive density perturbations on top of a background, so that perturba-
tions in the light emission are also positive. Therefore, we define the background as the
minimum in the signal over time. Thus a background subtraction technique is applied
to the movie to remove the low-frequency background component of the light emission
and extract just the fluctuating part containing the filaments. This step is necessary
to avoid the filaments being washed out by background light emission in the SOL and
prevent first wall structures confounding the analysis.

The background calculation, which follows in a similar manner to that described by
Dudson [47], is achieved by taking the pixel-wise minimum in the light intensity over a
set of N frames that preceded the frame of interest in time,

I
(n)
bg,i = min

({
I

(k)
i

∣∣∣n−N < k ≤ n
})

, (4.4)

where I(n)
bg,i is the background intensity of the ith pixel for frame n and I

(k)
i is the

intensity of the ith pixel in image k. Typically N is set to 10, corresponding to taking
the minimum in intensity over a 0.1 ms time window preceding the frame of interest.
This technique has previously been applied in Refs. 47, 51, 96, 97 and discussion of the
validity of the technique can be found therein.

Other background calculations were considered by instead taking the background
as represented by either the mean, median or the low frequency component of the total
emission extracted from a pixel-wise FFT. In the first two cases, this led to non-physical
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negative perturbations in the SOL, which could not be reconciled with Langmuir probe
measurements [67]. The latter performed similarly to the minimum technique, however
the calculation was considerably slower, so the minimum based background subtraction
was adopted.

Following background subtraction, a bi-lateral median filter [211] is applied, which
is a gradient preserving noise removal method. This filter corresponds to taking the
median of each pixel and its neighbours of similar intensity and is implemented in
OpenCV. For this application a 5 × 5 neighbourhood of pixels is typically considered.
The similarity of the neighbouring pixels is assessed by a Gaussian ‘similarity’ function
that enables the filter to preserve sharp edges by excluding pixels with very different
values, such as occur one side of edge features. The reduced dynamic range resulting
from the background subtraction amplifies the relative contribution of the shot noise
to the image, making noise removal particularly useful. The noise removal is followed
by a Gaussian de-blur [212] which helps to re-sharpen the image after the smoothing of
the noise removal. This is implemented through the weighted subtraction of the image
convolved with a Gaussian kernel:

I ′ = (1 + w)I − wI ∗G , (4.5)

where I ′ is the de-blured image, w is the weighting of the de-blur operation (typically
0.5 here) and G is a matrix describing a set of 2D Gaussian weights given by

G(x, y) =
1

2πσ2
exp

(
−x

2 + y2

2σ2

)
, (4.6)

where x and y are pixel coordinates and σ is the symmetric Gaussian width (typically
set to the kernel size of σ = 15). The OpenCV implementation of the Gaussian blur
function is used here.

These two filters, while not vital elements of the technique like the background
subtraction, have been found to effectively reduce the propagation of noise through the
analysis. They are particularly useful for working directly with the partially inverted
moment matrix data that does not benefit from regularisation, which will be discussed
in the next section. Figure 4.1 shows an example of an image with each of the pre-
processing techniques described in this section applied in turn.

4.2.3 Tomographic inversion

The next stage of analysis is an inversion of the signal (as results from the previous
three stages of pre-processing) onto real space coordinates. In order to perform the
tomographic inversion of the camera data, a set of basis field line images are first
produced. These are created by projecting magnetic field line trajectories onto the
camera image plane. The field lines are traced using a 4th order Runge-Kutta integrator
built into the UKAEA pyEquilibrium python package, with the magnetic field structure
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Figure 4.1: a) Raw image from MAST shot 29841 at 0.22424s. b) Background sub-
tracted image using 10 frames prior to the desired frame to construct a background. c)
Application of the bi-lateral median filter. d) Application of a Gaussian de-blurr.

provided by an EFIT++ [213, 214] kinetic equilibrium reconstruction. EFIT++ solves
the Grad-Shafranov equation for a 2D magnetic equilibrium in an axisymmetric torus,
giving the toroidal and poloidal flux functions from which the toroidal and poloidal
magnetic fields are calculated. The field lines are parametrised by their launch positions
at the mid-plane (R,Rφ), about a central toroidal angle φ0. The field lines are followed
for one toroidal rotation, so that they only enter the camera field of view once. The
tracing is typically performed in parallel steps of 5 mm, in order to ensure that each
pixel along the length of the field line is sampled. The spatial calibration of the camera
from Calcam is used to project the 3D coordinates describing the points along the field
lines onto 2D pixel coordinates in the camera image plane, according to the camera
field of view and distortion model. With the pixels imaging each relevant field line
identified, this information is used to produce an image of each field line, accounting
for the inverse square reduction in intensity with distance from the camera pupil and
volumetric line of sight integration effects. An example of a field line basis image is
given in Figure 4.2a). Summing a collection of similar localised field line basis images
according to Equation 4.3 results in the image of the uniformly emitting filamentary
flux tube in Figure 4.2b). Note that the flux tube is fainter at the top of the image due
to fanning of the field lines and consequent stretching of the flux tube’s cross section as
the field lines get closer to the X-point. This results in the observed drop in emission
which is also seen in experimental images.

Field lines are traced for a regular grid of launch positions in the R-Rφ plane, so
that the set of points along all the field lines describe a volume of the SOL that is
visible in the camera field of view. It is important to note that, while each magnetic
line is distinct in 3D, once they are projected onto the camera’s 2D image plane, many
of the field lines overlap in the camera’s field of view so that they are no longer unique
(i.e. they share common pixels). Therefore, the field line basis set is not orthogonal,
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a) b)

Figure 4.2: a) Example of a basis field line image used to construct the background
subtracted camera images. The flattened basis image forms a single column of the
geometry matrix Gij (see Equation 4.7). b) Emission from a bundle of field lines with
emission amplitudes, εj , given by a 2D Gaussian in the toroidal plane.

such that 〈Ibasis,i · Ibasis,j〉 6= 0. This 2D grid determines the resolution of the image of
the inverted field aligned emission, ε. Figure 4.3 illustrates the relation between image
plane and the inverted emission plane onto which the camera data are mapped. Note
that due to the narrow radial width of the SOL the toroidal extent of the inversion
domain of 120 cm is much greater than the radial extent of 18.4 cm. In real, space the
inversion domain takes the form of a curved trapezoidal plane, although for simplicity
it is represented as rectangular in Figure 4.3a).

Figure 4.4 illustrates the geometry of the inversion domain further by re-projecting
the emission at the mid-plane, obtained from the inversion technique, along field lines
onto a series of a) toroidal and b) poloidal planes. The red field lines mark the bounding
corners of the inversion domain. The central toroidal plane shows the original inversion
at the mid-plane, while the planes above and below show the re-mapped emission. The
mappings of emission to poloidal planes are reminiscent of the data produced by GPI
and BES diagnostics, although covering a much larger region of the SOL.

The inversion problem can be rigorously described if it is cast into linear algebra.
The camera image can be thought of as a matrix of pixel intensities with dimensions
m × n. This matrix can be collapsed into a single contiguous image vector, I, with
elements Ii, and dimensions mn× 1 (i = 1, 2, . . . ,mn). For the images from the SA1.1
camera with which we are concerned, m and n are given by the camera resolution,
m× n = 256× 160, so that I is a vector of mn = 40960 pixel intensities. Likewise, the
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(a)

(b)

Figure 4.3: a) An experimental camera frame from MAST shot 29852, with the pre-
processing described in §4.2.2 applied. b) Inversion calculated using the frame in a).
The inversion in b) is also superimposed on the frame in a) to illustrate the (R,φ)
mid-plane coordinate system.

result of the inversion describing the field aligned emission in the toroidal plane with
dimensions p × q can be flattened into a vector, ε, with elements εj and dimensions
pq × 1, equal to the number of field lines in our emission basis (j = 1, 2, . . . , pq). Then
we can compose a geometry matrix,

Gij = [I
(0)
basis, I

(1)
basis, . . . , I

(pq−1)
basis , I

(pq)
basis], (4.7)

where the column vectors, I(j)
basis, correspond to the flattened basis field line images (see

example image in Figure 4.2a)). Here, Gij represents the element from the ith row and
jth column of matrix G. The resulting geometry matrix, Gij , has dimensions mn× pq
and contains all the necessary information about the magnetic equilibrium structure
and camera viewing geometry.

It has been found empirically that to be able to represent a mid-plane camera image
with a basis of field-lines in this manner requires a well resolved grid, typically with a
radial spacing . 4 mm and a toroidal spacing . 0.2◦. For the work presented here, the
resolution of the inversion is typically of the order p× q = 47× 123, corresponding to
a total of pq = 5, 781 distinct field lines in the basis. Further details on the choice of
inversion resolution will be discussed later.

Equation 4.3 can now be expressed in matrix format, so that the intensity of an indi-
vidual pixel in the camera image can be written as the sum of the intensities associated
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(a) (b)

Figure 4.4: Illustration of the domain of the inversion by mapping intensities along field
lines to a series of a) toroidal planes and b) poloidal planes. The red field lines mark
the bounding corners of the inversion domain.

with the field line basis vectors composing the columns of G according to:

Ii︸︷︷︸
mn×1

= Gij︸︷︷︸
mn×pq

εj︸︷︷︸
pq×1

,
(4.8)

where the Einstein summation convention is used to represent sums over common in-
dices. The basis field line image in Figure 4.2a) can now be thought of as forming
a column of G. The image in 4.2b) results from the product of G with an assigned
(rather than measured) emission vector describing a 2D Gaussian emission profile in
the toroidal plane.

Once the matrix G has been computed it can be applied to describe any number
of frames for which the magnetic equilibrium is not changing much. Experimentally,
it typically takes more than 500 µs for the separatrix to move by more than ∼1 cm.
Hence a given geometry matrix can normally be used for at least 50 consecutive frames.

Equation 4.8 represents an overdetermined system of nm linear equations in pq

unknowns, 40960 ≈ mn 	 pq ≈ 5781, so that Gij contains more information than just
that needed to construct εj . As Gij is not square, it does not have a true inverse, so
we cannot invert Gij directly to solve Equation 4.8 for εj . Two factors limit the size
of the field line basis set, such that this problem cannot be overcome by simply using
a larger basis of 40960 in order to make G square. First, increasing the size of the
geometry matrix increases the computational cost of calculating its inverse. Since we
wish to calculate inversions for many thousands of camera frames, this computational
cost should not be too large. Secondly, the camera resolution, magnetic geometry
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and viewing geometry are such that as the size of G is increased further, many of
the additional basis field line images are either degenerate, or contain little additional
information constraining the inversion (i.e. additional field lines are either outside of
the camera’s field of view or are so close to each other that the field lines cross the
same pixels in the camera image). Therefore, a square 40960 × 40960 geometry would
be both large and singular due to the linear dependency of its columns. Therefore, the
system has no unique solution and we instead take an ordinary least squares approach
to finding the ‘best’ value of the inverted emission vector ε̂ that minimises the sum
of the quadratic difference between the true camera image and the field aligned basis
description of the image:

ε̂ = argmin
ε

∥∥Gε− I
∥∥2
, (4.9)

where ‘argmin
ε

’ is the operator returning the value of ε that minimises its argument.

This minimization problem has a unique solution, provided none of the field line basis
images are degenerate, so that the columns I

(j)
basis of G are linearly independent. The

ordinary least squares solution is then given by the one-sided left inverse [215]:

ε̂ = (GTG)−1GT I

= H−1GT I

= H−1E,

(4.10)

where GT represents the transpose of G, H = GTG is termed the Gramian matrix of
G [216] and E = GT I is the moment matrix. This is an example of the More-Penrose
pseudo-inverse for a matrix of full rank. Given that H is square, it has a true inverse,
H−1, satisfying HH−1 = I, where I is the identity matrix (not to be confused with the
image vector I). Thus the problem of finding ε̂ has been reformulated to involve the
inversion of a square matrix, H.

As in all ill-posed problems, the transformation represented by our geometry matrix
has a ‘smoothing’ effect on the 3D emission information, so that the reverse process,
represented by the inverse matrix, will tend to have the opposite effect and amplify any
high-frequency components in the emission, as described in [217]. Therefore, random
noise lacking correlation between neighbouring pixels is prone to amplification, to the
extent that it can overwhelm the required solution. Therefore, regularisation schemes
are widely applied in these situations that impose further constraints on the solution
[206], effectively damping high frequency components of the solution, which is equivalent
to truncating the singular value expansion (SVE) of the matrix before the small singular
values start to dominate [217]. Regularisation supplements the system described by
Equation 4.9 with additional a priori information about the smoothness, entropy, or
probability distribution of the solution. This additional information is supplied through
a regularisation function O(ε).
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Figure 4.5: Comparison of the inverted emission profiles, ε̂, produced using different
inversion algorithms to calculate the inverse of H. Each algorithm has been applied
to the same experimental camera 6043 from MAST discharge 29852. The first four
algorithms have been applied with Laplacian regularisation of equal strength, with the
MP algorithm has applied smoothing through truncation of the set of singular values
in the SVD of H.

The general expression for the constrained optimisation of a system using Phillips-
Tikhonov regularization is

ε̂ = argmin
ε

(∥∥Gε− I
∥∥2

+ λO(ε)
)
, (4.11)

where λ is the regularisation parameter that sets the strength of the regularisation
condition, and whose optimal value depends on the level of noise in the system. The
value of the regularisation parameter is chosen as a compromise between propagation
of the errors in the data and over-smoothing of the data.

For λ → 0 the solution depends primarily on the data and Equation 4.11 reduces
to equation 4.9, while for very noisy systems for which λ is set to large values, the
solution depends heavily on the regularisation condition. Many options for O(ε) exist,
including linear (i.e. norm, gradient, Laplacian), maximum entropy and minimum
Fisher information functionals [218].

As the density field in the SOL is a smoothly varying quantity, we apply Laplacian
regularisation, with O = ∆T∆, where ∆ represents the finite difference representation
of the Laplacian operator. This minimises the curvature of the solution ensuring that
the resulting emission is smoothly varying and provides the constraint needed to identify
a unique solution.



88 CHAPTER 4. THE ELZAR CAMERA INVERSION TECHNIQUE

Inversion
technique

Frame inversion
time [s] Implementation Parameters

SART 29 Implementation of
Ref. 219 in Python

λ = 5× 10−2, niter = 400

QR 53 numpy.linalg.qr λ = 5× 10−2

MP 118 numpy.linalg.pinv λ = 0, rcond = 3× 10−2

SVD 227 numpy.linalg.svd λ = 5× 10−2, rcond = 0
NNLS 952 scipy.optimize.nnls λ = 5× 10−2

Table 4.1: Timings and implementations of the different inversion algorithms compared
in Figure 4.5.

A range of algorithms exist that can be applied to the calculation of the inverse
of H. Figure 4.5 compares results from using five different numerical inversion algo-
rithms: a) non-negative simultaneous algebraic reconstruction (SART), b) QR fac-
torisation (QR) [220], c) non-negative least squares (NNLS) [221], d) singular value
decomposition (SVD) [222] and e) More-Penrose pseudo-inverse (MP) [223]. The tim-
ings and implementations of each algorithm are given in Table 4.1. Each algorithm,
with the exception of MP, has been applied with Laplacian regularisation to constrain
the solutions, while the MP algorithm applies SVD without regularisation, but instead
truncates the singular values in the expansion of H at a threshold, rcond.

As can be seen from the timings of each algorithm listed in Table 4.1, the SART
algorithm is the fastest, whilst producing qualitatively similar results to the QR and
NNLS algorithms. Furthermore, a qualitative assessment of the emission structures
produced by the algorithms, found the SART algorithm produced inversions from which
the filaments in the camera images could most consistently be identified. For these
reasons, together with the robustness of the algorithm to noise in the camera data, the
non-negative SART algorithm was selected for subsequent analysis.

The constrained SART algorithm used here is a python implementation of the C-
SART algorithm described in [219], with the addition of a threshold non-negativity
constraint at each iteration of the algorithm. This constraint was added to avoid un-
physical negative emission in the inversion solution and is the simplest non-negativity
constraint discussed in Ref. 224. The emission of the jth field line on the kth iteration
of the SART algorithm is given by [219],

ε̂
(k)
j = ε

(k−1)
j +

ω

G⊕j

mn∑
i=1

Gij
Gi⊕

(
Ii −Gijε(k−1)

j

)
, (4.12)

where the relaxation parameter 0 < ω < 2 controlling the speed of convergence is
typically set to 1, and G⊕j =

∑mn
i=0Gij and Gi⊕ =

∑pq
j=0Gij are the column and row

sums of G respectively. The algorithm typically converges after 300-400 iterations. This
generally corresponds to less than a minute per frame.

In the absence of regularisation or truncation of the SVD expansion, both approaches
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Figure 4.6: a) Pre-processed experimental camera frame from MAST shot 29852 with
field lines superimposed marking the centres of the detected filaments. b) Emissivity
data from the moment matrix E . The range of toroidal angles covered by the inversion
domain is indicated. c) Inverted field aligned emissivity represented by ε̂. Coloured
ellipses indicate the filaments projected on the frame images. The white dashed rect-
angle indicates the analysis region which avoids boundary effects and the white vertical
dashed line shows the location of the separatrix. d) Re-projection of the emissivity data
in c). The red line indicates the inversion plane from which the emission is projected
along field lines.

are swamped by high frequency noise and no filamentary structures can be resolved.
While the regularisation overcomes this, a consequence is that genuine small scale struc-
tures with scale lengths of the order of the analysis grid resolution will be suppressed as
well as the noise. Therefore, filaments with widths below ∼ 5 mm will not be reliably
reproduced. The strength of the regularisation parameter, λ, was tuned empirically so
as to avoid spurious sharp banding patterns in ε̂ resulting from noise, while avoiding
over smoothing of the large scale physical structures in the inversion.

4.2.4 Example application of the inversion algorithm

We now present an example of how the technique is applied to the inversion of experi-
mental camera data from MAST. Figure 4.6 illustrates the two main calculation steps
in the inversion process, along with a re-projection of the inversion output back onto
the camera field of view. Figure 4.6a) shows an experimental background subtracted
camera image from MAST discharge 29852 which is to be inverted. In the next panel,
Figure 4.6b) shows the intensities in the moment matrix, E , resulting from the product
of the transpose of the geometry matrix with the image vector produced by flattening
the image in Figure 4.6a). The range of toroidal angles spanned by the inversion domain
are also shown in white. It is worth noting at this point that the moment matrix is
very inexpensive to compute, but is itself an approximation of ε̂. The structure of the
moment matrix is discussed further in the next section. Figure 4.6c) shows the inversion
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resulting from the application of the SART algorithm to solve Equation 4.11. A num-
ber of bright blobs of field aligned emission are visible corresponding to filaments in the
camera image. These structures are identified and measured using the filament identifi-
cation algorithm described shortly, with the resulting detections indicated by coloured
ellipses. Finally, Figure 4.6d) shows the re-projection of the information captured in ε̂

back onto the camera field of view. The red line bounds the inversion plane in which
the emission is mapped.

The re-projection is produced by taking the product of the geometry matrix with
the inverted emission vector. This process will be discussed further in the next chapter
in relation to the generation of synthetic camera images. The re-projection is useful for
interpreting the inversion information and comparing how effectively the structures in
the original camera image are reproduced. It also helpful for understanding the portion
of the camera image spanned by the field lines in the inversion domain (also refer back
to Figure 4.4). Field lines at the centres of the detected filament ellipses in Figure 4.6c)
are over-plotted in Figures 4.6a) and 4.6d) in the same colours. This makes it possible
to identify which structures in the camera images are responsible for the structures
in the inversion. The identified structures align well with the filaments visible in the
camera image, giving a visual indication of the quality of the detections.

The design choice to analyse a subset of the toroidal domain is motivated by the
large computational gains that can be made by making the geometry matrix smaller.
This reduces the size of the geometry matrix by around an order of magnitude, leading
to a significant gain in computation time. Given many of the field lines excluded from
the analysis domain are either outside the field of view of the camera, are only partially
visible or are in regions of the image where the filaments are poorly resolved, minimal
useful information is lost, while information about the most readily observable filaments
is retained.

The chosen analysis domain focuses on the foreground filaments. This is because
these filaments are closest to the camera so their widths and positions can be best
resolved. Filaments in the background of the camera view can be only a few pixels
across, so only their toroidal positions can be well constrained. The field lines at the
top and bottom of the images are excluded from the analysis domain since only short
portions of them are in the field of view of the camera, so that the properties of the
filaments there cannot be well constrained either. Furthermore, the regions close to
the divertors suffer from further complicated factors such as shearing of the filament
cross sections, limited magnetic field pitch, reduced camera registration accuracy and
stronger neutral density variation. Therefore, at least at this stage, analysis of filaments
whose visible portions are located in the divertor regions is avoided.

While the background filaments do not fall within the analysis domain, they do
overlap with the foreground filaments we wish to measure. However, they are near-
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perpendicular to the foreground filaments so that their contribution to the intensity is
similar for all foreground field lines. Therefore, to first order, the additional intensity
from background filaments appears as a background offset in the foreground filament
intensities and does not significantly impact the analysis of the foreground filaments.
This is discussed further in the next chapter.

A consequence of the reduced inversion domain is that, at its boundaries where
there is a sharp cut off in the basis, the SART algorithm struggles to distribute emission
correctly. This results in a commonly observed artefact where excess emission is placed
at the borders of the inversion domain, particularly in the far SOL. For this reason,
filament detection is only applied to structures with centres within the region defined
by the dotted white border box in Figure 4.6c).

4.2.5 Artefacts in the reconstructed emission

Insight into artefacts in the reconstructed emission can be gained by considering the
structures present in the moment matrix, shown in Figure 4.6b). The moment matrix
gives the sum total emission in the camera image along each field line in the basis.
Therefore emission from a single pixel in the image contributes equally to each field
line that intersects that pixel in the camera field of view. This inconsistent ‘double
counting’ of emission leads to the spreading of emission from the true origin of the
emission to all intersecting field lines, leading to distortion artefacts. By contrast, the
least squares solution attempts to self-consistently distribute the emission amongst the
field lines such that it is only placed on a given field line if no other linear combination of
basis field lines better reproduces the emission pattern in the camera image. Therefore,
any remaining artefacts from line of sight effects in the inverted emission, originate in
stronger forms in the moment matrix. The geometry of the field lines resulting from the
smoothly varying magnetic equilibrium means that overlap of field lines in the camera
field of view tends to be greatest for field lines that are spatially close to one another.
Therefore, the moment matrix captures the main structural features of the inversion
solution, but these structures are distorted over smaller length scales by the inter-field
line dependencies, resulting in banding and blurring in E . Some examples of banding
artefacts in the moment matrix are indicated with dotted lines in Figure 4.6b).

Due to the narrow width of the SOL, the variation in magnetic field and thus pitch
angle across the radial extent of the inversion domain is rather small. Therefore, the
geometry of the basis field lines varies slowly in the radial direction, with the conse-
quence that there are a significant number of common pixels in radially adjacent basis
field line images. The field lines in close radial proximity to a filament can therefore
have raised emission along a portion of their length even if the field line as a whole does
not properly align with the filament. This explains why many of the banding structures
are predominantly radial in nature. We term these bands extending outward from the
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Figure 4.7: Illustration of the origin of ‘ghost’ filaments. The blue and green lines
represent central field lines of true filaments that overlap in the line of sight of the
camera. The red and orange dashed lines represent alternative magnetic field lines in
the geometry matrix that do not correspond to the filaments, but that when projected
onto the camera sensor, overlap with significant portions of the blue and green filaments
(i.e. have many common pixels). Therefore, the red and orange dashed lines have high
average intensities in camera images whenever filaments are present on the blue and
green field lines. Thus, the red and orange dashed lines present as spurious ‘ghost’
filaments.

filaments the ‘shadows’ of the filaments, in the sense that the filaments ‘cast’ emission
onto their neighbouring field lines.

While these shadows are heavily attenuated in the inverted emission, some remanent
of them remains. Mathematically the shadows correspond to basis columns of the ge-
ometry matrix that are close to being degenerate, contributing to the poor conditioning
of G. The most direct consequence of the shadows is that they broaden the emission
from the filaments, so that their widths will generally be overestimated. However, they
also have a second important consequence, arising from the fact that some basis field
lines can be weakly approximated by the linear combination of more spatially separated
field lines. This is illustrated in Figure 4.7 where the flux tubes represented by the
red and orange dashed lines overlap with significant portions of the blue and green flux
tubes. Therefore, when filaments lie along the blue and green flux tubes, the average
emission along the length of the red and orange flux tubes will also be high, despite
there being little genuine localised emission along those field lines. This leads to sec-
ondary regions of enhanced emission in the inversion, that have the same appearance as
filaments. These spurious filament structures we term ‘ghost’ filaments. In the emission
plots these ghost filaments occur where the shadows of multiple parent filament overlap
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to form new local maxima in intensity.
The ghost filaments typically occur at toroidal positions intermediate to the parent

filaments, but at lower or higher radial positions, corresponding to positions in the
emission plane where the shadows overlap, forming an X-like structure.

Bright spots in the camera images, typically occurring above the mid-plane where
sections of field lines are nearly tangential to the camera field of view, can lead to further
enlarging of a filament’s shadow in both the radial and toroidal directions by raising the
average intensities of all field lines that pass through the bright spot. Such filaments
are particularly susceptible to producing ghost filaments.

The green filament in Fig. 4.6 is an example of a ghost filament arising from the
overlapping of sections of the red and blue filaments in the camera line of sight.

4.2.6 Alternative approach to the camera analysis

In the moment matrix discussed until this point, the emission of each field line is given
by the sum of the intensities along the field line and it therefore represents the average
properties of the emission along the field line. However, a completely different approach
to the analysis of the camera data is possible. Indeed, knowing how a given field line
projects on the camera image, we can identify how the emission changes along it by
tracking down the intensity on each pixel belonging to the said field line. This produces
the possibility to investigate different statistical moments of the intensity distribution
along the field lines and therefore acquire additional information. By doing this, we
have dropped the assumption that the emission is homogeneous along the field lines,
which was essential in the original inversion technique that we have discussed so far. If
instead of taking the matrix product of GT with I, we take the element-wise product
we produce a ‘weighted geometry matrix’,

Fij = GijIi, (4.13)

where Fij is the intensity of the ith pixel in the camera image multiplied by the corre-
sponding intensity of the ith pixel in the basis image of the jth field line. In Equation
4.13 we are suspending the use of the Einstein summation convention. The familiar
moment matrix used above can be recovered by taking the sum over each column of
Fij ,

Ej =
∑
i

Fij . (4.14)

The primary advantage of taking the sum of the pixel intensities along each field line is
that the linear operation preserves the ability to perform the subsequent least squares
optimisation to reduce the distortion of the structures in the moment matrix. The use
of a linear field line intensity metric also has the benefit of preserving relative filament
amplitudes and internal filament structure.
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However, a range of ‘parallel’ operators acting on the columns of weighted geometry
matrix, Fi(F), other than the sum Fi =

∑
i
can quantify the emission along the field lines

in different ways that also provide useful information for the analysis of field aligned
plasma structures, as expressed by:

ξj = Fi(Fij) . (4.15)

Many quantitative measures of field line intensity can be conceived of and have been
tested in order to most reliably identify filaments. Each have different strengths for
constraining different filament properties, but are often accompanied with a range of
weaknesses and limitations.

The geometric mean (G.M.), (
∏n
i=1 xi)

1
n , which penalizes small values in the data

series more effectively than the arithmetic mean (A.M.), 1
n

∑n
i=1 xi, is effective at dif-

ferentiating field lines that consistently lie on top of filaments from those that do not.
While it is not compatible with a subsequent least-squares optimisation due to the non-
linearity of the operation, the G.M. is effective at identifying and measuring the position
of filaments with far less computational expenditure. However, it is less appropriate for
measuring filament widths and amplitudes. Of all the functional forms investigated, the
geometric mean squared (G.M.2) of the intensity along the field lines has been found
to have the best all round properties for constraining the identification of filaments.
However, other metrics such as the 2nd and 98th percentiles of the distribution of inten-
sities along a field line, or parametrisations of smoothness, have potential for identifying
ghost filaments. This is because they are sensitive to the short portions of field lines
with particularly low intensities that typically occur where parent filaments intersect
and the alignment of the shadow field lines to the parent structures is poorest.

These metrics are of particular interest as multiple channel inputs for convolutional
neural network filament identification algorithms. These algorithms’ performance can
improve dramatically with a broader range of input information.

4.3 Filament identification

To extract filament properties from the inverted emissivity a blob detection algorithm
based on the watershed algorithm described in Ref. 225 is used. The implementation of
the algorithm used here is from the OpenCV library [195]. 2D Gaussians are fitted to the
identified blobs in order to extract the position (R, φR), widths (δR, δφR), amplitudes
(A) and orientation (θ) of the filaments.

4.3.1 The watershed algorithm

The watershed algorithm treats the inverted emission data as a contoured terrain in
which filaments appear as hills. The algorithm seeks to locate the the largest perimeter
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Figure 4.8: a) Emissivity data, with the minimum peak blob intensity threshold indi-
cated as a white contour. Local maxima above and below the threshold are indicated as
blue dots and red dots respectively, while local minima and boundaries of zero emission
are indicated in green. b) Regions given as input to the watershed algorithm. Light
blue is definite background (not a blob), dark blue areas are yet to be classified by
the watershed algorithm and all other colours indicate foreground regions (sources for
potential blobs). Note each pixel in the image represents a basis field line. c) Coloured
regions show contours returned by the watershed algorithm. Coloured points are as in
a). d) Contours of 2D Gaussians fitted to the data in the coloured regions shown in c).
Some regions have been filtered out using a range of criteria and thus do not have fits.

of terrain that is unique to each individual hill, such that conjoined hills are treated
separately.

Figure 4.8 illustrates the steps in the filament identification process using the water-
shed algorithm. The watershed algorithm requires the initial identification of regions of
emission that are definitely inside filament structures (foreground regions) and definitely
not inside filaments (background regions). To identify these regions, an empirical field
line emissivity amplitude threshold is set, εthresh. This threshold is chosen in such a way
that a significant proportion of local peaks in field line emissivity with amplitude below
εthresh are found to originate from noise or remnant distortion effects. This threshold is
indicated by the white contour in Figure 4.8a). Alternatively, the threshold can be set
to a number of standard deviations above the mean inversion intensity across all the
frames, akin to many past measurements in the literature [48, 226]. However, the first
method has the benefit that all filaments above the noise floor of the technique can po-
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Figure 4.9: Illustration of the watershed algorithm, with different coloured water sources
rising until they touch another region, at which point they define a bounding contour
for a filament.

tentially be analysed, as opposed to imposing a somewhat less physically justifiable e.g.
2.5σ cut-off in the amplitude of the coherent filamentary structures that are analysed.
Further details on the optimal selection of this parameter are given later in §5.4.1.

Clusters of high intensity field lines with a peak amplitude above this intensity
threshold, are considered to be filament candidates. All 2D local minima and local
maxima with intensities below εthresh are labelled as background (not filaments). These
are indicated respectively as green and red dots in Figure 4.8a) and Figure 4.8c). A
dilation operation is applied to these sets of background points, which expands the set of
pixels to include their nearest neighbours. This dilated set of pixels, along with regions
of zero emission, are labelled as the background region for the watershed algorithm,
as indicated by the light blue regions in Figure 4.8b). Dilated regions around the 2D
local maxima with intensities above εthresh are labelled as foreground (potential filament
centres). These are shown as blue dots in Figures 4.8a) and 4.8c) and coloured regions
in Figure 4.8b).

With the regions indicated in Figure 4.8b) as inputs, the watershed algorithm sorts
the remaining unassigned regions into background [purple regions in Fig. 4.8c)] or
distinct foreground regions [coloured regions in Fig. 4.8c)]. The watershed algorithm
can be pictured in terms of different coloured pools of water originating at the distinct
foreground markers. The water in each pool is allowed to rise and spread according
the terrain of the data until it comes into contact with a background marker or water
of a different colour. On contact with another region, the area assigned to that colour
(filament) is frozen, while the other coloured regions continue to expand. This process
is illustrated in Figure 4.9.

The contour regions identified for each filament are filtered according to a number of
conditions. First, the contours are assessed on their solidity, defined as the ratio of the
area of the contour to the area of its convex hull, which is a measure of how uniformly
convex the contour is and thus how elliptical it is in shape. Contours with a low
solidity (typically < 60%), are rejected as their irregular shape indicates they cannot
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be described well by a fitted 2D Gaussian and they may be the results of multiple
interacting filaments which the watershed algorithm was unable to separate. Next,
contours are rejected if they extend to the edge of the analysis grid and have significant
intensities there (typically > 50% of the peak contour amplitude) as these contours
extend outside of the analysis grid and thus are missing information required for an
accurate Gaussian fit. Finally, any excessively large regions that are too large to be a
filament (δR > 15 cm, δRφ > 20 cm) are rejected. Note that Figure 4.8 displays the
data in its true aspect ratio, so that the resolution of the field line basis grid can be
readily seen.

4.3.2 Fitting 2D Gaussians

The contours passing the required section criteria are fitted with tilted 2D Gaussians
described by

ε(R,φR) = A exp
(
−
(
a∆2

R + 2b∆R∆φR + c∆2
φR

))
) +Abg (4.16)

where

a = cos(θ)2

2σ2
R

+ sin(θ)2

2σ2
φR

(4.17a)

b = − sin(2θ)
4σ2
R

+ sin(2θ)
4σ2
φR

(4.17b)

c = sin(θ)2

2σ2
R

+ cos(θ)2

2σ2
φR

(4.17c)

∆R = R−R0 (4.17d)

∆φR = φR− φ0R0. (4.17e)

Equation 4.16 describes a 2D Gaussian with amplitude, A, centred at (R,φR) =

(R0, φ0R0) (note here φ0 is the toroidal angle of the centre of the filament, not the
centre of the inversion grid), with respective radial and toroidal widths σR and σφR,
tilted at an angle θ anti-clockwise with respect to the (R, φR) axes. The background
intensity level, Abg is set to the average intensity of the local minima in the inversion
domain, which is typically very close to zero. Thus the Gaussian fits yield the filaments’
central positions, 1σ major and minor axes widths, amplitudes and inclinations. The
inclinations of the filaments are small and are heavily influenced by the shadows of the
filaments and so are currently treated as fitting parameters, rather than physical pa-
rameters of interest. Detected filaments are indicated in Figure 4.8d) by white ellipses
showing the fitted 1σ and 2σ contours of the filaments.

A Gaussian description of the filaments is chosen because it is the simplest fitting
function that produces a representative width and amplitude for the observed blob-like
data. The Gaussian description is also consistent with the parametrisation of filament
cross sections used in a variety of numerical and analytic filament studies [99,115,169].
The combination of line of sight integration effects and limited spatial resolution mean
it is not possible to reliably discern any more complex internal filament structure.
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4.3.3 Discussion of the identification algorithm

The watershed algorithm has a number of important advantages over previously tested
algorithms that relied upon contours generated from thresholding the intensity data at
a suitable level identified for each peak. Firstly, it handles interacting filaments very
effectively, preventing them from being merged into a single larger blob and avoiding
problems from multi-modal emissivity structures producing multiple contours for a given
filament. Secondly, it efficiently maximises the amount of relevant intensity data as-
signed to each filament, with each filament assigned to the largest possible surrounding
region, out to the closest local minima in intensity or the closest neighbouring filament
(whichever is closer). When combined with the fitting of 2D Gaussians to the contours,
this means that large secluded filaments can utilise intensity information spanning the
whole structure, leading to particularity high accuracy fits. In the case of small, inter-
acting filaments, this makes the detection of the filaments possible by relying on the
upper sections of the amplitude distributions, which would not have been correctly iden-
tifiable by the previously tested algorithms, due to the absence of the required contour
level (e.g. 50%) within the filament’s enclosing contour.

In Fig. 4.6c) the detected filaments were indicated by coloured ellipses showing the
1σ contours of the fitted Gaussians. The corresponding central field lines for each fitted
filament are indicated by coloured lines of the same colour in Fig. 4.6a) and 4.6d).

4.4 Filament tracking

4.4.1 Introduction

As discussed in Chapter 2, the radial velocity of the filaments is an important quantity
in determining the transport of particles in the SOL. It is therefore desirable to perform
direct measurements of the filaments dynamics in order to validate theory and better
inform the choice of inputs to the analytic framework.

While a great deal of attention in the literature has been paid to understanding the
radial motion of filaments, relatively little is understood about their toroidal motion.
This is a result of several factors. Firstly, the toroidal motion of the filaments is typically
of less interest than the radial motion, as the toroidal motion has been shown to not
influence the radial cross-field transport of particles [168]. Secondly, the main driver
of drifts at the outboard mid-plane are bad-curvature effects, that are directed radially
rather than toroidally. Therefore, toroidal dynamics must arise from weaker secondary
effects, or may be associated with flows in the background plasma. Finally, it is often
difficult to perform accurate experimental measurements of the bulk toroidal plasma
rotation, which makes it challenging to produce reliable measurements of the intrinsic
toroidal rotation of the filaments in order to inform or verify theoretical models. Bulk
plasma rotation occurs due to the addition of momentum imparted by neutral beams or
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radio-wave heating [16], in addition to intrinsic rotation driven by turbulent momentum
transport due to up-down asymmetries [227] and the edge radial electric field.

With the positions of the filaments in each frame identified with the detection tech-
nique described in the previous section, we now wish to identify which detections are
multiple observations of the same filament over its lifetime.

Given the camera records a frame every 10 µs and filament lifetimes are of the
order of a few tens of microseconds, filaments are only observed for a few frames.
Therefore, the time resolution of our measurements are only marginally sufficient to
resolve the motion of the filaments and many filaments with short lifetimes will only
be observed once, so that no assessment of their velocity can be made. However, a
sufficient proportion of the filaments persist for multiple frames that valuable velocity
information can be extracted.

Object, particle or ‘blob’ tracking is performed in a range of disciplines, in particular
computer vision [228] and measurements of fluids [229]. However, as shall become
apparent, the problem of tracking filaments is particularly challenging, owing to the
low time resolution of the data with respect to the phenomena being observed and the
lack of strong assumptions that can be made about the object being tracked.

4.4.2 Overview of assumptions

Many tracking algorithms applied in the field of computer vision deal with tracking
of rigid and articulated objects [230] which assume distinctive features are preserved
between frames. These techniques often use the spatial gradients of the images to
identify displacements of edge features between frames. However, filaments are diffuse
objects with no well defined edges or features.

The very limited number of time point measurements also means there is typically
insufficient information (often only one or two points) available to form an accurate
prediction of a blob’s future position and state. This makes it difficult to apply kernel
based techniques such as Kalman tracking [228].

A particularly simple and effective method of blob tracking is to simply match
objects that overlap in consecutive frames. Such an approach is for instance applicable
in the tracking filaments in turbulence simulations [231], where the time resolution of the
simulation can be set sufficiently high that filaments’ motions cover short distances with
respect to their widths over one time step. Similarly, in many other imaging applications
looking at particle motion in fluids [232], the motions of the objects that must be
tracked are sufficiently slow that the camera frame rate can easily be increased to ensure
the overlap of objects between consecutive frames. However, in the case of filaments,
their velocities are sufficiently extreme (∼km/s) that the frame rate is limited by the
hardware capabilities of the fast camera. Therefore, the frame rate of the measurements
is insufficient to ensure overlap of the filaments between consecutive frames. Figure
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Figure 4.10: Series of camera inversions from MAST discharge 29852 over the interval
t = 0.21641-0.21647 s, progressing in time from left to right, top to bottom. A large
filament highlighted with an ellipse in each inversion is seen detaching from the separa-
trix and travelling radially across the SOL. The separatrix is shown by a black dashed
line.

4.10 shows a series of consecutive camera inversions illustrating the displacement of
filaments between frames. Therefore, common particle image velocimetry (PIV) [232]
and optical flow [229, 233, 234] based techniques are not applicable to the tracking
problem encountered here.

This application is also made challenging by the further lack of many conserved
quantities that are useful in other applications. In particular, conservation of filament
number is not applicable, as filaments are born and die over the course of the measure-
ments. Furthermore, if a filament persists in a following frame but its intensity drops
below the required threshold for detection, εthresh, it is not recorded. Size and shape
are also not conserved, as filaments change shape over their lifetimes, both due to in-
ternal restructuring of the filaments and distortion effects arising from the inversion as
discussed previously. In general their widths should increase with time as the filament
density spreads across field lines and the vorticity of the filament breaks it into lobes.
However, the drainage of the filaments parallel to the magnetic field will tend to lower
the amplitude of the filaments over time, potentially decreasing the size of their foot-
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print in the inversions. Conservation of intensity (or colour) is also not applicable here.
Filaments’ amplitudes should be expected to in general decrease with time. However,
variation in the neutral density close to the separatrix or internal restructuring of the
filament both have the potential to produce rising amplitudes in some cases.

As a result of the lack of conserved quantities and the limited a priori information
available to constrain the system owing to the sparse experimental and theoretic un-
derstanding of filament birth and death in the literature (see discussion in §2.3.1), a
relatively simple tracking algorithm has been employed, based on the radial and toroidal
displacements of the filaments between frames.

The technique makes use of the following assumptions, in large part justified a
posteriori by experimental observations with the fast cameras:

1. The radial motion of a filament is primarily driven by the E×B drive mechanism
discussed in Chapter 2, so that the dominant radial motion of the filaments is
radially outwards.

2. Blob splitting and mergers are rare events so that a filament only ever appears as
one ‘blob’ in the 2D plot of a given inversion.

3. Filaments are born at low major radii in the vicinity of the separatrix (i.e. near
the left hand side of the images), but can die anywhere depending on the rate of
parallel losses.

(a) Therefore filaments detected at large major radii (i.e. towards the right hand
side of the images) must have propagated there from lower major radii (i.e.
have previously been further to the left in previous images).

(b) Filaments that are observed for the first time at large major radius are a
consequence of missed detections in previous frames and are rare compared
to the many filaments born at low major radii.

4. The primary component of a filament’s toroidal velocity in the lab frame is due
to the bulk toroidal rotation of the plasma.

(a) The bulk plasma rotation is approximately constant over a filament’s lifetime.

(b) The bulk plasma rotation is slowly varying across the SOL.

As a result of assumption (1), the toroidal motion of all filaments is in the direction
of the bulk plasma rotation and the variation in the toroidal velocities is small, both
between filaments and over a filament’s lifetime. This means that the toroidal motion
of the filaments is relatively simple, so that the range of possible locations for each
filament in the following frame can be estimated.
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Assumption (2) provides a similar simplifying constraint on the radial velocity so
that range of possible radial locations in the subsequent frame can be estimated. As-
sumption (3) significantly simplifies the implementation of the tracking algorithm by
only allowing one pair of filaments to be matched between frames.

4.4.3 The filament tracking algorithm

With the basic assumptions of the technique established, we now describe the imple-
mentation of the technique. The filament tracking algorithm proceeds as follows:

1. For each filament with index i in frame n, the radial displacement ∆Rij and
toroidal displacement ∆(φR)ij from each filament of index j in frame n + 1 is
calculated.

2. If both the radial and toroidal displacements are consistent with filament motion
adhering to the assumptions discussed above, the jth filament in frame n + 1 is
assigned to the set of preceding filament detections (of which the ith filament in
frame n is the previous member).

3. If more than one filament in frame n+1 meets the matching criteria, the following
secondary criteria are used to select a single match:

(a) The average toroidal velocity of all other identified chains of filaments is
calculated for a window of 30 frames around the frame of interest. The
candidate filament is selected that corresponds to the toroidal velocity that
is most similar to its neighbours and consistent with the previous elements of
the chain (given their toroidal motion is dominated by the same bulk plasma
rotation).

(b) If no clear candidate is found from condition (a), the candidate is selected
that has an amplitude most consistent with the preceding observations of the
filament.

4. Steps 1-3 are repeated for all frames, so that all filament detections are uniquely
assigned to a set of one or more detections corresponding to the same filament.

Steps 1 and 2 of this procedure are illustrated in Figure 4.11, while Figure 4.12 illustrates
step (3a), in which more than one candidate is found for the continuation of a filament.

The bounds on the allowed displacements in step (2) are based on past experimental
observations [51] that show L-mode filaments in MAST have toroidal velocities in the
range 1-9 km/s and radial velocities in the range 0 − 2.5 km/s. Given the interval
between frames is 10 µs and allowing for errors in the calculated displacements of twice
the grid resolution, the allowed toroidal displacement of the filaments between frames is
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Figure 4.11: Illustration of the tracking algorithm. The black rectangles represent the
domain of the inverted emission for two consecutive frames. Orange dots represent
filaments detections in the current frame. Blue open dashed circles represent chains of
detections from preceding frames. Blue shaded regions represent the bounds in which a
filament must fall to be matched to the previous filament in the chain, based on possible
filament velocities.

8−92 cm and their permitted radial displacements are -1−25 cm. Thus, small negative
radial displacements are allowed.

While steps 1 and 2 are automated and do not require user intervention, step 3 is
currently performed manually. This involves comparing the multiple match candidate
using the criteria in steps 3a) and 3b) and deleting the incorrect/duplicate chain indices.
However, situations where more than one candidate match the tracking criteria are
found to be rare, occurring in around . 0.5% of frames, so little user intervention is
required.

The near complete automation of the tracking procedure has two key benefits.
Firstly, it leads to a tremendous increase in speed of the procedure and thus the number
of filaments whose dynamic properties can be studied. This leads to larger sample sizes
and improved measurement statistics. Secondly, it provides a robust, reproducible and
self-consistent means of tracking the filaments, free of the subjectivity and personal
biases inherent in challenging manual interpretation of the filament data.

Visual inspection of the tracked filaments in the camera images indicates the al-
gorithm does a good job of identifying chains of detections that would be identified
manually. With the time evolution of the filaments identified, the average velocities of
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Figure 4.12: Illustration of multiple candidate filaments meeting the tracking criteria.
In this situation the toroidal motion of each option is compared to that of the preceding
and neighbouring chains. The candidate is picked that produces the most consistent
toroidal motion.

the filaments between each set of observations is readily calculated.

Figure 4.13 shows an example application of the tracking algorithm to experimental
data from MAST discharge 29852. Each chain of detections assigned to the evolutional
of a single filament is coloured separately. Note that distinct chains of filament detec-
tions that have very similar radial positions are well separated toroidally, so that they
do not overlap in real space.

4.5 Implementation of the Elzar code

4.5.1 Introduction

The camera inversion and filament identification and tracking techniques described in
the previous sections has been implemented in an analysis code named Elzar. The code
is written in python and can be run through a combination of script, command line and
graphical user interface (GUI) tools. The code has been developed with application to
analysis of large volumes data in mind. The code can be run in parallel or segmented
serial batch modes. It is not currently open source, so requests for access to the code
should be directed to the author†.

†External readers may contact the author at tom.farley@ukaea.uk to request a copy of the code.
Readers internal to CCFE can access the code at https://git.ccfe.ac.uk/tfarley/elzar
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Figure 4.13: Toroidal (top) and radial (bottom) locations of filament detections as a
function of time in MAST discharge 29852. Filament detections assigned to the same
chain are given the same colour. Arrows indicate the sequence of the detections. Isolated
filaments that are only observed for one frame are shown in black. The position of the
separatrix and it’s uncertainty are shown by the black dashed line and shaded region
respectively.

4.5.2 Code dependencies

The code makes use of a number of widely used python packages. In particular numpy,
xarray and pandas are used extensively for the storage, manipulation and represen-
tation of data structures. The openCV graphics library is used for a range of image
specific operations, in particular the image pre-processing steps and the watershed al-
gorithm. The matplotlib package is used to visualise data and the pyQt library is used
to produce the GUI.

In addition to these common packages dependencies, the code makes use of several
other packages developed at CCFE. The pyIpx library is used to load the movie data
in the MAST specific ipx file format. The Calcam library is used to perform camera
spatial calibrations and the pyEquilibrium packaged is used to load and manipulate
magnetic equilibrium data stored in the gfile file format.
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Figure 4.14: Summary of important classes used in the Elzar code. Data classes hold
and manipulate different forms of data. Analysis class operate on the data classes to
output new data.

4.5.3 Elzar analysis workflow

The Elzar code is written in a modular, object orientated fashion in order to facilitate
the swapping in and out of different analysis components. Figure 4.14 lists some of
the most important classes used in the code. The data classes are used to hold and
manipulate the key data structures encountered in the workflow, while the analysis
classes implement operations that typically convert data from one format to another.

The Elzar analysis workflow is summarised in Figure 4.15. Blue boxes describe the
primary data input at each step of the analysis. Orange arrows and ellipses describe
the important analysis steps. The processed data can be saved and loaded at each of
these intermediate steps.

Each class has an associated settings file describing the various input parameters
and paths that it requires. The settings from the files are collated into a Settings

object allowing centralised editing and recording of the analysis settings. All output
files are saved with a hash id uniquely tying the data to the specific set of settings used
to produce it. In addition to recording the settings for data provenance purposes, this
system enables pre-processed data at each step of the analysis to be readily located and
loaded if it already exists, or calculated and saved if it is likely to be reused. This makes
managing a large database of analysed data much more practical.

The raw movie data is read from file using the Movie class. When loading data
from ipx or mraw movie files, or loading movies from stacks of jpg files, the CCFE
pyIpx class is utilised. When synthetic movie data is used (see Chapter 5) it is loaded
from netcdf, pickle or numpy-zipped file formats. A range of image enhancement
steps can be applied using the MovieEnhancer class, most importantly the background
subtraction step.

The inversion of the data is performed using children of the Invertor base class.
Typically the InvertorSartLapReg class is used to invert the camera data using the
C-SART algorithm with Laplacian regularisation. However, other classes such as the
InvertorMomentMatrix class can be used to process the data using alternative methods.
The Invertor class is also used to generate the geometry matrix for a given magnetic
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Figure 4.15: Block diagram of the Elzar analysis workflow. Blue boxes describe the
primary data input at each step of the analysis. Orange arrows and ellipses describe
the important analysis steps.

equilibrium, camera calibration and inversion grid resolution settings. The inverted
camera data is stored in an InversionStack object that is similar to the Movie class.

Children of the BlobDetector class take the inverted emission and return a Blobs

object containing the parameters of all the detected filaments. As with the Invertor

class, different child classes can be used at this stage to apply different detection algo-
rithms.

Finally, the BlockTracker class takes the detected filaments and identifies chains of
detections, from which filament velocities and lifetimes are calculated.

A range of other classes also exist for processing, treating and visualising the data
at various stages of the analysis. Of particular importance is the BlobMatcher class
which is used to match synthetic and detected filaments in the benchmarking exercise
described in Chapter 5.

4.5.4 The Elzar GUI

The Elzar code has a graphical user interface (GUI), implemented using pyQt, to aid
analysis and interpretation of the data. The GUI shown in Figure 4.16 facilitates the
easy use, with functions including loading and playing movie files, applying image en-
hancements and performing and viewing camera inversions. A particularly powerful
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Figure 4.16: The Elzar graphical user interface. The enhanced movie is shown on the
left, while the corresponding inversion is seen on the right.

feature is the ability to click on regions of the inverted data to project the correspond-
ing field lines onto the camera image, in order to gain grater insight into the origin of
structures in the inversion.

4.6 Conclusions

The tomographic inversion and filament detection technique implemented in the Elzar
code discussed in this chapter is able to successfully identify filamentary field aligned
structures in visible fast camera images and measure their positions, widths, amplitudes
and velocities. However, a number of complicating factors arise from the fact that upon
projection onto the camera’s 2D field of view, many basis field lines are close to being
linearly dependent. This results in multiple viable inverted emissivity solutions for the
same camera image, leading to spurious false detections from ‘ghost’ filaments. There-
fore, it is important to benchmark the technique thoroughly and assess its accuracy,
limitations and errors. This is addressed in the next chapter.



Chapter 5

Benchmarking of the Elzar
technique

5.1 Introduction

As discussed in the previous chapter, the results of the inversion process are subject
to artefacts that can broaden the footprint of filaments and produce spurious ‘ghost’
filament detections. Therefore, it is of great importance to thoroughly benchmark the
performance of the Elzar camera inversion and filament detection algorithm, so that
experimental results can be correctly interpreted and strong conclusions drawn.

Ideally it would be possible to benchmark the diagnostic through a direct compar-
ison with another well established diagnostic that is capable of performing the same
measurements. However, due to the unique capabilities of this direct visible imaging
technique, in particular its large spatial coverage, such a diagnostic is not available. The
next most informative diagnostic on MAST for filament measurements was the recipro-
cating probe diagnostic. However, due to the reduced dimensionality of the Langmuir
probe measurements with respect to that of the camera measurements, only a statis-
tical comparison can be performed, which is the subject of §6.1. In the absence of
an alternative source of trusted experimental measurements of filaments with which to
perform a direct comparison, the most insight into the performance of the technique
can be gained with artificial camera data containing filaments with known, well defined
properties. A synthetic camera diagnostic has been developed to produce artificial cam-
era data for this benchmarking exercise. This chapter discusses the application of the
synthetic diagnostic data to characterise the technique and quantify its errors.

5.2 Synthetic camera diagnostic

A synthetic camera diagnostic has been created to aid in the development and bench-
marking of the identification technique, as well as facilitating the forward modelling of
simulation outputs for comparison with experimental measurements (as applied in [99]

109
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(a) (b)

Figure 5.1: a) Experimental camera frame from MAST shot 29852, with the preprocess-
ing described in Section 4.2.2 applied. b) Frame from the reference synthetic data set
produced using the synthetic diagnostic, containing 40 synthetic filaments, with positive
definite Gaussian noise applied.

and discussed in Chapter 6). The principle used is the converse of the inversion process
discussed in the previous chapter: Equation 4.8 is applied to produce a synthetic cam-
era image Isynth for a predefined emission profile εsynth and geometry matrix G. The
resulting image contains emission that is equivalent to that in background subtracted
experimental camera frames.

In principle, the input emission vector can be any 2D pattern. If an experimentally
derived emission vector is used as input, we produce a synthetic re-projection of the
inversion data, demonstrating the visual form of the structures that are captured in
the emission vector, as was shown in Figure 4.6d). The input emission vector can
also be provided by numerical simulations [99] and in this application, the technique
provides forward modelling. A third option is when entirely artificial filament images
are produced for the purposes of benchmarking and technique optimisation and each
filament’s emission profile at the mid-plane is set to a 2D Gaussian.

In the latter case, images of synthetic filaments can be combined additively to pro-
duce full synthetic frames. In order to closely match experimental data, positive definite
Gaussian noise can be added to the frames to simulate noise from the camera sensor.
Random noise of this type is added to all synthetic frames discussed in this chapter.

As the synthetic diagnostic composes images through a linear combination of field
line basis images, it can only produce images of field-aligned structures and no variations
in emission along field lines is possible in its current form. This limitation could be
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relaxed by including further basis functions of increasing complexity in G, although for
the reasons outlined in §4.2.1, the emission of interest is strongly field aligned and such
an increase in complexity is not warranted at this point.

Figure 5.1 compares output from the synthetic diagnostic to experimental data,
showing a good visual qualitative similarity, further justifying this choice. Some differ-
ences are seen in the upper and lower divertor regions due to poorer constraint of the
camera calibration in those regions (as discussed in §3.3). However, they are outside of
the analysis region that is inverted and so do not impact the results below.

5.2.1 Synthetic Datasets

A reference data set, A, of 5000 synthetic fast camera frames was generated for this
study with 40 synthetic filaments per frame, corresponding to a total of 200,000 filaments
with random positions and characteristics. These synthetic filaments were distributed
uniformly around the full toroidal extent of the machine. A range of numbers of fila-
ments per frame was explored and 40 filaments per frame were chosen as it corresponds
to a commonly observed toroidal quasi-mode number seen in MAST [51] and produced
synthetic frames which most closely visually resembled experimental camera data. The
toroidal quasi-mode number describes the average number of filaments observed in a full
toroidal circuit of the machine. The chosen value (40) lies at the upper end of literature
values for quasi-toroidal mode number [47, 51]. This is appropriate, given that litera-
ture values are likely to have missed the very faintest filaments which are challenging
to measure, but which are important to include in the synthetic data. Furthermore,
the potential overlap of filaments means the apparent quasi-mode number is likely to
appear lower than the input mode number.

Positive Gaussian noise with standard deviation equal 5% of the image dynamic
range was applied to all synthetic frames. This amplitude of noise is representative of
that found in experimental camera data.

For this application, the geometry matrix is calculated with a higher grid resolution
of ∆R = ∆(φR) = 2.5 mm in order to avoid aliasing effects in the resulting images.

The synthetic filaments are produced with Gaussian cross-sections and their proper-
ties (positions, widths and amplitudes) are drawn from realistic probability distributions
based on experimental findings. The radial distribution of the filaments follows a log-
normal distribution [84, 87] starting at the separatrix (R = 1.36 m) and peaking 3 cm
into the SOL. As shall be discussed in Chapter 6, analysis of experimental camera data
with the Elzar technique has shown an exponential distribution of toroidal filament
separations, indicating that filaments are randomly distributed toroidally around the
machine with no mode number (hence the use of the term quasi-mode number to re-
fer to the average number of filaments). Therefore, a uniform distribution has been
adopted for the toroidal locations. The radial and toroidal widths are drawn from log-
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Table 5.1: Distribution information for filament parameters in synthetic data sets
A and A1. The uniform distribution is represented by U , the log-normal distri-
bution by L(x;σ, µ) = 1

σx
√

2π
exp

(
− (ln(x)−µ)2

2σ2

)
and the exponential distribution by

E(x;β) = 1
β exp

(
−x
β

)
. Due to the parametrisation of the field lines in φR space, the

inversion domain is slightly wedge shaped. To account for this filaments are not gener-
ated in a 5◦ toroidal wedge. The centre of the distribution is set such that this wedge is
on the far side of the machine where the field lines are not in the camera field of view.

Property Distribution Parameters Refs.

Position R λL+ ν
µ = 0, σ = 0.5
λ = 0.04, ν = 1.36

[84, 87]

φ λU + ν λ = 355, ν = 2 [168]

Width δR λL µ = 0, σ = 0.4
λ = 0.01

[51, 97]

δφR λL µ = 0, σ = 0.4
λ = 0.8

[51, 97]

Amplitude A E µ = 0, σ = 0 [61, 68,90]

normal distributions. Due to the difficulty of experimental measurements of filament
dimensions there is less information in the literature to inform the choice of a spe-
cific distribution for the width. However, width measurements on MAST [51, 97] and
NSTX [84] show the width distributions to be asymmetric and positively skewed. The
log-normal distribution commonly describes many small finite positive definite quanti-
ties such as the width [235]. This choice of distribution is further justified by experimen-
tal width measurements in Chapter 6 being well described by log-normal distributions.
Filament amplitudes in the synthetic data are distributed exponentially as commonly
observed [61,68,90].

The specific parameters of the distributions are given in Table 5.1. In this and sub-
sequent tables the uniform distribution is represented by U , the log-normal distribution
by

L(x;σ, µ) =
1

σx
√

2π
exp

(
−(ln(x)− µ)2

2σ2

)
, (5.1)

the exponential distribution by

E(x;β) =
1

β
exp

(
−x
β

)
. (5.2)

The parameters µ and σ describe the means and widths of the distributions, while
λ and ν are used as scaling and offset parameters respectively.

The camera calibration and magnetic equilibrium used to produce the synthetic
data are for MAST discharge 29852. The radial extent of the analysis region was
R = 1.290-1.474 m, spanning the outer mid-plane SOL and including several centimetres
inside the separatrix, given the MAST mid-plane separatrix was located at R ≈ 1.36 m
for this discharge. The analysis region extended toroidally from φR = −0.55 m to φR =
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Quantity Value
Minimum major radius, Rmin [m] 1.290
Maximum major radius, Rmax [m] 1.474
Radial extent, Rmax −Rmin [m] 0.184
Radial separatrix position, Rsep [m] 1.36
Radial grid resolution, dR [m] 0.004
Minimum toroidal position, (φR)min [m] -0.550
Maximum toroidal position, (φR)max [m] +0.548
Toroidal extent, (φR)max − (φR)min [m] 1.098
Central toroidal angle, φ0 [◦] 177
Toroidal grid resolution, d(φR) [m] 0.009
Points in radial dimension, NR 47
Points in toroidal dimension, NφR 123
Total number of grid points, NR ×NφR 5781
Area in toroidal plane, Agrid [m2] ∼ 0.20
Reference discharge 29852

Table 5.2: Resolution of the inverted emission grid used for algorithmic benchmarking
with synthetic data.

+0.548 m, corresponding to an angular range in machine coordinates of φ = 153◦-215◦

centred about φ0 = 177◦ (c.f. camera tangency plane at φ = 215◦).

The analysis region therefore focuses on foreground filaments (i.e. those that inter-
sect the mid-plane in the foreground). Foreground filaments are chosen due to their
proximity to the camera increasing their size in the camera field of view and thus max-
imising the accuracy of their width measurements, as discussed in the previous chapter.
Of the 200,000 filaments in the data set, 20,243 (10.1%) fall within the analysis domain
indicated by the white dashed box in Figure 4.6c), corresponding to an average of 4.05
filaments in the analysis domain per frame.

Toroidal positions and widths are generated as angles (φ and δφ) and converted to
lengths (Rφ and δRφ). The analysis grid had a resolution of 4 mm in R and 9 mm in
Rφ, corresponding to 47 radial points and 123 toroidal points, giving a total of 5,781
distinct field lines. This is the same resolution used to invert experimental camera data.
This resolution was chosen so as to best constrain the radial and toroidal widths of the
filaments, while keeping the computational burden manageable. Table 5.2 summarises
the parameters of the inversion domain.

Given the decaying exponential amplitude distribution peaks at zero, many of the
synthetic filaments are very faint, as may also be true in the experimental case, and
therefore cannot reasonably be expected to be detected against background noise and
inversion artefacts. However, inclusion of these very faint background filaments, while
not currently a focus of measurement, is important for reproducing the complexity of
the likely distributions of the experimental data.

As the sensitivity of camera sensor is not absolutely calibrated, the absolute ampli-



114 CHAPTER 5. BENCHMARKING OF THE ELZAR TECHNIQUE

0 50 100 150 200
Frame index

103
Re

sc
al
ed

 p
ix
el
 in

te
ns

ity

29852
Aexp, 40

Figure 5.2: Comparison of intensity variation across a subset of 200 experimental (blue)
and synthetic (orange) frames. Solid and dashed lines show the mean and maximum
intensity of each frame respectively. The amplitude of the synthetic data has been scaled
by a factor of 242 in order scale it to the same intensity range as the experimental data.
Dotted lines show the averages of each line across the whole datasets, demonstrating
that after the rescaling the average frame intensities of the two datasets are the same.
The black dashed line indicates the saturation intensity of the camera (212 = 4095).

tudes of the synthetically generated filaments are arbitrary. In order for the amplitudes
of the synthetic filaments to be consistent with those in experimental data, the synthetic
images are scaled so that histograms of the pixel intensities in the synthetic images are
consistent with those from experimental frames. This calibration is required for re-
sults from synthetic data at a given filament amplitude threshold to be translated to
experimental measurements. The distributions of pixel intensities in the synthetic and
experimental datasets are compared over the central portions of the images, excluding
the divertor regions where the filaments are not analysed. The top 80% of the amplitude
range of the images is compared in order to match the intensity distribution of the high
amplitude structures constituting filaments, while ignoring the intensity distribution
in the dark areas of the images whose structures are not of interest and are mainly a
result of the background subtraction algorithm. The intensities of the synthetic frames
is then rescaled so that the frame by frame average intensities of the the experimental
and synthetic data agree. Figure 5.2 demonstrates this process for calibrating synthetic
frame intensities to a set of frames from MAST discharge 29852, for which a calibration
factor of 242 is required.

In addition to the primary reference synthetic dataset discussed so far, analysis of
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Table 5.3: Distribution information for filament parameters in synthetic data sets Aδ
and Aδ,1. L and U are defined as in Table 5.1, while δ(x;µ) = δ(x − µ) represents the
Dirac delta distribution, centred at µ.

Property Distribution Parameters

Position R λL+ ν
µ = 0, σ = 0.5
λ = 0.04, ν = 1.36

φ λU + ν λ = 355, ν = 2

Width δR δ µ = 1.5
δφR δ µ = 1.5

Amplitude A δ µ = 0.02

three further synthetic datasets will be discussed. Each of these similarly consist of
5000 frames, generated with the same resolution of inversion grid, but contain varying
numbers of filaments and varying filament parameter distributions. The properties of
each synthetic dataset and their primary application is briefly described below, while a
more detailed discussion is given with the results of their analysis in §5.4.6.

Reference Synthetic Data Set The reference synthetic data set is the primary
synthetic dataset used in this work. The distributions for each filament parameter are
chosen so as to be best representative of experimental data [see Table 5.1]. Each frame
contains 40 filament, giving good resemblance to experimental data. The reference
dataset shall be abbreviated to data set A.

Single filament physical data set The A1 data set was produced with the same
filament parameter distributions as the reference synthetic data set, but with only one
filament in each frame, each of which was ensured to be within the inversion domain.
Having only a single filament in each inversion removes the effect of filament overlap
and interaction.

40 filament simplified data set The Aδ data set was produced with the same spacial
distribution of filaments as in the reference synthetic data set, but the amplitude and
width distributions were replaced by delta functions. Therefore all the filaments are
in different positions, but have identical properties. See Table 5.3 for the parameters
describing this dataset. Here, δ(x;µ) = δ(x−µ) represents the Dirac delta distribution,
centred at µ.

Single filament simplified data set The Aδ,1 data set was produced with the same
filament parameter distributions as the Aδ data set, but with only one filament in each
frame.
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5.3 Benchmarking techniques

As previously discussed, geometrical distortions that occur in the inversion process due
to the non-orthogonality of the field line basis set can lead to errors and false detections
of shadow filaments, complicating the interpretation of the outputs of the technique.
Benchmarking is required to quantify and understand these effects in order to draw
strong conclusions from experimental applications of the technique. By analysing large
quantities of synthetic data and matching detected filaments returned from the filament
detection algorithm to input synthetic filaments and comparing their properties, the
accuracy and reliability of the technique can be assessed.

5.3.1 Matching synthetic input and detected filaments

In order to quantitatively assess the quality of our inversion technique, we need to
classify the detected filaments as either ‘true positives’ that can be assigned to cor-
responding true input synthetic filament or spurious ‘false positives’ that cannot be
matched to a true input filament. Before we proceed, we define the detected filaments
as the output from the filament identification technique and the synthetic filaments as
the input filaments used to generate the synthetic camera images.

The method by which the set of detected filaments, {Dall} and the set of synthetic
filaments {Sall} are compared and matched is as follows:

1. As discussed earlier, since the synthetic filaments are produced homogeneously
around the whole machine, only some of them will fall in the toroidally localized
analysis domain. These will form the subset {Sdomain} of filaments inside the
analysis region (see white dashed box in Fig. 4.6c)). Of the filaments in {Sdomain},
those that 1) lie within the analysis domain and 2) have amplitudes above the
detection threshold, εthresh, (defined in §4.3) will form an even smaller subset that
we call {Sanalyse}.

2. Each detected filament is compared to each unmatched synthetic filament in
{Sdomain}. The detected filaments are examined in order of decreasing ampli-
tude.

(a) If a single synthetic filament centre lies within 1σ of the Gaussian fitted to
the detected filament, the input and detected filaments are added to the sets
of matched filaments {Smatched} and {Dmatched} respectively.

(b) If multiple synthetic filaments are within 1σ, the highest amplitude is taken
as the ‘match’ and the rest are considered to ‘overlap’ with the ‘matched’
filament as they are too close to it to be distinguished. Overlapping filaments
can be generated due to the statistical nature of the synthetic frame gener-
ation. However, we do not expect them to occur very frequently in actual
experiments.
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3. Synthetic filaments in {Sanalyse} that are neither matched nor overlapping are
labelled as ‘missed’ and added to {Smissed}. Detected filaments that are inside the
analysis region and are not matched are labelled as ‘false’ detections and added
to set {Dfalse}.

To summarize, we hence have that

{Sall} > {Sdomain} > {Sanalyse} ≈ {Smatched}+ {Smissed}+ {Soverlap} (5.3)

and
{Dall} = {Dmatched}+ {Dfalse}. (5.4)

During this matching procedure a number of additional cases are also handled which
result in the approximate equality in Equation 5.3 and influence the figures of merit
which are discussed shortly. If a detected filament within the analysis region is matched
to a synthetic filament outside the analysis set (i.e. a synthetic filament with an ampli-
tude slightly below εthresh, or located just outside the edge of the analysis region), then
the synthetic filament is added to Sanalyse and the filaments are considered matched as
above. If a synthetic filament in Sanalyse is matched to a detected filament outside the
analysis region (i.e. in the border region subject to basis boundary effects) the synthetic
filament is removed from Sanalyse as it does not manifest in the analysis domain and
thus would not be observed experimentally.

Finally, with all detected filaments assessed for synthetic matches, we define the set

{Sisolated} = {Sanalyse} − {Soverlap} = {Smatched}+ {Smissed}, (5.5)

which is the set of filaments that 1) are in the analysis domain, 2) have amplitudes
above εthresh and 3) can be resolved individually. This is the set of filaments we wish
the technique to identify as accurately and reliably as possible (i.e. we want to minimize
{Smissed}).

In Figure 5.3 we picked a particular frame that displays each of the categories of
synthetic and detected filament (typical synthetic frames do not generally display this
complexity). Synthetic filaments are indicated by dashed ellipses and detected fila-
ments by solid ellipses. Matched filaments are shown in green (belonging to {Smatched}
or {Dmatched}) and false ({Dfalse}) or missed ({Smissed}) detections are shown in red.
Overlapping synthetic filaments ({Soverlap}) are shown in blue, while synthetic filaments
outside the analysis domain or with amplitudes below the threshold (filaments not in
{Sanalysis}) are shown in pink.

5.3.2 Benchmarking Figures of Merit

In order to quantify the performance of the inversion technique, a number of numerical
figures of merit (FoM) have been developed. These are instrumental to an objective
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Figure 5.3: a) Synthetic camera frame and b) corresponding inversions with detected
(synthetic) filaments represented by ellipses with solid (dashed) lines. Matched filaments
are shown in green, false (missed) filaments in red, overlapping filaments in blue and
filaments outside the analysis region (white dashed rectangle) or with low amplitudes
in pale pink. The white contour and colour bar indicate εthresh.
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assessment of the technique, informing further development, as well as giving metrics
for benchmarking overall success. Each type of FoM is described below. Here, the
notation |Smatched|, represents the number of elements in the set {Smatched} and the
same convention will be used for all the other sets.

Sensitivity We define sensitivity (also known as recall) as:

fsens =
|Smatched|
|Sdomain|

× 100. (5.6)

This gives the proportion of all filaments in the analysis domain that are detected and
is expressed as a percentage. We also define:

fsens,isolated =
|Smatched|

|Smatched|+ |Smissed|
× 100. (5.7)

which gives the proportion of isolated analysis filaments that are detected.

Precision We define precision as:

fprec =
|Dmatched|

|Dmatched|+ |Dfalse|
× 100. (5.8)

This is the proportion of all detections that are true positives.

These metrics are commonly used in machine learning [236] and related fields [237].
We term these identification FoMs as they describe how effectively filaments are iden-
tified by the technique.

Parameter fractional errors By calculating the average absolute fractional differ-
ences between the measured and synthetic filament parameters the technique can be
tuned to individually minimise errors in the position, width and amplitude of the fila-
ments. The percentage error in a parameter p can be expressed as:

fp =

〈
|pmeasured − pinput|

pinput

〉
matched

× 100. (5.9)

where {pmeasured} and {pinput} are the sets of detected and synthetic filament parameter
values respectively and the angular bracket represents the ensemble average over all
matched filaments. Parameter fractional errors are calculated for filament position,
widths and amplitudes.

The FoMs calculated using Equation (5.9) are termed measurement FoMs as they
concern the accuracy with which each parameter is measured.
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Figure 5.4: Illustration of how successively smaller peaks are included as filament sources
in the watershed algorithm as the value of εthresh is lowered. Note the vertical axis
is illustrated inverted in analogy with water pooling in low lying regions of the data
contours.

5.4 Accuracy and error quantification

5.4.1 Filament amplitude detection threshold

The analysis of synthetic images provides an objective means of setting the threshold
amplitude for filament identification described in §4.3. The parameter εthresh, is cho-
sen so as to maximise the precision and sensitivity figures of merit, while sampling a
sufficiently large portion of the total filament population. Figure 5.4 illustrates how
successively smaller peaks are included as filament sources in the watershed algorithm
as the value of εthresh is lowered.

The first function of εthresh is to ensure the exclusion of small local maxima below
the noise floor. However, further increases in εthresh yield improvements in the FoMs
due to the exclusion of spurious ghost filaments.

At large εthresh only the largest filaments in the population remain in the analysis set,
leading to increased sensitivity to filaments in {Sanalyse}, since the detectable objects
are brighter and hence more distinct. The precision also increases since only spurious
structures from interactions between the very strongest filaments remain, leading to
fewer false positives.

Figure 5.5 shows how much of the total filament population (fsens) is excluded for
successive gains in precision (fprec) and sensitivity to the targeted filament population
(fsens,isolated) as εthresh is increased. The optimal value, εthresh = 1.5× 10−2, is chosen,
as above this value there are relatively modest gains in precision and isolated sensitivity.
At this level, 50% of the total filament population lies above the amplitude threshold.
The technique detects 36% of the total filament population and 74% of isolated analysis
filaments. This is achieved with a 98.8% true positive detection rate. These FoM values
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Figure 5.5: Dependence of the precision (blue), analysis sensitivity (orange), and total
sensitivity (green) FoMs on filament amplitude detection threshold, εthresh. Dashed lines
show the FoM values achieved at the value of εthresh = 1.5× 10−2 used in the analysis.

Table 5.4: Breakdown of the numbers of synthetic filaments in each analysis category
for the reference synthetic data set, analysed with εthresh = 1.5× 10−2.

Set Sx |Sx| |Sx|
|Sdomain|

|Sx|
|Sanalysis|

|Sx|
|Sisolated|

Sdomain 20243 100% - -
Sanalysis 10134 50% 100% -
Sisolated 9978 49% 98% 100%
Smatched 7341 36% 72% 74%
Smissed 2637 13% 26% 26%
Soverlap 156 0.8% 1.5% -

are summarised in Table 5.6.

The dependence of fsens, domain on εthresh is broadly exponential, rolling over slightly
at low amplitudes as the noise floor of the technique is approached. The distribution
peaks at 59%, indicating that, for a decaying exponential amplitude distribution, over
half of the total filament population is potentially detectable (i.e. above the noise
floor of this technique), with the drawback that at this amplitude threshold there are
almost equally as many false positives (fprec ≈ 57%). The precision saturates around
εthresh = 2.0× 10−2, above which nearly all detections are true positives.

5.4.2 Breakdown of filament detections

With the figures of merit in place and the threshold set, we can now quantify the per-
formance of the inversion technique. Table 5.4 gives a breakdown of the number of
filaments that are assigned to each category by the matching algorithm for the refer-
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Table 5.5: Breakdown of the numbers of detected filaments in each analysis category
for the reference synthetic data set, analysed with εthresh = 1.5× 10−2.

Set Dx |Dx| |Dx|
|Ddomain|

Ddomain 7432 100.0%
Dmatched 7341 98.8%
Dfalse 91 1.2%

Table 5.6: Summary of the figures of merit from analysing the reference synthetic
data set with εthresh = 1.5 × 10−2. The first three FoMs should be maximised and
the remainder minimised. Values prior to the systematic offset correction are given in
brackets. fR−Rsep has been normalised relative to the 5 cm SOL width between the
LCFS and the first limiting structure.

Quantity, p Error FoM
µp σp fp

fprec - - 98.8%
fsens,isolated - - 74%
fsens,domain - - 36%
R−Rsep [cm] 0.32 0.14 4% (7%)
Rφ [cm] -0.25 0.18 15% (22%)
δR [cm] 0.56 0.27 33% (70%)
δRφ [cm] 1.1 0.73 26% (67%)

ence synthetic data set, analysed with εthresh = 1.5 × 10−2. Around 10% of all the
synthetic filaments spawned around the full toroidal extent of the machine fall within
the window in toroidal angle of 46◦ under analysis and within the borders of analysis
domain. 50% of those filaments have amplitudes above εthresh, while 49% both have
amplitudes above εthresh and do not overlap with higher amplitude filaments. Around
1% of filaments within the analysis domain are obscured by higher amplitude filaments,
which present themselves together as a single local maxima in intensity. While these
underlying filaments, obscured by larger filaments cannot be detected, they raise the
amplitude of the larger detected filaments. However, we do not expect these filament
interactions to occur routinely in experiment.

Table 5.5 gives a breakdown of the detected filaments. Of the 7441 detections only
91 (1.2%) were false positives that did not match to a synthetic filament.

5.4.3 Error Distributions and Corrections

After quantifying the detection capabilities, we now address the problem of assessing
the quality of the measurements. For each detected filament, it is possible to calculate
the absolute error on a parameter p, as defined by ξp = pdetected − psynthetic. Since
different filaments can have different errors, the latter are statistically distributed. As-
sessing the average errors, µξp identifies systematic errors arising from distortions in the
inversion which can be corrected for through offsets in future measurements. Assessing
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Figure 5.6: Distribution of errors in detected filament parameters for radial position,
toroidal position, radial width and toroidal width (left to right, top to bottom respec-
tively). The solid blue lines shows the distributions of errors, while the dashed orange
lines shows Gaussian fits to the distributions.

the standard deviation in the errors, σξp, quantifies the random errors that remain after
the systematic errors are corrected for.

Figure 5.6 shows the resultant distributions of absolute errors, ξp, on the position and
width measurements for all matched output ({Smatched}) filaments from the reference
synthetic data set. Each parameter shows a broadly Gaussian distribution of errors
over at least an order of magnitude in frequency, although long low frequency tails are
present. Therefore, we fit Gaussians to the distributions in order to parametrise their
widths, without suggesting that the underlying distributions are truly Gaussian. The
mean and standard deviation of the fitted Gaussians are listed in Table 5.6. The table
also gives the fp values given by Eq. (5.9) for each parameter (note fR−Rsep has been
normalised relative to the 5 cm SOL width between the LCFS and the first limiting
structure).

The average errors in the R and φR positions are small, at 0.3 cm and -0.2 cm
respectively. The widths of the fitted Gaussian are also small, each around 0.2 cm,
although the raised wings and long, largely symmetric tails with Fisher kurtosis values
of 8.9 and 12.3 respectively, indicate that rare large errors of greater than 1 cm can
occur with greater frequency than suggested by the Gaussian widths. Almost 3% of
R positions having errors greater than 1 cm (5σ) and around 13% of φR positions
having errors greater than 1 cm (5σ). The high accuracy of the position measurements
is important for accurate filament velocity measurements, corresponding to velocity
errors of the order 0.3 km/s in both radial and toroidal directions. For a typical filament
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travelling radially at 0.7 km/s and toroidally at 4 km/s, this corresponds to percentage
errors of 40% and 7% respectively. The systematic errors in the width δR and δφR are
more significant, at 0.6 cm and 1.8 cm respectively. These over estimations of widths
arise from a number of factors, most importantly, the finite analysis grid resolution,
overlap of filaments and distortions during the inversion process. The error distributions
are described well by the fitted Gaussian, with widths of 0.3 cm and 0.7 cm respectively,
although again the tails of the distributions are slightly more pronounced, with kurtosis
values of 7.9 and 1.1 respectively.

With the systematic errors in these parameters, µξp, identified, they are applied
as offset corrections in the analysis that follow, so that measurements should only be
subject to random measurement errors.

5.4.4 Spacial dependence of systematic errors

In addition to exploring the overall statistics of the detected and synthetic filaments,
the spatial variation of the detection errors can be compared throughout the analysis
domain. Given the prevalence of distortive effects in different areas of the inversions
depends on the complex geometrical line of sight interactions of the different basis field
line images, there is a systematic spatial dependence of the errors on the measured
filament parameters. By measuring the errors, ξp, on individual synthetic filaments
at different positions in the analysis domain, these spatial error dependencies can be
measured.

Figure 5.7 shows how the errors on individual filament positions and widths vary
with radial and toroidal position. Note that these systematic errors are calculated
for filaments with a single size and amplitude, so we emphasize the spatial structure
of the distributions rather than the absolute values of the errors. Significant toroidal
structure in the systematic error distributions is observed while the radial dependence is
weak. This is to be expected given the relatively small radial variations in the magnetic
geometry across the radial extent of the analysis domain, compared to that of the
toroidal variation. There is a particularly pronounced increase in the errors in the
widths and radial positions at low values of φR. These measurements motivated the
choice of analysis domain discussed above, with a central toroidal angle of φ0 = 177◦,
rather than the value of φ0 = 170◦ used in Figure 5.7, in order to avoid the region of
low φR, where the systematic errors are largest.

5.4.5 Position and Width Distribution Measurements

The ability to accurately measure the statistical properties of filaments is essential
to build reliable first principles models and to assess their intermittent loads on the
plasma facing components. We now wish to understand how well our technique is able
to reproduce the distributions of the synthetic filaments.
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Figure 5.7: Spatial dependence of measurement errors in a) radial position, b) toroidal
position, c) radial width and d) toroidal width. These distributions are measured by
assessing the systematic error on individual synthetic filaments located at different po-
sitions in the analysis domain.

Figure 5.8 compares the frequency density distribution functions of filament posi-
tions and widths for the original synthetic filaments ({Sdomain}, orange dashed lines)
and the detected output filaments ({Ddomain}, black solid lines). The detected values
have been corrected by the systematic offsets identified in the previous section.

The distribution functions of radial and toroidal positions are very well recovered,
closely following the synthetic distributions. The detected width distributions preserve
the overall shape of the originals, although the distribution of δR is more peaked and
the distribution of δφR has its peak shifted to the larger widths by around 0.6 cm.
This gives us confidence that detected distributions of filament positions and widths
accurately reflect the forms of the true underlying physical distributions.

It is useful to analyse these results in more detail, in particular, the partial distri-
butions of specific subsets in order to determine trends. These partial distributions are
displayed and compared in Figure 5.9, which we will now discuss. The distributions
of matched ({Smatched}) and missed ({Smissed}) filaments collapse onto the overall dis-
tribution of synthetic filaments ({Sdomain}) showing that filaments are not selectively
detected and thus the full extent of the distributions are evenly sampled. This is strong
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Figure 5.8: Comparison of synthetic input and measured output frequency density
distributions of filament positions and widths for the reference synthetic data set. Dis-
tributions of synthetic input filaments are given by orange dashed lines and detected
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evidence that filaments have the observed properties and are not, for instance, all a sin-
gle size. Similarly, the distribution of matched detections ({Dmatched}) collapses onto
the overall distributions of detections.

The distribution of false positive detections ({Dfalse}), however, shows separate
structure that cannot be resolved in Figure 5.9 due to their low frequency. Indeed,
false detections are over twice as likely to occur at low R values, which is anticipated
since line of sight effects mean ghost filaments typically occur at lower R values than
the two true filaments which overlap to produce them. The distribution of false positive
detections has two peaks in φR located around φR = -20 cm and +30 cm, indicating
locations where line of sight effects are particularly prone to producing ghost filaments.
Both width distributions have higher relative false positive rates for larger width fila-
ments, especially in the case of δφR. Dashed and dotted lines show the original distri-
butions, while solid lines show the measured distributions. The dotted grey lines show
the distributions for all 200,000 synthetic filaments in the data set distributed around
the full toroidal extent of the machine (divided by 9 to fit on the same axes), while all
other lines refer to sets of filaments within the analysis domain. Here, the proportion
of filaments in each matching category is clear, demonstrating how few filaments are
missed or false detections.

5.4.6 Amplitude Distribution Measurements

In order to compare the synthetic and detected filament amplitude distributions the
synthetic amplitudes must be mapped to corresponding amplitudes in the inversion
data. Figure 5.10 shows the inversion amplitude measured at the true centre of each
synthetic filament in the reference synthetic data set as a function of the uncalibrated
synthetic input amplitude. While there is some scatter resulting from the overlap of
filaments and distortions in the inversion, there is a strong linear dependence with a
Pearson correlation coefficient of 0.79. Excluding high amplitude outliers, the gradient of
a linear fit to the data yields the calibration factor required to compare input amplitudes
and inversion amplitudes directly.

Figure 5.11 compares the distributions of detected filament amplitudes and cali-
brated synthetic amplitudes, using line styles consistent with Figure 5.9. The vertical
grey line indicates the amplitude threshold εthresh = 1.5× 10−2, below which detections
are not attempted. The output distribution successfully captures the exponential na-
ture of the input distribution, but for a roll over at low amplitudes, arising from from
the increased proportion of missed filaments at low amplitude. The majority of false
positive detections also occur at low amplitudes. The matched synthetic filaments curve
continues below εthresh due to the subset of synthetic filaments with amplitudes below
εthresh that manifest in the inversion with amplitudes above εthresh and are detected.

In order to assess the fidelity of the amplitude measurements and ensure that mea-
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Figure 5.10: Relationship between synthetic input field line emission amplitude and
resulting inversion field line emission amplitude.

sured exponential amplitude distributions are not an artefact of the measurement tech-
nique, other data sets with different amplitude distributions have been analysed, each
containing 5000 frames.

Data set A1 shares the same experimentally representative parameter distributions
as the reference synthetic data set, A, but contains only one filament per frame. This
data set is used to assess the effect of filament overlap on results from the reference
dataset.

Data set Aδ,1 contains a single randomly positioned filament per frame, each with
the same fixed amplitude and filament size. This heavily simplified data set collapses
the input amplitude and width distributions onto delta functions, so that the width of
the recovered amplitude distribution is solely due to the intrinsic inaccuracies in the
analysis technique. The output amplitude distribution then provides an estimate of the
intrinsic random error on an amplitude measurement.

Data set Aδ contains the same distributions as Aδ,1, but with 40 filaments per frame,
so that the effects of filament overlap can be readily identified.

Figure 5.12 shows the calibrated synthetic amplitude distributions for each of these
data sets (dashed lines) and the inversion amplitudes measured at the true centre of each
filament in the analysis domain (solid lines). In the case of the simple Aδ,1 data set, the
input delta function in amplitude is dispersed but maintains the peaked, broadly sym-
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metrical shape. Given there is only one filament per frame, this data set demonstrates
the intrinsic dispersion in amplitudes resulting from the inversion technique without
any filament overlap. The Gaussian width of the measured distribution is around 15%
of the mean, indicating that this is the typical size of error that can be expected on
amplitude measurements, without filament overlap effects.

When multiple filaments are introduced as in the Aδ data set, the highly peaked
distribution shape is retained, but the interactions between filaments lead to further
broadening of the distribution to a Gaussian width around 25% of the mean, a shift to
higher amplitudes and an enlarged high amplitude tail. It should be noted that while
the bulk of these effects will primarily be the result of the overlap of foreground and
background filaments and are thus relevant to experimental measurements, the high
amplitude tail and a degree of the broadening will be due to overlap of nearby filaments
which are not anticipated experimentally.

In the case of the single filament, physically representative data set, A1, the inversion
amplitudes closely follow the input, indicating that in the absence of filament overlap,
amplitude distributions are recovered reliably. The addition of multiple filaments per
frame in A introduces a constant positive offset due to the overlap of foreground and
background filaments raising the average intensity of each projected field line.

As the filaments are uniformly distributed around the machine and there are many
possible points of intersection between different field lines in the field of view of the
camera, the average effect of the filaments outside the analysis domain is to provide an
effectively uniform background of emission. However, variation in field line intersection
in different parts of the image due to line of sight effects will lead to some dispersion
in the background offset. Hence, a roll over is observed in the measured amplitudes.
Therefore, the measured amplitude distribution is representative of the true distribution
at all but the lowest amplitudes, except for an approximately constant shift to higher
amplitudes due to filament overlap. Given the roll over occurs below the optimal blob
detection amplitude threshold, εthresh = 1.5 × 10−2, and the constant offset does not
affect the distribution shape, this should not affect experimental conclusions about
measured amplitude distributions.

5.5 Discussion

In this chapter we have investigated the accuracy and reliability of the Elzar fast camera
data processing technique. A number of further factors should be considered that affect
the precision and reliability of the technique.

The grid resolution of field lines used in the geometry matrix plays a critical role
in the precision of technique’s output. This must be sufficiently high to resolve the
smallest filaments of interest, which are of the order of several millimetres across and in
general a few ion Larmor radii. However, the distortion and smoothing in the inversion
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Figure 5.11: Synthetic and detected amplitude distributions. Line styles are consistent
with Figure 5.9. The vertical grey line indicates the amplitude threshold εthresh =
1.5× 10−2.

and regularisation process enlarges structures in R-Rφ space, such that, provided these
effects are accounted for as in the systematic error correction, the grid resolution can
be slightly coarser than the structures being measured.

The resolution that can practically be used is limited by the computational time per
analysis filament and the extent of the analysis region. It is desirable that the analysis
region be large for two reasons. Firstly, analysing a large region makes best use of
the available data and produces more filament detections, so that stronger statistical
conclusions can be drawn from the larger sample sizes. Secondly, a large analysis domain
maximises the proportion of data that is not affected by boundary effects (which scales as
the product of the grid dimensions). The grid resolution used in Section 5.3 was chosen
to achieve an equitable balance, such that the necessary features could be resolved,
without increasing the computation cost to an extent that it would prohibitively limit
the amount of data that could be analysed.

The camera spatial resolution, limited by its pixel resolution and viewing perspec-
tive, also limits the accuracy of the inversion. Filament widths in the camera field of
view are often only of the order of a few pixels across over much of their length, leading
to pronounced discretisation of the intensity distribution across their width. This leads
to sharp discontinuities in pixel intensity along field lines, particularly in areas where
the field lines pass at 45◦ to the image axes. This can result in artificial inhomogeneities
along field lines and striations in inversion intensity, which complicate identification.

While the camera sensor has a 12 bit bit-depth (0-4095), the OpenCV image pro-
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cessing library used in the prepossessing stages of the analysis requires the images to
be converted to 8 bit bit-depth (0-255). This reduction in dynamic range propagates
through to the inversion and reduces the fidelity of filament contour selection. The
smallest, faintest filaments are only a few pixels across and contain pixels with inten-
sities at the lower end of the 8-bit dynamic range (0-255). Therefore, the range of the
amplitudes in the contour can be small leading to significant âĂŸterracingâĂŹ of the
intensities across the contour. When fitting the 2D Gaussians across only a few points,
this can have noticeable effects for fitting to the smallest, faintest filaments. Therefore,
avoiding the conversion to 8-bit data for the OpenCV operations would preferable in
future.

At 100 kHz the camera’s integration time is 3.3 µs, during which fast filaments [48]
with total velocities of ∼ 4 km/s can be expected to move up to 1.3 cm. Kirk et al. [51]
has previously investigated the effects of exposure time on filament measurements under
similar conditions and has found it not to be significant.

A source of error that has not been quantified in this benchmarking exercise is that
arising from inaccuracies in the magnetic equilibrium and camera calibration, which will
never be perfect descriptions of the physical systems. A non-quantitative assessment of
these errors has shown they can be significant for poor quality camera calibrations and
equilibrium reconstructions. However, if care is taken in producing these inputs their
effects on the benchmarking conclusions should not be large. While quantification of
these sources of error is an important area of future study, it is beyond the scope of this
thesis.

5.5.1 Conclusions

The Elzar camera inversion and filament detection technique has been benchmarked
using synthetic camera data, containing filaments with known properties. This has
enabled the precision, reliability and limitations of the technique to be assessed, in order
to properly inform experimental applications and further development of the technique.
The technique successfully identified 74% of the filaments in the analysis region and
with sufficient amplitude, with a true positive detection rate of 98.8%. Standard errors
on filament’s radial and toroidal positions are around ±2 mm, while standard errors on
radial and toroidal widths are around ±3 mm and ±7 mm respectively.

Given a sufficiently large sample, the measured filament data has been shown to
qualitatively reproduce features of the input distributions, so that the technique can
be used to provide important constraining information for analytical interpretation of
SOL profiles.



Chapter 6

Application of the Elzar filament
analysis technique to MAST data

In this Chapter, we will introduce a first but rather complete experimental application of
the inversion technique and detection algorithm that we have discussed in the previous
chapters. We start with a comparison of measurements from the visual camera with
those from a reciprocating probe (RCP) diagnostic, which is one of the most reliable
workhorses in experimental SOL physics. Combined with the synthetic benchmarking
in the previous chapter, this establishes the comparative and unique capabilities of the
technique relative to established techniques.

We then proceed to show how the detections of filaments using the 2D inversion tech-
nique relate to the 0D measurements used in the comparison with the RCP diagnostic.
With this established, we describe how the analysis of a small number of filaments
with the inversion technique has enabled the benchmarking and cross-validation of a
number of turbulence codes. By utilising the synthetic camera diagnostic to forward
model the simulation data, the camera inversion technique provided a unique means
of benchmarking the turbulence codes, while also gaining additional insight into the
experimental measurements from the simulation results.

Next we turn to the application of the inversion technique to large quantities of
experimental camera data in order to measure the distributions of filament properties
that are required by analytic models of SOL transport. PDFs of positions, widths
amplitudes and velocities are presented and insight from the synthetic benchmarking
exercise is applied to their interpretation.

6.1 Comparison of imaging and Langmuir probe measure-
ments

6.1.1 Introduction

The comparison of the new camera inversion technique with well established recipro-
cating probe analysis techniques, puts its capabilities in context with a large body of
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Figure 6.1: Illustration of taking reduced dimensionality slices through the 2D camera
inversion data for comparison with Langmuir probe data. The time average and higher
order moments of the data indicated by the red radial slice through the inversion can
be compared to time equivalent radial profiles of the ion saturation current from RCP
measurements. Similarly, the statistics of the time varying signal of an individual field
line such as the ‘probe field line’ indicated by the mauve star can be compared to that
of RCP Isat signals. The extensive toroidal slice through the data shown in orange
has no equivalent in measurements from other diagnostics and uniquely facilitates the
measurement of the toroidal separation between filaments. This inversion is for camera
data from discharge 29840 at time t = 0.16011 s.

existing measurements in the literature. By identifying commonalities and differences
in results from the two diagnostics, results from each can be better understood and
interpreted going forward.

MAST’s reciprocating probe was moving inwards towards the plasma core on a
timescale that was much longer than the typical filament residence time. Therefore, at
any given point, its signal approximated that of a probe fixed in space. By considering
the signals from given radial and toroidal positions in the inverted camera map, time
series are easily produced that are similar to those from a Langmuir probe diagnostic.
Figure 6.1 illustrates a radial slice through the camera inversion data in red and a
toroidal slice through the data in orange. An individual ‘probe field line’ is signified
by a mauve star. The time varying intensity of such a probe field line shows spikes in
intensity due to passing filaments in the same manner as the filamentary spikes seen in
RCP ion saturation current signals. Indeed, under the assumption that filaments are
homogenous along field lines, a probe field line passing through the location of the RCP
tip should measure the same fluctuation. Past measurements on MAST have indeed
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shown spikes in Isat to occur at the same time as increased Dα emission from iteration
of the filament with the probe head [238]. With the camera data treated in this way,
Langmuir probe measurement techniques can be used to perform, for the first time, a
like-for-like comparison of inverted visible camera measurements and Langmuir probe
measurements.

The emission intensity observed in visible camera images and the ion saturation cur-
rent measured by Langmuir probes both have a primary dependence on plasma density
and thus can be considered proxy measurements for this quantity. However, the sec-
ondary dependencies on electron temperature and neutral gas density differ between the
two diagnostics (see §1.6), preventing a fully quantitative comparison of the two mea-
surement techniques. Therefore we should expect the two diagnostics to qualitatively
reproduce the same trends in the filament statistics.

In the absence of a single MAST pulse with both fast camera and Langmuir probe
data, two similar pulses were studied. The camera analysis was performed on MAST
discharge 29840 and the reciprocating Langmuir probe (RCP) analysis on discharge
29023, both of which were ohmic, L-mode, double null plasmas (refer back to §3.4 for
further details). The probe reciprocation occurred over a 350 ms time window during
the plasma flat top, traversing to the separatrix from a distance of around 15 cm. Given
the RCP had a sample rate of 500 kHz while the camera frame rate was 100 kHz, the
RCP data was down sampled to 100 kHz so that a direct statistical comparison between
the two signals could be made. The statistical properties of the down sampled RCP
data are very similar, although not identical to those of the full signal. Therefore, the
down sampled RCP data is used throughout the analysis.

The camera analysis was performed over a time window lasting 90 ms, enabling large
samples of filaments to be analysed. The analysis for each diagnostic was performed at
the same distance from separatrix, but at two different toroidal locations, owing to the
differing locations of the diagnostics within the machine (see Chapter 3). Therefore,
due to the toroidal symmetry of the machine, both diagnostics should measure the same
statistical properties of the filaments.

6.1.2 Langmuir probe pre-processing

The Langmuir probe Isat signal for discharge 29023 was subject to electromagnetic
interference from a poloidal field coil which impacted the statistical properties of the
signal and had to be removed. This noise is evident in the frequency bands present at
all times in the spectrogram in Figure 6.2a). The frequencies of the noise were isolated
by considering the start of the Isat signal prior to the reciprocation for which the probe
was far enough away from the plasma (R − Rsep = 15 cm) that the majority of the
signal could be attributed to the field coil pickup. The spectrum of this signal was
used to identify high frequency sources of noise which were filtered with notch filters.
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Figure 6.2: a) Spectrogram of the RCP ion saturation current signal for discharge 29023.
Electromagnetic interference from a nearby poloidal field coil can be seen in the form of
frequency bands present at all times. b) Spectrogram after application of the frequency
filter in Figure 6.3, showing the removal of the erroneous bands.

At lower frequencies, around 40 kHz, there was a broadband source of noise coinciding
with frequencies present in the filamentary signal spectrum. Therefore these frequencies
were suppressed in proportion to their relative noise component. This approach removed
the noise without impacting on the statistical properties of the filamentary signal, and
thus affecting the comparison. Figure 6.3 shows the filter used to suppress the noise,
containing several narrow notch filters and a broader structured filter.

6.1.3 Time series

Figure 6.4 compares 5 ms time series from both the RCP and the camera data taken
at the separatrix. The top panel shows the time varying intensity, Ifl, of the probe
field line intersecting the mid-plane at the separatrix (R − Rsep = 0 cm) and located
toroidally at φ = 177◦. The bottom panel shows the ion saturation current drawn by
the probe tip at the separatrix.

There is a strong resemblance between the two signals, with both showing simi-
lar bursty waveforms as filaments pass the respective probe field line and probe tip.
However, several differences can be noted.

First, a distinct flat background in intensity is observed in the camera data. This
results primarily from the camera background subtraction algorithm, which results in
areas of the camera images having close to zero intensity and is further contributed to
by the non-negative SART inversion algorithm, which enforces a sharp cut off at zero
to prevent negative intensity values. As the RCP data does not have an equivalent
background subtraction step, the Isat signal shows the filamentary fluctuations on top
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Figure 6.3: The Fourier amplitudes of the portions of the Isat signal with and without
filament data are shown in blue and orange respectively. The orange signal was measured
before the probe reciprocation far from the plasma, while the blue signal was measured
during the probe reciprocation. The red line shows the amplitude of the filter used to
suppress the noise.

of the background density.
The reduction in the mean of the camera signal has the consequence that the rel-

ative magnitudes of the mean and standard deviation differ between the two signals.
Therefore, a given amplitude threshold, a number of standard deviations above the
mean (µ+nσ), will capture a different proportion of events in each signal. A number of
Langmuir probe analysis techniques examine only those fluctuations exceeding such a
threshold. Therefore, in order to compare samples of like events measured with the two
diagnostics, the threshold applied to the camera data was adjusted accordingly. The
threshold was varied so as to capture the same number of events per unit time as the
µ+ 2.5σ threshold applied to the RCP data. This ensures that both diagnostics subse-
quent analyses consider the equivalent high amplitude events. The required threshold
for the camera data was found to be µ+ 2.0σ.

Dashed green lines in Figure 6.4 indicate intensity thresholds used for each diagnos-
tic. Peaks in intensity crossing these thresholds are indicated with crosses.

6.1.4 Conditional Averaging

As discussed in §1.6.1, conditional averaging is often used to examine the average wave-
forms of Isat fluctuations. Figure 6.5 compares the conditionally averaged waveforms
for the two diagnostics, produced by averaging time windows around peaks detected in
each signal. In each case, the data is de-trended by subtracting the mean of the signal
to aid comparison of the waveform shapes. Error bars show the standard deviation in
the averaged intensities at each time point, in order to indicate the level of variation
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Figure 6.4: Time series of average field line intensity (blue) and RCP ion saturation
current (orange) over a 5 ms time window, taken at the separatrix. Horizontal dashed
lines indicate µ+nσ thresholds used for conditional averaging, while crosses of the same
colour indicate filamentary peaks identified above these thresholds.

in the ensemble of waveforms contributing to the average waveform. The conditional
averaging was performed on the full 10 ms of RCP data for which the probe was within
±1 cm of the separatrix and on 90 ms of camera data.

The camera and RCP signals contained 29 and 262 peaks respectively over these
time windows. The greater number of peaks in the camera data highlights a major
advantage of the camera inversion technique. The sample size of the RCP analysis is
limited by the short dwelling time of the probe at a position in the SOL. By contrast
the camera simultaneously observes points over a large region of the SOL, throughout
the discharge. Therefore, the length of the time window analysed with the camera is
limited only by the evolution of the plasma discharge and the computational expense of
inverting the data. Thus, the camera technique can analyse much longer time windows
in order to build up better sample statistics for the analysis.

Both diagnostics show very similar filament waveforms that are described well
by a double exponential function, a functional shape used also in several theoretical
works [45,131,167,168]. Exponential fits to the leading and trailing edges of the wave-
forms are shown as dotted lines in Figure 6.5. Both diagnostics show very symmetrical
waveforms, with the RCP data exhibiting exponential rise and fall widths of 7.5 µs and
8.0 µs respectively and the camera data having rise and fall widths of 14 µs and 16 µs
respectively.

The larger widths measured with the camera data are likely due to two factors.
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Figure 6.5: Comparison of the normalised conditionally averaged waveforms from the
two diagnostics. Waveforms from the camera data are shown for thresholds of both
2.5σ and 0.8σ above the mean. Exponential fits to the rising and falling edges of the
waveforms are shown with dotted lines.

First, while the RCP measurements indicate the fluctuating plasma density at a point,
the camera measurement describes the fluctuating plasma density averaged along a field
line passing through an equivalent point in the SOL. Thus, while the RCP will respond
to high frequency local fluctuations (which may or may not arise due to filamentary
structures), the camera measurement will only pick up large scale structures encom-
passing large parallel extents of field lines, which are thus necessarily filamentary in
nature. Any high frequency non-filamentary fluctuations will thus tend to narrow the
RCP waveform. Second, any remanent ‘shadow’ of the filaments from the inversion
precess will tend to broaden the waveform of the camera measurements. However, the
similarity of the conditionally averaged waveforms from the two techniques shows that
these effects are not too large.

The strong symmetry of the waveforms observed with both diagnostics is striking.
In most machines, the rise time is found to be much shorter than the fall time, cor-
responding to a sharp rising edge, followed by a trailing wake [48, 69, 134] (refer back
to Figure 1.17). The absence of a sharp rising edge and trailing wake in condition-
ally averaged waveforms has previously been observed in RCP data on MAST [67, 69].
Visual inspection of the time series shows that the symmetry is a property of the un-
derlying peaks and is not a result of averaging sharp edged filament peaks skewed in
both directions. The behaviour is attributed to the stronger collisional diffusion in
MAST than in other tokamaks. This means that collisional diffusion perpendicular to
the magnetic field smooths the filaments and prevents the formation of sharp gradients
on the leading edge. This explanation has been supported by numerical modelling in



140CHAPTER 6. APPLICATION OF THE ELZAR FILAMENT ANALYSIS TECHNIQUE TO MAST DATA

250 500 750 1000 1250
w [ s]

0.0

0.2

0.4

0.6

0.8

No
rm

al
ise

d 
fre

qu
en

cy

Camera (Ithresh = + 2.0 )
RCP (Ithresh = + 2.5 )

Figure 6.6: Comparison of waiting time distributions for the fast camera (blue) and
RCP (orange) diagnostics. Exponential fits to the distributions are shown as dotted
lines and the averages of each distribution are shown by vertical dashed lines.

ESEL [67], and now also seems to be confirmed by the camera measurements. While
strong rotation of the filaments could also result in symmetrical waveforms by mixing
the leading and training edges, this is not believed to be the cause. This is because
parallel transport of heat is typically sufficiently strong that temperature perturbations
are rarely large enough relative to the density perturbation for the filaments to be in a
spinning regime [99].

6.1.5 Waiting times

Figure 6.6 shows the distribution of waiting times, τwait, between filament events ob-
served with each diagnostic. As is typically observed [61, 160, 165, 239], they are well
described by exponential distributions (dotted lines) indicating that filament generation
is a Poisson process, the basic assumption of several theoretical models [45,131,167].

For Ithresh = µ+ 2.5σ, the RCP waiting time distribution gives an average waiting
time of τwait = 365 µs. Given that the camera threshold 2.0σ above the mean is chosen
so as to approximately give the same average waiting time as the RCP, the fit to the
camera data gives a similar average waiting time of τwait = 350 µs.

6.1.6 Fluctuation statistics

The temporal scales present in the fluctuating signals can be quantified using the auto-
correlation function shown in Figure 6.7. The autocorrelation time, τac, can be extracted
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by fitting the autocorrelation function with the expression [67]

Afit(t) = exp

[
−
(
t

τac

)β−1
]
, (6.1)

where the cascade index, β, describes the shape of the autocorrelation function.
As seen with conditional averaging, the camera signal has a longer auto-correlation

time of τac = 20 µs compared to 14 µs for the RCP. This can be attributed to the same
causes given for the broadened conditionally averaged waveform.

Figure 6.8 gives the dependence of the excess kurtosis, Kex(I), as a function of the
skewness, S(I) (see Equations 1.19 and 1.20 for definitions of S and K). As described
in §2.3.4, systems governed by Poisson statistics exhibit a quadratic relation between K
and S. Furthermore, it was shown in [131] that the fluctuating density signal produced
by filaments whose occurrences are Poisson distributed and amplitudes are exponentially
distributed should follow the specific relation given by Equation 2.17 where the y-
intercept is equal to 0 (for Fisher excess kurtosis) and the coefficient of S2 is 3/2.
Figure 6.8 shows both the reciprocating probe and the camera data are well described
by this relation, again supporting the assertion that filaments are independent entities,
described by Poisson statistics.

6.1.7 Radial profiles

Radial profiles of the mean, variance and skewness of the camera field line intensity and
RCP ion saturation current are presented in Figure 6.9, showing general good agreement
between the two. The profiles from the camera data are toroidally averaged, while the
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Figure 6.8: Dependence of the excess kurtosis of the fluctuating diagnostic signals as a
function of their skewness. Camera data is shown in blue, while RCP data is shown in
orange. The data is described well by the analytic relation Kex = 3

2S
2 derived in [131]

for Poisson based bursts with exponential amplitudes and waiting times.

statistical moments from the RCP data are calculated over a rolling radial window
of 500 sample points, corresponding a 10 ms window in time. The full sample rate
RCP signal was used for this application in order to maximise the accuracy of higher
order statistical moments. The radial profiles of the mean and standard deviation are
normalised to their separatrix values for each diagnostic, due to the differences arising
from the background subtraction of the camera data.

Both diagnostics show the typical exponential-like fall off in the mean with slight
flattening in far SOL. Similarly, both show a drop in the standard deviation of the signal
with radius. Both diagnostics show similar levels of skewness around ∼2 in the SOL.
The commonly observed rise in skewness with increasing distance from the separatrix,
corresponding to the increased relative amplitude of the filaments in the far SOL [66]
is also observed in both cases. However, the RCP data is quite noisy and shows a drop
in skewness beyond 3 cm. This is attributed to insufficient sample statistics in the
RCP data to accurately calculate this high order statistical moment [240], due to the
speed of the probe reciprocation. The drop in skewness in the far SOL could also be
a consequence of interactions with poloidal field coil or the occurrence of another local
plasma event during that stage of the reciprocation.

This highlights another strength of the camera technique. Each section of the radial
profile from the RCP is measured at a different time in the discharge and may be subject
to different local time dependent phenomena (e.g. sawtooth crashes), that cannot be
avoided or filtered out of the data. By contrast the camera data can measure instan-
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Figure 6.9: Radial profiles of the mean, variance and skewness of intensity fluctuations.

taneous radial profiles, so that all radial measurements are subject to the same large
scale plasma phenomena. Furthermore, any spatially localised confounding phenomena
that may influence the RCP signal, can be minimised in the camera signal by toroidal
averaging.

6.1.8 Toroidal filament separation distribution

The fast camera diagnostic has the unique capability to simultaneously observe filaments
over a broad range of toroidal positions. This provides the ability to measure the
distribution of the toroidal separations between adjacent filaments. This is an important
measurement as it provides a means of testing a fundamental assumption of analytic
filament frameworks discussed in §2.3.4, which model filament emission as a Poisson
process.

For filament emission to be a Poisson process, each filament must be emitted inde-
pendently and uniformly around the torus, implying that filaments are not emitted with
a preferential toroidal mode number corresponding to a particular toroidal separation
between the filaments. Indeed, independent filaments should be produced uniformly
around the toroidal extent of the machine, resulting in an exponential distribution of
the toroidal filament separations. This is analogous to the uniform probability of fil-
ament emission in time resulting in the exponential distribution of filament waiting
times.

The analysis proceeds in a similar manner as for the waiting times. Peaks in emission
along toroidal slices through the inverted camera data shown by the orange line in
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Figure 6.10: PDF of toroidal filament separations, ∆φR. For separations greater than∼8
cm (vertical dashed line) the distribution is well described by an exponential distribution
(dashed blue line) with an e-folding length of λ∆φR = 24 cm. The mode and inflection
point in the distribution at ∆φR = 8 cm is indicated by a vertical dashed line, while the
mean of the distribution at ∆φR = 24 cm is shown by a vertical dotted line. For short
separations (. 8 cm) there is a roll over in frequency, indicating interactions between
filaments. This result was also published in [168].

Figure 6.1 are identified and the distribution of the separations, ∆φR, between the peaks
analysed. Figure 6.10 shows the resulting distribution of toroidal filament separations
at the separatrix. For separations & 8 cm the distribution is well described by an
exponential distribution with an e-folding length of λ∆φR = 24 cm.

As we discuss in [168], this experimental measurement supports the assertion that
filaments are randomly emitted from the core, such that the filaments are uncorrelated
and uniformly distributed along the separatrix at the mid-plane, with no clear mode
structure. This provides important verification of the assumptions of the analytic frame-
works. This behaviour in the SOL is in contrast to instabilities in the core plasma which
typically exhibit correlated modal properties.

For separations below 8 cm, indicated by the vertical dashed line, there is a roll
over in frequency, indicating interactions between filaments over short distances. 2D
and 3D non-linear simulations of seeded filaments with the STORM code [187] have
shown that filaments separated by more than around 5 widths are effectively blind to
each other’s electrostatic potentials. However, filaments within a few filament widths
of one another start to feel each other’s presence and interact, leading to the merger
of filaments and the reduction in filament frequency observed here. As shall be seen
shortly, toroidal filament widths are measured to be be around 1-2 cm, consistent with
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filaments interacting over length scales of less than 5-10 cm.

Given the toroidal circumference at the mid-plane is 1.6× 2π ≈ 10 m, the measured
average toroidal separation of 24 cm corresponds to an average of ∼40 filaments around
the toroidal extent of the machine, supporting the use of 40 filaments per frame in
the synthetic data sets used in Chapter 5. These values are also in line with past
measurements on MAST [51].

6.1.9 Comparison of 1D and 2D filament detections

The experimental camera measurements of filaments presented in the preceding sections
have focused on identification of filaments in terms of peaks in 1D temporal or spatial
intensity signals, similar to the analysis of Langmuir probe data. However, the full
2D camera inversions uniquely contain a wealth of simultaneous information about an
extended region of the SOL, which we wish to utilise.

Direct analysis of the full camera inversions facilitates detailed measurements of
filaments using the watershed filament detection algorithm described in §4.3. The 2D
technique has the benefit of being able to simultaneously measure the radial and toroidal
properties of the filaments and therefore will be the focus of the following sections.

In order to demonstrate that the 0D and 2D filament detection techniques examine
the same filament structures, Figure 6.11 shows a sample of 0D time varying probe
field line amplitude alongside the distance of the probe field line from the centres of
the nearest filaments detected with the watershed algorithm. If the same filament is
tracked in multiple frames, it is represented in the figure by the same colour.

Peaks in the probe field line intensity are observed to coincide with minima in
distance to 2D filament detections. Similar behaviour is observed across longer time
series. The probe field line amplitude is negatively correlated with filament distance
with a Pearson correlation coefficient of ρ = −0.29. The relatively low correlation
coefficient is a consequence of the filament detection amplitude threshold, leading to
the omission of small 2D filament detections and the non-linear width profiles of the
filaments. Large spikes in probe field line intensity typically occur when a 2D filament
detection is within 3 cm of the probe field line, consistent with the passage of filaments
with widths of a few centimetres. indicating the two approaches measure the same
structures.

6.2 Application of experimental inversion data in turbu-
lence modelling

We now discuss an application of a small number of filament measurements from the
inversion technique, before moving on to discuss the analysis of large numbers of fila-
ments.
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Figure 6.11: a) Time varying intensity of a probe field line as in Figure 6.4. The
threshold amplitude µ+2.5σ is indicated with a horizontal dashed line. Vertical dashed
lines and green crosses show peaks exceeding the threshold. b) Distance from the
probe field line to the centre of the closest filaments detected with the 2D watershed
based identification algorithm. Multiple detections of the same filament tracked between
frames are highlighted with lines of a fixed colour. Peaks in the probe field line intensity
are observed to coincide with minima in distance to 2D filament detections indicating
the two approaches measure the same structures.

Experimental filament measurements performed with the Elzar technique have made
it possible to conduct a benchmarking exercise [99] comparing the turbulence modelling
codes STORM [169], GBS [180], HESEL [176] and TOKAM3X [181] with experiment.
This work extended a similar code validation study in the TORPEX toroidal plasma
device [185] to the more complex tokamak magnetic geometry in MAST. As each code
implements slightly different equations to describe the SOL, comparing the outputs of
the codes provides a means of testing the validity of different physical approximations,
as well as validating the ability of the codes to reproduce experimental findings. In
order to assess the performance of the codes their output needed to be compared to a
reference set of experimental measurements.

The higher temperature of the tokamak SOL and more limited diagnostic access
precludes probe array measurements of the type used in the previous TORPEX study.
Therefore, the study was made possible by the unique capabilities of the fast camera
measurements on MAST, which could provide reference filament dynamics.

Two particularly bright filaments in MAST discharge 29852 were selected as ref-
erence filaments based on their persistence over at least 4 consecutive frames, their
brightness (which facilitated easier measurements), and their differing dynamics despite
their similar widths and brightnesses. The filaments were first detected at times of
0.21642 s and 0.21702 s respectively. The first reference filament (referred to from now
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Figure 6.12: The top two panels show the positions and sizes of two filaments as mea-
sured with the Elzar inversion technique. The bottom two panels show the time evo-
lution of the filaments’ radial positions (blue solid line) and radial widths (red dashed
lines) for the two filaments in the panels above. Reproduced from Ref. 99.

on as filament one) persisted for 5 frames (50 µs) and rapidly propagated across the
SOL travelling radially 5 cm from the separatrix over its lifetime. Filament two by
contrast had a much lower radial velocity, resulting in a total radial displacement of
only 1 cm in its 40 µs lifetime. The paths of the two filaments along with the temporal
variations of their radial positions and widths are shown in Figure 6.12.

In addition to the insight gained into the relative capabilities of the turbulence
codes discussed in §2.4.4, the comparison of the experimental data with the modelling
data provided valuable insight into the experimental measurements. As the intensity of
light emitted by a filament depends on both its density and temperature, according to
Equation 1.21, such that in the absence of a secondary measurement with a different
dependence on density and temperature, the relative contributions of the density and
temperature to the observed emission are unknown. A second approach to identify-
ing the relative contributions of the density and temperature to a filament’s pressure
perturbation is to simulate the experimentally observed filament with different possi-
ble temperatures and densities and identify which parametrisation best reproduces the
dynamics observed in experiment.

The magnitude of the pressure perturbation in each filament was estimated by com-
paring the intensity of the filaments in the background subtracted images to the in-
tensity of the background emission, whose corresponding temperature and density was
known from high resolution Thomson scattering (HRTS) measurements. With the rela-
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Figure 6.13: Emission curve for filament 1, representing the combinations of filament
density, nf , and temperature, Tf , required to reproduced the filament’s measured light
intensity. Te,0 and n0 represent the background temperature and density in the SOL
respectively. Dashed lines mark the density and temperature values 7 cm inside the
separatrix. The asterisks show the combination of nf and Tf used in the simulations.
Reproduced from Ref. 99.

tive pressure of each filament identified relative to the pressure of the background SOL
plasma, the size of the density and temperature perturbation in each filament was con-
strained to a curve in δn− δT space. The curve for filament 1 is shown in Figure 6.13.
The simulations were then performed at three possible points in this phase space and
the dynamics of the simulated filaments compared to those observed with the camera.
In order to perform a like for like comparison, the synthetic camera diagnostics was
used to forward model the output of the turbulence codes so that the motions of the
filaments could be analysed consistently with the Elzar technique. The ADAS atomic
physics library [241] was used to calculate the light emission for the output distributions
of simulated temperature and density.

The STORM and GBS codes were able to produce behaviour most consistent with
experiment. Both the radial and toroidal motions of the filaments were examined to find
the best parametrisation of the pressure perturbation in each filament. The toroidal
velocity of the filaments includes both their intrinsic toroidal motion and the bulk
rotation of the plasma in which they are carried. By comparing the relative toroidal
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Figure 6.14: Comparison of the experimentally observed (red and grey) radial motion of
filament one (left) and filament two (right) with that predicted by each of the four codes
(dashed lines) for each of the three simulated parametrisations of the filaments’ pressure
perturbations. The top, middle and bottom rows of panels correspond to pure density
filament perturbations, half the peak density perturbation and primarily temperature
perturbations respectively. Filament one (left) is best described by the STORM and
GBS codes for an intermediate density perturbation (middle), while filament two (right)
is best reproduced for a primarily temperature perturbation (bottom). Reproduced from
Ref. 99.

motion of the two filaments in the simulations the intrinsic filament motion could be
separated from the bulk plasma rotation. In this way, the intrinsic toroidal rotation of
the filaments were found to be 0.2âĂŞ1 km s−1, while the mean SOL plasma rotation
was found to be ∼ 3 km s−1. Figure 6.14 compares the experimentally observed radial
motion of the two filaments to the simulated radial motion in each of the three simulated
parametrisations of the filaments pressure perturbations.

The STORM and GBS codes were able to best reproduce the experimentally ob-
served radial and toroidal motion for filament 1 with a pressure perturbation primarily
due to density, corresponding to a density perturbation over two times the background
density and a temperature perturbation around 50% greater than the background. Fil-
ament two’s behaviour by contrast was best reproduced for a density perturbation just
below 1 times the background level and a temperature perturbation around 3.5 times
the background temperature.

This showed that the slower radial motion of the second filament could be attributed
to a larger relative temperature contribution to its pressure perturbation than for the
first filament. This is unsurprising as large relative temperature perturbations (δT/T0 �



150CHAPTER 6. APPLICATION OF THE ELZAR FILAMENT ANALYSIS TECHNIQUE TO MAST DATA

4 0 4 8
No

rm
al

ise
d

fre
qu

en
cy

R [cm]

40 20 0 20 40

R [cm]
Measured
Infered

0 1 2 3

No
rm

al
ise

d
fre

qu
en

cy

R [cm]

0 2 4 6

R [cm]

Figure 6.15: Distributions of filament parameters for experimental data from MAST
shot 29852, t=[0.205,0.245] s, with εthresh = 1.5 × 10−2. Solid black lines show the
measured distributions with the systematic error offset correction applied. Dashed
orange lines are sketches of the inferred most probable true distributions shapes, given
the insight gained from the synthetic analysis.

δn/n0) drive the formation of competing monopole potential structures, that suppress
the radial diamagnetic drive of the filament by increasing its intrinsic bulk rotation
and breaking up the filament’s electric dipole. In this way, the experimental camera
analysis, combined with the synthetic camera diagnostic, provided a unique means of
benchmarking the turbulence codes, while the codes were able to provide additional
insight into the experimental measurements.

6.3 Experimental measurements of filament statistics

6.3.1 Parameter distribution functions

In this section, experimental measurements of filament parameter PDFs equivalent to
those performed on synthetic data in benchmarking exercise in Chapter 5 are presented.
The full Elzar filament analysis technique is applied to MAST discharge 29852. The
analysis was performed on 4000 frames, over the time window 0.205-0.245 s. The fila-
ment detection amplitude threshold was set to the optimal value identified in Chapter 5
of εthresh = 0.015 and the systematic offset corrections applied as determined by the
synthetic filament study.

Figure 6.15 shows the measured experimental distributions of filament positions and
widths, obtained with the new inversion technique, in black. Given the findings from the
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Figure 6.16: Distributions of filament amplitudes for experimental data from MAST
shot 29852, t=[0.205,0.245] s, with εthresh = 1.5 × 10−2. The solid black line shows
the measured distribution. The dashed orange line is a sketch of the inferred most
probable true distributions shapes given the insight gained from the synthetic analysis.
The vertical dashed line indicates εthresh.

synthetic data analysis (see Figure 5.8), orange dashed lines have been added to sketch,
without any pretence of rigour, possible inferred distributions for each parameter.

A bi-modal distribution is recovered for the R positions, with the peak at low major
radius likely due to ghost filaments which have their highest relative frequently at low R.
The primary peak is described well by a log-normal distribution as observed previously
and assumed for the synthetic data sets. The peak in detections occurs around the
separatrix where both the number of filaments and the neutral particle density is high.
Inside the separatrix the detection rate falls off sharply due to the rapid fall off in
neutral density, given the neutral ionisation mean free path at the separatrix is ∼ 1 cm.

As far as the toroidal distribution is concerned, a reduced detection rate is observed
at large φR which is significantly stronger than is seen in the synthetic data set, but
is still believed to be a diagnostic artefact from line of sight effects. The region of
increased detection density at low φR does not coincide with the highest region of false
detections in the synthetic data, so it is likely the increased detections at low φR are a
result of greater sensitivity rather than increased false positives.

Both radial and toroidal width distributions have similar shapes to the those mea-
sured from the reference synthetic data set, indicating the widths are well described by
log-normal distributions.

Figure 6.16 shows the measured distributions of filament amplitudes for the ex-
perimental data set in black, again with an orange dashed line added to sketch out
the possible distribution that can be inferred from the synthetic data analysis. An
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Figure 6.17: Distribution of filament lifetimes, measured in terms of the number of
consecutive frames, nf , over which each filament is observed. An exponential fit to the
distribution is given by the dotted line.

exponential amplitude distribution is observed with a roll over around εthresh, similar
to that observed for the reference synthetic dataset. This observation of an exponen-
tial amplitude distribution is in agreement with previous measurements with Langmuir
probes [66,90] and GPI [165].

6.4 Filament dynamics

We now present measurements of filament dynamics using the filament tracking tech-
nique described in §4.4.

6.4.1 Filament lifetimes

Of the 19654 individual instantaneous filament detections over the analysis interval,
0.205-0.245 s, in discharge 29852, 4324 were identified as belonging to chains of obser-
vations of filaments across two or more frames.

The distribution of the number of frames, nf , over which a filament is observed
is shown in Figure 6.17. The longest lived filament was observed to persist for 14
frames, although only one such example was observed in the data set. Lifetimes of
11, 12 and 13 frames were also very rare, with 5, 6 and 0 observations respectively.
The distribution is described well by an exponential distribution with with an e-folding
length of λτlife = 1.35 frames. Therefore, the average filament can be expected to have
a lifetime corresponding to 1.35 frame intervals.

Given the frame rate of the camera was 100 kHz, the interval between frames is
∆t = 10 µs. (For simplicity of the discussion, we shall approximate the frame acquisition
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Figure 6.18: Envelope indicating the bounds placed on the distribution of filament
lifetimes (blue) Orange and green curves represent the bounding curves produced by
interpreting the curve in Figure 6.17 as if all detections were due to filaments with their
bounding maximum and minimum lifetimes respectively.

as being instantaneous, while in reality the integration time was 3 µs followed by 7 µs
of sensor dead-time.) For a filament to be observed across n frames, its minimum
lifetime must be (n− 1)∆t or it would not have survived long enough to be seen in the
bounding frames. Equally, its maximum lifetime is (n + 2)∆t, or it would have been
observed in one of the neighbouring frames. Therefore, lifetime of a filament observed
in n consecutive frames can be constrained to the interval

[
(n− 1)∆t, (n+ 2)∆t

)
.

Figure 6.18 shows the envelope of possible lifetime distributions that can be inferred
from this data. The orange and green curves represent the bounding curves produced
by interpreting the curve in Figure 6.17 as if all detections were due to filaments with
their bounding maximum and minimum lifetimes respectively.

6.4.2 Filament velocity distributions

With the chains of consecutive detections assigned to filaments with differing lifetimes,
we now calculate the average radial and toroidal velocities of each filament. Figure 6.19
shows an example of linear fits applied to chains of detected filament positions in order
to calculate their average radial and toroidal velocities. The toroidal velocity of the
filaments is quite constant over their lifetimes, so that linear fits form a good approxi-
mation of their overall motions. This is in large part expected, as a large component of
the filaments’ toroidal velocities is due to the bulk rotation of the plasma, which varies
relatively slowly on the temporal and spatial scales of the filaments. The radial veloc-
ities show more complex structure but are none the less relatively constant over their
lifetimes. As discussed in Chapter 5, the slower radial motion of the filaments relative
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Figure 6.19: Toroidal (top) and radial (bottom) locations of filament detections as a
function of time. Filament detections assigned to the same chain are given the same
colour. Linear fits to each chain of filament detections, used to calculate the average
toroidal and radial velocities for each filament, are shown as straight lines of the same
colour. Isolated filaments that are only observed for one frame are shown in black. The
position of the separatrix and it’s uncertainty are shown by the black dashed line and
shaded region.

to their toroidal motion leads to a greater fractional error in their radial velocities, de-
spite the errors in the radial and toroidal positions both being around 2 mm. Therefore,
fractional errors on the instantaneous (frame-to-frame) radial and toroidal velocities are
estimated to be around 40% and 7% respectively. Thus, by treating the radial veloci-
ties as also being approximately constant and calculating their average velocities with
linear fits, the errors on the radial velocities can be reduced by an approximate factor
of ∼ 1√

nf
.

Following this rationale, Figure 6.20 shows the distributions of the filament averaged
radial and toroidal velocities. The mean and mode of the radial filament velocities are
0.73 km/s and 0.55 km/s respectively, while the corresponding mean and mode of the
toroidal filament velocities are 3.8 km/s and 3.3 km/s (vertical dashed and dotted lines).
Both distributions are described well by log-normal distributions. The log-normal dis-
tribution describes positive quantities whose values arise from the accumulation of many



6.4. FILAMENT DYNAMICS 155

0.5 0.0 0.5 1.0 1.5 2.0
vR [kms 1]

0

50

100

150

200

250

300

350

Fr
eq

ue
nc

y

Log-normal fit

0 2 4 6 8
v R [kms 1]

0

50

100

150

200

250

Fr
eq

ue
nc

y

Log-normal fit
Weibull fit

Figure 6.20: Distributions of average radial (top) and toroidal (bottom) filament veloc-
ities. Log-normal distribution fits are shown in green and the Weibull distribution fit
to the toroidal velocities in red. The mean and mode of each distribution are indicated
by dashed and dotted lines respectively.

small fraction changes, and is commonly observed in many physical systems where a
quantity is positively defined but finite. The PDFs of radial and toroidal velocities agree
well with past measurements from MAST presented in [51].

Interestingly, the toroidal velocity distribution is equally well described by the
Weibull distribution. The Weibull distribution describes the magnitude of a vector
quantity resulting from the combination of two independent, Gaussian distributed or-
thogonal components. For this reason, it is often used to describe distributions of wind
velocity for which the northerly and easterly components are independent and nor-
mally distributed. However, the Weibull distribution only describes positive quantities
and therefore does not describe the radial velocities as well, due a small proportion of
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filaments with negative radial velocities that result in a tail at the lower end of the
radial velocity distribution. The physical interpretation of this result, in the context of
filaments, requires further investigation.

6.5 Conclusions

The Elzar filament analysis technique has been applied to experimental data from the
MAST tokamak. Comparison of reduced dimensionality camera inversion data with
reciprocating Langmuir probe data from a similar discharge has shown the camera data
can be used to reproduce statistical findings from Langmuir probe data.

In particular, time series intensity fluctuations from camera and RCP diagnostics
both show the same symmetrical conditionally averaged waveforms, exponential waiting
time distributions and properties of the higher order moments of the intensity fluctua-
tions. Uniquely, the fast camera measurements are able to examine the toroidal filament
separation distribution, indicating that the filaments satisfy the independence criteria
required for application of existing analytical filament frameworks and consistent with
the distribution of the waiting times.

Experimental measurements combined with the synthetic camera diagnostic dis-
cussed in the previous chapter have enabled a multi-code validation exercise of four
turbulence codes. In addition to validating the codes, this work provided additional
insight into the pressure factorisation of the observed filaments, showing filaments with
slower radial velocities are likely to have higher relative temperature components con-
tributing to their pressure.

Finally, experimental PDFs of filament parameters have been produced, showing
the distributions of filament positions, widths, amplitudes and velocities. A number
of these measurements are interpreted with the insight gained from the benchmarking
exercise in Chapter 5. The radial and toroidal velocity distributions are found to be
described well by log-normal distributions, with the toroidal velocity distribution also
well represented by the Weibull distribution.



Chapter 7

Conclusions and Further Work

7.1 Overview of research outcomes

The research undertaken during the course of this work can be split into four main
areas:

1. The development of the Elzar camera image inversion and filament detection tech-
nique.

2. The development of the Elzar fast camera analysis code in preparation for the au-
tomated large scale analysis of fast camera data from MAST and MAST-Upgrade.

3. The benchmarking and error assessment of the Elzar filament analysis technique
using a synthetic camera forward model.

4. Application of the Elzar filament analysis technique to experimental data from
MAST, including comparison with Langmuir probe data.

7.1.1 Development of the Elzar technique

A new inversion technique has been developed to map field aligned emission in unfiltered
fast camera images onto a field aligned basis set for the analysis of filamentary plasma
structures, which are now understood to be the ‘quanta’ of particle transport in the
SOL.

By inverting the emission in the camera images onto a field aligned basis set, the
quantity of information that can be extracted from the images is greatly increased
in comparison to previous to previous techniques. The inversion makes it possible to
simultaneously measure the positions, widths, amplitudes and velocities of filaments
over a large region of the SOL. By contrast, past fast camera analysis techniques have
tended to only measure one filament property at a time due to relying on the particular
viewing properties of different regions of the images. Furthermore, the automation of
the inversion analysis technique gives it the potential to be applied readily to large
quantities of camera data.

157



158 CHAPTER 7. CONCLUSIONS AND FURTHER WORK

Fast camera diagnostics have range of capabilities that make them particularly
favourable for filament measurements. The nature of fast camera imaging enables the
passive analysis of a breadth of plasma regimes, without restriction from required, po-
tentially perturbative probe interactions, or gas puffing needed by other diagnostics.
The diagnostic also collects filament data from a large region of the SOL both facil-
itating collection of larger datasets and further investigation of spatial dependencies,
particularly toroidal dependencies, of the filaments properties. Finally, the 3D nature of
the measurements has unique potential for analysis of the parallel structure of filaments.

A new technique has also been developed for the identification and measurement of
filament properties based on the watershed algorithm and the fitting of 2D Gaussian
functions to identified regions of enhanced density. This technique has been found to be
much more flexible and robust than other approaches that were explored. The positions
of the identified filaments are input into a tracking algorithm that identifies chains of
detections in consecutive frames corresponding to the same filament over its lifetime.
This facilitates the study of the velocities of the filaments time dependent dynamics of
the filaments.

7.1.2 Benchmarking of the Elzar technique with synthetic data

The newly developed technique has been extensively benchmarked through analysis
of forward modelled camera data produced using a synthetic camera diagnostic. By
analysing synthetic camera images composed of synthetic filaments with experimen-
tally representative distributions of parameters, the amplitude threshold for filament
identification was tuned to optimise the precision and sensitivity of the detections. For
the optimal threshold, the benchmarking exercise indicated the Elzar technique is ca-
pable of detecting 74% of the target filaments (i.e. those with amplitudes above the
threshold), corresponding to 36% of the total filament population, while maintaining a
precision (proportion of true positive detections) of 98.8%.

Fits to the distributions of errors in the measured parameters revealed standard
errors in the radial and toroidal position measurements of around 2 mm and standard
errors of around 3 mm and 7 mm respectively in the radial and toroidal widths. However,
the kurtosis of the error distributions was high indicating that large errors of the order
3σ are more common than would be expected for purely Gaussian errors, but still rare.

Systematic errors implicit in the inversion technique, with magnitudes typically
around twice that of the standard errors, were also identified which can be offset from
future measurements. These error estimations provide assessments of the accuracy to
which the different filament parameters can be recovered, and insight into artefacts
inherent to the inversion technique. They are best case estimates due to the fact the
analysis of synthetic data does not account for inaccuracies in the magnetic equilibrium
and the camera calibration (discussed shortly). However, these additional sources of
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error are not expected to change the overall magnitude of the errors.

Finally, the ability of the technique to reproduce the PDFs of the input filament
parameter distributions was assessed. The technique was found to successfully qualita-
tively reproduce the true input distributions and enabled the identification of deviations
from the input distributions that can be used to better inform the interpretation of ex-
perimental measurements.

7.1.3 Application of the Elzar technique to experimental data

The Elzar technique has been applied to experimental data and a direct comparison
with RCP data performed in order to further benchmark the camera technique against
well established Langmuir probe measurement techniques. While the background sub-
traction and regularisation steps of the camera analysis result a differing ratio between
the mean and standard deviation of the signals from the two diagnostics, this can be
compensated for with a suitable adjustment of threshold parameter. In general, good
agreement is found between the two diagnostics. Both diagnostics show the same sym-
metrical conditionally averaged waveforms and similar exponential waiting time distri-
butions. Both datasets also exhibit the same statistical properties in the higher order
moments of the signals.

These measurements independently verify a range of past findings with Langmuir
probes and demonstrate that the Elzar technique is equally capable of investigating the
statistical properties of filaments. However, the nature of the camera measurements
make the Elzar technique far more flexible as it is capable of making simultaneous
measurements of radial and toroidal profiles throughout the duration of a discharge,
in contrast to the single time series of 0D measurements made by a Langmuir probe.
This enables much larger sample statistics to be collected and enables data corruption
from transient events such as sawtooth crashes to be avoided. Furthermore, the Elzar
technique provides the unique capability to measure the toroidal distribution of the fila-
ments. This has been found to be broadly exponential indicating that the filaments are
generated uniformly around the toroidal extent of the machine with no common toroidal
mode number and are thus generated independently. This, along with the observation
of exponentially distributed waiting times is strong evidence that the generation of fil-
aments is a Poisson process. This is an important property to verify, as it validates the
fundamental assumptions of analytic frameworks [45, 131] which enable the interpreta-
tion of SOL profiles and their statistical properties in terms of the statistical properties
of filaments.

Peaks in time series signals extracted from camera inversions, which are identified
as filaments in the Langmuir probe style analysis, are observed to correspond to fila-
ments identified with 2D filament detection technique, with peaks in the time varying
signals coinciding with the closest approach of filaments to the probe field line. This
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demonstrates that the 0D Langmuir probe style analysis and 2D inversion approaches
measure the same objects.

Fast camera measurements of filaments in MAST have made it possible to perform
a verification exercise of four turbulence codes in tokamak relevant simulations. In
addition to providing insight into the the capabilities of the codes, the simulations were
able to better inform the experimental measurements, indicating that slower filaments
observed with the fast camera may have larger relative temperature perturbations than
faster neighbouring filaments of equal brightness.

Analysis of experimental data with the full Elzar filament detection technique has
provided valuable measurements of the PDFs of filament widths, amplitudes and ve-
locities. These have been interpreted with greater insight as a result of the synthetic
benchmarking exercise. These and future measurements will provide useful constraints
on the distributions of free parameters used in analytical models of filamentary SOL
transport.

7.2 Further work

Now that the fast camera inversion and filament detection technique has been developed
and benchmarked, there are a great many avenues for future work and application of
the technique.

7.2.1 Analysis of archived MAST data

The work in this thesis has focused on the detailed analysis of mid-plane view camera
data for two MAST discharges. However, archive mid-plane fast camera data from
MAST exists for 190 discharges from the M9 campaign in 2013, of which around 76
have useful data of varying quality. Large quantities of past camera data can now be
analysed with the technique, in order to compose a large database of filaments and their
properties. This should provide the breadth and quantity of data necessary in order to
perform detailed statistical analyses of filament properties as a function of machine and
physics parameters, in order to understand their roles in shaping SOL profiles.

7.2.2 Analysis of MAST-Upgrade Data

MAST-U is scheduled to start it’s first experimental campaign at the start of 2020. It
will be equipped with two Photron SA-X2 fast framing cameras which should enable
wide angle imaging of the plasma at 200 kHz. MAST-U studies will provide an excel-
lent opportunity to understand the influence of alternative divertor configurations on
filamentary transport. While the cameras will be collecting data for all the discharges,
the design of dedicated experiments will enable direct comparisons between the fast
cameras and other diagnostics in the same discharge, as well as systematic analysis of
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different operating regimes.
A number of challenges will be faced on MAST-U. While operations in conventional

divertor configurations should be very similar to those on MAST, the baffle is predicted
to significantly reduce the main chamber neutral density in the super-X magnetic con-
figuration, leading to a concomitant decrease in Dα intensity. It is believed is will be
possible to offset this effect through a combination of a larger collection lens, longer
integration times, reduced field of view and the higher sensitivity of the SA-X2’s sensor.
If necessary, weak outboard mid-plane fuelling could be used, or the frame rate can also
be dropped to increase the exposure time further, at the expense of filament tracking
capabilities. However, this is unlikely to be necessary.

The technique could also be exported to other machines, provided that good equi-
librium reconstruction and sufficiently bright filaments are present.

7.2.3 Further error quantification and benchmarking

Magnetic equilibrium and camera registration inaccuracies

A limitation of the synthetic error analysis in Chapter 5 is that the synthetic images
are produced and analysed with the same magnetic equilibrium and camera calibration
descriptions, which ensures a strong mapping between the inversions and synthetic
images. The magnetic equilibrium and camera calibrations will, by contrast, not be
exact mappings in the case of experimental data. Thus, the synthetic analysis indicates
how well the technique can perform with optimal equilibria and camera calibrations.
Any inaccuracies in these inputs will lead to further inaccuracies in the inversions and
inferred filament properties. Errors in the magnetic equilibrium could be emulated by
using magnetic gfiles from different portions of a shot, or by perturbing the pressure
profiles used to generate the gfiles. Errors in the camera calibrations could be explored
by generating different camera registrations with perturbed input point pairs.

Influence of impurity species

A further source of unquantified error, that could have a small effect on the width
measurements of filaments, is emission from impurity ion species. Since the camera is
operated without a filter, impurity emission, primarily from carbon, will be recorded
that has differing spatial variation to the primary Dα emission. With the exception of
the centre column (which has a low surface area) and the P4 and P5 poloidal field coils,
there are no first wall surfaces close the mid-plane plasma in MAST. Therefore large
carbon releases from the walls in the main chamber are not expected and the assumption
of dominant Dα emission should be valid. However, in order to fully justify not using
a filter more sophisticated spectral forward modelling could be performed using the
CHERAB synthetic diagnostic tool [242]. CHERAB performs spectrally resolved ray
tracing and should be able to quantify these effects.
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Improvements to the synthetic camera diagnostic

While the combination of field aligned emission and noise used in the current synthetic
camera diagnostic captures the most important features of experimental background
subtracted camera data, further features could be added. Parallel variation along field
lines, alternative basis functions and techniques to avoid potentially unphysical filament
overlap could be introduced. Filament tracking techniques could also be benchmarked
by evolving the synthetic filaments forward in time using the principles of the analytic
filament framework. Furthermore, the fidelity of the forward modelling could be im-
proved by using the more sophisticated CHERAB forward modelling tool, although this
would be accompanied by a large increase in complexity and computational time.

Improvements to the benchmarking parametrisation

Some well established methods exist in the machine learning community for optimising
the performance of detection algorithms by assessing the inter-relation between the
sensitivity, precision and specificity of an algorithm.

In particular the Receiver Operating Characteristics (ROC) is accessed by plotting
the proportion of true positives (sensitivity) against the proportion of false positives
(1-specificity) and measuring the area under the curve (AUC) [237]. In an ideal case
the AUC is zero indicating the model can perfectly separate true and false positives.
Conversely, an AUC of 0.5 indicates the model has no capability to discriminate between
true and false positives. In additional to providing a figure of merit for the model,
the curve can be used in a cost-benefit analysis, with the top left most region of the
curve indicating the most favourable operating space. This technique should be applied
alongside the curve optimisation technique shown in Figure 5.5 to select the best possible
filament detection threshold.

7.2.4 Improvements to the inversion algorithm

In this work, the optimal regularisation level was chosen by eye by minimising the level of
distortion and banding in the inversions, while avoiding over smoothing of the filament
structures. While this approach is sufficient, it would be valuable to establish a more
quantitative method of refining the regularisation strength parameter. Therefore, future
work should explore the application of techniques such as the L-curve and Generalized
Cross-Validation methods described in [243,244], to objectively select the regularisation
strength.

Alternative regularisation schemes should also be explored in more detail. In partic-
ular, using a minimum Fisher information functional [218] in Equation 4.11 is promising,
as it modifies the local level of smoothing depending on the local value of the solution
and also naturally includes a positivity constraint. This enables the peaks in emission
to be smoothed less, potentially reducing over-smoothing from regularisation. However,
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the possible increase in accuracy of this technique is accompanied by the possibility
of overestimating peak intensities [206]. Therefore it introduces a further element of
uncertainty with respect to other regularisation techniques that are known to only ever
over-smooth. For this reason, it is avoided in some applications [206]. Minimum Fisher
information regularisation has been applied successfully in X-ray tomography [218] and
so is a promising technique for investigation here.

More sophisticated non-negativity constrains should be explored. In particular the
Accelerated Projected Conjugate Gradient (APCG) technique described in Ref. [224]
is a promising technique that uses the non-negativity of the solution to better inform
the least-squares gradient decent method, potentially producing faster convergence and
smoother solutions.

Using a non-regular inversion grid with a sparse set of broadened field lines extend-
ing the inversion domain may also hold potential for improving the results, by better
constraining the emission currently outside the inversion domain.

7.2.5 Filament identification with neural networks

For future development, the use of convolutional neural networks for identification of
filaments in inverted camera data is an active area of interest. Neural networks have the
potential to overcome geometric line of sight effects and even greater detection accu-
racy than that achieved with the watershed algorithm technique described in §4.3. The
pursuit of further gains in identification accuracy has lead to a collaboration with the
University of Cagliari has exploring the application of a Faster Region-based Convolu-
tional Neural Network (Faster R-CNN) to the detection of filaments in Elzar inversion
data. The inverted mappings of the 5000 frame reference synthetic data set used in the
benchmarking exercise in Chapter 5 was used as a training set for the Faster R-CNN.
This network has demonstrated a precision of 93% (see Equation 5.6 for definition) for a
sensitivity of 73% on this synthetic data [236]. Therefore, the neural network is able to
identify over twice as many filaments for only a 6% increase in false positive detection
rate compared to the watershed detection algorithm. This is due to the neural network’s
ability to identify faint filaments that fall below the detection threshold applied in the
watershed technique. However, the neural network is yet to be applied to experimental
camera data, so it remains to be seen how well the neural network is able to learn to
interpret the full complexity of experimental camera data from synthetic training data.

7.2.6 Parallel filament structure

While the identification technique assumes filaments are homogeneous along field lines,
once the filaments have been found their parallel structure in the images can also be
investigated, opening up many new possibilities to explore 3D effects. This could provide
valuable insight into the physics governing the draining of filaments towards the material



164 CHAPTER 7. CONCLUSIONS AND FURTHER WORK

Figure 7.1: Two synthetic Elzar inversion maps with filaments identified using a Faster
R-CNN. Synthetic input filaments are shown in green and output from the neural net-
work in red. The neural network performs well on the left frame, while it performs
poorly in the complex case on the right containing many faint and overlapping fila-
ments. Reproduced from Ref. 236.

surfaces they are in contact with.

7.2.7 Application to alternative fields of view

Divertor views

In addition to mid-plane camera data, fast camera data exists that views the lower
MAST divertor. The presence of the X-point in the divertor region introduces a broad
range of additional phenomena such as shearing of mid-plane filaments and local gener-
ation of different types of divertor filaments, unconnected with those at the mid-plane..
Therefore, the application of the Elzar technique to the divertor region holds the po-
tential to yield a wealth of valuable information, especially with the operation of the
super-X divertor in MAST-U.

Alongside the investigation of filaments in the main-chamber of MAST which is the
subject of this thesis, the inversion algorithm described in this chapter has also been
successfully applied to the divertor camera view. Figure 7.2 shows a recent application
of the Elzar inversion technique to divertor camera data from MAST shot 29720. The
magnetic field in the divertor is nearly toroidal which makes the poloidal plane a good
basis for these inversions since it is close to perpendicular to the magnetic field. In all
other respects the method is identical to that used for the mid-plane view. The inner
and outer divertor legs are treated separately.
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Figure 7.2: Application of the Elzar inversion technique to fast camera data viewing
the MAST divertor. The left two panels show the background subtracted camera frame
and the re-projection of the inverted data. The right hand panel shows the inverted
emission along the inner and outer divertor legs in the poloidal plane. Filaments seen
in the inversion are produced locally in the divertor close to the separatrix. Heavily
sheared filaments generated upstream at the mid-plane can be seen at the top of the
camera image, although this region is not included in the inversion domain due to the
magnetic distortion. Figure courtesy of Dr N.Walkden.

Some artefacts appear in the inversions close to the divertor target, where the strike
point is present in the camera images. The light emission from the strike-point does
not align to the magnetic field, but rather aligns toroidally along the surface of the
divertor. As such it cannot be properly represented by the field-line basis used for
the inversion. Nevertheless the inversion process localizes filamentary structures in the
poloidal plane on both the inner and outer divertor legs. This demonstrates that the
inversion algorithm outlined here is not specific to a single camera view on MAST,
but may be more widely applicable. Further work on these divertor inversions is being
pursued by Dr N.Walkden at CCFE.

Stereoscopic imaging

A small set of stereoscopic camera data already exists from MAST and MAST-U’s dual
SA-X2 cameras will enable further collection of stereoscopic data. Application of the
technique to stereoscopic fast camera data may help assess and better understand the
effects of line of sight effects in the inversion results and provide alternative methods
of quantifying the errors in the technique. Furthermore, stereoscopic imaging has the
potential for inversion of the camera emission independently of a magnetic equilibrium
description and can be used to better qualify the degree to which filaments are strongly
field aligned. A collaboration with William and Mary University is underway to explore
these possibilities.



166 CHAPTER 7. CONCLUSIONS AND FURTHER WORK

7.2.8 Application to inter-ELM and ELM filaments

The technique has thus far been developed looking at L-mode filaments as a first case.
This is because their physics is marginally better understood and they are brighter and
more frequent than inter-ELM filaments [97], yet avoid the complications of higher en-
ergies and currents involved in ELMs. However, this should not prohibit applications to
inter-ELM and ELM filaments. Application to inter-ELM filaments should be relatively
straightforward, while in the case of ELMs, significant ballooning is expected to occur,
distorting the filament’s local magnetic field from that of the magnetic equilibrium and
weakening the assertion that filaments are well aligned to the known toroidally symmet-
ric magnetic equilibrium. This should not prevent the identification of ELM filaments
but will likely introduce large uncertainties in their widths and velocities.
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