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ered for a posthumous award for Benjamin Schnieders. The supporting documents are as follows.

PhD Plan This document was submitted in 2016 as part of the Benjamin’s PhD Training and
Assessment during the first year of his PhD.

Year Two Poster Benjamin Schnieders, Karl Tuyls, Katie Atkinson, Andy Cooper Fast Con-
vergence for Object Detection by Learning how to Combine Error Functions. This poster was
presented in 2018 at the University of Liverpool Faculty of Science and Engineering Poster
Day as part of Benjamin’s PhD Training.

Year Two Computer Science PhD Workshop Benjamin Schnieders Deep Learning in the
Factory of the Future. These slides were presented in May 2018 at the Department of
Computer Science PhD Workshop as part of the Benjamin’s PhD Training.

End of Year One Progress Report This document was submitted in 2016 as part of Ben-
jamin’s PhD Training and Assessment during the first year of his PhD.

End of Year Two Progress Report This document was submitted in 2017 as part of Ben-
jamin’s PhD Training and Assessment during the second year of his PhD.

End of Year Three Progress Report This document was submitted in 2018 as part of Ben-
jamin’s PhD Training and Assessment during the third year of his PhD.

IROS Conference Paper 2017 Joscha-David Fossel, Karl Tuyls, Benjamin Schnieders, Daniel
Claes, Daniel Hennes: NOctoSLAM: Fast octree surface normal mapping and registration.
2017 [IEEE/RSJ] International Conference on Intelligent Robots and Systems, IROS 2017,
Vancouver, BC, Canada, September 24-28, 2017, pages 6764-6769

IROS Conference Paper 2018 Benjamin Schnieders, Karl Tuyls. Fast Convergence for Object
Detection by Learning how to Combine Error Functions. 2018 [IEEE/RSJ] International
Conference on Intelligent Robots and Systems, IROS 2018, Madrid, Spain, October 1-5,
2018, pages 7329-7335

AAMAS Conference Paper 2019 Benjamin Schnieders, Shan Luo, Gregory Palmer, Karl Tuyls.
Fully Convolutional One-Shot Object Segmentation for Industrial Robotics. International
Conference on Autonomous Agents and Multiagent Systems (AAMAS) 2019, Montreal 13-
17th May 2019, pages 1161-1169

ECAI Conference Paper 2020 Gregory Palmer, Benjamin Schnieders, Rahul Savani, Karl
Tuyls, Joscha-David Fossel, and Harry Flore. The Automated Inspection of Opaque Liq-
uid Vaccines Accepted at 24th European Conference on Artificial Intelligence (ECAI) 2020,
Santiago de Compostela, Spain 8th-10th June 2020.
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Contributions of the work

The four conference papers are published in top tier conferences. IROS is the flagship international
conference in robotics and intelligent systems. AAMAS is the largest and most influential confer-
ence in the area of agents and multiagent systems. ECAI is the primary European Conference on
Artifical Intelligence research.

Primary Supervisor Statement

Overview

Benjamin Schnieders’ PhD research revolved around robotic object recognition and navigation in
the factory of the future, or industry 4.0 settings, and was part of the larger interdisciplinary
project on the chemistry lab of the future, a collaboration between the departments of computer
science and chemistry at the University of Liverpool. The goal of this research project was to enable
chemistry researchers to perform more extensive series of experiments by robotic automation.
Instead of relying on bulky and expensive stationary hardware, mobile robots should interconnect
already existing laboratory equipment and integrate seamlessly with their human colleagues. The
aim is to ultimately apply the developed techniques in a highly advanced chemistry lab, part
of the Materials Innovation Factory (MIF), at the University of Liverpool. The MIF is headed
by professor Andy Cooper, one of Benjamin’s co-supervisors. During Benjamin’s research the
lab was still under construction and so for his work he mostly relied on simulating the Industry
4.0 settings within the smARTLab robotics lab of the computer science department (http://
wordpress.csc.liv.ac.uk/smartlab/). Please find below a brief recap of Benjamin’s research
activities and contributions, based on which I believe he would have been able to write his PhD
dissertation as planned early 2019.

Enabling Faster Convergence for Object Detection

IROS 2018

The main research question that Benjamin’s research was tackling in this larger project con-
cerned the improvement of object detection using deep neural networks in terms of accuracy and
speed, in the context of these high-tech factory or lab settings. Benjamin’s first breakthrough
in coming up with novel solutions for fast object detection was published at the IROS 2018
conference, where he presented the Converge-Fast-AuxNet approach, an innovative method that
improves object detection tasks significantly w.r.t. accuracy and training times. This is done
by constraining the network using a combination of available error metrics to learn a weighting
between various error functions in a manner that improves convergence times and accuracy, which
was demonstrated empirically. The importance of the work is that in industry 4.0 settings faster
convergence is critical, and his proposed method enables training of object detectors for a new
task in near real time.

3D Surface Based Mapping and Robotic Navigation

IROS 2017 and RoboCup@Work

Benjamin spent much of the first year of his PhD making preperations towards answering a
secondary research question, concerning the use of deep learning techniques to improve upon the
navigation and movement robustness of robotic systems in advanced lab settings (e.g. chemistry
lab of the future). Unfortunately, the robotic platform (HRC KUKA Mobile Robot KMR iiwa)
Benjamin was going to use for his research only arrived late during his PhD. However, in prepa-
ration for this project Benjamin became the team-leader of our department’s RoboCup@Work
team, which allowed him to lead research and engineering work on deep learning techniques for
navigation and object detection, which would be relevant for KMR platform as well. In addition
Benjamin became a mentor to new members of the RoboCup@Work team, and took ownership
for the maintainance of the robots, as well as taking care of the logistical aspects for attending
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competitions such as the RoboCup@Work German Open. Furthermore, Benjamin was a member
of the RoboCup@Work technical committee, responsible for technical issues, the definition of the
rules, the qualification of teams, and the ensurance of rule compliance during tournaments. With
an eye towards a publication, Benjamin and the RoboCup@Work team were working towards im-
plementing novel techniques for solving some of the competition’s newer tasks, including picking
up objects from a rotating table.

In parallel to his RoboCup activities, and as a part of his research on the chemistry lab of the
future, Benjamin developed techniques for creating an accurate 3D map of the lab environment.
Benjamin collaborated with another PhD student (Joscha Fossel) on the NOctoSLAM algorithm,
that presents a novel approach to surface based mapping in conjunction with point-to-plane ICP
scan registration. It is a SLAM front end for simultaneous 6 DoF localization and 3D mapping
using 3D LiDAR sensors mounted on airborne robots. In this work Benjamin focused mainly on
the mapping part of the approach, which was critically important for his research project, i.e.,
robots navigating in a chemistry lab of the future setting need to rely on accurate 3D maps of their
environment. The work empirically demonstrated that the proposed algorithm is as accurate, but
significantly faster than traditional point cloud based approach (such as the ETHZ ICP Mapping
tool).

Fully Convolutional One-Shot Object Segmentation

AAMAS 2019

Benjamin then returned to the object recognition work with the aim to propose a novel one-
shot object segmentation framework, to detect previously unknown objects based on a single
prototype image. In his AAMAS 2019 work he presented a fully convolutional Siamese network
architecture to perform one-shot segmentation. To reduce training time and improve resulting
accuracy, he proposed to transform the network training into a multi-task learning problem, and
introduced a novel approach to automatically cluster the learnt feature space representation in a
weakly supervised manner. The framework was tested on the RoboCup@Work dataset, simulating
requirements for the Factory of the Future, demonstrating the e↵ectiveness of the approach in
segmenting new objects in industrial settings, and its aptitude for rapid re-training capabilities,
to replace one-shot segmentation with more accurate fully trained segmentation as quickly as
possible.

The Automated Inspection of Opaque Liquid Vaccines

ECAI 2020

Although, in November 2018 Benjamin and I had agreed that the AAMAS’2019 submission would
be the last conference submission before he would start up the writing of his thesis in January
2019, he has also been involved in a joint project with the pharmaceutical company HAL Allergy
Group since October 2016. This secondary project was not the main topic of his own PhD research
but was closely related in spirit, being based on deep learning technologies in a highly advanced
industrial lab setting. Given the parallels with Benjamin’s work on object detection this work
would have been incorporated into his PhD as a case study of deep learning being used to support
human workers within critical lab settings.

The topic of this project was the automated inspection of pharmaceutical drugs. In particular,
the screening of opaque vaccines containing suspensions is currently a task carried out by humans.
We investigated the extent to which deep learning can be used to e↵ectively automate this process.
A moving contrast is required to distinguish anomalies from other particles, reflections and dust
resting on a vial’s surface. We trained 3D-ConvNets to predict the likelihood of 20-frame video
samples containing anomalies.

Using Frame-Completion Generative Adversarial Networks we: (i) introduced an algorithm for
computing saliency maps, which we used to verify that 3D-ConvNets can identify anomalies; (ii)
proposed a novel self-training approach using the saliency maps to determine if multiple networks
agree on the location of anomalies. Our self-training approach allowed us to augment our data
set by labelling 217,888 additional samples. 3D-ConvNets trained with our augmented dataset
improved on the results we get when we train only on the unaugmented dataset.
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Benjamin provided key inputs throughout the project. Our first challenge was the construction
of a data-set. Here Benjamin provided input with regards to the camera requirements for recording
the anomalies in the vials, and advice on how to tune the camera to maximize the depth of focus
while recording the dataset. Benjamin was also involved in the construction of our automated vial
rotator, the robot which was used for automatically setting the liquid inside each vial in motion,
providing the moving contrast necessary for identifying annomalies within the opaque vaccine’s
fluid. Finally, Benjamin was involved in identifying suitable deep learning architectures for solving
this problem. A full conference paper based on the work conducted has since been accepted for
ECAI 2020, where Benjamin was heavily involved in the writing of the initial draft in late 2018.

Planned Thesis Structure

Benjamin’s research was completed and we had already started planning the writing and structure
of his dissertation, which can be found below. At a holistic level, based on these conversations,
his thesis would likely have been organised as follows:

• Chapter 1: Problem setting and motivation

• Chapter 2: Background on Robotics and Deep Learning

• Chapter 3: Object Detection by combining Error Functions (IROS’18)

• Chapter 4: Object Segmentation Framework (AAMAS’19)

• Chapter 5: Fast and Accurate Navigation (IROS’17 and RoboCup work)

• Chapter 6: Case study: Automated Vial Inspection (ECAI’20)

• Chapter 7: Conclusions
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Fast Convergence for Object Detection
by Learning how to Combine Error Functions
Benjamin Schnieders

1
, Karl Tuyls

1
, Katie Atkinson

1
, Andy Cooper

2
1Department of Computer Science 2Department of Chemistry
University of Liverpool, L69 3BX Liverpool, United Kingdom
{bsc, ktuyls, katie, aicooper}@liverpool.ac.uk

Abstract
We introduce an innovative method to improve the convergence

speed and accuracy of object detection neural networks [1]. Our
approach, Converge-Fast-Auxnet, employs multiple, depen-
dent loss metrics and weights them optimally using an auxiliary
network.
Experiments are performed in the RoboCup@Work challenge envi-
ronment.
Our experiments show that adding an optimally weighted Euclidean
distance loss, compared to a network trained on IoU alone, reduces
the convergence time by 42.48%. The estimated pickup rate is
improved by 39.90%. Compared to state-of-the-art methods [2],
the improvement is 24.5% in convergence, and 15.8% on the
estimated pickup rate.

Introduction
Object detection: Output a list of trained objects
that are present in a given image, along with their
positions. A robot can use object detection to find
and pick up objects.

Typically, object detection networks are trained on
an IoU (Intersection over Union) metric (below
left). Minimizing Euclidean distance is an
alternative:

We model object detection as a multi-objective
learning problem [3], learning both error metrics
simultaneously. This leads to lower training times
and lower error. Auxnet helps achieving an op-
timal balance of our error metrics during training.

Approach
A Deep Convolutional Neural Network is trained
to detect center points of RoboCup@Work objects.
The layout of the neural network is shown below:
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Training on the distance error metric alone converges faster than
training on IoU, however, activations are sparse. Multiple, close
objects can not be separated automatically with too sparse and
distant activations. We hypothesize that a combination can pro-
duce superior results.
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The network is thus tasked to reduce a weighted sum of the avail-
able error metrics:
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An auxiliary network is
trained alongside the main
network. It observes the cur-
rent error, its average and
its variance for all metrics.
It is tasked to learn weights
that produce the sharpest
decline in overall error. The
term to be minimized reads
as follows:
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L
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Experiments
• Train 20 networks for all combinations of error metrics and weighting methods.
• Learning rate and other hyperparameters are chosen so all networks converge, then frozen
• Trained on 35000 images strong, self-recorded RoboCup@Work dataset

Available from https://airesearch.de/ObjectDetection@Work/

Results
A double box plot showing the median and quartiles of each tested method in both X (convergence
time) and Y (combined distance and IoU error). Auxnet outperforms state-of-the-art weighting
methods (KGC-variants).

Conclusion
• Combining dependent error functions can reduce error and convergence time
• Auxnet reduces the average error by 15.85%; compared to the state of the art, convergence time

reduced by 25%
• Results are statistically significant, as determined with a 2-Sample Kolmogorov-Smirnov test
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1. Introduction

The Chemistry Lab of the Future project is a specific instance of the Factory
of the Future, an Industry 4.0 implementation, in which interconnected mobile
robots collaborate in an industrial environment. Industry 4.0 [35] denotes a
research field leading to a fourth industrial revolution in robotics, aiming at
flexible, decentralized robotic solutions.

The project aims at developing a mobile robotic solution to automate certain
repetitive tasks in a chemistry lab, ideally culminating in a fully autonomous
closed-loop system which can produce and analyse samples, and intelligently
modify input variables to approximate an ideal analysis result. To achieve max-
imal flexibility, a mobile robot should serve workstations otherwise operated by
humans. While fixed robotic solutions exist, they require specialized hardware
for di�erent applications, and are in general more expensive and not suited for
human interaction.

This Ph.D. research project focuses on providing long-term autonomy to the
Chemistry Lab of the Future by researching novel approaches for machine vision
and multi-robot navigation.
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2. Research Goals

This section describes the research goals required in order to successfully imple-
ment the Chemistry Lab of the Future. The first subsection gives an overview
of the challenges, while the second subsection poses specific research questions
to be answered.

2.1 Aim of the Project

In many industries, laboratories have started to incorporate robotic systems in
their day-to-day workflows [7][31]. Compared to conventional chemistry labs,
we wish to improve throughput and reproducibility for the Chemistry Lab of
the Future. Concerning throughput, there are natural limits a single robot has
to succumb to, as it can not be present in multiple locations at the same time.
In order to truly excel in outperforming a human-operated lab, multiple coop-
erating robots are required. The quality of coordination and synchronization
is key for the Chemistry Lab of the Future to be able to scale according to
demand, as more robots can produce more potential conflicts [15]. Regarding
reproducibility, the robot has to be able to detect potential impurities or dis-
turbances of the workflow [31]. Using advanced machine learning and vision
techniques, these requirements shall be met. Recently in the field of computer
vision, deep convolutional neural networks have shown their potential [13]. De-
tailed structural information about chemical apparatus may be obtained by 3D
laser scanners [24]. This information can be further used to plan robotic arm
trajectories to reach into appliances without collision. Besides reliable object de-
tection and recognition, a robust navigation is key in order to operate a robotic
system autonomously for longer periods. Mapping the environment and plan-
ning paths is a substantial part of maintaining the ability to move for mobile
robots. Robots typically obtain map data through a technique called simul-
taneous localization and mapping (SLAM), and use path planning algorithms
on the generated map to find routes to arbitrary locations. Due to humans
and robots interacting with the environment, continuous re-mapping of the sur-
roundings is required. In order to improve the navigation performance of the
whole robotic setup, robots encountering a map change should share the indi-
vidual findings with others, allowing robots to plan paths across the map with
optimal information, even if the robot itself could not perceive these changes
itself. The ability of multiple robots cooperating in creation of a distributed,
shared map is also called multi-agent SLAM [47]. Recent work implemented 3D
matching algorithms based on learned features obtained from sparse data [61],
an approach that may be interesting to research further and implement in the
Chemistry Lab of the Future.
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2.2 Research Questions

In order to deal with the previously mentioned challenges, i.e., e�ciency, repro-
ducibility, and long-term autonomy for the Chemistry Lab of the Future, we aim
to answer the following research questions:

To what extent can the use of deep convolutional neural networks
aid in the object detection in the Chemistry Lab of the Future?

How can 3D laser sensors be used to e�ectively map navigation
and arm trajectory space?

In how far can multi-robot mapping and planning technologies
improve robustness, to provide long-term autonomous naviga-
tion capabilities?
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3. Background

This section provides a background on mapping, path planning, and SLAM
approaches.

3.1 Mapping

Autonomous navigation and path planning are of great importance for mo-
bile robots. During the last decades, these problems have been extensively
researched and the generated results are of su�cient quality for many appli-
cations [37]. The main challenge appears to be the restricted computational
capabilities of robots, lacking large amounts of memory and high-performance
CPUs [16]. This challenge is commonly faced by producing more e�cient algo-
rithms for specific robot designs, and reducing the memory footprint by stor-
ing only the bare minimum of information needed to navigate an environment
[54][52].

Another possibility to overcome the computational limitations of a single
robot is to use multiple robots [46]. A multi-robot setup does not su�er as
much from single points of failure as a single robot setup. As long as inter-robot
communication is operative, tasks may be diverted to functioning robots. Ex-
ploration of unknown areas can be significantly sped up by employing multiple
robots simultaneously [23]. Mapping accuracy can be increased by measuring
distances between individual robots, using them as artificial landmarks [1] or
generating otherwise unavailable loop closures [33].

Distributing map information among multiple robots, a larger map area can
be held in memory at all times. Alternatively, more accurate maps, i.e., maps
with a higher spatial resolution, or maps with additional information like laser-
obtained surface texture [56] or ultrasonic reflectivity [41] can be saved, and
accessed by inter-robot communication. This additional data can be used in
planning, such as planning lower velocities on a rough surface or lower accel-
erations on a potentially slippery, even surface. Assuming excessive utilization
of the shared robot map memory, a single robot can not save the whole map
by itself any more. Planning a path beyond the region known to a single robot
thus requires e�cient multi-agent path planning algorithms.

3.2 Path Planning

Path planning for single agents is a widely and in-depth researched topic. Plan-
ning paths for multiple agents simultaneously is, however, still field open for
more research. The field of distributed pathfinding can be roughly subdivided
into following research areas [53][21][44]:
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1. Multi-Agent Pathfinding

2. Assisted Pathfinding

3. Parallel Computation

4. Purely Distributed Pathfinding

All these areas contrast typical pathfinding routines, for they are concerned
with path planning in setups where the executing and planning agents are not
necessarily the same. (1) Multi-Agent Pathfinding provides collision-free paths
for multiple robots. (2) Computationally lightweight robots may be guided by
sensor networks, in which case the computation is done on the network, not
on the robot. (3) In order to increase the computation speed, the pathfinding
algorithm may be parallelized and run on multiple processors the same time.
(4) Purely distributed pathfinding aims to increase the computational capabil-
ities of path-planning robots by harnessing the combined computational and
storage resources of a multi-robot system.

Multi-Agent Pathfinding A certain amount of research has been performed
in the field of multi-agent pathfinding. Available works focus on planning
collision-free multi-agent plans in abstract spaces [49][48], planned from a single
agent’s perspective. Algorithms used range from various improvements on A*
and D* [27] to entirely newly developed algorithms such as MAPP [57]. More
recent work also provides the robots with decentralized pathfinding [58][59],
however, these algorithms only function under the assumption of perfect map
knowledge.

Assisted Pathfinding The area of assisted pathfinding enables agents with
limited resources to navigate in environments too complex for them to pro-
cess. Navigation is performed on sensor networks which are scattered over the
environment. These sensors provide local paths in their surroundings, and,
through inter sensor communication, can build a global path, which is sent to
the navigating agents as a series of movement instructions [4]. While recent
work provides distributed algorithms with reduced network overhead, the un-
derlying assumption in assisted pathfinding is that sensor networks are of static
nature [36].

Parallel Computation Commonly available computer hardware features mul-
tiple processor cores on-board. To make use of these additional calculation
resources, algorithms that are designed to run on single-core computers have
to be extended or re-designed. Di�erentiating parallel pathfinding from purely
distributed pathfinding, these algorithms typically exploit the hardware setup
being able to concurrently access the whole map [29]. Even recent algorithms,
designed to be run in a distributed manner, rely on the map information being
global and accessible by each agent [42].

Purely Distributed Pathfinding While parallel and assisted pathfinding
make assumptions of the complete map being accessible to any processing node,
or processing nodes being located in physical and map-space statically, purely
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distributed pathfinding solutions should function without these assumptions.
Recent work [44] eliminates the assumption about all processing nodes having
access to a globally shared map, however, this research is still based on the
necessity of a static node network. A purely distributed pathfinding algorithm
should be able to plan paths either optimally or to a desired quality with each
computational node only being aware of a limited map region. As the layout of
mobile robots is dynamic, the distributed map representation is prone to change,
with each robot storing a map region physically closest to its own position.

3.3 SLAM

Mobile robots in an unknown environment face a problem of recursive nature; in
order to properly locate themselves, a map representation is required. However,
to build a map of the environment, the current position of the robot taking
measurements is required as well. To overcome this mutual dependency, si-
multaneous localization and mapping iteratively reduces the error in both the
estimated position as well as the generated map so far [3]. Sensory and odometry
noise further complicate this challenging problem. While certain odometry er-
rors can be corrected on-line, a baseline noise persists [6]. Common sensor types
include ultrasonic sensors [55] and microwave radar sensors [20][25]. Due to de-
velopments in the field of semiconductor diodes, a number of SLAM algorithms
based on scanning laser range finders have been developed [39][50][9]. For robots
equipped with camera sensors, monocular SLAM algorithms exist [14][51]. Spe-
cial algorithms can make use of depth information retrieved from stereoscopic
camera systems [30].

Providing an a�ordable RGB-D sensor, the Microsoft KinectTM has been
successfully used for mapping approaches [28]. Di�erent sensor inputs can be
combined to incorporate more information into the generated map using an ap-
proach called sensor fusion. Ultrasonic and LIDAR [19] or LIDAR and monoc-
ular vision sensors can be combined [10], e�ectively increasing the amount of
available mapping information. More recently, multi agent SLAM attracted
research focus, generating maps obtained from multiple robot’s sensory data
while simultaneously estimating poses for all robots [60][2][18]. Landmarks vis-
ible from all robots may be used as mapping guidance or to generate loop
closures [22][11]. Research concerning map distribution among all robots in the
system to improve upon the limitations of map-merging techniques exists [17],
however, the required improvements to path planning algorithms to make use
of decentralized maps are not considered.

An alternative way to address the limited computational capabilities of mo-
bile robots is presented with LOAM [62]. It e�ectively separates the self local-
ization from the mapping operation by performing them at di�erent rates with
di�erent levels of accuracy. Pose estimation is performed at high-frequency, but
with low fidelity, while mapping is done less often but investing a higher amount
of computational resources in order to find a more precise result. In order to
achieve good pose estimates despite low fidelity, LOAM uses intricate feature
detection algorithms to preserve only meaningful data points.

An intuitive way to map laser distance readings is converting the measured
distances into spatial coordinates, then storing the coordinates in a point cloud,
an unordered set of all recorded points. In order to reduce the computational
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costs of finding nearest neighbours, the number of stored points can be reduced
using filters, or by using a tree-based data structure, such as a kd-tree or an oc-
tree. An octree representation, recursively partitioning a cubic space into eight
smaller cubes, is a memory and time e�cient way to represent 3D environ-
ments. OctoMap [32] is an octree-based mapping implementation, representing
occupied, free and unmapped areas distinctly in a memory e�cient way.

Many di�erent scan-matching implementations exist, most of which are de-
rived from the iterative closest point (ICP) matching algorithms presented in [5].
This algorithm assumes an initial matching of source to target points and itera-
tively minimizes the summed up error distance between the points. In structured
environments, such as buildings, one can make reasonable assumptions of the
terrain layout in between neighbouring measurements. Point-to-plane ICP [12]
presents an extension to the traditional ICP algorithm, using an error metric
from each point to the tangent plane of the corresponding closest points, thus
relaxing the requirement for exact point matches. This error metric has been
shown to converge faster in general [45], especially for few or distant points.
As most 3D laser scanners produce sparse data in the vertical axis, point-to-
plane ICP is a reasonable choice. A good overview of point cloud registration
algorithms is given in [43].
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4. Proposed Experimental Set-up

For experimental purposes, we propose a water-splitting work-flow, which con-
sists of three main workstations. A first workstation dispenses liquids and solids
in the desired quantities into vials, which are then moved by a robot into the
second workstation, an activation chamber. Here, the vials undergo intense
visible radiation treatment, and are transported to the next workstation after-
wards. The third workstation consists of an analysis apparatus, such as a gas
chromatograph, to determine the e�ectiveness of the treatment for the specific
mixture of chemicals.

Intelligent optimization techniques may then hint at more interesting mix-
tures to test in further runs, closing the loop. A robot may now work au-
tonomously until a chemical compound with the desired properties was found,
or all considered compounds have been ruled out.

Machine learning algorithms may interpret the data recorded and find cor-
relation between certain materials and chemical properties, possible deepening
our understanding of chemistry in general. Simplex [40] has been widely used
in Chemistry as an optimization technique for optimizing reactions [34][38].

4.1 Robotic Setup

The robotic setup for the Chemistry Lab of the Future has to comply to a
certain set of demands. One of the core capabilities of the robot should be to
autonomously move and navigate through a partially structured environment
such as a chemistry lab. Obstacles on the path should be recognized and avoided.
The footprint of the robot should be reasonable with respect to the typical
dimensions of a chemistry lab, i.e., the robot should be able to reach all positions
that humans can reach. In order to seamlessly replace a human lab worker,
the robot should be able to manipulate objects in a manner comparable to
humans. While highly specialized grippers such as suction cups can provide an
advantage over normal human gripping abilities, specialized features typically
do not generalize well. The robot should therefore feature gripping abilities
closely resembling human hands and fingers, especially regarding maximal and
minimal dimensions, weight, and flexibility. In order to lift objects from within
chemical apparatus and place them on the robot for secure transport, a long-
reach robotic arm is required. Since racks have to be held upright at all times,
a kinematically redundant manipulator would have to feature at least 7 degrees
of freedom.

The KUKA KMR iiwa is the combination of two KUKA robots, the KMP
(KUKA Mobile Platform) and the LBR iiwa, a lightweight robotic arm. Both
robotic parts are designed to be used alongside humans, with the KMR us-
ing both laser and ultrasonic sensors to navigate and detect obstacles, such as
humans, and prevent collisions. The LBR robot arm is equipped with torque-
measuring motors, which allow the controller to determine whether a collision
has occurred. Each planned arm movement has to be assessed in the ability
to harm a human in di�erent ways, i.e., whether there is a danger of flat-on

9



collision or pinching or crushing a body part. The integrated safety software
of the arm will then regulate the maximum speed in order to keep potential
accidents below injuring level.

With a mounted height of up to 90cm and the ability to reach objects up to
82cm away, the KMR is a suitable robot to reach up and onto the most common
chemical appliances. It is planned to obtain a KMR iiwa for the implementation
of the Chemistry Lab of the Future as soon as possible.

10



5. Research Plan

This chapter concisely lists the research necessary to answer the research ques-
tions and provide an implemented robotic solution as described in Chapter 4.
Table 5.1 provides a schedule for the three year duration of the Ph.D. project.

• Movement: In order to be able to move autonomously in an unstructured
environment, robust localization and movement planning algorithms have
to be developed and implemented. Temporary, possibly moving, obstacles
such as humans have to be avoided. Multiple robots should coordinate in
order to achieve the highest possible e�ciency.

• Manipulation: Precision placement of vials, racks and potentially other
lab equipment is required to move samples from one workstation to an-
other. Mapping the laboratory equipment and planning movements is
required in order to avoid collisions [8].

• Vision: This focus area includes matters like object detection and identi-
fication. While laboratory setup might be tagged with QR codes or RFID
chips, vials and smaller racks might have to be recognized by optical means
like shape detection alone. Misplaced or damaged objects should be reli-
ably detected as such. In order to improve detection accuracy, state of the
art deep learning techniques should be employed. These will aid in both
movement and manipulation tasks, providing more accurate detection and
classification of objects and features.

During the ongoing research, I co-authored an article NOctoSLAM: Fast
Octree Surface Normal Mapping for Point to Plane based ICP Multi-line LiDAR
SLAM [24], which was submitted to ICRA 2017. Appendix A provides a copy
of the paper.
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Objective Start and end (months) State
Literature study, identification of the main challenges
to overcome

1 - 6 Done

First year paper writing 1 - 12 Done [24]
Ongoing literature study, to keep up to date with mod-
ern research

6 - 36 In progress

Participate in the RoboCup @work competition. This
will acclimatise me with low-level robotics tasks such as
precision placement.

6 - 7 Done

Researching movement planning and simple object de-
tection for manipulation and transportation of samples

7 - 16 In progress

Second year paper writing 12 - 24
Delve into deep learning technologies and optimize ob-
ject detection

16 - 26

Researching high-level, multi-agent planning technolo-
gies to translate high-level task descriptions into e�cient
low-level robot commands.

18 - 32

Implementation and real-world testing on available
robots

18 - 36

Third year paper writing 24 - 36
Robustness testing with simulated and real world data 24 - 36
Ph.D. thesis writing 32 - 36

Table 5.1: This timetable sorts the research required for the Chemistry Lab of the

Future in a temporal order.
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NOctoSLAM: Fast Octree Surface Normal Mapping for Point to Plane
based ICP Multi-line LiDAR SLAM

Joscha Fossel1 Benjamin Schnieders1 Daniel Claes1 Daniel Hennes2 Karl Tuyls1

Abstract— We propose an octree based map representation
that implicitly provides input and reference data association for
point to plane ICP registration. Additionally, the octree data
structure is used to group map points to approximate surface
normals. The multi-resolution capability of octrees, achieved by
aggregating information in parent nodes, furthermore enables
us to compensate for spatially unbalanced sensor data typically
provided by multi-line lidar sensors. While the octree based
data association is only approximate, our empirical evaluation
shows that NOctoSLAM achieves the same pose estimation
accuracy, but around twice as many registration iterations per
time unit as a comparable, point cloud based approach. In
contrast to point cloud based surface normal maps, where
the map update duration depends on the current map size,
we achieve a constant map update duration including surface
normal recalculation. Therefore, elaborate and environment
dependent data filters are redundant in NOctoSLAM. The
results of our experiments show a mean positional error of
0.029 m and 0.019 rad, with a low standard deviation of 0.005 m
and 0.006 rad.

I. INTRODUCTION

Simultaneous localization and mapping (SLAM) refers to
a fundamental problem in robotics in which a robot has to
generate a map of an unknown environment without external
tracking, while simultaneously localizing itself relative to the
same recorded map (Figure 1). Many real-world scenarios,
such as for instance search and rescue or planetary explo-
ration, lack external tracking infrastructure and consequently
need SLAM approaches for localization and map generation.

Mobile robots are commonly equipped with 2D laser scan-
ners for their affordable price and high precision. Recently,
3D laser scanning devices are becoming more affordable for
end-users, a trend which might continue with the introduction
of solid state lasers in the near future. Currently, most 3D
laser sensors provide multiple 2D scans at different vertical
angles. An example of such a 3D laser scanner is the
Velodyne VLP-16, which provides 16 rows of 2D scans
spanned over a vertical opening angle of 30 deg, each scan
spanning 360 deg horizontally. In order to register a 3D scan
online and in real-time, efficient scan matching algorithms
are required.

The main contribution of our paper is the introduction
of a point to plane ICP-based scan to map SLAM front-
end called NOctoSLAM. It is a robust and computationally
slim alternative to established scan matching algorithms that

1Department of Computer Science, University of
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jfossel,bsc,dclaes,ktuyls@liv.ac.uk

2Deutsches Forschungszentrum für Künstliche Intelligenz
GmbH, Robotics Innovation Center, 28359 Bremen, Germany
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Fig. 1. This figure shows a NOctoSLAM generated 3D trajectory. The
pose estimates are used to transform the sensor data, where color represents
scan intensity. Recognizable details such as the whiteboard, radiators and
the beams in the arched window indicate a good pose estimation accuracy.

operate on point cloud based maps. NOctoSLAM is able
to use the Velodyne VLP-16 to map 3D environments at
maximum rate and to provide a 6-DOF robot pose online
and in near real-time. It uses an octree to store laser scan
observations, allowing for quick nearest neighbour search for
reading to reference point association and surface normal
approximation. Due to its computational performance, NOc-
toSLAM does not require explicit data filtering, and thus also
voids the need for manual fine-tuning of filter parameters.
Our evaluation illustrates that NOctoSLAM is outperforming
the state of the art (i.e. libpointmatcher [1]) computationally,
while matching its accuracy. Adjusting filter parameters of
libpointmatcher in order to enable near real-time processing,
unavoidably reduces accuracy. Thus, in an attempt to achieve
the same runtime as NOctoSLAM, applying reading and
reference point filters to speed up libpointmatcher resulted in
a positional median error of ~0.09 m, compared to ~0.03 m
for NOctoSLAM.

The remainder of this paper is organized as follows.
Section II presents related work and provides a concise
background. Section III introduces NOctoSLAM and spec-
ifies the functionality in detail. Section IV describes the
experiments performed in order to compare NOctoSLAM to
other approaches. Results are discussed and a conclusion is
presented in Section V.

II. RELATED WORK & BACKGROUND

SLAM algorithms can differ in the way they register points
and represent maps. Point registration is typically performed
by an iterative closest point (ICP) algorithm.

libpointmatcher [1] is a modular library supporting dif-
ferent ICP variations intended for direct comparison of
different registration and error measurement approaches. For



fast nearest neighbour search, it makes use of libnabo [2], a
kd-tree implementation. It furthermore features various finely
tunable pre- and post-processing point filtering techniques,
reducing the amount of data processed in order to lower
computation costs.

An alternative way to address the limited computational
capabilities of mobile robots is presented with LOAM [3]. It
effectively separates the self localization from the mapping
operation by performing them at different rates with different
levels of accuracy. Pose estimation is performed at high-
frequency, but with low fidelity, while mapping is done
less often but investing a higher amount of computational
resources in order to find a more precise result. In order
to achieve good pose estimates despite low fidelity, LOAM
uses intricate feature detection algorithms to preserve only
meaningful data points.

An intuitive way to map laser distance readings is con-
verting the measured distances into spatial coordinates, then
storing the coordinates in a point cloud, an unordered set
of all recorded points. In order to reduce the computational
costs of finding nearest neighbours, the number of stored
points can be reduced using filters, or by using a tree-based
data structure, such as a kd-tree or an octree. An octree
representation, recursively partitioning a cubic space into
eight smaller cubes, is a memory and time efficient way to
represent 3D environments. Figure 2 shows an example of
storing laser readings in an octree. OctoMap [4] is an octree-
based mapping implementation, representing occupied, free
and unmapped areas distinctly in a memory efficient way.

In structured environments, such as buildings, one can
make reasonable assumptions of the terrain layout in between
neighbouring measurements. Point-to-plane ICP [5] presents
an extension to the traditional iterative closest point algo-
rithm [6], using an error metric from each point to the tangent
plane of the corresponding closest points, thus relaxing the
requirement for exact point matches. This error metric has
been shown to converge faster in general [7], especially for
few or distant points. As most 3D laser scanners produce
sparse data in the vertical axis, point-to-plane ICP is a
reasonable choice.

A good overview of point cloud registration algorithms is
given in [8].

III. NOCTOSLAM
We propose an octree based map representation that

enables fast point-to-plane scan registration [5]. Iterative
Closest Point (ICP) in the point to plane variant requires
both reading/input to reference/map point association and
a surface normal estimate for the reference points. The
proposed map structure inherently provides surface normal
approximations and allows for direct association of reading
point cloud to reference map. Thus, we avoid having to main-
tain additional data structures that perform nearest neighbour
search for said tasks. In comparison, point-to-plane ICP [5]
and generalized ICP [9] based algorithms, e.g. [10], [11], use
kd-trees for data association and surface normal estimation,
whilst storing the map in an unorganized point cloud format.

x

y

z

p1 p2 p3 p4

p1 = (6, 1, 6)
p2 = (9, 1, 6)
p3 = (9, 4, 6)
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Fig. 2. This figure shows a simplified map update. First, the initially empty
octree is extended to accommodate new data points. After inserting the data
points into the tree, the changes are propagated through the tree from bottom
to top, and surface normals (sfn) are calculated if feasible.

While there exist highly optimized approaches to tackle the
k-nn problem, such as libnabo [2], kd-tree based nearest
neighbour search in large point cloud based maps is not
feasible online and in near real-time (see Section IV). To
achieve registration and map updates which are faster than
the sensor update rate typically requires reducing the number
of points by filtering out large amounts of the scan endpoints
provided by the sensor. While the nearest neighbour search
method proposed in this paper is only approximate, it is
very fast and allows us to map and register the 300,000
points per second provided by a Velodyne VLP-16 multi
channel LiDAR at 20 Hz. Hence, NOctoSLAM does not
require explicit filtering of sensor data as other point-to-
plane ICP based methods do. Configuring such filters can
be challenging, environment dependent, and also costly in
terms of runtime.

In the following subsection we will explain how (i) updat-
ing the map, i.e. scan end point insertion and surface normal
approximation, and (ii) registration, i.e. data association and
pose updates, are performed in NOctoSLAM.

A. Mapping

To represent the environment, we extend the octomap
approach introduced in [4]. In the octomap approach, every
octree node represents a voxel, where its resolution depends
on the node’s level in the tree. Commonly, every octree node
stores the probability of representing occupied space, while
the position it represents in 3D space depends on the nodes
position in the tree. In NOctoSLAM we additionally store



two 3D vectors per node, i.e., a surface normal and a position
that can deviate from the center of the voxel. The former
is necessary for point to plane scan registration. The latter
allows for a more precise map representation at coarse map
resolutions. While this additional position storage may seem
redundant, NOctoSLAM uses both data stored in leaf and
non-leaf nodes, thus such a position anchor is required.

Updating the map consists of two steps, insertion and
propagation, depicted in Figure 2. First, the tree is extended
if necessary, and the scan endpoint positions are inserted into
the corresponding nodes (p1,p2,p3,p4 in Figure 2). If a leaf
node ni already exists, the stored position is updated with
the scan endpoint position by using the weighted average
according to sensor model M and node occupancy probability
np
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nxyz
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#   »

nxyz
i ⇤np
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dxyz
k
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where
#   »

nxyz
i is the position previously stored in node ni and

#    »

dxyz
k is the endpoint position of scan dk.

After having inserted all scan endpoints in this fashion, the
updates are propagated through the tree: all non-leaf nodes
traversed during the first step are updated from bottom to
top, based on the information stored in their descendants.
In particular, parent nodes store the average position of their
descendants, and use these positions to approximate a surface
normal if feasible (a in Figure 2).

We approximate the surface normal by estimating the
normal of a plane tangent to the surface, which can be formu-
lated as a least-square problem. As shown in [12] the solution
can be reduced to a principal component analysis of the
covariance matrix C generated from the direct descendants
ni�1,k of a node ni, j:
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1
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p =
1
K

K

Â
k=1

#        »

nxyz
i�1,k, (3)

C · # »vm = lm · # »vm, m 2 {0,1,2}, (4)

where K is the number of descendants of node ni, j, lm
the m-th eigenvalue of the covariance matrix, and # »vm the
m-th eigenvector, which can be computed analytically. If
exactly two of three eigenvalues are similar, the corre-
sponding eigenvectors determine the plane through nodes
ni�1,k, and hence the surface normal for node ni,k. If no
good surface normal can be estimated, the surface normal
centroid of the descendants is used instead, if available (c in
Figure 2). If neither is available, as for node b, no surface
normal is set. Figure 2 also shows the downside of this
approach compared to using traditional nearest neighbour
search: the right branch containing b and p4 has no surface
normal, and even though p3 is close to p4. This relation is
ignored because they are in different branches. Nevertheless,
experiments (Section IV) show that in practice being able
to process more points compensates for being unable to

Laser reading

Laser noise

Surface normal

Degenerate surface normal

Fig. 3. This figure gives an example for how noisy sensor data can lead
to bad surface normal approximations in NOctoSLAM. The issue is tackled
by using dynamic map resolutions. The coarser the map, the more points
are being averaged reducing the impact of sensor noise.

approximate surface normals for some points. Note that the
data for such points is not discarded, and it is likely that
approximating surface normals in such cases will become
feasible at a future time due to high map update rates.

Unfortunately, unlike e.g. RGBD cameras, multi line lidars
provide only sparse data along the vertical axis. This can lead
to degenerate surface normal approximations, as for example
shown in Figure 3. In the upper part we can see how a
noisy reading (red dot) would lead to a degenerate surface
normal estimate. The red striped node would have a surface
normal perpendicular to the actual one. To tackle this, we use
dynamic map resolutions by inserting leaf nodes at variable
tree depths, as shown in the lower part of Figure 3. By
decreasing the resolution we implicitly increase the number
of reading points that are averaged to estimate a surface
normal. Thus, the surface normal ends up being only slightly
skewed, instead of being completely off. In particular, we
choose a leaf node resolution that forces nodes on vertical
scan lines to be adjacent to each other, depending on distance
to sensor origin, vertical resolution of the sensor and map
occupancy.

B. Pose Updates

To update the pose estimate we employ a point to plane
iterative closest point algorithm, originally introduced in [5].
The basic ICP algorithm consists of two steps. First, cor-
respondence between the input and reference data is com-
puted (i.e. scan endpoints are associated with points in the
map). Second, a transformation that minimizes the distance
between corresponding points from input and reference set
is computed.

To associate a scan endpoint di with a position and surface
normal stored in the map, the octree is traversed as far as



possible from root node towards the leaf node corresponding
to the coordinates of di. If a leaf node ni, with a parent node
n0i that has its surface normal set is reached, di is associated
with the position stored in ni and the surface normal stored
in n0i. Otherwise, ni, the last node traversed for which the
surface normal is set, is associated with di. For each such
association found

#     »

dpos
i ,

#    »

npos
i and

#     »

ds f n
i are defined as follows:

#     »

dpos
i =

�
dx

i dy
i dz

i 1
�T

#    »

npos
i =

�
nposx

i nposy
i nposz

i 1
�T

#    »

ns f n
i =

⇣
ns f nx

i ns f ny
i ns f nz

i 0
⌘T

(5)

The tree level in which ni is found is used for approximate
maximum correspondence distance, instead of calculating the
actual euclidean distance.

The point to plane error metric is defined as:

E = Â
i

✓⇣
P ·

#     »

dpos
i �

#    »

npos
i

⌘
·

#    »

ns f n
i

◆2
, (6)

where P is the current pose matrix.

P =

0

BB@

1 �g b tx
g 1 �a ty
�b a 1 tz
0 0 0 1

1

CCA , (7)

with a , b , g being roll, pitch, yaw angle and tx, ty, tz being the
translations along the respective axes. Minimizing Equation 6
is essentially a least-squares optimization problem. We use
the libpointmatcher error minimizer [10] to determine P for
the pose update estimates.

IV. EMPERICAL EVALUATION
In this section we perform experiments to evaluate the

pose estimation quality as well as the runtime performance
of NOctoSLAM.

A VLP-161 multi line lidar is used in the experiments.
It can provide about 15000 measurements at 20 Hz, with a
maximum range of 100 m. The measurements are distributed
among 16 horizontal lines over a vertical FOV of 30 deg, and
over a horizontal FOV of 360 deg. To estimate the accuracy
of pose estimates we compare against ground truth poses
provided by an Optitrack2 motion capture system.

We furthermore compare the NOctoSLAM results against
ETH Zurichs ICP Mapping tool3, which uses libpoint-
matcher [1] for registration and libnabo [2] for nearest neigh-
bour search. The point to plane ICP algorithm, excluding data
association, is essentially the same in NOctoSLAM and the
ETHZ ICP Mapping tool.

The NOctoSLAM (referred to as NOcto in the figures)
performance is evaluated against the ETH Mapping tool
with two different sets of parameters. For NOctoSLAM, a
minimum map resolution of 0.01 m is used, and the map is
updated after every registration. In the following, algorithm

1
http://velodynelidar.com

2
http://optitrack.com

3
http://wiki.ros.org/ethzasl_icp_mapping
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Fig. 4. On the left the mean error of the position, and on the right the
ME of the rotation, are shown. ETH* performs significantly worse than the
other two algorithms, which perform similarly well.

TABLE I
POSE METRICS FOR 15 INDOOR EPISODES

Position in m Rotation in radians
Median Mean s Median Mean s

NOcto 0.030 0.029 0.005 0.018 0.019 0.006
ETH 0.032 0.032 0.011 0.015 0.017 0.008

ETH* 0.094 0.113 0.054 0.066 0.068 0.023

ETH refers to using no input filters and a 0.1⇥0.1⇥0.1 m3

voxel grid map filter. Thus, registration is performed with
approximately 15000 reading points at 20 Hz. In order to in-
crease runtime performance, ETH* uses various input filters
that reduce the number of reading points to approximately
2500. Among others, a max density filter configured to 300
points per m3 is used. Additionally, the map is also limited
to a point density of 50 points per m3. Unlike ETH, ETH*
updates the map not after every registration, but only if the
map overlaps less than 95 %.

A. Pose Estimation Accuracy
We evaluate the accuracy of pose estimates for 15 recorded

episodes, where each episode is between 1 and 2 minutes
long. In each episode, the sensor is moved manually through
a 8⇥ 8⇥ 3.5 m3 room. The sensor is equipped with mo-
tion capture markers, which are externally tracked. A rigid
transformation resulting from aligning the ground truth and
estimated trajectories via ICP is used to calibrate the sensor’s
optical axis to the markers. For each episode we calculate
the mean error (ME) of the position and rotation compared
to the ground truth data.

Figure 4 shows the results for 15 episodes, where the
center line marks the mean, the inner box represents the
95 % confidence interval, and the outer box illustrates the
standard deviation. The figure shows that there is no signif-
icant difference of either positional or rotational accuracy
between NOcto and ETH. As can be expected, strongly
reducing the number of reading and reference points leads
to a significantly worse performance of ETH*. In fact, with
a position mean error of 0.113 m (see Table I), ETH*
approximately quadruples that of NOcto. Additionally, the
standard deviation of ETH* is also ten times as high as the
one of NOcto. A similar trend can be observed for the three
rotation axes.

To visualize the impact of a 0.094 m positional error
versus a 0.029 m error, we plot the trajectories for the ETH*
median episode in Figure 5. In order to increase clarity only
every fourth trajectory point is plotted, and we omit the ETH
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Fig. 5. The pose estimates for the median ETH* episode are shown.
The performance difference between NOcto and ETH* is indicated by the
superior alignment of NOcto to the motion capture trajectory.
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Fig. 6. This figure shows the map update durations in relation to number
of points in the map. The points describing the lower constant line belong to
NOcto, and the points describing the shorter linear line below 0.08 s duration
belong to ETH*. A linear dependency between map size and required time
for both ETH and ETH* is visible, while NOcto performs in constant time.

trajectory as it is very similar to the NOcto trajectory. It can
be seen that the ETH* trajectory aligns significantly worse
with the motion capture trajectory than the NOcto trajectory
does.

B. Runtime Performance
When performing localization and mapping the main fac-

tors in terms of time consumption are updating the surface
normals and associating reading to reference data. In the
following analysis the same data as for the experiments in
the previous subsection (IV-A) are used.

We investigate the map update duration in Figure 6. The
figure shows that ETH and ETH* map update durations are
proportional to the number of points in the map. This stems
from the unorganized point cloud representation used that
requires reprocessing at least large parts of the map each
update. ETH* shows that the update duration can be reduced
by only storing sparse point clouds and using smaller update
sizes. Additionally, updating the map in parallel to scan
registration and at a low frequency makes using a point
cloud format computationally feasible. However, the tree
based map representation used in NOcto on the other hand
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Fig. 7. The registration durations per iteration for the three algorithms
are shown. NOcto significantly outperforms ETH when both process 15000
points per iteration. With the number of points reduced to 2500, ETH* is
faster than NOcto, but suffers from a significantly larger standard deviation.

allows for constant time map updates, regardless of map size.
Thus, it is not necessary to filter map data for performance
reasons with this approach. The mean map update duration
for NOcto is 0.0062 s with a standard deviation of 6⇤10�4 s,
i.e. approximately 1/8th of the available time at 20 Hz update
rate.

Figure 7 shows a box plot of the scan registration dura-
tion per iteration for the three algorithms. The figure was
generated from ~4⇤105 iterations. The median of NOcto is
0.0018 s, halving that of ETH (0.0036 s), while processing
approximately the same number of points. With a median of
0.0009 s, ETH* outperforms the other two, albeit processing
only ~2500 points instead of ~15000 points per iteration.
However, reducing the number of reading points also causes
additional computational cost, where the severity depends on
the filters used. In our experiments, input filtering for ETH*
took on average 0.0167 s per registration.

C. Visual Inspection
Figure 8 and Figure 9 show maps generated by transform-

ing the sensor data with pose estimates from NOctoSLAM,
where the color represents intensity. Figure 8 demonstrates
that NOctoSLAM works indoors as well as outdoors. The
capability of mapping multiple levels is shown in Figure 9.
More material for visual inspection can be found online4.

D. Summary
In the previous subsections we have shown that NOc-

toSLAM performs as well as the ETH ICP Mapping Tool
in terms of pose estimation accuracy. Since the VLP-16 has
a typical accuracy of ±0.03 m, both algorithms perform
well in this regard. However, map updates as well as scan
registration are significantly faster in NOctoSLAM. Espe-
cially relevant is the, in regards to map size, constant map
update time of NOctoSLAM, as map updates on large maps
quickly become infeasible in near real-time with point cloud
based maps and high rate map updates. Experiments not
included in this paper have shown that NOctoSLAM map

4
github.com/smartlab-liv/noctoslam



Fig. 8. Intensity sensor data transformed with NOctoSLAM pose estimates
from a combined indoor and outdoor episode, showing the DFKI Bremen
building.

Fig. 9. Intensity sensor data transformed with NOctoSLAM pose estimates
mapping the four story staircase of the UoL Ashton building.

update durations depend on the number of points that are
being used to update the map. While the use of reading
and reference point filters can increase the performance, it
is a cumbersome task to find the correct filter parameters.
Also, it requires knowledge of the area that is to be mapped
which might not be available, in beforehand. Furthermore,
filters might become infeasible if the environment changes,
e.g. when changing from indoor to outdoor. For example,
indoor maps typically require more points per m3 for good
pose estimates than outdoor maps. While we do not have
quantitative data on the pose estimation accuracy on larger
maps, Figures 8 and 9 indicate a good performance.

V. CONCLUSIONS & FUTURE WORK

In this paper we have presented NOctoSLAM, a novel
approach to surface normal based mapping in conjunction

with point to plane ICP scan registration. We empirically
demonstrated that the proposed algorithm is as accurate,
but significantly faster than the state-of-the-art. In terms of
precision we achieve a mean error well within the rated
accuracy (±0.03 m) of the sensor used: 0.029 m positional,
and 0.019 rad rotational, with a low standard deviation of
0.005 m and 0.006 rad, respectively. Unlike the case for
point cloud based approaches, NOctoSLAM can maintain
high map update rates, regardless of the map size. Because
of the superior computational performance configuring data
filters is not necessary.

Unfortunately, using an octree based map representation
has the disadvantage of limiting the maximum volume the
map can cover, depending on the minimum resolution and
maximum tree depth. At a minimum resolution of 0.1 m and
a tree depth of 16, we can only map a maximum volume of
approximately 3000⇥3000⇥3000 m3. As increasing the tree
depth would lead to higher computation time, in future work
we plan to implement a map stitching approach to overcome
this limitation. This will allow us to evaluate NOctoSLAM
with the KITTI [13] benchmark data set, which sometimes
exceeds the current map boundaries.
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Industry 4.0 and the Factory of the Future

Industry 4.0 denotes a possible fourth revolution in automation:

In the resulting Factory of the Future, robots:

• Interact with humans and each other
• Assist with lifting, fetching
• Do repetitive or straining tasks

Media from commons.wikimedia.org
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RoboCup@work as Industry 4.0 Simulation

The smARTLab regularly participates in the @work league.
• RoboCup@work simulates the Factory of the Future on a small scale
• Industrial robots perform fetch & place tasks
• Focus on autonomy and humans safety
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Research Fields in the Factory of the Future

From hands-on experience, we see need for improvement in:

• Detecting objects under di�cult lighting conditions
• Navigating swiftly and safely in dynamic environments
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Object Detection

Methods to output detection results:
• Left: input image
• Right: center point

(through regression)

• Left: bounding box(es)
• Right: segmentation of

the image
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Deep Learning for Object Detection

Deep Convolutional Neural Networks are the state of the art in object detection

DCNNs break
down the flat
image (sparse
information) into
a dense vector
encoding spatial
information

⊕ ⊕ ⊕
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1

A segmentation
network reverses
the convolution
to get a flat
output image
again
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Deep Learning for Object Detection

• Deep Neural Networks can take a long time to train
• Potentially unfit for Industry 4.0 with short cycle times and small batch

sizes
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Research Question

• How can one speed up convergence on DCNNs for object detection without
sacrificing quality?
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Object Detection as Multi Objective Learning

• Multi-Objective Learning trains a network on related, but independent1

tasks
• Example: object detection and distance estimation
• Can improve abstractive power
• Can lead to faster training
• Error functions of di�erent tasks are combined

1

Training on one task will not a�ect the performance of the other
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Optimal Error Function Combination

• Kendall et al. present a statistically sound way to learn optimal weights
• Weights depend solely on the variance of the error term
• Error metrics require the same scale and should have similar distributions

The combined loss term according to Kendall et al. (KGC):

L
KGC

=
ÿ

i

1
2‡2

i

L
i

+ log ‡2
i
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Object Detection Error Functions

Available Error Functions:

• Left: Distance from weighted
center of activations to object
midpoint

• Right: Intersection over Union
(IoU) of bounding box

• Left: IoU of segmentation data
• Right: Approximation of

segmentation overlap for dataset
without segmentation data

All these error metrics are dependent, have a di�erent scale and distribution.
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Research Questions

• How can one speed up convergence on DCNNs for object detection without
sacrificing quality?

• How e�ective is the employment of dependent error metrics in
multi-objective learning?

• To which extend can the network learn to combine error functions itself?
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Converge-Fast-Auxnet

• For the DCNN, IoU and Euclidean distance error measures are weighted
and summed similar to KGC-weighting:

L
T otal

=
ÿ

i

1
w

i

L
i

+ log w
i

• The weights are not immediately derived from the loss variance, but
learned by an auxiliary network instead
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Converge-Fast-Auxnet

6

24

w1

w2

L1L1

L2 L2

1

2

•
Auxnet is an auxiliary network
trained alongside the DCNN

• One hidden layer with 24 leaky
ReLU neurons

• Learns weights that lower the
error in the network quickly by
minimizing the term:

L
Auxnet

= L
T otal

≠ L
T otal

L
T otal

20 / 31



Background

Industry 4.0

Deep Learning

Research

Auxnet

Experiments

Results

Questions

Research

1 Background
Industry 4.0 and the Factory of the Future
Deep Learning

2 Research
Converge-Fast-Auxnet

Experiments
Results

3 Questions

21 / 31



Background

Industry 4.0

Deep Learning

Research

Auxnet

Experiments

Results

Questions

Experiments

• Trained Auxnet, di�erent forms of KGC-weighting and single error
functions 20 times each for statistical significance

• Each network was trained for 100k steps (about 67 epochs) on the
RoboCup@work dataset2

• Every 500 iterations, the network’s performance was evaluated on the
entire validation set

• How to rate di�erences in IoU/distance error?

2

Available from https://airesearch.de/ObjectDetection@Work/
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Pickup Error

• While the IoU is defined to be in the 0 to 1 range, the Euclidean distance
error can range from 0 to 360 pixels, or 0 to about 12 cm

• IoU describes a near linear quality measure, with 0.5 meaning an
”acceptable” error

• The distance error impact is highly non-linear:
• Reducing an error from 0.8 cm to 0.4 cm is no noticeable improvement,

however
• Halving the error from 2 cm to 1 cm will greatly increase the probability of a

successful pick-up
• We thus model a pickup error, estimating the chance of failure for a pick

operation
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Pickup Error

• From experience, we know that 1 cm of error means an approximate 50%
of failed grasps

• A distance error of 3 cm results in 90% failed pick-up operations
• The data fits a negative exponent power function, mapping the error in

centimeters to probability of failure
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• The resulting pickup error is
scaled between 0 and 1 and
follows a similar distribution as
the IoU error

•
Pickup error can now be directly
compared to the IoU metric
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Results

•
Auxnet converges faster and to a lower error than any single error
function

• Compared to IoU, the training time is reduced by 42.48%, pickup rate is
improved by 39.90%

• Additionally, it produces a better weighting than KGC
• Training time is reduced by 24.5%, pickup rate is improved by 15.8%
• On a Titan X, the network could be trained in 2.5h to achieve reasonable

quality
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1. Introduction

The Chemistry Lab of the Future project is a specific instance of the Factory
of the Future, an Industry 4.0 implementation, in which interconnected mobile
robots collaborate in an industrial environment. Industry 4.0 [4] denotes a
research field leading to a fourth industrial revolution in robotics, aiming at
flexible, decentralized robotic solutions.

The following subsection describes the general direction of the research focus
and explores existing and possible key contributions. Section 2 describes the
research progress and lists future research topics. A timetable for the entire
duration of the Ph.D. is presented in Section 3.

1.1 Research Focus
The main contribution of this Ph.D. research will be improving the sensing and
recognition abilities of mobile robots within a general Factory of the Future.
Deep Learning, or more specifically, deep convolutional neural networks (DC-
NNs) are at the time of writing the state-of-the-art method for image recogni-
tion, object detection and classification [2]. Using a DCNN for object detection
within the Chemistry Lab of the Future framework thus appears to be the most
sensible choice. Current state-of-the-art DCNNs can, by their design, only pre-
dict a limited number of object positions [6][7]. Also, due to the way their
evaluation functions are designed, a dataset featuring bounding boxes around
objects to be recognized is required for training. A great part of the Ph.D.
research will be to overcome these limitations. By designing a full-dimension
predictor output, and therefore allowing each input pixel to correspond to a cus-
tom prediction, the first limitation can be lifted. A custom evaluation function,
taking only the classified label and the average distances between detections
and desired outputs into account, eliminates the requirement of bounding boxes.
For this evaluation function, a training dataset that only features object center
points is su�cient. Keeping in mind the potential volatility of compounds in the
Chemistry Lab of the Future, detection should only take a reasonable amount
of time. Optimizing the network layout to achieve real-time performance is a
future topic of importance.
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2. Research Progress

Designed to be a benchmark for the general Factory of the Future, RoboCup@Work
provides a way to evaluate and compare robotic strategies and algorithms for the
Chemistry Lab of the Future as well. Participation in the RoboCup@Work com-
petition provides a real world testbed and comparison to other, world-leading
research. Generic tasks, such as navigation and object classification and detec-
tion, can be isolated and subsequently evaluated and improved separately. The
aforementioned deep learning object detection pipeline is trained and evaluated
on data obtained from the RoboCup@Work setup.

2.1 RoboCup@Work
RoboCup is a well-known annual international robotics competition. Featur-
ing multiple leagues, the RoboCup@Work league, focuses on robots performing
tasks in an industrial environment. Robots, their tasks and the environment
faced during the competition resemble a simulated Factory of the Future, in
which the robots replace humans as a required connective link between fixed
robotic workstations. Industry 4.0, denoting a more generalized Factory of the
Future, describes a research field leading to a fourth industrial revolution in
robotics, aiming at flexible, decentralized and interconnected robotic solutions.
RoboCup@Work aims to promote AI and robotics development, ideally culmi-
nating in a fully autonomous system which can produce and analyze goods with-
out human interaction. To achieve maximal flexibility, a mobile robot should
be capable of serving workstations that are otherwise, or additionally, operated
by humans.

2.2 Mapping
Having a precise and up-to-date map is crucial for a robot in a chemistry lab
also run by humans. In case equipment is moved or altered slightly, e.g., drawers
opened or items placed on a working area, the robot has to know about these
changes in order to incorporate the new information into its plan. Appropriate
actions may be to plan another path or trajectory in order to evade obstacles,
and detecting the current state of equipment in order to see whether opening
or closing operations have to be performed or not. Employing a localization
and mapping algorithm such as NOctoSLAM [1] can outperform other state-
of-the-art approaches, as it is notably faster, thus allowing map updates in
real-time. The most obvious drawback, i.e., the limited amount of space that
can be occupied given a fixed depth of the octree, does not impair the usability
in a chemistry lab, as even a very fine resolution of 0.5 cm can span a chemistry
lab of more than 300m length.
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2.3 Object Recognition
Using RoboCup@Work as a real-world example implementation of the Chem-
istry Lab of the Future, the visual classification task of detecting objects was
used as a substitute for other, yet unknown, object classification tasks in the
Chemistry Lab of the Future. Robots participating in RoboCup@Work are re-
quired to detect and classify 13 di�erent object types very likely to be found
in an industrial, setting placed on predominantly white surfaces [3]. The robot
may use any type of sensor, but empirically, 3D cameras such as the Microsoft
Kinect or Intel SR300 have been found to be superior to 2D cameras or other
types of sensors. Figure 2.1 shows an example of RGBD input.

Figure 2.1: Left: An example object recognition image displaying a large grey alu-
minium profile. Right: The corresponding depth image. Note the black regions sig-
naling faulty readings in the corners and around steep transitions.

In order to fathom the capabilities of convolutional neural networks, de-
signed for two-dimensional image data, applied on images featuring an addi-
tional depth channel (RGB-D images), a drop-in replacement for the existing
smARTLab object classifier was developed. The resulting network was trained
on a self-recorded, about 30.000 images rich RGBD training set, obtained from
an Intel SR300 camera portraying the 13 di�erent types of RoboCup@Work
objects from various points of view. An example image is shown in Figure 2.1.
Implemented with the TensorFlow library, a deep neural network featuring three
convolutional and two fully connected layers was trained. Figure 2.3 provides
details of the network implementation. The resulting classifier is able to classify
the 13 di�erent object types with 98.84% accuracy. Note that after receiving an
equally high result using ten-fold cross validation, a dedicated evaluation set of
about 10% the size of the training set was recorded. Particular care was taken to
provide the evaluation set with a distinct set of images, closely reflecting the ex-
act circumstances as they appear in the RoboCup@Work competition. Example
images of the dedicated evaluation set can be seen in Figure 2.3. All the results
presented are obtained from the dedicated evaluation set. Table 2.1 presents
precision and recall values, a full confusion matrix can be found in Table A.1.
The lowest precision is achieved for the M20 bolt, M20 100, the lowest recall for
the small black aluminium profile F20 20 B. Appendix A also provides charts
plotting averaged responses to these two object types, explaining that they are
frequently confused.
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Figure 2.2: Left and right: Examples from the dedicated evaluation set. Objects on
both a rotating table, as used in the RoboCup@Work competition, and on a standard
platform are recorded. Note the deliberate di�erences between these real-life images
and the artificial ones from the training set as depicted by Figure 2.1

2.4 Object Detection
Besides just classifying whether an object is present in the frame or not, object
detection additionally provides the location of the detected objects. Location
markers can range from simple center points, over bounding boxes, to completely
classifying each input pixel for object a�liation. For RoboCup@Work, only the
center point is relevant for gripping the object, as objects are not allowed to
overlap, and post-processing can easily find the longest extent of each object.
The gripper can then be oriented perpendicular to the longest extend of the
object. Both training and evaluation set were manually labeled with center
points for each object. The network was restructured to reflect the new nature of
the problem, especially, the last layer should reflect the dimensions of the input
image. In order to provide a one-hot encoding for each pixel, 13 equally sized
output layers are required. Table 2.2 provides details of the layers used in the
network. The layout of the network was inspired by the semantic segmentation
network described in [5].

2.5 Evaluation Function
In the case of RoboCup@Work, domain knowledge can be exploited. For in-
stance, the robot is provided with the information which and how many objects
are present on any platform. If there are no duplicate object types on a plat-
form, the output layer referring to the object type being searched should just
indicate the center position. If, however, multiple object of the same type are
present, a clustering is required. Again exploiting the external knowledge of
the quantity of objects, a simple clustering algorithm such as k-means can be
employed.

Figure 2.4 explains why, in the case of the red object, no clustering is neces-
sary. The weighted average of all activations for the red object already provides
the optimal picking position. In case a blue object is required, the activations
on this layer will have to be separated. A modified version of k-means, taking
the activation values into account, can be employed to separate the two clusters
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5x5 kernel size convolutional layer

RGBD input

5x5 kernel size convolutional layer

normalization layer

normalization layer

3x3 max pooling layer

3x3 max pooling layer

512 ReLU fully connected layer

224 ReLU fully connected layer

13 neuron linear output layer

64 filters

64 filters

Figure 2.3: Details of the convolutional network used for object classification. The
64x48 pixel RGBD input is converted to 64 features, which are then fed into two
successive fully connected layers. The 13 output units provide a one-hot encoding of
the object class.

and obtain picking positions for both objects. As this evaluation function is
also used during the training phase, it benefits from the enhanced GPU capa-
bilities as well, and was thus implemented completely within the TensorFlow
framework and can be run on a graphics card.

2.6 Results
Early tests show that training the network on distances alone, the network
does not converge to the desired output, instead, most outputs die and the
predicted position is generated by triangulating between only 3 or 4 highly active
pixels. An explanation for this behavior may be that a Gaussian distribution
of activations around the desired predicted position is fairly resistant to noise,
but for that same reason, also hard to reach through random fluctuations.

Training the network using a cross entropy error from a desired Gaussian
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a) b)

c) d)

Figure 2.4: a) Shows an example recording of three objects. The blue objects are of
the same type, whereas the red object is of a di�erent type.
b) Possible output of a neural network (dashed lines are for reference only) - the col-
ored, shaded dots mark probabilities that the object may be at that position. Lighter
colors mean lower probability.
c) Training input to the neural network. The average distance to these points is to be
minimized.
d) Clustering the network output: The number and type of objects is known, so k-
means is an appropriate choice. It has to be extended to weight the distances by the
certainty of the classifier. The weighted centroid of each cluster designates the optimal
position to grip any object.

distribution, such as shown in Figure 2.5 right, produces results that point
out the position of the object in the desired manner, as shown in Figure 2.6.
Although these results show a low amount of error, the network was not yet
trained to distinguish the di�erent object type, or detect multiple objects at
once.

2.7 Future Research
Future research includes completing the dataset by adding scans featuring mul-
tiple objects. As providing the desired Gaussian distribution during training is
not taking the shape or size of the object into account, a gradual shift in the
training objective function will be implemented, first training the network to
produce an output fit for clustering, then fine-tuning the position of the gener-
ated activations by weighing the distance between estimated position and labels
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Figure 2.5: Left: The input image to be trained. Right: The desired detection result.

Figure 2.6: Comparison of the desired result (left) and the actual output of the
trained network (right).

more.
Beyond that, future research may further explore the benefits of variable

evaluation functions in deep learning applications, or use the gained knowledge
to implement networks for feature extraction and classification in higher dimen-
sions, such as 3D-point clouds generated over time from laser scanners such as
the VLP-16.
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Object Class Precision Recall
Axis 0.99 1.00
Bearing 0.99 1.00
Bearing Box 0.98 1.00
Distance Tube 1.00 1.00
F20 20 B 0.97 0.94
F20 20 G 0.99 0.99
M20 1.00 1.00
M20 100 0.94 0.97
M30 0.99 1.00
Motor 0.99 0.99
R20 1.00 1.00
S40 40 B 1.00 0.96
S40 40 G 0.98 0.99

Table 2.1: Precisions and recalls on the dedicated evaluation set.

Layer Number Description Size Number Filters
1 Convolutional 192 x 256 64
1 Average Pooling 2x2
2 Convolutional 96 x 128 128
2 Average Pooling 2x2
3 Convolutional 48 x 64 256
3 Average Pooling 2x2
4 Convolutional 24 x 32 512
4 Average Pooling 2x2
5 Convolutional 12 x 16 512
5 Average Pooling 2x2
6 Convolutional 6 x 8 4096
6 Random Dropout
6 Max Pooling 2x2
7 Convolutional 3 x 4 4096
7 Max Pooling 2x2
7 Random Dropout
8 Convolutional 1 x 2 13
8 Random Dropout
9 Inv. Convolutional 12 x 16 512
10 Inv. Convolutional 24 x 32 256
11 Inv. Convolutional 192 x 256 13

Table 2.2: The relevant layers of the DCNN trained to detect RoboCup@Work
objects. Layer 8 is designed to produce a prediction of the object type. In order to
invert the convolution, Tensorflow’s transpose conv2d layers were used.
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3. Research Plan

During the ongoing research, I co-authored an article NOctoSLAM: Fast Oc-
tree Surface Normal Mapping for Point to Plane based ICP Multi-line LiDAR
SLAM [1], which I will present at IROS 2017. Appendix B provides a copy of
the paper.

Objective Start and end (months) State
Literature study, identification of the main challenges
to overcome

1 - 6 Done

First year paper writing 1 - 12 Done [1]
Ongoing literature study, to keep up to date with mod-
ern research

6 - 36 In progress

Participate in the RoboCup@Work competition.
6 - 7 Done

15 - 16 Done
Researching movement planning and simple object de-
tection for manipulation and transportation of samples

7 - 16 Done

Second year paper writing 12 - 24 In progress
Delve into deep learning technologies and optimize ob-
ject detection

16 - 26 In progress

Implementation and real-world testing on available
robots

18 - 36

Third year paper writing 24 - 36
Robustness testing with simulated and real world data 24 - 36
Ph.D. thesis writing 32 - 36

Table 3.1: This timetable sorts the research required for the Chemistry Lab of the

Future in a temporal order.
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A. Classification Results

Object Axis Bear. Box Tube F20B F20G M20 Bolt M30 Mot. R20 S40B S40G
Axis 237 0 0 0 0 2 0 0 0 0 0 0 0

Bearing 0 247 0 0 0 0 0 1 0 0 0 0 0
Box 0 0 144 0 0 0 0 0 0 3 0 0 0

Tube 0 0 0 241 0 0 0 0 0 0 0 0 0
F20B 0 0 0 0 175 0 0 5 0 0 0 0 0
F20G 0 0 0 0 0 172 0 0 0 0 0 0 2
M20 0 0 0 0 0 0 231 0 0 0 0 0 0
Bolt 0 0 0 0 11 0 0 169 0 0 0 0 0
M30 0 0 0 0 0 0 0 0 253 0 0 2 0

Motor 0 0 0 0 0 0 0 0 0 217 0 2 0
R20 0 0 0 0 0 0 0 0 0 0 236 0 0

S40B 0 0 0 0 0 0 0 0 0 0 0 168 0
S40G 0 0 0 0 0 0 0 0 0 0 0 3 167

Table A.1: The complete confusion matrix for RoboCup@Work object recognition.
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Figure A.1: Left and right: Recall weights for the two object types with 100%
precision and recall. Note the clear weight separation between the desired output and
any other outcome.
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Figure A.2: Left and right: Recall weights for the two object types with lowest
precision or recall. Note that the M20 bolt and small black aluminium profile both
receive a high activation, explaining the confusion between the two.
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B. Publications

• NOctoSLAM: Fast Octree Surface Normal Mapping for Point to Plane
based ICP Multi-line LiDAR SLAM - co-authored, accepted for publica-
tion at IROS 2017.
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NOctoSLAM: Fast Octree Surface Normal Mapping for Point to Plane
based ICP Multi-line LiDAR SLAM

Joscha Fossel1 Benjamin Schnieders1 Daniel Claes1 Daniel Hennes2 Karl Tuyls1

Abstract— We propose an octree based map representation
that implicitly provides input and reference data association for
point to plane ICP registration. Additionally, the octree data
structure is used to group map points to approximate surface
normals. The multi-resolution capability of octrees, achieved by
aggregating information in parent nodes, furthermore enables
us to compensate for spatially unbalanced sensor data typically
provided by multi-line lidar sensors. While the octree based
data association is only approximate, our empirical evaluation
shows that NOctoSLAM achieves the same pose estimation
accuracy, but around twice as many registration iterations per
time unit as a comparable, point cloud based approach. In
contrast to point cloud based surface normal maps, where
the map update duration depends on the current map size,
we achieve a constant map update duration including surface
normal recalculation. Therefore, elaborate and environment
dependent data filters are redundant in NOctoSLAM. The
results of our experiments show a mean positional error of
0.029 m and 0.019 rad, with a low standard deviation of 0.005 m
and 0.006 rad.

I. INTRODUCTION

Simultaneous localization and mapping (SLAM) refers to
a fundamental problem in robotics in which a robot has to
generate a map of an unknown environment without external
tracking, while simultaneously localizing itself relative to the
same recorded map (Figure 1). Many real-world scenarios,
such as for instance search and rescue or planetary explo-
ration, lack external tracking infrastructure and consequently
need SLAM approaches for localization and map generation.

Mobile robots are commonly equipped with 2D laser scan-
ners for their affordable price and high precision. Recently,
3D laser scanning devices are becoming more affordable for
end-users, a trend which might continue with the introduction
of solid state lasers in the near future. Currently, most 3D
laser sensors provide multiple 2D scans at different vertical
angles. An example of such a 3D laser scanner is the
Velodyne VLP-16, which provides 16 rows of 2D scans
spanned over a vertical opening angle of 30 deg, each scan
spanning 360 deg horizontally. In order to register a 3D scan
online and in real-time, efficient scan matching algorithms
are required.

The main contribution of our paper is the introduction
of a point to plane ICP-based scan to map SLAM front-
end called NOctoSLAM. It is a robust and computationally
slim alternative to established scan matching algorithms that

1Department of Computer Science, University of
Liverpool, L69 3BX Liverpool, United Kingdom
jfossel,bsc,dclaes,ktuyls@liv.ac.uk

2Deutsches Forschungszentrum für Künstliche Intelligenz
GmbH, Robotics Innovation Center, 28359 Bremen, Germany
daniel.hennes@dfki.de

Fig. 1. This figure shows a NOctoSLAM generated 3D trajectory. The
pose estimates are used to transform the sensor data, where color represents
scan intensity. Recognizable details such as the whiteboard, radiators and
the beams in the arched window indicate a good pose estimation accuracy.

operate on point cloud based maps. NOctoSLAM is able
to use the Velodyne VLP-16 to map 3D environments at
maximum rate and to provide a 6-DOF robot pose online
and in near real-time. It uses an octree to store laser scan
observations, allowing for quick nearest neighbour search for
reading to reference point association and surface normal
approximation. Due to its computational performance, NOc-
toSLAM does not require explicit data filtering, and thus also
voids the need for manual fine-tuning of filter parameters.
Our evaluation illustrates that NOctoSLAM is outperforming
the state of the art (i.e. libpointmatcher [1]) computationally,
while matching its accuracy. Adjusting filter parameters of
libpointmatcher in order to enable near real-time processing,
unavoidably reduces accuracy. Thus, in an attempt to achieve
the same runtime as NOctoSLAM, applying reading and
reference point filters to speed up libpointmatcher resulted in
a positional median error of ~0.09 m, compared to ~0.03 m
for NOctoSLAM.

The remainder of this paper is organized as follows.
Section II presents related work and provides a concise
background. Section III introduces NOctoSLAM and spec-
ifies the functionality in detail. Section IV describes the
experiments performed in order to compare NOctoSLAM to
other approaches. Results are discussed and a conclusion is
presented in Section V.

II. RELATED WORK & BACKGROUND

SLAM algorithms can differ in the way they register points
and represent maps. Point registration is typically performed
by an iterative closest point (ICP) algorithm.

libpointmatcher [1] is a modular library supporting dif-
ferent ICP variations intended for direct comparison of
different registration and error measurement approaches. For



fast nearest neighbour search, it makes use of libnabo [2], a
kd-tree implementation. It furthermore features various finely
tunable pre- and post-processing point filtering techniques,
reducing the amount of data processed in order to lower
computation costs.

An alternative way to address the limited computational
capabilities of mobile robots is presented with LOAM [3]. It
effectively separates the self localization from the mapping
operation by performing them at different rates with different
levels of accuracy. Pose estimation is performed at high-
frequency, but with low fidelity, while mapping is done
less often but investing a higher amount of computational
resources in order to find a more precise result. In order
to achieve good pose estimates despite low fidelity, LOAM
uses intricate feature detection algorithms to preserve only
meaningful data points.

An intuitive way to map laser distance readings is con-
verting the measured distances into spatial coordinates, then
storing the coordinates in a point cloud, an unordered set
of all recorded points. In order to reduce the computational
costs of finding nearest neighbours, the number of stored
points can be reduced using filters, or by using a tree-based
data structure, such as a kd-tree or an octree. An octree
representation, recursively partitioning a cubic space into
eight smaller cubes, is a memory and time efficient way to
represent 3D environments. Figure 2 shows an example of
storing laser readings in an octree. OctoMap [4] is an octree-
based mapping implementation, representing occupied, free
and unmapped areas distinctly in a memory efficient way.

In structured environments, such as buildings, one can
make reasonable assumptions of the terrain layout in between
neighbouring measurements. Point-to-plane ICP [5] presents
an extension to the traditional iterative closest point algo-
rithm [6], using an error metric from each point to the tangent
plane of the corresponding closest points, thus relaxing the
requirement for exact point matches. This error metric has
been shown to converge faster in general [7], especially for
few or distant points. As most 3D laser scanners produce
sparse data in the vertical axis, point-to-plane ICP is a
reasonable choice. Another way of dealing with such non-
uniform density point clouds is presented in [8], where
the authors propose approximate surface reconstruction to
enhance registration performance. A conclusive overview of
point cloud registration algorithms is given in [9].

III. NOCTOSLAM

We propose an octree based map representation that
enables fast point-to-plane scan registration [5]. Iterative
Closest Point (ICP) in the point to plane variant requires
both reading/input to reference/map point association and
a surface normal estimate for the reference points. The
proposed map structure inherently provides surface normal
approximations and allows for direct association of reading
point cloud to reference map. Thus, we avoid having to main-
tain additional data structures that perform nearest neighbour
search for said tasks. In comparison, point-to-plane ICP [5]
and generalized ICP [10] based algorithms, e.g. [1], [11], use
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Fig. 2. This figure shows a simplified map update. First, the initially empty
octree is extended to accommodate new data points. After inserting the data
points into the tree, the changes are propagated through the tree from bottom
to top, and surface normals (sfn) are calculated if feasible.

kd-trees for data association and surface normal estimation,
whilst storing the map in an unorganized point cloud format.
While there exist highly optimized approaches to tackle the
k-nn problem, such as libnabo [2], kd-tree based nearest
neighbour search in large point cloud based maps is not
feasible online and in near real-time (see Section IV). To
achieve registration and map updates which are faster than
the sensor update rate typically requires reducing the number
of points by filtering out large amounts of the scan endpoints
provided by the sensor. While the nearest neighbour search
method proposed in this paper is only approximate, it is
very fast and allows us to map and register the 300,000
points per second provided by a Velodyne VLP-16 multi
channel LiDAR at 20 Hz. Hence, NOctoSLAM does not
require explicit filtering of sensor data as other point-to-
plane ICP based methods do. Configuring such filters can
be challenging, environment dependent, and also costly in
terms of runtime.

In the following subsection we will explain how (i) updat-
ing the map, i.e. scan end point insertion and surface normal
approximation, and (ii) registration, i.e. data association and
pose updates, are performed in NOctoSLAM.

A. Mapping

To represent the environment, we extend the octomap
approach introduced in [4]. In the octomap approach, every
octree node represents a voxel, where its resolution depends
on the node’s level in the tree. Commonly, every octree node
stores the probability of representing occupied space, while



the position it represents in 3D space depends on the nodes
position in the tree. In NOctoSLAM we additionally store
two 3D vectors per node, i.e., a surface normal and a position
that can deviate from the center of the voxel. The former
is necessary for point to plane scan registration. The latter
allows for a more precise map representation at coarse map
resolutions. While this additional position storage may seem
redundant, NOctoSLAM uses both data stored in leaf and
non-leaf nodes, thus such a position anchor is required.

Updating the map consists of two steps, insertion and
propagation, depicted in Figure 2. First, the tree is extended
if necessary, and the scan endpoint positions are inserted into
the corresponding nodes (p1,p2,p3,p4 in Figure 2). If a leaf
node ni already exists, the stored position is updated with
the scan endpoint position by using the weighted average
according to sensor model M and node occupancy probability
np

i :
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nxyz
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nxyz
i ⇤np
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#    »

dxyz
k

M+np
i
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where
#   »

nxyz
i is the position previously stored in node ni and

#    »

dxyz
k is the endpoint position of scan dk.

After having inserted all scan endpoints in this fashion, the
updates are propagated through the tree: all non-leaf nodes
traversed during the first step are updated from bottom to
top, based on the information stored in their descendants.
In particular, parent nodes store the average position of their
descendants, and use these positions to approximate a surface
normal if feasible (a in Figure 2).

We approximate the surface normal by estimating the
normal of a plane tangent to the surface, which can be formu-
lated as a least-square problem. As shown in [12] the solution
can be reduced to a principal component analysis of the
covariance matrix C generated from the direct descendants
ni�1,k of a node ni, j:

C (ni, j) =
1
K

K

Â
k=1

(
#        »

nxyz
i�1,k � p) · (

#        »

nxyz
i�1,k � p)T , (2)

p =
1
K

K

Â
k=1

#        »

nxyz
i�1,k, (3)

C · # »vm = lm · # »vm, m 2 {0,1,2}, (4)

where K is the number of descendants of node ni, j, lm
the m-th eigenvalue of the covariance matrix, and # »vm the
m-th eigenvector, which can be computed analytically. If
exactly two of three eigenvalues are similar, the corre-
sponding eigenvectors determine the plane through nodes
ni�1,k, and hence the surface normal for node ni,k. If no
good surface normal can be estimated, the surface normal
centroid of the descendants is used instead, if available (c in
Figure 2). If neither is available, as for node b, no surface
normal is set. Figure 2 also shows the downside of this
approach compared to using traditional nearest neighbour
search: the right branch containing b and p4 has no surface
normal, and even though p3 is close to p4. This relation is
ignored because they are in different branches. Nevertheless,

Laser reading

Laser noise

Surface normal

Degenerate surface normal

Fig. 3. This figure gives an example for how noisy sensor data can lead
to bad surface normal approximations in NOctoSLAM. The issue is tackled
by using dynamic map resolutions. The coarser the map, the more points
are being averaged reducing the impact of sensor noise.

experiments (Section IV) show that in practice being able
to process more points compensates for being unable to
approximate surface normals for some points. Note that the
data for such points is not discarded, and it is likely that
approximating surface normals in such cases will become
feasible at a future time due to high map update rates.

Unfortunately, unlike e.g. RGBD cameras, multi line lidars
provide only sparse data along the vertical axis. This can lead
to degenerate surface normal approximations, as for example
shown in Figure 3. In the upper part we can see how a
noisy reading (red dot) would lead to a degenerate surface
normal estimate. The red striped node would have a surface
normal perpendicular to the actual one. To tackle this, we use
dynamic map resolutions by inserting leaf nodes at variable
tree depths, as shown in the lower part of Figure 3. By
decreasing the resolution we implicitly increase the number
of reading points that are averaged to estimate a surface
normal. Thus, the surface normal ends up being only slightly
skewed, instead of being completely off. In particular, we
choose a leaf node resolution that forces nodes on vertical
scan lines to be adjacent to each other, depending on distance
to sensor origin, vertical resolution of the sensor and map
occupancy.

B. Pose Updates

To update the pose estimate we employ a point to plane
iterative closest point algorithm, originally introduced in [5].
The basic ICP algorithm consists of two steps. First, cor-
respondence between the input and reference data is com-
puted (i.e. scan endpoints are associated with points in the
map). Second, a transformation that minimizes the distance
between corresponding points from input and reference set
is computed.



To associate a scan endpoint di with a position and surface
normal stored in the map, the octree is traversed as far as
possible from root node towards the leaf node corresponding
to the coordinates of di. If a leaf node ni, with a parent node
n0i that has its surface normal set is reached, di is associated
with the position stored in ni and the surface normal stored
in n0i. Otherwise, ni, the last node traversed for which the
surface normal is set, is associated with di. For each such
association found
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i are defined as follows:
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The tree level in which ni is found is used for approximate
maximum correspondence distance, instead of calculating the
actual euclidean distance.

The point to plane error metric is defined as:

E = Â
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where P is the current pose matrix.

P =

0

BB@
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1

CCA , (7)

with a , b , g being roll, pitch, yaw angle and tx, ty, tz being the
translations along the respective axes. Minimizing Equation 6
is essentially a least-squares optimization problem. We use
the libpointmatcher error minimizer [1] to determine P for
the pose update estimates.

IV. EMPERICAL EVALUATION

In this section we perform experiments to evaluate the
pose estimation quality as well as the runtime performance
of NOctoSLAM.

The experiments are conducted on an Intel® Core™ i7-
4770 CPU with 16GB of RAM, and the sensor used is
a VLP-161 multi line lidar. It can provide about 15000
measurements at 20 Hz, with a maximum range of 100
m. The measurements are distributed among 16 horizontal
lines over a vertical FOV of 30 deg, and over a horizontal
FOV of 360 deg. To estimate the accuracy of pose estimates
we compare against ground truth poses provided by an
Optitrack2 motion capture system.

We furthermore compare the NOctoSLAM results against
ETH Zurichs ICP Mapping tool3, which uses libpoint-
matcher [1] for registration and libnabo [2] for nearest neigh-
bour search. The point to plane ICP algorithm, excluding data
association, is essentially the same in NOctoSLAM and the
ETHZ ICP Mapping tool.

1
http://velodynelidar.com

2
http://optitrack.com

3
http://wiki.ros.org/ethzasl_icp_mapping
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Fig. 4. On the left the mean error of the position, and on the right the
ME of the rotation, are shown. ETH* performs significantly worse than the
other two algorithms, which perform similarly well.

The NOctoSLAM (referred to as NOcto in the figures)
performance is evaluated against the ETH Mapping tool
with two different sets of parameters. For NOctoSLAM, a
minimum map resolution of 0.01 m is used, and the map is
updated after every registration. In the following, algorithm
ETH refers to using no input filters and a 0.1⇥0.1⇥0.1 m3

voxel grid map filter. Thus, registration is performed with
approximately 15000 reading points at 20 Hz. In order to in-
crease runtime performance, ETH* uses various input filters
that reduce the number of reading points to approximately
2500. Among others, a max density filter configured to 300
points per m3 is used. Additionally, the map is also limited
to a point density of 50 points per m3. Unlike ETH, ETH*
updates the map not after every registration, but only if the
map overlaps less than 95 %.

A. Pose Estimation Accuracy
We evaluate the accuracy of pose estimates for 15 recorded

episodes, where each episode is between 1 and 2 minutes
long. In each episode, the sensor is moved manually through
a 8⇥ 8⇥ 3.5 m3 room. The sensor is equipped with mo-
tion capture markers, which are externally tracked. A rigid
transformation resulting from aligning the ground truth and
estimated trajectories via ICP is used to calibrate the sensor’s
optical axis to the markers. For each episode we calculate
the mean error (ME) of the position and rotation compared
to the ground truth data.

Figure 4 shows the results for 15 episodes, where the
center line marks the mean, the inner box represents the
95 % confidence interval, and the outer box illustrates the
standard deviation. The figure shows that there is no signif-
icant difference of either positional or rotational accuracy
between NOcto and ETH. As can be expected, strongly
reducing the number of reading and reference points leads
to a significantly worse performance of ETH*. In fact, with
a position mean error of 0.113 m (see Table I), ETH*
approximately quadruples that of NOcto. Additionally, the
standard deviation of ETH* is also ten times as high as the
one of NOcto. A similar trend can be observed for the three
rotation axes.

To visualize the impact of a 0.094 m positional error
versus a 0.029 m error, we plot the trajectories for the ETH*
median episode in Figure 5. In order to increase clarity only
every fourth trajectory point is plotted, and we omit the ETH
trajectory as it is very similar to the NOcto trajectory. It can
be seen that the ETH* trajectory aligns significantly worse



TABLE I
POSE METRICS FOR 15 INDOOR EPISODES

Position in m Rotation in radians
Median Mean s Median Mean s

NOcto 0.030 0.029 0.005 0.018 0.019 0.006
ETH 0.032 0.032 0.011 0.015 0.017 0.008

ETH* 0.094 0.113 0.054 0.066 0.068 0.023
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Fig. 5. The pose estimates for the median ETH* episode are shown.
The performance difference between NOcto and ETH* is indicated by the
superior alignment of NOcto to the motion capture trajectory.

with the motion capture trajectory than the NOcto trajectory
does.

B. Runtime Performance

When performing localization and mapping the main fac-
tors in terms of time consumption are updating the surface
normals and associating reading to reference data. In the
following analysis the same data as for the experiments in
the previous subsection (IV-A) are used.

We investigate the map update duration in Figure 6. The
figure shows that ETH and ETH* map update durations are
proportional to the number of points in the map. This stems
from the unorganized point cloud representation used that
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Fig. 6. This figure shows the map update durations in relation to number
of points in the map. The points describing the lower constant line belong to
NOcto, and the points describing the shorter linear line below 0.08 s duration
belong to ETH*. A linear dependency between map size and required time
for both ETH and ETH* is visible, while NOcto performs in constant time.
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Fig. 7. The registration durations per iteration for the three algorithms
are shown. NOcto significantly outperforms ETH when both process 15000
points per iteration. With the number of points reduced to 2500, ETH* is
faster than NOcto, but suffers from a significantly larger standard deviation.

requires reprocessing at least large parts of the map each
update. ETH* shows that the update duration can be reduced
by only storing sparse point clouds and using smaller update
sizes. Additionally, updating the map in parallel to scan
registration and at a low frequency makes using a point cloud
format computationally feasible. However, the tree based
map representation used in NOcto on the other hand allows
for constant time map updates, regardless of map size. Thus,
it is not necessary to filter map data for performance reasons
with this approach. The mean map update duration for NOcto
is 0.0062 s with a standard deviation of 6⇤10�4 s, i.e. ~1/8th
of the available time at a 20 Hz update rate.

Figure 7 shows a box plot of the scan registration dura-
tion per iteration for the three algorithms. The figure was
generated from ~4⇤105 iterations. The median of NOcto is
0.0018 s, halving that of ETH (0.0036 s), while processing
approximately the same number of points. With a median of
0.0009 s, ETH* outperforms the other two, albeit processing
only ~2500 points instead of ~15000 points per iteration.
However, reducing the number of reading points also causes
additional computational cost, where the severity depends on
the filters used. In our experiments, input filtering for ETH*
took on average 0.0167 s per registration.

C. Visual Inspection

Figure 8 and Figure 9 show maps generated by transform-
ing the sensor data with pose estimates from NOctoSLAM,
where the color represents intensity. Figure 8 demonstrates
that NOctoSLAM works indoors as well as outdoors. The
capability of mapping multiple levels is shown in Figure 9.
More material for visual inspection can be found online4.

D. Summary

In the previous subsections we have shown that NOc-
toSLAM performs as well as the ETH ICP Mapping Tool
in terms of pose estimation accuracy. Since the VLP-16 has
a typical accuracy of ±0.03 m, both algorithms perform well

4
github.com/smartlab-liv/noctoslam



Fig. 8. Intensity sensor data transformed with NOctoSLAM pose estimates
from a combined indoor and outdoor episode, showing the DFKI Bremen
building.

Fig. 9. Intensity sensor data transformed with NOctoSLAM pose estimates
mapping the four story staircase of the UoL Ashton building.

in this regard. However, map updates as well as scan reg-
istration are significantly faster in NOctoSLAM. Especially
relevant is the, in regards to map size, constant map update
time of NOctoSLAM, as map updates on large maps quickly
become infeasible in near real-time with point cloud based
maps and high rate map updates. In contrast, NOctoSLAM
map update durations depend on the number of points that
are being used to update the map. While the use of reading
and reference point filters can increase the performance, it
is a cumbersome task to find the correct filter parameters.
Also, it requires knowledge of the area that is to be mapped
which might not be available, in beforehand. Furthermore,
filters might become infeasible if the environment changes,
e.g. when changing from indoor to outdoor. For example,
indoor maps typically require more points per m3 for good
pose estimates than outdoor maps. While we do not have
quantitative data on the pose estimation accuracy on larger

maps, Figures 8 and 9 indicate a good performance.

V. CONCLUSIONS & FUTURE WORK

In this paper we have presented NOctoSLAM, a novel
approach to surface normal based mapping in conjunction
with point to plane ICP scan registration. We empirically
demonstrated that the proposed algorithm is as accurate,
but significantly faster than the state-of-the-art. In terms of
precision we achieve a mean error well within the rated
accuracy (±0.03 m) of the sensor used: 0.029 m positional,
and 0.019 rad rotational, with a low standard deviation of
0.005 m and 0.006 rad, respectively. Unlike the case for
point cloud based approaches, NOctoSLAM can maintain
high map update rates, regardless of the map size. Because
of the superior computational performance configuring data
filters is not necessary.

Unfortunately, using an octree based map representation
has the disadvantage of limiting the maximum volume the
map can cover, depending on the minimum resolution and
maximum tree depth. At a minimum resolution of 0.1 m and
a tree depth of 16, we can only map a maximum volume of
approximately 3000⇥3000⇥3000 m3. As increasing the tree
depth would lead to higher computation time, in future work
we plan to implement a map stitching approach to overcome
this limitation. This will allow us to evaluate NOctoSLAM
with the large scale KITTI [13] benchmark data set, which
sometimes exceeds the current map boundaries.
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Abstract— In this paper, we introduce an innovative method
to improve the convergence speed and accuracy of object
detection neural networks. Our approach, CONVERGE-FAST-
AUXNET, is based on employing multiple, dependent loss
metrics and weighting them optimally using an on-line trained
auxiliary network. Experiments are performed in the well-
known RoboCup@Work challenge environment. A fully convo-
lutional segmentation network is trained on detecting objects’
pickup points. We empirically obtain an approximate measure
for the rate of success of a robotic pickup operation based on
the accuracy of the object detection network. Our experiments
show that adding an optimally weighted Euclidean distance loss
to a network trained on the commonly used Intersection over
Union (IoU) metric reduces the convergence time by 42.48%.
The estimated pickup rate is improved by 39.90%. Compared
to state-of-the-art task weighting methods, the improvement is
24.5% in convergence, and 15.8% on the estimated pickup rate.

I. INTRODUCTION

Although Deep Convolutional Neural Networks (DCNNs)
form the state of the art in object detection [1], they typically
require a high number of training iterations to converge. In
object detection and robotic pick-up frameworks like the
Factory of the Future [2], a combination of low training
times and accurate object detection is vital to ensure minimal
turnaround times.

This paper introduces an innovative method for fast con-
vergence of DCNNs performing object detection tasks, using
an auxiliary network dubbed CONVERGE-FAST-AUXNET.
Our method combines multiple, synergistic loss functions
to improve both the accuracy and convergence speed of
DCNNs. We use an image segmentation DCNN for object
detection, and use the auxiliary neural network to learn op-
timal weights for its multiple loss functions during training.
No pre-processing is required on the error metrics, and no
additional hyper-parameters are introduced. The approach
is tested in a RoboCup@Work [3] setup, simulating the
requirements for the Factory of the Future. Figure I shows
a typical pickup operation in the RoboCup@Work com-
petition. Results illustrate that CONVERGE-FAST-AUXNET
outperforms the state of the art in accuracy, convergence
speed, and stability. Necessary training iterations are reduced
on average by 24.5%, or roughly an hour of training on a
NVIDIA Titan X. The probability of a successful picking
operation is improved by 15.8% on average (9% absolute

Fig. 1. Picking an object from the position indicated by the activations of
the DCNN (lower right). The dominant axis of the activations is regarded
as the facing of the object, and the gripper oriented perpendicular to it.

difference). The IoU measure is improved by 10.5%. Our
main contributions can thus be summarized as follows:

i the introduction of the AUXNET approach, which learns
optimal weights on-line in a multi-objective environment,

ii the combination of the commonly used Intersection over
Union (IoU) metric and a Euclidean distance loss for
faster convergence,

iii providing a labeled object classification and detection
benchmark dataset, which is publicly available.1

The remainder of this paper is organized as follows: Sec-
tion II provides background in object detection and presents
related work. Section III introduces the CONVERGE-FAST-
AUXNET approach and describes the introduced loss func-
tions in detail. Section IV describes the experimental setup.
Finally, Section V presents and compares the experimental
results and Section VI concludes the paper.

II. BACKGROUND AND RELATED WORK

Object detection is a well-researched task in the field of
computer science and artificial intelligence. The purpose is to
output a list of pre-trained objects that are present in a given
image, along with their positions in the image [4]. Major
breakthroughs using DCNNs in the last years have advanced
the performance of neural network object predictors such

1See https://airesearch.de/ObjectDetection@Work/



that DCNNs are now the leading type of classifier in many
image recognition [5] or detection benchmarks, most notably,
the Pascal VOC Challenge [6]. State-of-the-art approaches
such as Faster-RCNN [7] or YOLO9000 [8] pass an image
through the network once, then propose regions for bounding
boxes which are subsequently refined. Another way to detect
objects, avoiding bounding box creation, is using semantic
segmentation [9]. A semantic segmentation network features
input and output layers of the same dimension, with each
output pixel denoting which of the trained classes it belongs
to. This effectively allows a different object to be predicted
at every pixel. Further processing, such as clustering, is
required to obtain the position of each object. The DCNN
used in this research is based on the segmentation approach.

Multi-task learning can be used to improve both training
time and prediction accuracy by learning a shared represen-
tation for multiple objectives simultaneously [10]. Multiple
tasks can be learned by a single network by combining the
respective task loss functions. Commonly, multi-task learning
is employed to learn related, but independent tasks by a
shared model, such as object detection and classification [11].
Combining error functions typically consists of scaling,
weighting and finally summing them. These weights are
conventionally modeled as hyperparameters [12]. Kendall et
al. [13] present a statistically sound way to learn optimal
weights, assuming that the epistemic error in the model will
be eliminated with enough learning, and the dominant form
or error remaining will be the homoscedastic uncertainty,
which can be captured by measuring the variance of the loss
over time. An error function with lower variance will then
gain a higher relative weight, and vice versa. We will refer
to this weighting method as KGC-weighting, after the initials
of the authors. The combined loss L

KGC

is defined in terms
of the individual losses L

i

, and their respective variances �

2
i

are defined as shown in Equation 1.
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An immediate limitation of this approach is that functions
with extremely low variances, such as an IoU with little or
no overlap, may not train well as they can produce exploding
gradients. Section V-A presents two approaches to address
this issue: KGC+✏

and KGC

/Mean-weighting.

III. APPROACH

In this work, we will show that combining mutually depen-
dent error functions can provide a significant improvement in
both convergence time and the resulting classifier accuracy.
Common practice is to train multi-objective networks using
mutually independent error functions, that is, when training
one independent function, the values of the others are not
affected.

While [10] hints that tasks can be too similar to gain
improved performance from training a shared model, we will
demonstrate that in an object detection framework, training
a shared model minimizing two mutually dependent loss
functions, i.e., loss functions that are dependent in such a

way that training one may also reduce the other, provides a
significant improvement over learning just one.

We then present CONVERGE-FAST-AUXNET, a method
that models the learning of optimal error function weights
as an auxiliary task [14]. The joint error function can be
described as minimizing the scaled, summed up error of all
the available error functions, while optimizing their weights
for fastest reduction. As an auxiliary network, we use a
fully connected neural network with input features being
the current value, the average, and standard deviation of
every error function. The hidden layer consists of 24 ReLU
neurons, which are combined into the two weights used to
scale the two error functions. Figure 2 displays the auxiliary
network layout. While the number of neurons in the hidden
layer may be seen as an additional hyper-parameter, they
should only depend on the number of error functions to be
weighted, not the type or scale of the functions used.

The total loss of the DCNN, L
Total

is derived from
summing all weighted individual functions. The learned
weights for every individual error function are applied to the
respective loss value in a manner similar to KGC-weighting,
i.e., dividing each loss value L

i

by the respective weight w
i

and adding the natural logarithm of the weight, as shown
in Equation 2. Weighting the terms as shown introduces
self-regulating properties of the weights compared to a
simple multiplication with the loss. The auxiliary network
is maximizing the rate of decline in total loss, the term to
be minimized is provided in Equation 3. L

Total

and LAUXNET

are optimized with two different Adam instances, both ini-
tialized with the same parameters as listed in Section II. The
individual error functions to be weighted and subsequently
collectively minimized are presented in Section III-B.
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A. Network

The layout of the DCNN used was inspired by the
networks described in [15], but was extended to feature
the traditional hour-glass shape of semantic segmentation
networks [9]. The derived network features four instead of
the common three input channels, with the fourth channel
encoding distance information obtained by using an Intel
SR300 3D camera for construction of the dataset. The num-
ber of filters per layer was tweaked by hand, and the number
of output layers reflects the number of different objects to
be distinguished by the network. Before being presented to
the network, all images are scaled down from the native
resolution of 640⇥ 480 pixels to a more manageable size of
256⇥ 192 pixels. All activation functions are ReLUs. Regu-
larization is introduced in the form of dropout regularization,
with a 15% dropout chance in the convolutional layers 6 and
7. The innermost layer doubles as a classification vector. If
a specific object is to be retrieved, only the activations on
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Fig. 2. The layout of AUXNET. The current losses L
i

are averaged to L
i

over the course of the training session using exponential moving averages.
The standard deviation �

i

is obtained likewise. The fully connected hidden
layer produces output weights, which are inserted into Equation 2. The
network optimized to the gradient of the DCNN error reduction, as detailed
in Equation 3.

Fig. 3. The network layout used. Numbers above the layers indicate
pixel dimensions, numbers below the image denote the number of channels
or filters. All layers are convolutional/inverse convolutional, using ReLU
activation functions. It is trained on either minimizing the IoU or distance
error for a queried object on the corresponding output layer, or on a
combination of both using Equation 2.

the corresponding layer are taken into account. A detailed
description of the network can be found in Figure 3.

B. Error Functions

Commonly, object detection or semantic segmentation net-
works are trained on minimizing the cross entropy between
the network output and the labeled ground truth. Training to
maximize the IoU between the predicted and actual bounding
boxes is not possible out of the box, as this function is
not differentiable; however, one can use an approximate
IoU measure instead, which [16] argue converges more
quickly. Note that in this paper we are mainly minimizing

Fig. 4. Left: An example input image. Right: The output of the layer
detecting 40⇥40mm aluminium profiles. The ratio of activations inside the
area of the object, displayed in blue, divided by the sum of all activations
and the size of the blue area produces the IoU. The Euclidean distance
error between weighted center of activations and ground truth annotation is
displayed in red.

the IoU Error, defined as 1 � IoU . Figure 4 visualizes
how the IoU measure is calculated from a prediction and
approximate segmentation data, obtained by a conventional
object detection approach. In case the prediction and ground
truth do not overlap, the IoU does not produce a usable
gradient and training can get stuck. The Euclidean distance
between prediction and label, however, is always well defined
and produces a slope a gradient descent algorithm can follow.
Because of this, and because the measure of quality for
a picking operation will ultimately be a function of the
distance between predicted and actual position of the object,
one might train the network on this measure immediately.
The object prediction is produced by obtaining the weighted
average of activations on the corresponding output layer, as
indicated in red in Figure 4. Minimizing this distance error
lets the network converge faster and to a lower error, as
Figure 5 demonstrates. However, low-frequency filters appear
to dominate the output, in turn leading to activations being
spread over the greater part of the image, as opposed to
tightly localized around the desired position. Figure 6 shows
this behavior. The distinction between multiple objects on
the same layer using clustering is therefore impossible. As
the IoU measure produces strongly localized activations, but
the distance error converges much faster, we hypothesize that
a combination of both can produce superior results.

An inherent weakness of the distance error in pixels
or centimeters is its lack of expressiveness. Although it
does describe the visual offset between prediction and label,
it fails to capture the quality of this prediction: While
halving an error from e.g. 0.8 cm to 0.4 cm will not result
in any increased chance of a successful pick-up operation,
halving the error from 2 cm to 1 cm will greatly increase the
probability. The relation between a successful pickup and the
distance error is therefore not linear. During empirical testing
of the picking operation, we observed that for small objects,
a distance error of 1 cm results in a failed grasp 50% of the
time; for a distance offset of 3 cm, the probability of failure
rises to 90%. We thus model the pickup error by applying a
negative exponent power function to the error in centimeters,
coinciding in E

Distance

(0) = E

Pickup

(0) = 0, and E

Pickup

asymptotically approaching 1 for E
Distance

! 1, resulting
in Equation 4.



E

Pickup

=

�1

(E

Distance

)

2
+ 1

+ 1 (4)

Figure 7 plots the distance error metric versus the pickup
error in the usually occurring range. Using the pickup error
metric readily scales the distance error in the same range
as the IoU, between 0 and 1. Early results showed that
training on pickup error directly was unsuccessful, due to
the gradient of the function being too low for higher error
values. However, we will use the pickup error and the pickup
rate, defined as 1�E

Pickup

, as an accurate scaling method
when comparing or adding pickup and IoU errors.

IV. EXPERIMENTS

To measure the convergence speed and resulting quality
of employing different error functions and combinations
thereof, each setup was trained for 100000 steps (⇡ 67

epochs) with a batch size of 8. An Adam optimizer [17]
was used to minimize the loss term, with a learning rate of
1⇥ 10

�5, �1 = 0.9, �2 = 0.999, and ✏ = 1⇥ 10

�8. Initial
tests showed that all methods tested could train and converge
with these values, so the hyperparameters for the neural
networks to be trained were frozen at these values. In order
to achieve statistical significance, 20 networks were trained
for every method. A full training run with 100000 iterations
takes about 10 hours to complete on an NVIDIA Titan X
graphics card, regardless which of the methods we present
is used. Every 500 iterations during training, the networks
were tested on the entire validation set to get an accurate
estimate of their performance on unknown data. This data
forms the basis for all results to be presented.

A. Dataset

Employing the RoboCup@Work challenge as a Fac-
tory of the Future simulation, the up-to-date version of
team smARTLab@Work’s previously world-cup winning [18]
hard- and software was used to produce a dataset. More
than 35000 RGBD 3D images were taken with an Intel
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Fig. 5. Training directly on the distance error metric (blue) leads to faster
convergence and lower error than training on cross entropy (green) or IoU
(red). Averaged from 20 runs with equal hyperparameters.

Fig. 6. Left: The input image leading to the activations shown right. Middle:
Activations on the “Bearing” layer for a network trained on IoU. Right:
Activations when trained on distance error alone. The object position is
predicted accurately by constructing the weighted average of the activations,
however, the majority of the filter weights are zero, and most of the
activations are not close to or within the object. Note that the size of the
activated pixels was increased for better visibility.

SR300 3D camera, and over 14000 images were manually
labeled for object detection. Alternative RGBD benchmark
datasets containing RoboCup@Work objects are scarse. Dis-
tinct training and evaluation sets were recorded, mimicking
the Industry 4.0 requirements such that both are compar-
atively small with about 12000 images for training, and
2000 images for validation. Each of the 13 RoboCup@Work
object types is recorded from multiple angles, placed on
platforms as defined in the official rule book2. Figure 8
shows an example. The training and validation sets were
manually labeled with the center of gravity, or “pickup
point”, of each object. The dataset can be retrieved from
https://airesearch.de/ObjectDetection@Work/.

V. RESULTS

The results of the experiments conducted are split into an-
alyzing how and which weights are derived by the available
methods to weight error functions, and their respective per-
formance regarding convergence speed and error reduction.

A. Optimal Weight Learning

In order to compare KGC-weighting to the weighting
learned by the auxiliary task network AUXNET, we are test-
ing both methods to empirically evaluate their respectively
derived combinations of the distance error and IoU error

2Available on http://www.robocupatwork.org/
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Fig. 7. The probability of a failed pickup (blue) and its derivative (light
blue) plotted in a range of 0 to 14 cm of distance error.



Fig. 8. Left: An example image from the dataset, displaying multiple
RoboCup@Work objects. Center: The corresponding depth image. Right:
Imperfect segmentation mask obtained by the current RoboCup@Work
software. Manually labeled pickup positions marked in red.

measures. To produce a valid KGC-weighting, scaling the
error functions between 0 and 1 is required. The IoU error
is produced in this range by design, but the pixel distance
error may range from 0 to 320 pixels, i.e. the diagonal of
the image. In practice however, distances over 70 pixels do
not occur. As a compromise, we divide the pixel distance
by 100 in order to scale it in the required range. Tests using
the pickup error as scaled distance error term during training
were unsuccessful, evidently due to the lack of slope of the
error function throughout most of its range.

Training the network on the KGC-weighted downscaled
pixel distance and IoU posed another challenge, as fre-
quently, the network would irrecoverably die out, most
certainly due to the ReLU activation functions getting stuck
with negative weights, a well known problem with ReLU
activation function and steep gradients [19]. In order to get
20 successful training runs, 30 networks had to be trained,
as one third of them did not converge. A contributing factor
to the dying ReLUs appears to be the extreme weights
derived from the task variance. Dividing by the very low
values of initial IoU variance leads to extreme weights,
which in turn can lead to a gradient explosion. Adding an
epsilon of 1⇥ 10

�3 to both variances mitigated the neuron
decay, however, with a detrimental effect on the prediction
performance. We call this method KGC+✏

-weighting.
Another way to combat exploding gradients is to divide

the error variance by the error mean, assuming that an error
function with a higher error in general will also feature
a higher absolute variance. This KGC

/Mean-weighting per-
forms comparable to regular KGC-weighting, and does not
require explicit scaling of the error functions to a 0 to 1
range. It also appears to generate more sensible weights, as
the network converged in all 20 out of 20 runs. Table I shows
the extreme values of the learned weights. Figure 9 presents
the weight history over a full training episode. For these
charts, the weights were normalized and inverted, so a larger
area means a higher contribution of the weight to the loss
term. As KGC

/Mean and AUXNET are trained on the raw
pixel distance rather than a scaled distance between 0 and
1, their weights are scaled accordingly by 100. Figure 10
shows the effect of the different weight learning methods on
error reduction during training.

B. Convergence Speed and Accuracy

To compare the trained classifiers, convergence speed
and error after convergence are measured separately, as in

Learning method W
Distance

W
IoU

KGC-weighting
min 6.14⇥ 10�6 2.26⇥ 10�7

max 8.57⇥ 10�2 2.18⇥ 10�1

KGC+✏

-weighting
min 2.25⇥ 10�1 1.00⇥ 10�3

max 8.29⇥ 102 2.19⇥ 10�1

KGC
/Mean-weighting
min 7.98⇥ 10�1 3.98⇥ 10�5

max 6.44⇥ 101 2.92⇥ 10�2

AUXNET
min 2.71⇥ 10�4 4.95⇥ 10�3

max 7.76⇥ 10�3 5.17⇥ 10�2

TABLE I
EXTREME VALUES FOR THE ERROR FUNCTION WEIGHTS LEARNED BY

DIFFERENT METHODS. KGC-weighting CAN PRODUCE THE MOST

EXTREME GRADIENTS, DIVIDING THE LOSSES BY THE SMALLEST

WEIGHTS. AUXNET APPEARS TO PROVIDE THE MOST STABLE WEIGHTS.
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Fig. 9. Normalized and inverted weights derived from the different meth-
ods. Positive contribution to distance error is shown in blue, contribution to
the IoU error is shown in red. All KGC-measures start off with training
almost exclusively on IoU. Adding an epsilon balances the weights more.
AUXNET features more balanced weights from the start, explaining the fast
early convergence. The weights appear to be more stable than KGC’s.

different scenarios, users may value time and quality con-
straints differently. Using dropout regularization effectively
prevented our networks from overtraining; however, it also
introduced fluctuations of the error value after convergence.
These fluctuations prohibit the use of an epsilon threshold on
the discrete derivative of the error as convergence measure, as
the relation between selected epsilon and the resulting con-
vergence point is highly nonlinear, and varies for networks
trained on different error functions. For our convergence
point determination method, we instead assume a normal dis-
tribution of errors around the mean error after convergence.
Further, we assume that the longer we train a network, the
more it converges, i.e., that it does not diverge and also that it
always reaches convergence within 100000 iterations. Visual
analysis of the error charts supports these assumptions, as
hinted by 15 randomly selected charts all converging, shown
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Fig. 10. Charts comparing the reduction of different error measures
for (blue) KGC-weighting, (red) KGC+✏

-weighting, (green) KGC
/Mean-

weighting and (black) weighting by AUXNET. The first chart plots the
distance error in cm, the second shows the reduction of an added pickup-
and IoU error measure. Charts are averaged from all 20 runs and obtained
on the entire evaluation set during training.

Fig. 11. All test runs were examined for proper convergence. 15 randomly
selected, successfully converging charts are shown here for convenience.

in Figure 11. We then iteratively remove the earliest data
points that do not fit a normal distribution around the mean
error with regards to the standard deviation, and shrink the
acceptance window to the newly obtained mean and standard
deviation. Figure 12 illustrates this process. The first entry of
the remaining data is considered to be the convergence point,
and the average of the remaining data can be considered the
average error after convergence.

Figure 13 displays the convergence speed and resulting
error after convergence in a double box plot. This plot
shows that training on the distance error alone yields the

AUXNET vs. Convergence Time Pickup Rate IoU
Distance Error +0.48% +11.83% +35.31%
IoU Error �42.48% +39.90% +3.31%
Distance+IoU �16.90% +21.53% +24.41%
KGC-weighting �24.53% +15.85% +10.48%

TABLE II
RELATIVE IMPROVEMENTS OF AUXNET OVER SELECTED OTHER

METHODS. DATA IS AVERAGED FROM 20 RUNS. AUXNET CONVERGES

FASTER AND PRODUCES A HIGHER PICKUP RATE AND IOU THAN THE

OTHER TESTED METHODS, AN EXCEPTION BEING THE DISTANCE ERROR

CONVERGING MARGINALLY FASTER.

highest error, although it trains comparatively fast. Train-
ing on IoU error alone converges very slowly, but to a
lower error compared to the distance error metric. This is
due to the fact that training on IoU error reduces both
the IoU and distance error, but training on the distance
error does not lower the IoU error. Training on a simple
addition of distance error and IoU results in reduced error
compared to either. Both KGC-weighting and KGC

/Mean-
weighting significantly reduce the combined error, but do
not improve the convergence time. While AUXNET features
a higher deviation in both convergence speed and quality,
the majority of the runs perform significantly better than
any other combination method, reducing the average summed
error by 15.85% compared to KGC-weighting; it also proved
to be more stable, as all 20 test runs converged. AUXNET
manages to weight the error terms such that the network
can converge on average in 26800 iterations, much faster
than KGC-weighting with an average of 34850 iterations
– reducing it by nearly 25%, or saving about one hour of
training on an Nvidia Titan X. Table II shows the relative
improvement of AUXNET compared to just training on the
distance error, IoU error, on a simple addition of IoU and
Distance Error, and KGC-weighting.

The high variation of quality and convergence can be ex-
plained by analyzing the charts of the more slowly converg-
ing outliers. Figure 14 shows that these network experienced
near-death scenarios, in which part of the network died out,
from which they never fully recovered. It shall be noted
that optimal weights for error functions will automatically
also pose a higher threat of neuron death for the network,
as optimal weights will produce steeper gradients, which
in combination with Adam’s learned momenta may lead to
ReLU neurons getting stuck with negative activations and
dying. An obvious solution may be converting the DCNN to
leaky ReLUs.

C. Significance

The distributions of error values and convergence
points were tested against each other with a two-sample
Kolmogorov-Smirnov (KS) test, using ↵ = 0.05, the null
hypothesis being that the different sources can not be distin-
guished. All error distributions were statistically significantly
different. Table III shows the results of the convergence tests.
With distributions too similar or variations too high in either
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Fig. 12. The convergence point determining process in detail. Left: An acceptance window (green) is created from the average error and the standard
deviation. Middle: While rejecting points (red), the acceptance window shrinks. Right: The leftmost point within the acceptance window becomes the
convergence point. For the amount of noise present in our data, a window of ±�/2 produced best results.
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Fig. 13. A double box plot showing the median and quartiles from twenty
networks trained on each error function or combination thereof. Extents
along the X-Axis describe variation in convergence speed, while the Y-Axis
shows the summed pickup- and IoU error. The median convergence and
error measures for AUXNET are significantly better than for any compared
method.

sample, some of the null hypotheses could not be rejected
for the number of test runs.

VI. CONCLUSION

We have shown that error functions do not have to be
independent in order to speed up convergence and produce
lower error. We have introduced the CONVERGE-FAST-
AUXNET approach, a method to learn a weighting between
these error functions in a manner that improves convergence
and the reduction of error even more. Repeated test runs
have shown that improvements on state-of-the-art methods
to derive optimal weightings are significant. In conclusion,
object detection tasks can be improved in accuracy and
training times by further constraining the network using a
combination of available error metrics, and using approaches
such as AUXNET to learn optimal weights between them.
The Factory of the Future benefits especially from the faster
convergence, enabling it to train object detectors for each
new task in near real time.

Future work includes extending CONVERGE-FAST-
AUXNET to a recurrent network that can learn the decrease
along the gradients of the network, and modify the output
weights in accordance. We also plan to test our approach
on common datasets such as the Pascal VOC Challenge or
the Cityscapes Dataset [20]. As the use of ReLU neurons
appeared to pose problems to the combination of weight
learning (as in KGC-weighting or AUXNET) and the Adam
optimizer, a next logical step would be to test other activation
functions for the DCNN, such as leaky ReLUs. Lastly, we
are planning to investigate further why training on the pickup
error was unsuccessful, and aim to modify the function such
that it still reflects pickup probabilities, but can also be used
as a better scaled version of the distance error for KGC-
weighting.

REFERENCES

[1] J. Schmidhuber, “Deep Learning in Neural Networks: An Overview,”
Neural Networks, vol. 61, pp. 85–117, 2015.

[2] H. Lasi, P. Fettke, H.-G. Kemper, T. Feld, and M. Hoffmann, “Industry
4.0,” Business & Information Systems Engineering, vol. 6, no. 4, p.
239, 2014.

[3] G. K. Kraetzschmar, N. Hochgeschwender, W. Nowak, F. Heg-
ger, S. Schneider, R. Dwiputra, J. Berghofer, and R. Bischoff,
“RoboCup@Work: Competing for the Factory of the Future,” in
RoboCup 2014: Robot World Cup XVIII, ser. Lecture Notes in Com-
puter Science, R. A. C. Bianchi, H. L. Akin, S. Ramamoorthy, and
K. Sugiura, Eds. Springer International Publishing, 2015, vol. 8992,
pp. 171–182.

[4] Y. Guo, Y. Liu, A. Oerlemans, S. Lao, S. Wu, and M. S. Lew, “Deep
Learning for Visual Understanding: A Review,” Neurocomputing, vol.
187, pp. 27–48, 2016.

[5] J. Deng, W. Dong, R. Socher, L.-J. Li, K. Li, and L. Fei-Fei, “Im-
ageNet: A Large-Scale Hierarchical Image Database,” in IEEE Con-
ference on Computer Vision and Pattern Recognition, 2009. IEEE,
2009, pp. 248–255.

[6] M. Everingham, L. Van Gool, C. K. Williams, J. Winn, and A. Zis-
serman, “The Pascal Visual Object Classes (VOC) Challenge,” Inter-
national Journal of Computer Vision, vol. 88, no. 2, pp. 303–338,
2010.

[7] S. Ren, K. He, R. Girshick, and J. Sun, “Faster R-CNN: Towards
Real-Time Object Detection with Region Proposal Networks,” IEEE
Transactions on Pattern Analysis and Machine Intelligence, vol. 39,
no. 6, pp. 1137–1149, 2017.

[8] J. Redmon and A. Farhadi, “YOLO9000: Better, Faster, Stronger,” in
2017 IEEE Conference on Computer Vision and Pattern Recognition
(CVPR). IEEE, 2017, pp. 6517–6525.

[9] J. Long, E. Shelhamer, and T. Darrell, “Fully Convolutional Networks
for Semantic Segmentation,” in Proceedings of the IEEE Conference
on Computer Vision and Pattern Recognition, 2015, pp. 3431–3440.



0 10000 20000 30000 40000 50000 60000 70000 80000 90000 100000
0

2

4

6

8

10

12

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

2

Training Iterations

D
is

ta
n
ce

 E
rr

or
 (

cm
)

C
om

b
in

ed
 E

rr
or

IoU Error
Distance Error
Combined Error

0 10000 20000 30000 40000 50000 60000 70000 80000 90000 100000
0

2

4

6

8

10

12

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

2
IoU Error
Distance Error
Combined Error

Training Iterations

D
is

ta
n
ce

 E
rr

or
 (

cm
)

C
om

b
in

ed
 E

rr
or

Fig. 14. Convergence plots of the fastest (left) and slowest (right) converging networks trained using AUXNET. Distance error (red) is converted to a
pickup error and added to the IoU error (blue) to form the combined error (green). The dark green box indicates the converged region, its average error,
and standard deviation. The distance error plot on the right side shows that the network suffered traumatic experiences during early training, from which
it could never fully recover, resulting in overall higher error and slower convergence.
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/Mean AUXNET

Distance Error X X — X — —
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AUXNET — X X X — X
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NOctoSLAM: Fast Octree Surface Normal Mapping for Point to Plane
based ICP Multi-line LiDAR SLAM

Joscha Fossel1 Benjamin Schnieders1 Daniel Claes1 Daniel Hennes2 Karl Tuyls1

Abstract— We propose an octree based map representation
that implicitly provides input and reference data association for
point to plane ICP registration. Additionally, the octree data
structure is used to group map points to approximate surface
normals. The multi-resolution capability of octrees, achieved by
aggregating information in parent nodes, furthermore enables
us to compensate for spatially unbalanced sensor data typically
provided by multi-line lidar sensors. While the octree based
data association is only approximate, our empirical evaluation
shows that NOctoSLAM achieves the same pose estimation
accuracy, but around twice as many registration iterations per
time unit as a comparable, point cloud based approach. In
contrast to point cloud based surface normal maps, where
the map update duration depends on the current map size,
we achieve a constant map update duration including surface
normal recalculation. Therefore, elaborate and environment
dependent data filters are redundant in NOctoSLAM. The
results of our experiments show a mean positional error of
0.029 m and 0.019 rad, with a low standard deviation of 0.005 m
and 0.006 rad.

I. INTRODUCTION

Simultaneous localization and mapping (SLAM) refers to
a fundamental problem in robotics in which a robot has to
generate a map of an unknown environment without external
tracking, while simultaneously localizing itself relative to the
same recorded map (Figure 1). Many real-world scenarios,
such as for instance search and rescue or planetary explo-
ration, lack external tracking infrastructure and consequently
need SLAM approaches for localization and map generation.

Mobile robots are commonly equipped with 2D laser scan-
ners for their affordable price and high precision. Recently,
3D laser scanning devices are becoming more affordable for
end-users, a trend which might continue with the introduction
of solid state lasers in the near future. Currently, most 3D
laser sensors provide multiple 2D scans at different vertical
angles. An example of such a 3D laser scanner is the
Velodyne VLP-16, which provides 16 rows of 2D scans
spanned over a vertical opening angle of 30 deg, each scan
spanning 360 deg horizontally. In order to register a 3D scan
online and in real-time, efficient scan matching algorithms
are required.

The main contribution of our paper is the introduction
of a point to plane ICP-based scan to map SLAM front-
end called NOctoSLAM. It is a robust and computationally
slim alternative to established scan matching algorithms that
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Fig. 1. This figure shows a NOctoSLAM generated 3D trajectory. The
pose estimates are used to transform the sensor data, where color represents
scan intensity. Recognizable details such as the whiteboard, radiators and
the beams in the arched window indicate a good pose estimation accuracy.

operate on point cloud based maps. NOctoSLAM is able
to use the Velodyne VLP-16 to map 3D environments at
maximum rate and to provide a 6-DOF robot pose online
and in near real-time. It uses an octree to store laser scan
observations, allowing for quick nearest neighbour search for
reading to reference point association and surface normal
approximation. Due to its computational performance, NOc-
toSLAM does not require explicit data filtering, and thus also
voids the need for manual fine-tuning of filter parameters.
Our evaluation illustrates that NOctoSLAM is outperforming
the state of the art (i.e. libpointmatcher [1]) computationally,
while matching its accuracy. Adjusting filter parameters of
libpointmatcher in order to enable near real-time processing,
unavoidably reduces accuracy. Thus, in an attempt to achieve
the same runtime as NOctoSLAM, applying reading and
reference point filters to speed up libpointmatcher resulted in
a positional median error of ~0.09 m, compared to ~0.03 m
for NOctoSLAM.

The remainder of this paper is organized as follows.
Section II presents related work and provides a concise
background. Section III introduces NOctoSLAM and spec-
ifies the functionality in detail. Section IV describes the
experiments performed in order to compare NOctoSLAM to
other approaches. Results are discussed and a conclusion is
presented in Section V.

II. RELATED WORK & BACKGROUND

SLAM algorithms can differ in the way they register points
and represent maps. Point registration is typically performed
by an iterative closest point (ICP) algorithm.

libpointmatcher [1] is a modular library supporting dif-
ferent ICP variations intended for direct comparison of
different registration and error measurement approaches. For



fast nearest neighbour search, it makes use of libnabo [2], a
kd-tree implementation. It furthermore features various finely
tunable pre- and post-processing point filtering techniques,
reducing the amount of data processed in order to lower
computation costs.

An alternative way to address the limited computational
capabilities of mobile robots is presented with LOAM [3]. It
effectively separates the self localization from the mapping
operation by performing them at different rates with different
levels of accuracy. Pose estimation is performed at high-
frequency, but with low fidelity, while mapping is done
less often but investing a higher amount of computational
resources in order to find a more precise result. In order
to achieve good pose estimates despite low fidelity, LOAM
uses intricate feature detection algorithms to preserve only
meaningful data points.

An intuitive way to map laser distance readings is con-
verting the measured distances into spatial coordinates, then
storing the coordinates in a point cloud, an unordered set
of all recorded points. In order to reduce the computational
costs of finding nearest neighbours, the number of stored
points can be reduced using filters, or by using a tree-based
data structure, such as a kd-tree or an octree. An octree
representation, recursively partitioning a cubic space into
eight smaller cubes, is a memory and time efficient way to
represent 3D environments. Figure 2 shows an example of
storing laser readings in an octree. OctoMap [4] is an octree-
based mapping implementation, representing occupied, free
and unmapped areas distinctly in a memory efficient way.

In structured environments, such as buildings, one can
make reasonable assumptions of the terrain layout in between
neighbouring measurements. Point-to-plane ICP [5] presents
an extension to the traditional iterative closest point algo-
rithm [6], using an error metric from each point to the tangent
plane of the corresponding closest points, thus relaxing the
requirement for exact point matches. This error metric has
been shown to converge faster in general [7], especially for
few or distant points. As most 3D laser scanners produce
sparse data in the vertical axis, point-to-plane ICP is a
reasonable choice. Another way of dealing with such non-
uniform density point clouds is presented in [8], where
the authors propose approximate surface reconstruction to
enhance registration performance. A conclusive overview of
point cloud registration algorithms is given in [9].

III. NOCTOSLAM

We propose an octree based map representation that
enables fast point-to-plane scan registration [5]. Iterative
Closest Point (ICP) in the point to plane variant requires
both reading/input to reference/map point association and
a surface normal estimate for the reference points. The
proposed map structure inherently provides surface normal
approximations and allows for direct association of reading
point cloud to reference map. Thus, we avoid having to main-
tain additional data structures that perform nearest neighbour
search for said tasks. In comparison, point-to-plane ICP [5]
and generalized ICP [10] based algorithms, e.g. [1], [11], use
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Fig. 2. This figure shows a simplified map update. First, the initially empty
octree is extended to accommodate new data points. After inserting the data
points into the tree, the changes are propagated through the tree from bottom
to top, and surface normals (sfn) are calculated if feasible.

kd-trees for data association and surface normal estimation,
whilst storing the map in an unorganized point cloud format.
While there exist highly optimized approaches to tackle the
k-nn problem, such as libnabo [2], kd-tree based nearest
neighbour search in large point cloud based maps is not
feasible online and in near real-time (see Section IV). To
achieve registration and map updates which are faster than
the sensor update rate typically requires reducing the number
of points by filtering out large amounts of the scan endpoints
provided by the sensor. While the nearest neighbour search
method proposed in this paper is only approximate, it is
very fast and allows us to map and register the 300,000
points per second provided by a Velodyne VLP-16 multi
channel LiDAR at 20 Hz. Hence, NOctoSLAM does not
require explicit filtering of sensor data as other point-to-
plane ICP based methods do. Configuring such filters can
be challenging, environment dependent, and also costly in
terms of runtime.

In the following subsection we will explain how (i) updat-
ing the map, i.e. scan end point insertion and surface normal
approximation, and (ii) registration, i.e. data association and
pose updates, are performed in NOctoSLAM.

A. Mapping

To represent the environment, we extend the octomap
approach introduced in [4]. In the octomap approach, every
octree node represents a voxel, where its resolution depends
on the node’s level in the tree. Commonly, every octree node
stores the probability of representing occupied space, while



the position it represents in 3D space depends on the nodes
position in the tree. In NOctoSLAM we additionally store
two 3D vectors per node, i.e., a surface normal and a position
that can deviate from the center of the voxel. The former
is necessary for point to plane scan registration. The latter
allows for a more precise map representation at coarse map
resolutions. While this additional position storage may seem
redundant, NOctoSLAM uses both data stored in leaf and
non-leaf nodes, thus such a position anchor is required.

Updating the map consists of two steps, insertion and
propagation, depicted in Figure 2. First, the tree is extended
if necessary, and the scan endpoint positions are inserted into
the corresponding nodes (p1,p2,p3,p4 in Figure 2). If a leaf
node ni already exists, the stored position is updated with
the scan endpoint position by using the weighted average
according to sensor model M and node occupancy probability
np
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nxyz
i ⇤np
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k
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where
#   »

nxyz
i is the position previously stored in node ni and

#    »

dxyz
k is the endpoint position of scan dk.

After having inserted all scan endpoints in this fashion, the
updates are propagated through the tree: all non-leaf nodes
traversed during the first step are updated from bottom to
top, based on the information stored in their descendants.
In particular, parent nodes store the average position of their
descendants, and use these positions to approximate a surface
normal if feasible (a in Figure 2).

We approximate the surface normal by estimating the
normal of a plane tangent to the surface, which can be formu-
lated as a least-square problem. As shown in [12] the solution
can be reduced to a principal component analysis of the
covariance matrix C generated from the direct descendants
ni�1,k of a node ni, j:

C (ni, j) =
1
K

K
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(
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1
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C · # »vm = lm · # »vm, m 2 {0,1,2}, (4)

where K is the number of descendants of node ni, j, lm
the m-th eigenvalue of the covariance matrix, and # »vm the
m-th eigenvector, which can be computed analytically. If
exactly two of three eigenvalues are similar, the corre-
sponding eigenvectors determine the plane through nodes
ni�1,k, and hence the surface normal for node ni,k. If no
good surface normal can be estimated, the surface normal
centroid of the descendants is used instead, if available (c in
Figure 2). If neither is available, as for node b, no surface
normal is set. Figure 2 also shows the downside of this
approach compared to using traditional nearest neighbour
search: the right branch containing b and p4 has no surface
normal, and even though p3 is close to p4. This relation is
ignored because they are in different branches. Nevertheless,

Laser reading

Laser noise

Surface normal

Degenerate surface normal

Fig. 3. This figure gives an example for how noisy sensor data can lead
to bad surface normal approximations in NOctoSLAM. The issue is tackled
by using dynamic map resolutions. The coarser the map, the more points
are being averaged reducing the impact of sensor noise.

experiments (Section IV) show that in practice being able
to process more points compensates for being unable to
approximate surface normals for some points. Note that the
data for such points is not discarded, and it is likely that
approximating surface normals in such cases will become
feasible at a future time due to high map update rates.

Unfortunately, unlike e.g. RGBD cameras, multi line lidars
provide only sparse data along the vertical axis. This can lead
to degenerate surface normal approximations, as for example
shown in Figure 3. In the upper part we can see how a
noisy reading (red dot) would lead to a degenerate surface
normal estimate. The red striped node would have a surface
normal perpendicular to the actual one. To tackle this, we use
dynamic map resolutions by inserting leaf nodes at variable
tree depths, as shown in the lower part of Figure 3. By
decreasing the resolution we implicitly increase the number
of reading points that are averaged to estimate a surface
normal. Thus, the surface normal ends up being only slightly
skewed, instead of being completely off. In particular, we
choose a leaf node resolution that forces nodes on vertical
scan lines to be adjacent to each other, depending on distance
to sensor origin, vertical resolution of the sensor and map
occupancy.

B. Pose Updates

To update the pose estimate we employ a point to plane
iterative closest point algorithm, originally introduced in [5].
The basic ICP algorithm consists of two steps. First, cor-
respondence between the input and reference data is com-
puted (i.e. scan endpoints are associated with points in the
map). Second, a transformation that minimizes the distance
between corresponding points from input and reference set
is computed.



To associate a scan endpoint di with a position and surface
normal stored in the map, the octree is traversed as far as
possible from root node towards the leaf node corresponding
to the coordinates of di. If a leaf node ni, with a parent node
n0i that has its surface normal set is reached, di is associated
with the position stored in ni and the surface normal stored
in n0i. Otherwise, ni, the last node traversed for which the
surface normal is set, is associated with di. For each such
association found
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The tree level in which ni is found is used for approximate
maximum correspondence distance, instead of calculating the
actual euclidean distance.

The point to plane error metric is defined as:
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where P is the current pose matrix.
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with a , b , g being roll, pitch, yaw angle and tx, ty, tz being the
translations along the respective axes. Minimizing Equation 6
is essentially a least-squares optimization problem. We use
the libpointmatcher error minimizer [1] to determine P for
the pose update estimates.

IV. EMPERICAL EVALUATION

In this section we perform experiments to evaluate the
pose estimation quality as well as the runtime performance
of NOctoSLAM.

The experiments are conducted on an Intel® Core™ i7-
4770 CPU with 16GB of RAM, and the sensor used is
a VLP-161 multi line lidar. It can provide about 15000
measurements at 20 Hz, with a maximum range of 100
m. The measurements are distributed among 16 horizontal
lines over a vertical FOV of 30 deg, and over a horizontal
FOV of 360 deg. To estimate the accuracy of pose estimates
we compare against ground truth poses provided by an
Optitrack2 motion capture system.

We furthermore compare the NOctoSLAM results against
ETH Zurichs ICP Mapping tool3, which uses libpoint-
matcher [1] for registration and libnabo [2] for nearest neigh-
bour search. The point to plane ICP algorithm, excluding data
association, is essentially the same in NOctoSLAM and the
ETHZ ICP Mapping tool.

1
http://velodynelidar.com

2
http://optitrack.com

3
http://wiki.ros.org/ethzasl_icp_mapping
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Fig. 4. On the left the mean error of the position, and on the right the
ME of the rotation, are shown. ETH* performs significantly worse than the
other two algorithms, which perform similarly well.

The NOctoSLAM (referred to as NOcto in the figures)
performance is evaluated against the ETH Mapping tool
with two different sets of parameters. For NOctoSLAM, a
minimum map resolution of 0.01 m is used, and the map is
updated after every registration. In the following, algorithm
ETH refers to using no input filters and a 0.1⇥0.1⇥0.1 m3

voxel grid map filter. Thus, registration is performed with
approximately 15000 reading points at 20 Hz. In order to in-
crease runtime performance, ETH* uses various input filters
that reduce the number of reading points to approximately
2500. Among others, a max density filter configured to 300
points per m3 is used. Additionally, the map is also limited
to a point density of 50 points per m3. Unlike ETH, ETH*
updates the map not after every registration, but only if the
map overlaps less than 95 %.

A. Pose Estimation Accuracy
We evaluate the accuracy of pose estimates for 15 recorded

episodes, where each episode is between 1 and 2 minutes
long. In each episode, the sensor is moved manually through
a 8⇥ 8⇥ 3.5 m3 room. The sensor is equipped with mo-
tion capture markers, which are externally tracked. A rigid
transformation resulting from aligning the ground truth and
estimated trajectories via ICP is used to calibrate the sensor’s
optical axis to the markers. For each episode we calculate
the mean error (ME) of the position and rotation compared
to the ground truth data.

Figure 4 shows the results for 15 episodes, where the
center line marks the mean, the inner box represents the
95 % confidence interval, and the outer box illustrates the
standard deviation. The figure shows that there is no signif-
icant difference of either positional or rotational accuracy
between NOcto and ETH. As can be expected, strongly
reducing the number of reading and reference points leads
to a significantly worse performance of ETH*. In fact, with
a position mean error of 0.113 m (see Table I), ETH*
approximately quadruples that of NOcto. Additionally, the
standard deviation of ETH* is also ten times as high as the
one of NOcto. A similar trend can be observed for the three
rotation axes.

To visualize the impact of a 0.094 m positional error
versus a 0.029 m error, we plot the trajectories for the ETH*
median episode in Figure 5. In order to increase clarity only
every fourth trajectory point is plotted, and we omit the ETH
trajectory as it is very similar to the NOcto trajectory. It can
be seen that the ETH* trajectory aligns significantly worse



TABLE I
POSE METRICS FOR 15 INDOOR EPISODES

Position in m Rotation in radians
Median Mean s Median Mean s

NOcto 0.030 0.029 0.005 0.018 0.019 0.006
ETH 0.032 0.032 0.011 0.015 0.017 0.008

ETH* 0.094 0.113 0.054 0.066 0.068 0.023
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Fig. 5. The pose estimates for the median ETH* episode are shown.
The performance difference between NOcto and ETH* is indicated by the
superior alignment of NOcto to the motion capture trajectory.

with the motion capture trajectory than the NOcto trajectory
does.

B. Runtime Performance

When performing localization and mapping the main fac-
tors in terms of time consumption are updating the surface
normals and associating reading to reference data. In the
following analysis the same data as for the experiments in
the previous subsection (IV-A) are used.

We investigate the map update duration in Figure 6. The
figure shows that ETH and ETH* map update durations are
proportional to the number of points in the map. This stems
from the unorganized point cloud representation used that
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Fig. 6. This figure shows the map update durations in relation to number
of points in the map. The points describing the lower constant line belong to
NOcto, and the points describing the shorter linear line below 0.08 s duration
belong to ETH*. A linear dependency between map size and required time
for both ETH and ETH* is visible, while NOcto performs in constant time.
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Fig. 7. The registration durations per iteration for the three algorithms
are shown. NOcto significantly outperforms ETH when both process 15000
points per iteration. With the number of points reduced to 2500, ETH* is
faster than NOcto, but suffers from a significantly larger standard deviation.

requires reprocessing at least large parts of the map each
update. ETH* shows that the update duration can be reduced
by only storing sparse point clouds and using smaller update
sizes. Additionally, updating the map in parallel to scan
registration and at a low frequency makes using a point cloud
format computationally feasible. However, the tree based
map representation used in NOcto on the other hand allows
for constant time map updates, regardless of map size. Thus,
it is not necessary to filter map data for performance reasons
with this approach. The mean map update duration for NOcto
is 0.0062 s with a standard deviation of 6⇤10�4 s, i.e. ~1/8th
of the available time at a 20 Hz update rate.

Figure 7 shows a box plot of the scan registration dura-
tion per iteration for the three algorithms. The figure was
generated from ~4⇤105 iterations. The median of NOcto is
0.0018 s, halving that of ETH (0.0036 s), while processing
approximately the same number of points. With a median of
0.0009 s, ETH* outperforms the other two, albeit processing
only ~2500 points instead of ~15000 points per iteration.
However, reducing the number of reading points also causes
additional computational cost, where the severity depends on
the filters used. In our experiments, input filtering for ETH*
took on average 0.0167 s per registration.

C. Visual Inspection

Figure 8 and Figure 9 show maps generated by transform-
ing the sensor data with pose estimates from NOctoSLAM,
where the color represents intensity. Figure 8 demonstrates
that NOctoSLAM works indoors as well as outdoors. The
capability of mapping multiple levels is shown in Figure 9.
More material for visual inspection can be found online4.

D. Summary

In the previous subsections we have shown that NOc-
toSLAM performs as well as the ETH ICP Mapping Tool
in terms of pose estimation accuracy. Since the VLP-16 has
a typical accuracy of ±0.03 m, both algorithms perform well

4
github.com/smartlab-liv/noctoslam



Fig. 8. Intensity sensor data transformed with NOctoSLAM pose estimates
from a combined indoor and outdoor episode, showing the DFKI Bremen
building.

Fig. 9. Intensity sensor data transformed with NOctoSLAM pose estimates
mapping the four story staircase of the UoL Ashton building.

in this regard. However, map updates as well as scan reg-
istration are significantly faster in NOctoSLAM. Especially
relevant is the, in regards to map size, constant map update
time of NOctoSLAM, as map updates on large maps quickly
become infeasible in near real-time with point cloud based
maps and high rate map updates. In contrast, NOctoSLAM
map update durations depend on the number of points that
are being used to update the map. While the use of reading
and reference point filters can increase the performance, it
is a cumbersome task to find the correct filter parameters.
Also, it requires knowledge of the area that is to be mapped
which might not be available, in beforehand. Furthermore,
filters might become infeasible if the environment changes,
e.g. when changing from indoor to outdoor. For example,
indoor maps typically require more points per m3 for good
pose estimates than outdoor maps. While we do not have
quantitative data on the pose estimation accuracy on larger

maps, Figures 8 and 9 indicate a good performance.

V. CONCLUSIONS & FUTURE WORK

In this paper we have presented NOctoSLAM, a novel
approach to surface normal based mapping in conjunction
with point to plane ICP scan registration. We empirically
demonstrated that the proposed algorithm is as accurate,
but significantly faster than the state-of-the-art. In terms of
precision we achieve a mean error well within the rated
accuracy (±0.03 m) of the sensor used: 0.029 m positional,
and 0.019 rad rotational, with a low standard deviation of
0.005 m and 0.006 rad, respectively. Unlike the case for
point cloud based approaches, NOctoSLAM can maintain
high map update rates, regardless of the map size. Because
of the superior computational performance configuring data
filters is not necessary.

Unfortunately, using an octree based map representation
has the disadvantage of limiting the maximum volume the
map can cover, depending on the minimum resolution and
maximum tree depth. At a minimum resolution of 0.1 m and
a tree depth of 16, we can only map a maximum volume of
approximately 3000⇥3000⇥3000 m3. As increasing the tree
depth would lead to higher computation time, in future work
we plan to implement a map stitching approach to overcome
this limitation. This will allow us to evaluate NOctoSLAM
with the large scale KITTI [13] benchmark data set, which
sometimes exceeds the current map boundaries.
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ABSTRACT
The ability to identify and localize new objects robustly and e�ec-
tively is vital for robotic grasping and manipulation in warehouses
or smart factories [20]. Deep convolutional neural networks (DC-
NNs) achieve state-of-the-art performance [28] on established im-
age datasets for object detection and segmentation, like the Pascal
VOC dataset [5]. However, applying DCNNs in dynamic industrial
scenarios such as warehouses or autonomous production remains
a challenging problem, as DCNNs quickly become ine�ective when
tasked to detect objects they have not been trained on. Requiring
too time consuming re-training with the latest data, DCNNs cannot
meet the requirement of the Factory of the Future [18] regarding
rapid development and production cycles. To address this problem,
we propose a novel one-shot object segmentation framework, to
detect previously unknown objects based on a single prototype im-
age. We present a fully convolutional Siamese network architecture
to perform one-shot segmentation. To reduce training time and
improve resulting accuracy, we transform the network training into
a multi-task learning problem [3], and introduce a novel approach
to automatically cluster the learnt feature space representation in a
weakly supervised manner. We test the proposed framework on the
RoboCup@Work dataset, simulating requirements for the Factory
of the Future [16]. Results show that the trained network on average
identi�es 73% of previously unseen objects correctly from a single
example image. Correctly identi�ed objects are estimated to be
picked up successfully in 87.53%. In addition, exploiting multi-task
learning lowers the convergence time by up to 33%, and produces
an an additional 2.99% higher accuracy.
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1 INTRODUCTION
The Factory of the Future [18] imagines interconnected robots
working alongside and in cooperation with humans. Tasks to be
performed range from being in direct contact with humans [8]
during assistance with repetitive or potentially dangerous tasks, to
completely autonomous operations, in which mobile robots con-
nect various other, pre-existing robotic work�ows. To ensure these
autonomous operations run without disturbance for as long as pos-
sible, detecting objects and their pickup points robustly is of high
priority [20].

While Deep Convolutional Neural Networks (DCNNs) form the
state of the art in object detection [28], they typically su�er from
long training periods. Rapid prototyping production, as in the Fac-
tory of the Future, can require turnaround times shorter than the
training times of common neural networks. In this situation, the ro-
bot may be required to pick up produced objects before the network
has �nished training, halting the entire work�ow. While many tech-
niques exist to speed up the convergence of neural networks [26],
data-set acquisition and labeling poses an additional delay. Thus,
for work�ows of smaller batch sizes, training a robot to detect the
produced objects can be infeasible due to temporal constraints.

Training a network to generalize the learned knowledge of recog-
nizing pre-trained objects to correctly recognize untrained classes
is the subject of few-, one-, and zero-shot object detection [17]. Us-
ing few- or one-shot detection, a robot can be shown one or a few
examples of a prototype object, which it can then re-detect during
autonomous operation.

Figure 1 showcases a model work�ow of rapid prototyping pro-
duction. Training the network becomes a bottleneck, as production
has to be delayed until the robot can learn to detect, and thus
to manipulate, the produced objects. Using a one-shot detection
approach alleviates the bottleneck, and thus allows for faster de-
sign/production cycles.

While object detection networks are commonly trained to pro-
duce bounding boxes around the detected objects [26][25], object
segmentation approaches segment the image pixelwise into se-
mantic classes, i.e., which object class each pixel belongs to. This
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Figure 1: A simpli�ed automated production work�ow.
a) Production of newly designed parts has to be delayed
until the robot that manipulates them after production is
trained. b) The manipulation/production cycle can begin
with a one-shot detection network, while the new informa-
tion is learned. Once training is complete, the robot can use
the updated network.

segmentation output allows the robot to compute an object pickup
point, and subsequently, to pick it up [1]. The state-of-the-art ap-
proaches in semantic segmentation typically build on fully convolu-
tional neural networks [19]. Combining the semantic segmentation
approach with one-shot learning leads to a one-shot segmentation
network. Such a network is trained to produce a per-pixel classi-
�cation of whether each pixel shows part of a previously shown
prototype object or not.

Research questions addressed in this paper are the following:

i To what extent can DCNNs extrapolate their learned object
segmentation to unknown data?

ii How much does transforming the optimization process into
a multi-task problem bene�t the training time?

This paper introduces a method to rapidly train a one-shot object
segmentation network to detect industrial objects based on a single
prototype image. The method is validated on the new, publicly avail-
able RoboCup@Work dataset [1], which includes objects present
in a Factory of the Future simulation [16]. Results illustrate that
our network architecture can identify previously unseen objects in
a Factory of the Future simulation with 73% accuracy after being
trained for only 7,000 iterations. As little as 4,000 iterations, or
approximately 57 minutes of training on a NVIDIA 1080 Ti, suf-
�ce to re-train the network with all information, producing a 94%
accuracy.

Our main contributions can thus be summarized as follows:

i A novel framework is proposed for rapidly training Siamese
network based, fully convolutional networks to perform one-
shot segmentation in industrial scenarios;

ii An innovative error metric supporting auto-clustering of ob-
ject representations in feature space is introduced to improve
convergence speed;

iii An auxiliary network architecture is showcased to automat-
ically combine the di�erent error metrics in order to reduce
hyperparameters.

The remainder of this paper is organized as follows: Section 2
provides the background on one-shot object detection and segmen-
tation and discusses related work. Section 3 describes the network
architecture used, and the di�erent tasks is is trained on simultane-
ously. Section 4 describes the experimental setup. Finally, Section 5

presents and compares the experimental results and Section 6 con-
cludes the paper.

2 BACKGROUND AND RELATEDWORK
While general one-shot learning is well studied [27], one-shot object
detection and segmentation is a very recent �eld of research [30].
While conventional object detection [7] and segmentation [19] neu-
ral networks operate only on classes the network has been trained
on, the one-shot variants extrapolate the learned information to
extract a previously unseen object class, of which only one example
is shown.

Research �elds closest related to one-shot segmentation can be
roughly subdivided into two categories, each attempting to solve
this challenging task in a speci�c way.

Object co-segmentation is a weakly or entirely unsupervised
approach to learn to extract objects based on visual similarity
within a class of objects. Typically, image level classes are pre-
sented, i.e., the network is trained with the knowledge that pre-
sented images belong to the same class, and can learn to detect
similar features [24][23][31]. However, while research in this �eld
is able to detect an object based on the input of another image,
co-segmentation networks are not designed to abstract the learned
knowledge such that it can be transferred to previously unseen
objects. Furthermore, the unsupervised nature of the approach
requires large datasets and comparatively long training periods.

Siamese networks have been employed to e�ciently perform
one-shot object classi�cation [33] or detection [13]. Siamese net-
works are trained to map image data onto a dense feature vector
of a much smaller space, in a way that objects from the same cate-
gory are mapped onto feature space positions close to each other
given a distance metric. This distance metric can be automatically
learned [29]. Michaelis et al. [22] have shown Siamese networks to
be able to perform semantic segmentation of color-coded symbols
in cluttered environments.

The work of Shaban et al. [30] is the current state-of-the-art
method to perform one-shot object segmentation, outperforming
competitive approaches on the Pascal VOC dataset. However, we
identify a number of issues preventing it from being employed
e�ectively in a Factory of the Future environment: First, the au-
thors of [30] assume that there is no overlap in classes between
training and test set. While no classes of the test set should ap-
pear in the training set, the reverse does not hold: Trained classes
should be featured as distractors in the evaluation set as well [22].
As segmentation networks tend towards extracting known data,
this assumption could prohibit any occurrence of trained objects
in work�ows exploiting one-shot detection, making it un�t in an
industrial context. Secondly, the approach requires a segmenta-
tion mask to be applied to the image including the query object.
In an autonomous production environment, a human-generated
segmentation mask is unlikely to exist. The third identi�ed issue is
the high complexity of the resulting network. While this produces
good results on the real-world Pascal VOC dataset, it is likely to
su�er from exceedingly long training periods. This assumption is
con�rmed by [30] stating that memory constraints only allow for a
batch size of 1, and training is done with a learning rate of 1 ⇥ 10�10,



a combination producing extremely long training periods. In con-
trast, our approach is tested on extracting an unknown object class
from a set of at least two unknown classes and up to ten known
classes. It is able to extract the object to be queried without the need
for a human generated segmentation mask.Most importantly, the
network architecture proposed in this paper can be trained quickly,
with convergence in as little as 7,000 iterations for one-shot de-
tection, or about 100 minutes of training on a NVIDIA 1080 Ti. If
only recollection of known objects is required, re-training to an
accuracy of 94% can be achieved in 4,000 iterations, or 57 minutes
of training.

3 APPROACH
Our approach is, on its most basic level, composed of a deep con-
volutional neural network, which is trained on images featuring
objects. For every training iteration, it is presented with an image
showing a single object, and an image featuring multiple objects.
As per convention in search and image retrieval [4], we call the
single object to be retrieved the needle object, and the correspond-
ing image the needle image. The second image, featuring the needle
object amongst multiple others, is called the haystack image. The
performance of the DCNN is evaluated on how well it extracts the
needle object from the haystack image. The intersection over union
(IoU) error, measuring to which percentage the desired segmen-
tation and the ground truth di�er, is commonly used to evaluate
segmentation quality, and is used to train the network. Additionally,
a Euclidean distance, between predicted object pickup coordinates
and the ground truth, is measured during training in order to later
derive a probability of a robotic pickup operation succeeding [1].

Figure 2 visualizes the nomenclature used on an abstracted seg-
mentation network. Both needle and haystack images are presented
to the network at the same training iteration. Due to the Siamese
nature [15] of the network used, the feature extraction �lters for
both images are shared. Deconvolutional �lters restore the original
dimensions of the image, and highlight the extracted object. The
network output is then compared to the ground truth segmenta-
tion, and the error is backpropagated. For the next iteration, a new
needle/haystack combination is selected from the training set. The
following section describes the network layout in detail.

3.1 Network Design
Our one-shot segmentation network operates fully convolutional,
without the requirement of fully connected layers or any non-
di�erentiable operations. The DCNN layout is extending [32] by
adding deconvolutional layers as proposed in [19]. Figure 3 presents
the layout of the DCNN. Convolutional layers successively break
down the input image from 256 ⇥ 192 pixels and 4 channels to
a 1 ⇥ 1 ⇥ 4544 feature vector representation. The convolutional
layers are arranged in eight same-size stacks, after which a 2 ⇥ 2
max pooling operation is performed. All �lters feature 3 ⇥ 3 kernel
sizes until a one dimensional feature vector is achieved, after which
the eighth stack uses 1 ⇥ 1 kernel sizes to introduce additional
nonlinearity. All activation functions are leaky ReLUs [21], with
� = 0.02. Dropout layers with a 15% dropout rate are employed
after the third to eighth stack of convolutional layers. Depending
on whether the needle or haystack image is presented, the grey

Needle Image Haystack Image

Network Output Ground Truth

Convolutional
Layers

De-Convolutional
Layers

Feature-Space
Representation

a) b)

c)

d) e)

Figure 2: The general principle of a networkperforming one-
shot object segmentation. A needle image a) and a haystack
image b) are presented to the network c), which in turns ex-
tracts the needle object from the haystack image. The net-
work output d) and the ground truth e) are compared and
the error is propagated back. Evaluation is performed for
object classes the network has not been trained on.

shaded selector layers are either ignored, or multiplied onto the
outcome of every �lter of the layer before.

To perform one-shot object segmentation, we use a Siamese ar-
chitecture of the feature extraction part of the network, meaning
that during one training iteration, two images will be presented
to the convolutional layers. However, we do not train a di�erence
metric; instead, we train the network to enable or disable convolu-
tional �lters that produce the extraction of the desired object only.
The following paragraph provides a step by step walkthrough of a
training iteration.

First, the needle image is presented to the feature extraction part
of the network, i.e., the convolutional layers. A 4544 dimensional
output vector is returned, providing an additional 4544 �lter weights
wi for extraction. Next, the haystack image is presented to the
network. This time, every one of the 4544 convolutional feature
extraction �lters is weighted by the weightwi extracted from the
needle image. This e�ectively allows the network to block the output
of any �lters that detect objects other than the one looked for. As the
convolutional �lter parameters are shared, the amount of variables
to be learned is still manageable for graphics cards commonly used
in deep learning. The dimensions of the haystack image are then
reconstructed using deconvolutional layers, and a belief map of
equal size is generated, highlighting the areas for which the network
extracted similar features to the needle image. Figure 4 shows a
simpli�ed version of the approach. The belief map is then compared
to the desired segmentation, and an error value is returned. The IoU
measured between generated belief map and ground truth forms
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the result of every �lter when the haystack image is presented. This can e�ectively disable all �lters potentially extracting
unwanted objects, and only keep �lters active that respond to the needle object.

Task 1

Figure 4: Our approach feeds the needle image through
the convolutional stage �rst, achieving a 4544 dimensional
weight vector. This weight vector is used to weight each �l-
ter output during the convolutional deconstruction of the
haystack image. Both networks displayed share their con-
volutional parameters. Reconstruction of the needle object
on the haystack image denotes the main task, Task 1, of the
network to be learned.

the main loss to be minimized. Other error metrics are extracted as
well, as detailed in the following section.

3.2 Error Measures
In order to aid the network to produce a highly abstract representa-
tion and to speed up convergence [3], multiple error measures are
combined. This transforms the segmentation task into a multi-task
problem, which have been shown to be able to generate higher
levels of abstraction than single-task learning. Figure 5 illustrates

how three di�erent IoU metrics are obtained and subsequently min-
imized during each training step. The �rst independent task for the
network to learn is to extract the needle object from the haystack
image, as described in Section 3.1 above. The second task is trained
at the same time, being that the network should extract all the
objects of the haystack image if no weights are provided, i.e., all
�lters are in e�ect. This combination aids the network in learning
narrow-band �lters, that only extract the required object type and
ignore the background fully. Finally, the third task to be learned
is making the network re-detect the needle object with activated
weights. This task forces the network to learn �lters at least wide
enough to extract both needle objects in both images, regardless of
lighting or scale. Training all three tasks, i.e., combining the narrow-
ing and widening e�ects, the network can learn �lters that are only
sensitive to a certain range of object variability, ignoring objects
that are outside the learned range in feature space representation.

3.3 Vector Spread Loss
In order to further aid the network learning a mapping of input
images into a spanning feature space, we add an additional fourth
task, minimizing a vector spread loss term. The aim of the vector
spread error metric is to minimize intra-class distances in feature
space, while maximizing inter-class distances, thus spreading fea-
ture vectors of di�erent classes. Inspired by the angular error used
by [34], we model the vector spread error using a cosine distance,
as shown in Equation 1, between object representation vectors in
feature space. For every mini-batch of size b, the vector spread error
is calculated for all the combinations of feature vectors gathered
from the last convolutional layer. Equation 2 details the calculation
of the vector spread error metric. The distance of every feature
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Figure 5: Multiple error measures can be derived from a sin-
gle needle/haystack image combination. Learning multiple
tasks from multiple error measures can provide more in-
formation to the optimizer every iteration. First, the con-
strained network should detect both instances of the needle
objectwith the sameweights. Second, the unconstrained net-
work should detect every object, e�ectively learning a back-
ground model to be removed. The third task forces the net-
work to extract features from the desired region only, i.e.,
from the needle object.

vector combination of Xi and Yj is desired to be 1 if the classes of
Xi and Yj di�er, or 0 if Xi and Yj belong to the same class.

CosineDistance(X ,Y ) =
cos

�1( X ·Y
kX k kY k )
�

(1)

LV ectorSpread =
b’
i=0

b’
j=0

Di j

b ⇥ b

, where

Di j =

(
CosineDistance(Xi ,Yj ) if Class(Xi ) = Class(Yj )
1 �CosineDistance(Xi ,Yj ) otherwise

(2)

The di�erences between calculated and desired values are summed
up and normalized by dividing by the number of elements, b ⇥ b,
forming the vector spread loss term. This metric favors a distinct
set of �lters being activated for every class encountered by forcing
their vector representations to be orthogonal in feature space. As
�lters shared for multiple object types will extract both objects at
all times, learning separate �lters for di�erent object types is an
advantage. Additionally, it forces the network to collapse feature
space representations of objects of the same class. Figure 6 presents
an example of the vector spread metric converging to a value near
zero while training, indicating that the dimensionality of the feature
space was high enough to �t all the classes collision free.

3.4 Weighting Loss Terms
Inspired by and extending the work of [1], we implemented an
auxiliary neural network to produce an optimal weighting between
the di�erent loss terms. A network taking the current losses, their
exponential moving averages and variances as inputs and featuring
two fully connected layers of 64 nodes each produced quickest
convergence based on limited trials. Figure 7 shows the layout of
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Figure 6: The decreasing vector spread error during training.
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Figure 7: The layout of the auxiliary network to produce
weights for every loss function used. The loss values for the
four di�erent tasks are averaged over time, and their vari-
ances are measured. The current loss values, average values
and their variances are fed into the network, afterwhich two
fully connected layers produce 4 output weights.

the auxiliary network. All activation functions are leaky ReLUs,
and the same optimizer settings are used as for the main DCNN.
Training the auxiliary network is done as detailed in [1].

4 EXPERIMENTS
We train a deep convolutional neural network on the new, publicly
available RoboCup@Work dataset. We split up the dataset into
11 object classes to be trained, and 2 object classes to be held out
during training. The network is trained on all the 78 combinations
of di�erent classes to be held out. For every combination, we train
the network for 50,000 iterations, as initial tests have shown the net-
work converging well within this span. The evaluation set contains
needle images featuring exclusively held out classes, and haystack



Figure 8: Left: An example image from the RoboCup@Work
dataset. Right: Automatically acquired segmentation and
manually labeled pickup points. Note that the automatic
segmentation frequently includes shadows with the object.

images featuring at least both held out object classes, and up to 10
known objects of known classes as distractors.

He initialization, as proposed in [9], is used to initialize all
weights of the neural network. Due to memory constraints of the
GPUs used, no larger mini-batch size than 6 could be employed.
The established Adam optimizer [14] is used to minimize the loss
term, with a learning rate of 1 ⇥ 10�5, �1 = 0.9, �2 = 0.999, and
� = 1 ⇥ 10�8. Every 500 iterations during training, we evaluate the
network’s capability to extract unknown classes on the entire eval-
uation set. This allows us to produce charts detailing the learning
progress. In order to evaluate the performance gains in abstractive
power and convergence speed, we repeat the experiments with the
vector spread error disabled, and on a singe IoU error for the �rst
identi�ed task only. Furthermore, we conduct tests on transferring
learned patterns from one dataset to another, by training on the
Pascal VOC dataset [5], then testing the approach on how well it
extracts the formerly unseen RoboCup@Work objects. Results to
these tests can be found in Section 5.

4.1 Datasets
While a multitude of object segmentation datasets exists [6][12], al-
most none include industrial objects, an exception being T-LESS[10].
T-LESS includes 38,000 training and 10,000 evaluation RGBD im-
ages of 30 industrial object types. However, due to the nature of
the dataset, all objects are texture-less and of the same color.

The RoboCup@Work dataset [1] currently contains 36,000 RGBD
images of industrial objects, of which 15,800 are manually labeled
with a center of gravity, or pickup point. The objects featured are
the 13 object classes used in the annual RoboCup@Work chal-
lenge [16]. As object detection and picking performance on this
dataset can be tested with our robotic setup, most of our results
are derived from this dataset. Figure 8 shows an example of this
dataset and segmentation derived from previously world-cup win-
ning RoboCup@Work software [2]. As the automatic segmentation
fails when objects are placed closer than approximately 3 cm apart,
we obtained an alternative, approximate segmentation by extracting
a circular region around the pickup point instead. This way, every
object is represented by the same amount of pixels, preventing the
tendency to select larger objects frequently happening when train-
ing on IoU [30]. Figure 9 shows an example of the approximated
segmentation labels used, and the output of the trained network.

Figure 9: Left: An example haystack image from the evalua-
tion set. Center: The ground truth, approximated segmenta-
tion for learning Task 2, i.e., all �lters are active. Right: The
segmentation output of the network.

Figure 10: Left: An example image taken from the Pascal
VOC dataset featuring three instances of the person ob-
ject, one screen, and one bottle. Right: The corresponding
ground-truth segmentation.

At the time of writing, the most widely used image segmen-
tation dataset is the Pascal VOC dataset [5], featuring over 2,900
RGB images semantically segmented into 20 object classes. The
object classes range from outdoor vehicles, over animals, to ob-
jects commonly found indoors. Depth information is not available,
and the intra-class variation is high, as is to be expected for real
world everyday objects. This makes the Pascal VOC dataset very
challenging. Figure 10 shows an example image featuring multiple
classes and its corresponding ground-truth segmentation. Using
the Pascal VOC dataset as an independent benchmark for one-shot
segmentation poses yet another challenge. To ensure the network
learns a true one-shot object segmentation rather than a zero-shot
foreground detection based on saliency [11], the haystack image
has to include multiple objects, so that the network can be penal-
ized for extracting both. The Pascal VOC dataset only contains
1,050 possible haystack images, with the majority of those images
containing just two object classes. While the same is true for the
RoboCup@Work dataset, not only does it contain more (1,513)
possible haystack images, but the distribution of object classes is
much more favorable, as shown in Figure 11. The more di�erent
objects are present in a haystack-image, the more information is
available per iteration for the network to learn. Additionally, the
detection task becomes harder, as it is more likely to mislabel an
object. Haystack images containing multiple objects can be used in
conjunction with every class they feature, further increasing the
number of possible needle/haystack combinations to train.

5 RESULTS
We obtain classi�cation data by analyzing if combining the predic-
tion with the desired segmentation mask produces a higher IoU



2 3 4 5 6 7 8 9 10 11
0

100

200

300

400

500

600

700

800

900
RoboCup@work Dataset

Pascal VOC Dataset

12

N
u
m

b
er

 o
f 
Im

ag
es

Number of Objects
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Figure 12: The Distance Tube object (small grey aluminium
ring) next to other objects in visible light (left) and as occur-
ring on the depth channel (center). The right image shows a
contrast enhancedmagni�cation of the small portion of the
distance tube that is visible on the depth channel.

measure than combining it with any other object segmentation
mask. Training the network on all 78 possible combinations of
included and held out objects in the RoboCup@Work dataset re-
sulted in an averaged 69% classi�cation rate of previously unseen
data. Investigating the confusion matrix, shown in Figure 13 (left),
quickly identi�es recalling the Distance Tube object as the weakest
contributor. The low recall of 18.5% on this object shows the main
limitation of this and any likewise operating one-shot object de-
tectors, as the object inhabits a point outside the learned feature
space, spanned by training on the remaining objects. This is due
to a unique feature of the Distance Tube, being near invisible on
the depth channel, as shown by Figure 12. This object being held
out, the network overtrains on the depth channel otherwise being a
good indicator for object presence, and resorts to marking another
object in the haystack image. Removing the Distance Tube object
from the dataset raises the accuracy to 81.15%.

Disabling the depth channel forces the network to take only
RGB information into account, and raises the recall of the Distance
Tube to 48.9%. This con�guration leads to an overall accuracy of
73.1%, and an average IoU of 0.45 after convergence. Using the
pickup error metric presented in [1], we estimate a probability for
successfully picking an object identi�cation. The one-shot pickup
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Figure 13: Left: The confusion matrix of correctly one-shot
detecting theneedle object in thehaystack imagewhen train-
ing on all RGBD channels. The Distance Tube object shows
a very low recall of 18.5%. As it is the only object not show-
ing up in the depth channel, training the network without
it results in over�tting on depth features. Right: The same
confusion matrix, when trained on RGB information only.
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Figure 14: Classi�cation accuracy (blue) and IoU (red) ob-
tained on untrained classes averaged from 78 training ses-
sions and plotted for every 500 training iterations. Training
and validation data contained RGB images only.

rate achieved is 87.53%. Figure 14 shows the learning progress of
the trained classi�ers by plotting the accuracy and IoU metrics
obtained on the held out validation set for every 500 steps during
training. Figure 13 (right) shows the according confusion matrix,
and Table 1 lists the precision and recall measures per object type.

We repeated the tests with disabled Task 4, and with disabled
Tasks 1-3. The resulting IoU and accuracy curves are shown in
Figure 15. Training on all 4 Tasks converges faster and to a lower
error than training on fewer. Table 2 provides the convergence
points and average accuracy after convergence. We observe that
adding the vector spread metric does not in�uence the reached
accuracy in a signi�cant manner, but, compared to training only
on Tasks 1-3, reduces the iterations to convergence by 22.22%.

To evaluate the performance of the network when re-trained
with all the available information, we repeated the network training
with no classes withheld and instead splitting the dataset into a
training and evaluation set at the ratio of 4 to 1. Figure 16 shows the
rapid learning of the network, achieving peak performance of 94%
correct classi�cation after as few as 4,000 iterations. The pickup rate
for correctly identi�ed objects is estimated to be 97.77%. This clearly



Table 1: Precision and Recalls trained on RGB

Object class Precision Recall

Axis 0.78 0.65
Bearing 0.78 0.75
Bearing Box 0.74 0.80
Distance Tube 0.92 0.49
F20_20_B 0.73 0.75
F20_20_G 0.75 0.78
M20 0.73 0.70
M20_100 0.68 0.75
M30 0.70 0.68
Motor 0.69 0.79
R20 0.66 0.65
S40_40_B 0.61 0.78
S40_40_G 0.78 0.91

Table 2: Multi-task learning e�ect

Tasks Trained Iterations to converge Avg. Accuracy

Only IoU 10,500 72.40%
Tasks 1-3 9,000 75.31%
Tasks 1-4 7,000 75.47%
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Figure 15: Accuracy and IoU on the evaluation set during
training for three training con�gurations. Blue: All 4 Tasks
identi�ed are trained. Red: Tasks 1-3 were trained. Green:
Only IoU was trained. The top three charts indicate accura-
cies, the lower charts IoU.

shows the advantage of re-training over one-shot segmentation,
and further con�rms the necessity to be able to re-train as quickly
as possible.

6 CONCLUSION
In this paper, we proposed a novel framework for one-shot ob-
ject segmentation using fully convolutional Siamese Deep Neural
Networks. We demonstrated its e�ectiveness in segmenting new
objects in industrial settings, and its rapid re-training capabilities, to
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Figure 16: Classi�cation accuracy (blue) and IoU (red) ob-
tained on known classes, plotted for every 500 training iter-
ations. Training and validation data contained RGB images
only.

replace one-shot segmentation with more accurate fully trained seg-
mentation as quickly as possible. We have shown that our approach
can successfully extrapolate how to segment unknown object types
based on training and evaluating it on di�erent object classes. We
have also shown the limitations of this approach, being that it can
over�t on speci�c details prevalent in the training set. However, this
limitation can easily be overcome in an industrial setting, where
a true spanning set of object classes can be combined to form a
training set, allowing the network to robustly detect and segment
previously unknown objects based on on a single example image.

By applying multi-task learning techniques, our network can
converge after as few as 4,000 training iterations. In an industrial
setting, our approach can be used as a one-shot segmentation net-
work to pick up objects while re-training is in e�ect. After the
very short training time of 57 minutes, a 94% accurate classi�er can
pick up identi�ed objects with an estimated rate of 97.77%. Before
re-training is completed, the network can robustly operate in a
less accurate, one-shot segmentation manner, fully alleviating any
training time bottlenecks. We therefore conclude that robots in the
Factory of the Future can greatly bene�t from our presented one-
shot object segmentation approach, allowing them to autonomously
produce, locate, and pick novel objects without human supervision.

Our future work will extend the one-shot segmentation to a few-
shot segmentation approach, in which multiple shots of the same
prototype object are provided. Other research [30] has shown that
object identi�cation can greatly bene�t from this transition. Fur-
ther future work includes extending the RoboCup@Work dataset
with arbitrary backgrounds and decoy objects, and providing full
segmentation data. As this will provide an even better Factory of
the Future approximation, our approach will be re-evaluated on the
extended dataset and comparable datasets such as T-LESS [10].
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The Automated Inspection of Opaque Liquid Vaccines
G. Palmer 1 and B. Schnieders 1 and R. Savani 1 and K. Tuyls 1 and J. Fossel and H. Flore 2

Abstract. In the pharmaceutical industry the screening of opaque
vaccines containing suspensions is currently a manual task carried
out by trained human visual inspectors. We show that deep learning
can be used to effectively automate this process. A moving contrast
is required to distinguish anomalies from other particles, reflections
and dust resting on a vial’s surface. We train 3D-ConvNets to predict
the likelihood of 20-frame video samples containing anomalies. Our
unaugmented dataset consists of hand-labelled samples, recorded us-
ing vials provided by the HAL Allergy Group, a pharmaceutical
company. We trained ten randomly initialized 3D-ConvNets to pro-
vide a benchmark, observing mean AUC scores of 0.94 and 0.93
for positive samples (containing anomalies) and negative (anomaly-
free) samples, respectively. Using Frame-Completion Generative
Adversarial Networks we: (i) introduce an algorithm for comput-
ing saliency maps, which we use to verify that the 3D-ConvNets
are indeed identifying anomalies; (ii) propose a novel self-training
approach using the saliency maps to determine if multiple networks
agree on the location of anomalies. Our self-training approach allows
us to augment our data set by labelling 217,888 additional samples.
3D-ConvNets trained with our augmented dataset improve on the re-
sults we get when we train only on the unaugmented dataset.

1 Introduction
One of the challenges faced within the pharmaceutical industry is
the screening of liquid vaccines (also referred to as suspensions). A
visual inspection process is required to ensure that opaque suspen-
sions are free of undesirable particles, since aggregates are believed
to cause unwanted immunogenic responses [3, 18, 24]. Screening
suspensions is currently a manual task carried out by trained human
visual inspectors. The inspection process requires the content of each
vial to be shaken up in order to identify anomalies, which are fre-
quently only visible for an instant3. Human inspectors must remain
focused while processing large batches of vials. Therefore, while
manual inspection is effective, an automated approach offers signif-
icant potential towards a reliable cost-effective inspection. An auto-
mated solution could prove invaluable during an epidemic, allowing
pharmaceutical companies to increase the production rate of vaccines
containing suspensions without having to make a compromise re-
garding product integrity. In contrast, recruiting and training new vi-
sual inspectors would delay the role-out of much needed medicines.

In recent years there have been significant advances within the
field of automated image and video classification, with deep learn-
ing techniques utilizing Convolutional Neural Networks (ConvNets)
setting new standards. In this paper we show that deep learning can

1 Univserity of Liverpool, UK, contact author: G.J.Palmer@liverpool.ac.uk
2 HAL Allergy Group, Netherlands.
3 The challenging nature of the task can be seen in the following video:
https://youtu.be/S1IapmRl9H0

be used to detect non-desirable particles within vaccines consisting
of an opaque liquid. To our knowledge we are the first to apply deep
learning to the automated inspection of opaque liquid vaccines. Our
contributions can be summarized as follows:
1) We outline our process for constructing a video dataset using vac-
cines supplied by the HAL Allergy Group. We built an automated
vial rotator (AVR) for inducing the moving contrast necessary to
identify anomalies [20]. However, recordings suffer from motion blur
over the first 20 – 40 frames due to particles moving at a high velocity
after the vial is spun (See Fig. 3). Due to motion blur good particles
within the vials can appear elongated, making them hard to distin-
guish from anomalies. To evaluate the extent to which motion blur
affects classification accuracy we split recorded samples into seg-
ments consisting of 20 frames. We hand-labelled the segments based
on the presence of anomalies, enabling us to construct a dataset of
14k training and 6k evaluation samples, derived from 160 vials.
2) We empirically evaluate the ability of 3D-ConvNets [11] to detect
anomalies using our initial dataset, observing average AUC (Area
Under the ROC Curve) scores of 0.94 and 0.93 for positive samples
(containing anomalies) and negative (anomaly-free) samples, respec-
tively. We also find evidence that excluding samples with motion blur
improves classification accuracy.
3) We introduce an algorithm for computing saliency maps to ver-
ify that predictions are based on the presence of anomalies. For this
we use Frame-Completion Generative Adversarial Networks (FC-
GANs) [10] to identify frame regions that impact predictions. We
conduct a qualitative evaluation of the saliency maps, finding predic-
tions are predominately relying on the correct input features.
4) Due to the small number of training samples the 3D-ConvNets be-
gin to over-fit after only 100 epochs. To address this issue we use self-
training (bootstrapping) for augmenting our dataset [29], incorporat-
ing the FC-GAN-based saliency maps into a multi-classifier voting
system to automatically label additional training samples. Upon op-
timizing 3D-ConvNets using the additional samples we observe im-
proved AUC scores of 0.96 for both positive and negative evaluation
samples.

The remainder of the paper proceeds as follows: first we discuss
the visual particle inspection challenge and the relevant background
literature (Section 2). We subsequently outline our dataset construc-
tion process (Section 3) and benchmark the ability of 3D-ConvNets
to detect anomalies in suspensions (Section 4). In Section 5 we in-
troduce FC-GANs as a means to produce saliency maps, which serve
a double purpose: (i) we use the saliency maps to verify that pre-
dictions are based on the presence of anomalies; (ii) we propose a
novel self-training technique that incorporates the saliency maps into
a multi-classifier voting system. We find that networks trained using
the augmented self-training dataset outperform 3D-ConvNets trained
with the unaugmented dataset (Section 6). We consider future work
in Section 7, before concluding the paper in Section 8.



2 Background
In this section we first summarize the challenges of visually inspect-
ing opaque liquid vaccines containing suspensions, before discussing
the techniques drawn upon to overcome them.

2.1 Visual Particle Inspection Challenges
Correct lighting conditions are a prerequisite for identifying anoma-
lies within liquid vaccines, since, due to a lack of contrast, their
identification under natural lighting conditions is currently infeasi-
ble for human or automated visual inspection. A light intensity must
be found that is sufficient for illuminating the vial while provid-
ing a moving contrast to identify the smallest particles [20]. To ob-
tain a moving contrast human inspectors shake the vials to induce a
swirl during manual inspections. Automated approaches meanwhile,
such as the semi-automatic Seidenader V90+ inspection machine,
use servo motors to stir up particles inside the vials. However, this
approach has a side-effect of creating bubbles within the liquid. Fur-
thermore, light reflections and dust particles resting on the outer sur-
face of the vials can often be mistaken for anomalies within the liq-
uid [20]. Opaque suspensions further increase the task difficulty by
obscuring anomalies, which as a result are frequently only briefly
visible. Figure 1 depicts some of these challenges.

2.2 Convolutional Neural Networks
Convolutional neural networks (ConvNets) represent the current state
of the art for image classification tasks [9, 7]. ConvNet’s strength
lies in their large learning capacity, which can be adjusted through
changing the network’s depth and breadth [15]. Furthermore, Con-
vNets take advantage of assumptions regarding the location of pixel
dependencies within images, reducing the number of weighted con-
nections compared to a fully-connected neural network [15]. Tradi-
tional ConvNet architectures consist of multiple linear convolution
and pooling layers stacked up on top of each other followed by fully
connected layers preceding the classification layer [25]. The convolu-
tional layers are banks of filters which are convoluted with an input
to produce an output map [10]. A non-linear activation function is
subsequently applied to the output map such as the Rectified Linear
Unit (ReLU) [17].

2.3 Video Classification
The moving contrast required for detecting anomalies means net-
works must be able to process a temporal dimension. Two methods
for coping with this additional dimension are Long Short-Term Mem-
ory (LSTM) cells for an arbitrary length history [8] and 3D-ConvNets
using three dimensional convolutional layers [11]. The filter size
within each convolutional layer is therefore set to a defined height
H , width W , color channel size C and length T : H ⇥W ⇥C ⇥ T .
Therefore T represents the filter’s length along the temporal dimen-
sion [11, 13]. In this paper, we use 3D-ConvNets.

2.4 Greying the Black-Box
Despite being a black-box based technique, deep learning models
are increasingly deployed in safety-critical systems [19]. While mis-
classification of edge cases cannot be ruled out, there have been ef-
forts to “grey out the black-box”. DeepXplore for instance systemat-
ically evaluates deep learning architectures, using a neuron coverage

metric to measure the number of rules that are exercised by a set of
network inputs, thereby identifying erroneous behaviours [19]. Alter-
natively, saliency maps can be computed to identify salient features
within network inputs, using either gradient or perturbation-based
saliency methods [6]. In Section 5 we use saliency maps to verify that
3D-ConvNets are identifying anomalies within the vials. However,
unlike Greydanus et al. [6] we replace sub-regions in the input frames
with a realistic anomaly free content to find the regions with the
biggest impact on the prediction. We create the replacement anomaly
free content with a Generative Adversarial Network (GAN) [5].

(a) Reflection (b) Bubbles

(c) Dust Particles (d) Dust Particle

Figure 1: Yellow arrows point to anomalies within the liquid
vaccines, red arrows point to the labelled entity.

2.5 Generative Adversarial Networks
Goodfellow et al. [5] proposed GANs for capturing the distribution
of a dataset. GANs consist of two adversarial networks: a generative
model G and a discriminator D. The networks play a game where D
is trained to distinguish dataset samples from those originating from
G, while G learns to maximize the probability of fooling D. The dis-
criminator’s loss is used to guide the optimization of G. GANs have
been used to capture the distribution of a number of dataset types,
including images [16], videos [16, 26], text [4], 3D models [27] and
even pharmaceutical drugs [12]. Furthermore GANs deliver impres-
sive results when tasked with completing an image with a masked
area. Iizuka et al. [10] trained an image completion network tasked
with fooling two discriminators: a local discriminator focusing on
the output produced for the masked area, and a global discriminator
that processed the entire image. The resulting generator is capable of
removing objects within an image, replacing the extraction area with



realistic content. We want to achieve a similar outcome within our
vial samples in order to predict the location of the anomalies within
our vials, which we discuss in more detail in Section 5.

2.6 Self-Training
Self-training was introduced by David Yarowsky [29] as a method for
word-sense disambiguation, where an initial classifier is trained us-
ing only a small set of labelled samples. The learned rules are used to
assign labels to unlabelled samples, allowing a fresh classifier to be
trained using a larger dataset. This bootstrapping approach is useful
for tasks where gathering large amounts of labelled data is infeasi-
ble due to the cost associated with hand-labelling samples [1]. How-
ever, automatic labelling requires considerations regarding reducing
the impact of noisy labels resulting from mis-classification [28]. A
multi-classifier voting system with a defined level of strictness can
reduce the number of noisy labels [21]. For our current task we also
have an insufficient number of labelled samples, despite investing a
considerable amount of time into the dataset construction process de-
scribed below. In Section 6 we use self-training to address this issue.

3 Dataset Construction
In this section we describe how we recorded and labelled our dataset.
Equipment: The HAL Allergy Group provided the 160 vials of
product type P02U40 that we used for recording our dataset, and
financed an AlliedVision MANTA G-235B POE monochrome net-
work camera and a CCS TH2-51/51-SW Compact homogenous LED
back-light. We implemented an Arduino controlled Automated Vial
Rotator (AVR) to ensure that the recordings are standardised. Using
a Brushless Motor Emax MT2213 935Kv our AVR is capable of in-
ducing a swirl inside a vial to stir up the contents. Inspections of
upright standing containers have been shown to have poor detection
rates [20]. We therefore added a servo for adjusting the inspection
angle and thereby increasing the recorded surface area. Furthermore,
this addition allows us to take full advantage of the LED back-light
to narrow the camera’s aperture sufficiently and increase the depth
of focus. While our current AVR is not intended for a pharmaceuti-
cal production workflow (for which efficient conveyor belt solutions
already exists), it does provided a means through which to record
a dataset within the setting of our research institution. We provide
photos of our AVR in Figure 2.

(a) (b)

Figure 2: Photos of the Automated Vial Rotator

Motion Blur: One of the challenges regarding tuning the camera
prior to recording the vials, was to find a depth of field that provides
a sharp focus for all the particles within the suspensions. This means

that the aperture size has to be narrowed to enable a sufficiently deep
depth of field. A smaller aperture requires longer shutter speeds in
order for sufficient light to reach the camera’s sensor. Despite in-
creasing the light emitted by our strobe to the maximum setting, we
are only able to record using 25 fps, and as a result the initial 20 – 40
frames from each recording suffer from motion blur (Examples are
provided in Figure 3). Therefore, due to particles’ increased velocity
after the vial is rotated using the motor, even good particles appear
elongated during the initial frames of each recording.

(a) (b)

Figure 3: Two examples of frames suffering from motion blur.
Arrows point to anomalies within the vials.

Recording process: Prior to recording our dataset the vials were split
into three categories based on the difficulty involved in manually lo-
cating anomalies: 66 Anomaly Free (AF), 43 Easy Rejects (ER) and
51 Challenging Rejects (CR). From each category 20 vials were set
aside for recording an evaluation set. We subsequently recorded 2000
training and 1000 evaluation videos per category. We were uncertain
of the impact repeated exposure to the AVR’s forces would have on
the integrity of each vial’s content. Therefore each vial was visu-
ally inspected prior to being recorded, to ensure it still belonged to
the designated category. Upon completing the recording process we
applied a pre-processing script to our recordings, using background
subtraction to establish the active region with regards to floating par-
ticles within each frame. This allowed us to discard static particle free
areas of each recording, where anomalies are unlikely to occur. We
subsequently down-sampled and cropped each sample’s 160 frames
to a 100⇥ 100 pixel region based on the upper left most active pixel
coordinate.
Labelling: We conducted an initial trial run upon completing the
steps outlined above, with limited success. We believe there are two
reasons why the 3D-ConvNets struggle to learn to detect anomalies
directly from the 160-frame sequences:

1. despite our efforts dust particles frequently attached themselves
to the vials, representing a potential confounding factor given the
limited sample size;

2. we hypothesize that our classifiers are sensitive towards the veloc-
ity of the particles within the liquid, i.e., that excluding samples
suffering from motion blur will improve the overall classification
accuracy.

To test this hypothesis we hand-labelled 14,000 training samples
( 12 AF, the other 1

2 ER & CR) consisting of 20-frame sequences,
plus an additional 6000 samples from our evaluation recordings
( 13 ER, 1

3 CR, 1
3 AF). Extracting 20-frame sequences from 160-

frame recordings allows frames belonging to the same vial to be



distributed across both positive (containing anomalies) and negative
(anomaly-free) labels when the anomaly is only visible within a sub-
set of frames. We assign one video level label – positive or negative
– to each 20-frame sequence extracted from the 160-frame record-
ing. Each 20-frame sequence is treated as an independent sample,
where an anomaly appearing in 1 out 20 frames is a sufficient condi-
tion to label the 20-frame sequence as positive. This additional step
reduces the likelihood of the networks learning to classify based on
confounding factors such as dust particles, bubbles within the liquid
and reflections. However, we note that in practice the classifications
from each 20-frame sample extracted from a recording could be ag-
gregated, with one 20-frame sample receiving a positive classifica-
tion being sufficient to reject a vial.

4 Evaluation of 3D-ConvNets
Upon completing the manual labelling process we train ten randomly
initialized 3D-ConvNets on our dataset. Each network receives sam-
ples consisting of 100⇥100⇥20 pixel values as inputs. The networks
consist of four 3D convolutional layers with 32, 64, 64 and 128 fil-
ters, a fully-connected layer with 1024 nodes and finally a Sigmoid
output layer. Adam [14] is used to minimize the cross entropy loss
Hy0(y) = �

P2
i=1 y

0
ilog(yi), where yi represents the prediction, y0

i

the true data label, and there are two classes, i = 1, 2.
We achieve a mean (across the 10 trained) prediction accuracy of

85%. However, a closer look at the accuracy and loss conditioned on
the frame-range during which the sample was extracted reveals inter-
esting insights. We observe that due to motion blur predictions made
for frames extracted between time-steps 0 and 20 are generally poor
(78.6%). Meanwhile, for positive samples (ER & CR) the highest ac-
curacy / lowest loss is observed between time-steps 40 to 100, with
89.6% accuracy for ER and 82.2% for CR. For negative (anomaly
free) samples we observe an increase in correct classifications and
lower losses in frames with less movement. However, 88.7% is the
highest percentage of correct predictions across all evaluation sets,
achieved between frames 80 and 100. Therefore, sufficient motion is
required to distinguish anomalies from confounding factors. These
findings support our hypothesis from Section 3, that classification
accuracy is dependent on the velocity of the particles. Therefore, our
models are able to more accurately classify samples not suffering
from motion blur, where mis-classification can occur as a result of
good particles appearing elongated. We illustrate the average loss
scores for frame ranges in Table 3 in Section 6, where we compare
the performance of our initial classifiers with those optimised via
self-training.

5 FC-GANs based Saliency Maps
To verify that the classifiers discussed in Section 4 are detecting the
anomalies found within the ER and CR evaluation sets we compute
saliency maps using Frame-Completion GANs (FC-GANs). In this
section we first discuss the implementation and training of the FC-
GANs, before outlining our algorithm for computing the saliency
maps. This is followed by a qualitative analysis of our saliency maps.
In Section 6 we incorporate the FC-GAN-based saliency maps into a
multi-classifier voting system to automatically label additional train-
ing samples.

5.1 Frame-Completion GANs Training
As discussed in Section 2 we are using FC-GANs inspired by the
image completion GANs from [10] to compute our saliency maps.

We train the FC-GANs using only AF samples, meaning the filled in
region is unlikely to contain anomalies. The generator receives the
samples with masked frames as input. During training the location
and dimensions of the mask are randomly selected. The inputs are
subsequently processed by a fully convolutional network, trained to
complete the masked region.

5.2 Computing Saliency Maps
We compute our saliency maps by applying a sliding mask to an in-
put sample, using a trained FC-GANs generator to obtain completed
frames. At each location we compute the absolute difference from the
original prediction, allowing us to identify salient regions. Therefore,
given a trained classifier C and a generator G, we compute a saliency
map as follows for a sample X . First C will predict the probability
p that X contains an anomaly. Subsequently we compute a saliency
map S by sliding a h⇥w-pixel mask over the input frames, using G
to complete the blanked out region, feeding the completed frames to
C, and observing the absolute difference between the probability p0

and p. The difference is added to corresponding saliency map cells
that were masked within the input. Finally, a matrix M is maintained
to compute the number of times each cell within the saliency map is
updated, which is used to obtain the average saliency score for each
cell, as outlined in Algorithm 1.

Algorithm 1 Computing a saliency map

1: Input: Classifier C, Generator G, Mask h⇥ w, Sample X
2: Init: Saliency map S, Counter matrix M , Stride ⌘
3: p C(X)
4: for x = 1, x = x+ ⌘, while x+ w < width(X) do
5: for y = 1, y = y + ⌘, while y + h < height(X) do
6: Y = G((X[x : x+ w, y : y + h] = 0))
7: S[x : x+ w, y : y + h] += |C(Y )� p|
8: M [x : x+ w, y : y + h] += 1
9: end for

10: end for
11: Return S ↵M

5.3 Saliency Map Evaluation
As depicted in Table 1, FC-GANs offer a means through which to
remove anomalies and replacing the masked area with the type of
suspensions one would expect in the evaluated product. Furthermore,
adding the saliency map as a separate color channel to the original
frames allows us to visualize the salient features within the input im-
ages and gain interesting insights, as depicted in Table 2. First we
observe that in frames with sufficient movement the classifier’s pre-
dictions appear to be based on the bad particles, which can be dis-
tinguished from reflections, dust particles and the edges of the vials.
Furthermore, through the saliency maps we can gain insights regard-
ing the trajectory of anomalies that travel large distances, and they
allow us to confirm that the classifiers are capable of distinguishing
small aggregates from suspensions. Through the saliency maps we
can verify that 3D-ConvNets are able to identity anomalies of dif-
ferent shapes and sizes irrespective of location 4. Saliency maps are
therefore a first step towards providing a valuable tool to help visual
inspectors interpret decisions made by the classifiers.

4 We provide an anonymous link to a video of our saliency maps: https:
//youtu.be/S1IapmRl9H0



Time-step: 1 2 3 4 5 6 7 8 9 10

Ground
Truth:

FC-GANs
Example
Input:

FC-GANs
Example
Output:

Saliency:

Table 1: Row 1 depicts a 10 frame sequence with an aggregate floating in the top left corner. FC-GANs are used to obscure the aggregate in
frames 4 to 10 (Rows 2 and 3). By repeating this process and sliding the mask across the frames, we can compute the absolute differences in

predictions, and are thereby able to compute a saliency matrix, which we subsequently apply to the ground truth frames (row 4).

6 Self-training

Despite being trained with the same dataset, upon plotting the pre-
dictions of each classifier for ER and CR evaluation samples in a
heatmap (Figure 4), we observe that the classifiers often disagree.
Therefore initializing each network using a unique seed value and
stochastic sampling are a sufficient condition for convergence upon
different optima. We observe that networks having different strengths
can enable the construction of a diverse dataset during automatic
labelling. We assign positive (containing anomalies) and negative
(anomaly-free) labels using strict and lenient voting conditions, re-
spectively, with the following intuition:

1. We observe a sample is likely to be anomaly free when classified
as negative under strict voting conditions, where a positive pre-
diction is triggered when a small subset of classifiers believe there
is an anomaly.

2. For positive vials we observe that false-positives can be minimized
under lenient voting conditions, where a subset of classifiers must
agree both on the likelihood of a sample containing an anomaly
and the location.

We use the FC-GANs based saliency maps to measure the level
of agreement between classifiers under lenient voting conditions. A
positive label is assigned to samples only when n > 1 classifiers
predict with above 0.8 certainty that a vial is positive, and with a
median pairwise L2 distance between saliency maps that is less than
20.0. We chose these values by applying the lenient voting condition
to a set of samples derived from anomaly free vials that were previ-
ously not included in the training or evaluation sets. This allows us to
keep the number of false-positives to 4.5%, while assigning positive
labels to 108, 944 (35.45% of) unlabelled samples. We subsequently
use the strict labelling condition to obtain an additional 108, 944 neg-
ative samples. We note that prior to automatically assigning labels we
exclude samples from the less indicative frame ranges, only keeping
sequences starting at 40  t  100. We subsequently augment our
dataset, adding 217, 888 self-training samples to our 14,000 hand-
labelled samples, and train an additional ten randomly initialized 3D-
ConvNets.

Figure 4: The heatmap above illustrates that the classifiers often
disagree regarding a vial’s status, with darker areas indicating that

samples received a higher positive prediction.

The ConvNets optimized with the self-training dataset signifi-
cantly outperform those using only hand-labelled samples, as evident
from the time-series plots depicted in the first row of Table 3. Fur-
thermore, the frame range plots illustrating the mean cross entropy
loss in the second row show a decrease in error across all evaluation
sets. This translates to an increase in prediction accuracy for chal-
lenging rejects, achieving 85.1% between frame range 40 to 100.
Furthermore, the overall accuracy for evaluation sets of 88.7% be-
tween frames 80 and 100 increases to 90.5%. Finally, we compute the
AUROC for both approaches using samples between frame ranges
40 and 120. Self-training achieves an AUC of 0.96 for positive and
negative samples, compared to 0.94 and 0.93 when only using the
hand-labelled dataset (see Figure 5). This evidence supports that dis-
agreeing classifiers can be used under strict and lenient classification
conditions, to automatically label and add samples to a dataset while
providing sufficient sample variance for learning improved models.



Time-step: 1 3 5 7 9 11 13 15 17 19

Example 1:

Example 2:

Example 3:

Example 4:

Table 2: For each example the red areas illustrate the saliency (bottom row) for the inputs (top row). Examples 1 & 2 depict the trajectory of
two aggregates. Example 3 shows the maps can be used to verify that classifications are not based on confounding factors such as reflections

(bottom left) and edges (upper left). In Example 4 we see the network can distinguish a small aggregate from a suspension.

Eval. Set: All Anomaly Free (AF) Easy Rejects (ER) Challenging Rejects

Accuracy:

Frame Range
Loss Comparis-
son:

Table 3: In the first row we depict the average accuracy achieved for each evaluation set. We observe that classifiers optimized with the
self-training dataset outperforms those trained with the smaller hand-labelled set. In the second row we provide a breakdown of the average

loss according to the frame range during which the evaluation sample was extracted.



(a) Positive Samples

(b) Negative Samples

Figure 5: ROC Plots

7 Future Work
We have successfully demonstrated the potential of deep learning for
the automated inspection of liquid vaccines and are currently work-
ing with HAL and other partners to develop this into a commercial
solution. As evident from our self-training experiment in Section 6,
the 3D-ConvNets can benefit from using a richer dataset for opti-
mization, ideally using samples derived from a diverse set of vials
via a multi-camera conveyor belt system. Other interesting avenues
for future research include:

• Robotics research suggests that additional sensory input obtained
from being able to manipulate an object via interactive perception
can lead to improved classification [2]. We are therefore investi-
gating the feasibility of handing over manual control of the vials
to an agent that can determine the inspection pose, regions of in-
terest and vial angle, while also being able to re-sample a vial if
sampling leads to an uncertain prediction. We note that human vi-
sual inspectors often use the option of re-examining a vial.

• In the interest of reducing training times and gathering multiple-
runs we down-sampled our frames during pre-processing. How-
ever, arguably some useful details are lost during this step, and
it would be reasonable to expect a further improvement in accu-
racy if the classifiers were to be trained using larger frames. An
increase in detail should help with the detection of smaller bound-
ary samples, where even human inspectors reach their limit.

• For the experiments outlined in Section 6 we trained a new set
of randomly initialized classifiers using our self-training dataset.
However, we observe that re-training a set of pre-trained networks
using a larger dataset could reduce the amount of time required
to achieve convergence. Indeed, limiting the amount of training
time that deep learning architectures require and reducing delays
to the production work flow is critical within an industrial set-
ting [22, 23]. Therefore, evaluating to what extent optimizing pre-
trained networks can enable a faster convergence in this context,
without having to compromise on accuracy, represents an impor-
tant avenue for future work in this area.

• Since this technology will be a component of a critical system
we shall look further into verification and interpretability, building
on our work for computing saliency maps to help interpret the
decisions made by classifiers.

• While this paper focuses on suspensions, we are currently look-
ing to obtain datasets to evaluate the general applicability of the
techniques discussed towards other formats, e.g., clear solutions.

8 Conclusion
We have provided evidence that deep learning can be used to auto-
mate the process of visually inspecting liquid pharmaceutical vac-
cines containing suspensions. To our knowledge we are the first to
apply deep learning to the automated inspection of opaque liquid
vaccines. While our work shows the benefits of training classifiers
using an augmented dataset obtained via a novel self-training ap-
proach, we also provide a comparison against human judgement,
namely the ground truth labelling. Here it is worth noting that despite
deep learning being widely used in the fields of computer vision and
biological image processing, the trained networks rarely match hu-
man performance (which in our case would mean 100% accuracy).
However, while the performance and availability of human inspec-
tors may vary, e.g., due to tiredness, sickness, vacations, etc, auto-
mated systems can operate indefinitely while delivering consistent,
competitive performance that almost matches humans.

To summarize our contributions:
1) We outline a process for recording a video dataset of liquid vaccine
samples containing suspension. We use a hand built automated vial
rotator (AVR) to standardise the recording of liquid vaccines supplied
by the HAL Allergy Group and obtain recordings for our dataset. To
improve the quality of our dataset we manually labelled 14,000 train-
ing and 6,000 evaluation samples, with each sample consisting of 20
frames of 100⇥ 100 pixels.
2) Using this dataset we train ten randomly initialized 3D-ConvNets,
where upon computing the AUROC we observe AUC scores of 0.94
and 0.93 for positive (anomaly containing) and negative (anomaly-
free) samples, respectively.
3) We introduce an algorithm which uses Frame-Completion GANs
to identify salient regions within inputs, and subsequently use this
method to verify that the classifiers are learning to identify anoma-
lies within the vials.
4) Given the small size of our dataset, we use self-training, auto-
matically label 217, 888 20-frame samples. To reduce the likelihood
of noisy labels we use a voting system that also makes use of the
FC-GANs based saliency maps to determine when classifiers are in
agreement regarding an anomaly’s location. Classifiers trained with
the augmented dataset achieve AUC scores of 0.96 for both posi-
tive and negative samples, improving on the benchmarks set by 3D-
ConvNets using our unaugmented dataset (See Table 3 and Figure 5).
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