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Abstract. We propose an end-to-end deep learning method combining implicit feature extraction and an autoregressive model to predict the future course of a disease or condition. By merging the feature extraction and autoregression into one deep learning model, we can simultaneously train both models together. Our novel approach begins by fine-tuning a pretrained convolutional neural network to extract features from previously obtained images of patients. A trainable autoregression mechanism then predicts the features of the future image and a fully connected layer gives a prognosis based on the predicted features. We utilize a novel time interval scaling, allowing the model to account for uneven time intervals and allowing us to choose the final time point that we wish to predict. Experiments on the Age-Related Eye Disease Study give a testing area under the receiver operating characteristic curve, sensitivity, and specificity of 0.966 (95% CI: 0.947, 0.984), 0.878 (95% CI: 0.810, 0.945), and
0.930 (95% CI: 0.914, 0.947), respectively.
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Introduction
Prognostic models have been developed in various fields to predict the future outcome of disease [29]. These models are a vital component of personalized medicine, allowing clinicians to prepare treatments and to allocate resources accordingly. Most developed prognostic models use traditional statistics, which often rely on features or variables being known and obtainable; this is not always the case in imaging data. More recently, deep learning has allowed automated feature extraction, avoiding the necessity to extract those features ourselves [3,27]. Models that utilize deep learning in prognostic models based on images fall into two main categories; explicit feature extraction and implicit feature extraction. The explicit feature extraction methods utilize deep learning to extract known features automatically, saving considerable time. The extracted features can then be used in a traditional statistical model such as logistic regression or linear mixed-effects model in the case of longitudinal images. However, training automatic feature extraction algorithms require expertly annotated images and assume that we know which features to extract. Previously, these explicit feature extraction and classification algorithms have been trained in two steps, meaning that the classification error cannot be backpropagated to the feature extraction. Implicit feature extraction methods feed a single image, usually the last available image, into a convolutional neural network (CNN) and return a probability of progression. These methods allow the network to extract features implicitly. Previously, this approach has not considered multiple longitudinal images and possibly neglects important temporal patterns.
Here, we propose a method combining both implicit feature extraction and an autoregressive model into a single deep learning framework, allowing both parts to be trained simultaneously. In traditional statistics, the time series parameters must be estimated using a method such as ordinary least squares; however, in our method, we use deep learning to learn the parameters. A window function is employed to allow for more uneven time intervals. The proposed method requires no prior annotations and can be used on multiple longitudinal images.
Related work
Currently, there exist two main approaches to developing deep learning prognostic models using images. Explicit feature extraction combined with a statistical model and implicit feature extraction in an end-to-end model.
Autoregression
It is essential to highlight the difference in our work compared to previous deep learning models using autoregression. Autoregression has previously been used in deep learning in a different form for density estimation [32] or as a skip mechanism between hidden layers in generative autoencoders [15]. These models are autoregressive in the sense that each output from the previous layer is used as additional inputs in the next layer. In our model, autoregression acts as a layer on its own at the end of the network to predict the future feature vector in a sequence of images.
Explicit feature extraction
One approach to developing a prognostic model is first to extract the features, either manually or with an automatic algorithm, and then to use these features as variables in a traditional statistical model.
The field of ophthalmology, in particular, has several models taking this approach, using Optical Coherence Tomography (OCT) [18]. OCT is an imaging technique similar to ultrasound, using light instead of sound. Due to the easy identification of individual retinal layers in OCT, retinal layers can be accurately segmented and features, such as volumes, calculated. One of the first such models proposed by de Sisternes et al. [27] used a deep learning algorithm to extract area, volume, height, and reflectivity of drusen from OCT images before a statistical model predicts the future onset of age-related macular degeneration (AMD) based on those features. Banerjee et al. [6] followed the same feature extraction approach, replacing the statistical model with a Recurrent Neural Network (RNN); they found that this method provided improved performance over a random forest classifier.
There are also several prognostic models developed with this approach in neurology and cardiology. Hilario et al. [17] developed a Cox proportional hazards model [11] to predict the progression of diffuse gliomas based on features automatically extracted by commercial software. Arenja et al. [4] also used commercial software to extract features to assess the prognostic value of magnetic resonance imaging in predicting the outcome of patients with heart disease.
While these models often achieve high predictive performance, they all rely on a feature extraction algorithm. These algorithms require a large amount of training data, labeled by experienced experts, which is expensive to produce and not always possible if features are unknown or difficult to quantify. By using two separate models for feature extraction and prediction, the feature extraction network is disconnected from the final classification, meaning the error cannot be backpropagated to improve feature extraction.
Implicit feature extraction
An alternative to the feature extraction and statistical model method is to use an end-to-end deep learning model. These models combine implicit feature extraction, with a convolutional neural network and classification, with a fully connected layer, into a single model, meaning we no longer need to label the features during training. Usually, the last available image is used as input into these models to predict the future outcome.
As with the previous approach, there are many developed models using this approach in the field of ophthalmology. Yan et al. [36] used InceptionV3 [30], pretrained on Imagenet [26], and combined the feature vector with genotype and phenotype data to be classified with a fully connected layer. Grassman et al. [14] combined six deep learning networks in a random forest ensemble method; they achieved improved results over any of the networks alone. This model classified patients into 13 separate groups, nine risk of advanced AMD groups, three advanced AMD groups, and one ungradable group. Arcadu et al. [3] utilized multiple color fundus fields to predict diabetic retinopathy progression. A separate Inception V3 network [30] was fit to each field of the retina, and a prediction of progression was produced. The final overall prediction was made using a random forest classifier. Many of these fields are not routinely photographed, making this suitable for some applications only.
This approach has also been applied to neurology. Choi et al. [9] used a 3D CNN to predict conversion to Alzheimer’s disease from MRI scans. The CNN method provided increased performance over a voxel-wise feature extraction and support vector machine method, suggesting this approach is preferable to using feature extraction.
More recently, methods able to deal with longitudinal data have been proposed [7]; these enable the network to better model the progression of the disease.
Here, we propose a longitudinal method using vector autoregression (VAR) to predict what the future features may be.
Method
The proposed model is unique in utilizing a time series model to predict what the future extracted features may be using the previous features; the problem then becomes a simple classification. The features used are implicit and extracted using a CNN.
Given previous images I1,I2,...,In at time points t1,t2,...,tn, we aim to predict the diagnosis yn+1 of some future image In at time tn+1. We also aim to account for uneven time intervals, where ti+1-ti = tj+1 −tj does not necessarily hold.
Overall framework
While previous models aim to predict the future outcome, our model instead aims to predict the future features, which are then classified as progressing or non-progressing. We first fine-tune a pretrained CNN on each image at each time point; this results in a feature vector at each time point. The feature vectors are then multiplied by an interval scaling, which weights images closer to the outcome time as being more informative. We predict the future feature vector using a vector autoregressive model with trainable parameters. Finally, the predicted feature vector is classified with a fully connected layer. Each of these stages is trained in a single deep learning model, such that the classification error is backpropagated to improve the implicit feature extraction. This framework is displayed in Figure 1.
CNN
We begin reducing each image at each time point image to a single vector representation. For this, we utilize a convolutional neural network (CNN). In our work, we chose InceptionV3 [30], pretrained on Imagenet [26] followed by global average pooling, as this network has been used by previous single time point methods and obtained excellent results [3,5,36]; however, our method may use any CNN of choice. InceptionV3 improves upon previous inception networks with factorized convolutions and heavy regularization to produce an accurate yet computationally efficient network. Previous experiments show excellent classification performance with a low receptive field resolution, suggesting the network is suitable for images with small objects such as those encountered in medical imaging.
The CNN will reduce each image to a feature vector xi of length F; these vectors can be treated as extracted features that the algorithm finds useful in making the final classification.
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Fig.1. Framework of the proposed method. The method takes images from multiple time points and extracts a feature vector for each image using a CNN. A future feature vector is then predicted using a Vector Autoregressive (VAR) model. An interval scaling is applied to account for uneven time points. Finally, a dense fully connected, with sigmoid activation, returns the predicted probability of progression. In this example, images of Age-Related Macular Degeneration are shown; however, any disease and imaging modality may be used.
Time series
To predict the future feature vector xn+1 at time tn+1, we use time series analysis. Time series theory assumes that each feature is influenced by some random mechanism and is correlated with features at other time points. With these assumptions, we can use the previous features to predict the features of some future image. Here, we outline the time series method utilized in this paper, autoregression (AR), as well as the multivariate generalization, vector autoregression (VAR). These finite parameter models are derived as special cases of the general linear model [23].
Autoregressive models perform regression on previous values to predict the next value in the sequence. Autoregression is often used in finance and meteorology to predict stock prices and daily temperatures. The pth order autoregressive model denoted AR(p), is given by:
xn+1 = an+1 + anxn + ··· + an−pxn−p + et,
where xn is the value we wish to predict using the previous values {xi}, {ai} are parameters to be determined, and et is some stationary random noise.
VAR models extend the autoregressive model to the multivariate case by replacing the time series, {xi}, with vectors {xi} and the parameters, {ai}, with matrices {Ai}. VAR allows us to consider the relationships between features.
Traditionally the parameters {Ai} would be estimated using a method such as ordinary least squares; however, in our method, we create a trainable tensor and use deep learning to learn the parameters instead. Each feature vector, xi of length F, obtained from the previous stage, is multiplied by a trainable tensor, Ai, of shape F × F. Finally, the new feature vectors are summed along with an intercept vector a0.
Interval scaling
Often patients may miss appointments or may have their screening intervals relaxed; this can create uneven intervals between visits. These uneven time intervals are accounted for by further multiplying the feature vector by a scalar equal to:
[image: ].
This also allows us to choose at which time point we wish to predict by changing tn+1.
Therefore the final autoregressive model, combined with the interval scaling, to predict xn is given by:
x[image: ].
Classification layer
The predicted feature vector xn+1 is then classified using the standard dense, fully-connected layer within deep learning. For binary prognosis problems, such as progression/non-progression, the sigmoid activation function may be used, whereas, in multiclass prognosis, the softmax activation is used. When the sigmoid activation is used, the classification layer becomes equivalent to logistic regression.
Experiments
We demonstrate the proposed method on the Age-Related Eye Disease Study (AREDS) dataset, the most extensive study in Age-Related Macular Degeneration (AMD) [2].
As our proposed model is comprised of two novel concepts, we will consider each of them individually and then combined, to assess the contribution of each. The first model uses a single time point to predict the outcome at the next time point and does not take into account the time between the observation and the prediction; this is similar to previously used methods such as [3,5,36]; however, we do not include additional fields, stereo images, or genetic data, as this information is not routinely available. The second model uses a single time point with the proposed interval scaling method to account for the uneven time intervals. The third model uses vector autoregression (VAR) with multiple time points but does not use the interval scaling. Finally, the proposed model uses both VAR and interval scaling.
Dataset
AMD is a degenerative eye condition and a leading cause of vision loss worldwide, with a predicted prevalence of 288 million by 2040 [35]. A meta-analysis of 20072009 data estimated that there are 71,000 new cases of late AMD per year in the UK [22]. The current best treatment for AMD is a repeated course of intravitreal antibody injections. The success of treatment depends significantly on early identification and intervention [35].
AMD can be divided into two primary grades, early/intermediate and advanced [2]. Early/intermediate AMD is characterized by small- to medium-sized drusen; these are lipid deposits that form under the retina. Advanced AMD can be further divided into “dry” geographic atrophy (GA) or “wet” neovascular AMD (nAMD); it is possible to have both GA and nAMD.
Images are taken from AREDS, a longitudinal prospective study into AMD. Patients with early/intermediate AMD, between the ages of 55 and 80, were recruited and followed up to 12 years from baseline. Images were taken at time points with varying intervals. From the AREDS dataset, we extracted 4903 eyes, which had three visits displaying early/intermediate AMD and a fourth visit with either early/intermediate or advanced AMD; from these images, we aimed to predict the diagnosis at visit four using the first three images. We split the images into training (60%), validation (20%), and testing (20%) subsets; this is shown in Table 1. Example patient profiles are shown in Figure 2.
Computation
Analyses were carried out on a Linux machine running Ubuntu 18.04, with 32GB of memory and a Titan X 12GB GPU. Preprocessing and model development were carried out with Python 3.7 [33], with Keras 2.2.4 [10] and Tensorflow [1] used for deep learning. Statistical analysis of the results was conducted in R 2.4.4 [24], with the pROC [25], ReportROC [13], dca [28] and PredictABEL [20] packages..
In model development, we used the Adam optimizer [19] with an initial learning rate of 0.0001, which was reduced to one-fifth if performance did not improve after five epochs. Binary cross-entropy was used as the loss function. Early stopping was utilized with a patience of 10 epochs, and the best model was chosen according to the validation Youden’s index [37] to prevent overfitting.
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	0 years
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	Early/intermediate
	Early/intermediate	Early/intermediate
(c) Progressing to nAMD
	nAMD
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(d) Progressing to GA and nAMD
Fig.2. Sample images of (a) non-progressing patient, (b) patient progressing to geographic atrophy (GA) at time point four, (c) patient progressing to neovascular AMD (nAMD) at time point four, (d) patient progressing to both GA and nAMD at time point four.
Table 1. The data were split into training, validation, and testing.
	
	Training
	Validation
	Testing

	Progressing
	272
	91
	90

	Non-progressing
	2670
	890
	890


Preprocessing
We first cropped the images to the boundary. An automated algorithm calculated the difference between the image pixel values and the black background; this
difference map was then used to calculate the bounding box, and the image was cropped to this bounding box. All images were rescaled to 256×256 pixels, using the Lanczos resampling [31], to reduce computational requirements. Images of right eyes were flipped horizontally, such that the optic disc is located on the left-hand side of each image. Finally, pixel values were rescaled to between 0 and
1.
Metrics
We assess model performance in four areas: overall performance (Brier score [8]), discrimination (area under the receiver operating characteristic (AUC) [16], sensitivity, and specificity), reclassification (net reclassification index (NRI) [21]), and clinical usefulness (decision curve analysis (DCA) [34]).
The overall performance of the model is evaluated using the Brier score, which is defined as the mean square difference between the predicted probability and the observed outcome, with lower values indicating better performance. As the data is highly imbalanced, with only around 10% of patients progressing to AMD, we report the area under the receiver operating characteristic (AUC), as well as the optimum sensitivity and specificity, based on Youden’s index [37]. Confidence intervals are reported to show whether differences in results are statistically significant. We used De Long’s method [12] to calculate the 95% confidence intervals and De Long’s test to test for a statistically significant difference between AUCs. For sensitivity and specificity, we calculated bootstrapped 95% confidence intervals with 2000 samples. Youden’s index was used in model selection and is not reported; however, the index can be easily calculated by J = sensitivity + specificity − 1. The NRI is a measure of how well a new model reclassifies subjects, with positive values indicating that the new model classifies subjects better than the previous model. DCA displays graphically how well diagnostic and prognostic models perform by calculating the net benefit at various thresholds and showing at what threshold a model ceases to have a net benefit.
Results
The proposed method attains a Brier score of 0.050, an AUC of 0.966 (95% CI: 0.947, 0.984), a sensitivity of 0.878 (95% CI: 0.810, 0.945), and a specificity of 0.930 (95% CI: 0.914, 0.947). The single time point without scaling method attained a Brier score of 0.121, an AUC of 0.873 (95% CI: 0.838, 0.907), a sensitivity of 0.911 (95% CI: 0.852, 0.970), and a specificity of 0.764 (95% CI: 0.736, 0.792). The single time point without scaling method attained a Brier score of 0.114, an AUC of 0.881 (95% CI: 0.856, 0.906), a sensitivity of 0.956 (95% CI: 0.913, 0.998), and a specificity of 0.816 (95% CI: 0.790, 0.841). The single time point without scaling method attained a Brier score of 0.124, an AUC of 0.889 (95% CI: 0.862, 0.915), a sensitivity of 0.911 (95% CI: 0.852, 0.970), and a specificity of 0.792 (95% CI: 0.765, 0.819).
The results show that the proposed method achieves a statistically significant improvement in AUC and specificity over the other methods, with a nonsignificant difference in sensitivity. De Long’s test for difference in AUCs gave a p-value of <0.0001 against the second-highest AUC, indicating that the improvement in AUC is highly significant. These results are presented in Table 2, with the ROC curve displayed graphically in Figure 3.
Compared to the proposed VAR with the scaling method, the net reclassification improvements were 0.146 (95% CI: 0.053, 0.239) net improvement over the single time point without scaling, 0.334 (95% CI: 0.225, 0.443) over the single time point with scaling, and 0.176 (95% CI: 0.065, 0.287) over the VAR without scaling method, showing a significant improvement in classification over all other models. The decision curve, shown in Figure 4, also shows that the VAR with scaling method provides an increased net benefit over the other methods.
Table 2. Performance metrics in the testing set. Brier score. Area Under the Receiver Operating Characteristic Characteristic (AUC) with 95% confidence intervals constructed by De Long’s method. Sensitivity and specificity with 95% confidence intervals constructed by bootstrapping with 2000 samples. The proposed method achieves an improved Brier score, statistically significantly higher AUC and sensitivity, and a non-significant difference in sensitivity. Bold indicates statistically significant results.
	Method
	Brier
	AUC
	Sensitivity
	Specificity

	Single time point without scaling
	0.121
	0.873
(0.838, 0.907)
	0.911
(0.852, 0.970)
	0.764
(0.736, 0.792)

	Single time point with scaling
	0.114
	0.881
(0.856, 0.906)
	0.956
(0.913, 0.998)
	0.816
(0.790, 0.841)

	VAR
without scaling
	0.124
	0.889
(0.862, 0.915)
	0.911
(0.852, 0.970)
	0.792
(0.765, 0.819)

	VAR
with scaling
	0.050
	0.966
(0.947, 0.984)
	0.878
(0.810, 0.945)
	0.930
(0.914, 0.947)
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Fig.3. Receiver operating characteristic curve of the proposed model and comparison models.

Fig.4. Decision curve showing the net benefit of the treat all approach, the single time point, and the proposed method. Models with a higher threshold before hitting zero net benefit are considered to more clinically useful. This shows graphically that our model has a greater clinical usefulness over the single time point method.
Class activation maps
Class activation maps [38] visualize how the network reaches the decision. Class activation maps showed that areas with high levels of drusen are considered important, which is expected. The class activation maps suggest that the model
is correctly identifying features in the majority of images and is working as intended. In earlier images, the class activation maps are not as accurate as those of later images; this suggests that the model becomes more confident of the outcome as the disease progresses, which is also true of human graders. Examples of class activation maps are shown in Figure 5; red shows areas of high importance and blue shows areas of low importance.
Conclusions
We have proposed a novel method to predict the future course of diseases, utilizing multiple longitudinal images with uneven time intervals between images. The proposed method allows implicit feature extraction to be trained simultaneously alongside a traditional statistical model, namely an autoregressive model. Our method extracts feature vectors from previous images and aims to predict the feature vector of some future disease using an autoregressive model, which is then classified.
Experiments on a dataset of age-related macular degeneration showed good performance, with particularly high specificity, which is desirable in a screening setting. Class activation maps display that the algorithm is identifying the expected features of an image as being relevant to the final prediction. The method is easily generalizable to many diseases and modalities and requires only the disease outcome as ground truth during training. Future models may include clinical and genetic variables to improve the prediction further.
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