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3D Human Pose and Shape Reconstruction from
Videos via Confidence-Aware Temporal Feature
Aggregation
Hongrun Zhang, Yanda Meng, Yitian Zhao, Xuesheng Qian, Yihong Qiao, Xiaoyun Yang, and Yalin Zheng*

Abstract—Estimating 3D human body shapes and poses from
videos is a challenging computer vision task. The intrinsic
temporal information embedded in adjacent frames is helpful in
making accurate estimations. Existing approaches learn temporal
features of the target frames simply by aggregating features of
their adjacent frames, using off-the-shelf deep neural networks.
Consequently these approaches cannot explicitly and effectively
use the correlations between adjacent frames to help infer the
parameters of the target frames. In this paper, we propose a
novel framework that can measure the correlations amongst
adjacent frames in the form of an estimated confidence metric.
The confidence value will indicate to what extent the adjacent
frames can help predict the target frames’ 3D shapes and poses .
Based on the estimated confidence values, temporally aggregated
features are then obtained by adaptively allocating different
weights to the temporal predicted features from the adjacent
frames. The final 3D shapes and poses are estimated by regressing
from the temporally aggregated features. Experimental results
on three benchmark datasets show that the proposed method
outperforms state-of-the-art approaches (even without the motion
priors involved in training). In particular, the proposed method
is more robust against corrupted frames.
Index Terms—Human Pose, Uncertainty, Temporal Estimation.

I. I NTRODUCTION
In recent years, a plethora of methods for estimating the
3D shape and pose of a human being from a mononuclear
image have emerged [1], [2], [3], [4], [5], [6], [7]. For
videos, the temporal correlations between adjacent frames, that
are essentially non-existent in single images, can be further
exploited for better estimation performance [8], [9], [10], [11],
[12].
The utilization of temporal information from videos mainly
originates from the consistency of human motions, which show
significant patterns. For example, seeing a picture of a person
shooting a basketball, one can anticipate the poses of his/her
body in the immediate future with ease. Related state-of-theart (SOTA) approaches implement the mechanism to utilize the
temporal information primarily by off-the-shelf deep learning
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based architectures, such as temporal convolution [13], fully
connected layers or recurrent neural networks (RNN) (LSTM
or GRU [14]). More specifically, the features extracted from
individual frames are forwarded to a temporal module (usually
named as temporal encoder) that uses the inter-dependency
among the frames to output refined features for each target
frame. Such refined features are named in this paper as
temporally refined features. Built on the temporally refined
features, a regression module can estimate the corresponding
3D parameters such as 3D mesh, pose, shape, and 3D joint
coordinates of humans.
Notably, the temporal modules involved in existing approaches learn the correlations between adjacent frames in an
automatic and agnostic way, i.e., a temporal module functions
and is optimized as part of a whole network and lacks the
explicit interpretation of the generated features. However, in
some scenarios, a human’s pose in a specific frame may have
a very weak relation with those in temporally precedent and/or
successive frames. Therefore this frame may not provide
substantial information to help infer its adjacent frames’ target
parameters. The situation can be worse if a certain frame
is corrupted with severe noise or with obvious occlusion
on the target person, which will even result in misleading
information. In the frameworks of the temporal modules in
existing works, the contributions of each individual frame
to other frames haven’t been explicitly measured properly,
therefore it is not able to discriminate the usefulness of features
extracted from temporally adjacent frames for generating the
temporally refined features.
In light of the above limitations of existing approaches,
in this work we aim to build a new framework that can
explicitly quantify the contributions of the temporally adjacent
frames to a target frame, in the form of confidence values that
indicate to what extent these temporally adjacent frames will
contribute to predicting the parameters of the target frame. A
temporally refined feature can then be generated by aggregating the corresponding features of the temporally adjacent
frames according to their confidence values, and the final
estimated parameters for this target frame can be regressed
from the temporally refined feature. More specifically, the
estimation of the confidence values is implemented by first
predicting the target parameters of the target frame from the
temporally adjacent frames, respectively. Then an estimator
module defined as the variance estimator is trained to evaluate
the performance of these predictions. The predictions and the
output of the variance estimators formulate a series of Gaus-
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Fig. 1: Overview of the proposed framework, illustrated with 3 temporal feature predictors (d = {−1, 0, 1}). Please note that
other number of temporal feature predictors with different temporal distances are also feasible. (a). Training procedure to train
the temporal feature predictors (P), the generator (G) and the variance estimator (Ve ). Features of current frame of t and its
two temporally adjacent frames of t + 1, t − 1 are fed to the 3 corresponding temporal feature predictors to generate temporally
predicted features (TPFs), respectively. These TPFs are then forwarded to generator (G) to obtain the predicted 3D parameters
of frame t. Together with the original feature of frame t, these TPFs are simultaneously forwarded to the variance estimator
Ve to output the estimated variances. The predicted 3D parameters, the estimated variances and the ground-truth 3D parameter
of frame t collectively formulate the loss function (Eq.16) for optimizing (b). Obtaining the temporally refined feature for
frame t aggregated from temporally predicted features and the estimated variances, and generating the corresponding target
parameters.

sian distributions. By minimizing a defined KL-divergence
loss with respect to the ground-truth distribution and these
Gaussian distributions, the whole model can be optimized.
The confidence values are obtained by inverting the estimated
variances. Figure.1 shows the architecture of the proposed
framework.
In summary, the contributions of our work are:
(1) We propose to explicitly evaluate the correlations between
the target frame and its temporally adjacent frames in the form
of a confidence metric. To this end, we propose a deliberately
designed measurement mechanism and introduce Gaussian
distributions for the optimization of the model.
(2) Based on the estimated confidence values, we weight
the temporally predicted features from the adjacent frames to
generate a temporally refined feature for the target frame, from
which the pose and shape parameters of the target frame will
be regressed. In doing this, the model will focus more on the
more informative temporally adjacent frames to recover the
3D parameters of the target frame.
(3) Experimental results on three benchmark datasets show the
superiority of the proposed framework. In particular, it shows
the proposed method is resilient against corrupted frames in
video sequences.
II. R ELATED W ORK
A. Recover Human Shape and Pose from a Monocular Image
Early work to estimate the pose and shape of a human body
from a monocular image relies on fitting models that incorporate statistical priors of the body. Early substantial methods
utilize the clues of silhouette features or human interactions
[15], [16], [1], [17], [2]. As the first fully automatic method,

Bogo et al. [3] proposed to fit a skinned multi-person linear
(SMPL) model [18] with the 2D key points detected by an
off-the-shelf 2D detector [19], [20], and [21] further extended
the SMPL model to fit both extracted silhouette and 2D key
points. Both methods belong to the two-stage category, that
relies on the intermediate extracted features (2D key points
or silhouette). For better mapping from 2D to 3D, many twostage approaches involve various heuristic priors, such as the
lengths or proportions of limbs, or joint angle limits [22],
[23], [4], [24]. Although being robust to domain shift, these
two-stage approaches heavily depend on the performance of
the first stage, in which some important information may be
missed for recovering 3D pose and shape.
Given the excellent feature extraction capabilities of deep
convolutional neural networks (CNN), recent attempts have
successfully regressed the SMPL parameters from images
directly in an end-to-end manner, therefore avoiding the stage
previously needed to generate intermediate features [10], [5],
[6], [25], [26], [27], [28], [29], [30], [31], [32]. However, since
currently published 3D datasets were captured indoors or in
very limited scenarios, directly training from these datasets
may cause the trained models to become accustomed to these
specific environments and thus have weak generalization ability to more general scenarios. To tackle the insufficiency of inthe-wild datasets, some approaches adopt a weak-supervised
idea by adversarial training [5], which enlarges the training
dataset with either synthetic human pose and shape, or 3Dto-2D projection by weak camera model [10], [26]. However,
single-image based regression suffers from jitters or occlusions, and may fail to generate stable and smooth estimations.
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B. Recover Human Shape and Pose from Monocular Video
Given the correlations and motion consistency between
temporally adjacent frames, utilizing the temporal context
effectively is believed to allow models to generate more
accurate pose estimations and reduce the ambiguity issues
resulted from the 2D-to-3D mapping. Existing methods can be
categorized into two groups according to the ways of utilizing
the temporal knowledge. Those in the first group impose the
temporal restrictions on the single-frame 3D reconstruction
as a post-processing task [33], [34], [35], [36], [11], i.e.,
3D reconstructions are obtained first from individual frames,
and the results from the adjacent frames are then used to
refine each other. Those in the 2nd group directly learn the
intermediate representation feature of a target frame extracted
across multiple adjacent frames [37], [38], [9], [8] by a
temporal encoder, then the corresponding 3D reconstruction
is decoded from this refined feature. In this paper, we define
this type of extracted feature as temporally refined features.
Most previous methods utilize off-the-shelf deep neural network architectures to construct the temporal encoder, namely
recurrent neural networks (RNNs) and temporal convolutional
networks (TCNs). [39], [40] train fully convolutional networks
to refine reconstructed 3D poses. [13] uses one dimensional
dilated convolutional network to enlarge the receptive scope
of frames. [38] uses GRU as a motion extractor for adversarial
training. Compared with RNN-based architectures, TCN-based
methods enable parallel processing of frames [8]. It should
be noted that all the existing methods learn the temporal
coherence across frames in an automatic yet agnostic way.
Our proposed framework belongs to the second group. Distinct
from the existing works, however, our proposed framework can
explicitly measure the correlations between adjacent frames in
the form of a confidence metric, and adaptively weight the
contributions of adjacent frames accordingly to generating the
temporally aggregated features.
C. 3D Temporal Prediction
Recent works have demonstrated the possibility to predict
future 3D parameters from past frames [41], [42], [43], [44].
Chao et al. [45] predict future a 2D pose sequence from a
static image (frame), and the 3D poses are then recovered
from the predicted 2D sequence. Kanazawa et al. [8] train a
network to learn the sequence embedding from a center frame
and regress the 3D shapes and poses of the near past and
future frames with respect to the center frame. Zhang et al.
[9] extend Kanazawa’s work to predict 3D human dynamics
from a past sequence of video frames. These works consolidate
the foundation that it is possible to predict a human’s past or
future motion from a static image or a sequence of frames,
which is also what the temporal encoder we proposed relies
on.
III. M ETHOD
In this section, we first describe the 3D human body
representation by the SMPL model, of which the parameters
are what we aim to estimate from video frames. The formula
to regress the target parameters by single frame-based features

3

and by temporal features follow. The key concept of temporal
feature predictors and temporally predicted features are then
explained in detail. Based on the temporally predicted features
generated from a series of temporal feature predictors, we
present a KL-Divergence loss used for training, and demonstrate how to obtain the temporally aggregated features from
the temporally predicted features according to the corresponding estimated confidence values.
A. Human 3D body Representation
We adopt the SMPL model to represent a 3D human body.
The SMPL model maps human pose, denoted by θ ∈ R72 , and
human shape, denoted by β ∈ R10 , to 3D triangular meshes
M(θ, β) ∈ R6890×3 through a differentiable operation. The
corresponding 3D joints of human body J3d can then be
linearly regressed from M(θ, β). To make it unified across
different 3D datasets, we adopt the definition of 14 common
joints from LSP (Leeds Sports Pose dataset) [46]. After
obtaining the 3D joints, the 2D joints J2d can be projected
from them through a weak perspective camera model [5].
B. Target Parameters Regression
Let ft be the feature vector extracted from the cropped patch
in frame t that centered at a target human, and t ∈ {1, 2, ...T }
with T being the total number of frames. Without considering
temporal aggregation, the estimated human pose θ̂ and shape
β̂ are achieved by forwarding ft to a trained regressor, then
the estimated meshes M̂t = M(θ̂, β̂t ), 3D joints Jˆ3d,t and 2D
joints Jˆ2d,t can be subsequently derived by the SMPL model
and the weak perspective camera model. For simplicity, we
denote this process as,

T
Θ̂t := θ̂t , β̂t , M̂t , Jˆ3d,t , Jˆ2d,t = G(ft ).

(1)

where Θ̂t represents the estimated target parameters we aim
to recover from frame t, and G is the generator.
To utilize the temporal information from adjacent frames
to estimate Θt , instead of only using the temporally isolated
feature ft of frame t, one can feed the generator G with a
(r)
temporally refined feature ft that aggregates the original
feature ft of frame t and those of its adjacent frames,
(r)

ft = E ({ft+d }d∈d ) ,

(2)

where E is a temporal encoder, and d represents the set of
temporally directional distances of the neighbouring frames
to the target frame t. For example, if d = {−1, 0, 1} then
{ft+d }d∈d = {ft−1 , ft , ft+1 }, that means in order to generate
the temporally refined feature ft(r) , the temporal encoder is
fed with features from 3 consecutive frames, {ft−1 , ft , ft+1 }.
The temporal encoder E(.) typically is constructed by RNN or
TCN in existing works. In this paper, we purposely design a
confidence-aware temporal encoder.
For training, the following loss function is defined,
LΘ =1θ wθ Lθ + 1β wβ Lβ + 1M wM LM
+ 13d w3d L3d + 12d w2d L2d ,

(3)
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where the symbol 1 indicates whether the corresponding
ground-truth is available and w is the weight of the corresponding loss term,
Lθ = ∥θt∗ − θ̂t ∥22 ,
LM
L2d

Lβ = ∥βt∗ − β̂t ∥22 ,
∗
= ∥Mt∗ − M̂t ∥22 , L3d = ∥J3d,t
− Jˆ3d,t ∥22 ,
= ∥J ∗ − Jˆ2d,t ∥2 ,
2d,t

(4)

2

where ‘*’ denotes the ground-true values. Please note that the
loss defined here is with respect to only one frame for the
purpose of a neat expression. In practice, the loss is averaged
over all the frames involved in a batch. For a more general
expression, we rephrase the loss defined in Equation (3) as,
(s)

LΘ = ∥Θ∗t (s) − Θ̂t ∥22

C. Temporal Feature Predictors
Without considering temporal aggregation, we can recover
the target parameters for frame t by feeding a generator G with
the extracted feature of frame t, as shown in (1). However, we
propose to obtain an estimate of Θt by the extracted feature
of the temporally adjacent frame t + d, where d represents the
temporal distance between the two frames. It is implemented
through a temporal feature predictor Pd to predict the feature
representation for frame t from frame t + d. Specifically,
the predicted target parameters of frame t from ft+d can be
inferred by,
(p)

(p)

ft,t+d = Pd (ft+d ),

2
Pt,t+d (Θt,t+d |ft+d ) ∼ N (Θ̂t,t+d ; σt,t+d
I),

(7)

i.e.,

where
= St ⊙Θ∗t ,
= St ⊙Θ̂t are the
scaled ground-truth and estimate, respectively, St =
1
1
1
1 
1

T
2
2
2
, 13d w3d
is the scaling
, 12d w2d
1θ wθ2 , 1β wβ2 , 1M wM
vector, and ⊙ is the element-wise product. Since being scaled
by a fixed value vector St , it will not change the essences,
(s)
hereinafter, we use the Θ∗t (s) , Θ̂t instead to denote the
ground-truth and estimated target parameters, and ignore the
superscript ’(s)’ for simplicity, i.e., in what follows, Θ∗t and
Θ̂t represent the scaled ground-truth and estimate, respectively. By such design, we are able to unify samples with
different levels of supervision information in one Gaussian
statistic model, as is shown in Section.III-D.
Please note that LΘ defined in Equation (3) is a typical
loss function for network optimization used by other existing
methods. In this paper, we specifically propose a confidenceaware loss function that is able to estimate the confidence level
of the model outputs.

Θ̂t,t+d = G(ft,t+d ),

A series of temporal feature predictors (TFPs) constitute the
main stem of our proposed framework, denoted as {Pd }d∈d
where d is the set of temporal distances as mentioned in Section.III-B. Through these predictors, we design a mechanism
to quantity to what extent a temporally adjacent frame is able
to predict the target parameters of a target (current) frame. We
define such capability as the confidence. Inspired by recent
works about uncertainty in neural networks [47], [48], [49],
[50], instead of treating the predicted target parameters from
adjacent frames as being deterministic, we impose a Gaussian
statistics on the predictions,

(5)

(s)
Θ̂t

Θ∗t (s)

D. Confidence-aware Training of Predicted target Parameters

(6)

where Θ̂t,t+d represents the predicted parameters of frame
(p)
t from frame t + d, and ft,t+d is the temporally predicted
feature of frame t transformed from ft+d through the temporal
feature predictor Pd . Such predicting operations are based on
the fact that there exist strong dependencies or correlations
among consecutive human dynamics [8], [9].



∥Θ
−Θ̂t,t+d ∥2
exp − t,t+d
2
2σt,t+d
q
,
Pt,t+d (Θt,t+d |ft+d ) =
2
2πσt,t+d

(8)

2
where σt,t+d
∈ R1 is the variance of the Gaussian distribution,
and I is the identity matrix. A larger variance value indicates
the predicting model is less confident about its predictions
Θ̂t,t+d , and vice versa. In our framework, the variance is
(p)
estimated by a network Ve with ft+d and the feature vector
of the target frame ft being the input,
(p)

2
σt,t+d
= Ve (ft,t+d , ft )

(9)
(p)

We implement the Ve by first linear operation on ft,t+d and
ft to obtain a combined feature for both,
(c)

(p)

ft,t+d = W0 ft,t+d + W1 ft

(10)

where W0 , W1 ∈ R|ft |×|ft | with |ft | being the size of the
(c)
ft and they are both learnable parameters. The ft,t+d is then
fed to two fully connected layers to generate the estimated
2
variance σt,t+d
.
Meanwhile, from the perspective of statistics, the groundtruth for the target parameters of frame t, Θ∗t , can be seen
as a Gaussian distribution with a mean value of Θ∗t , with the
variance being extremely close to zero,
Pt (Θt ) = lim
N (Θ∗t , σ 2 ) = δ(∥Θt − Θ∗t ∥),
2
σ →0

(11)

where δ is the Delta function.
To simultaneously train the temporal features predictors
{Pd }d∈d , the generator G, and the variance estimator Ve , we
set to minimize the dissimilarity of the distributions of the
ground-truth and the predicted by using KL divergence,


kl
Dt,t+d
=D Pt (Θt )||Pt,t+d (Θt,t+d |ft+d )
Z
Pt (Θt )
dΘt .
=
Pt (Θt ) log
Pt,t+d (Θt |ft+d )
Θt

(12)

By plugging Equations (8) and (11) into Equation (12), we
have,
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(r)

Pt (Θ∗t )
Pt,t+d (Θ∗t |ft+d )
= Pt (Θ∗t ) log Pt (Θ∗t ) − Pt (Θ∗t ) log Pt,t+d (Θ∗t |ft+d )
(13)
As the ground-truth Θ∗t is a constant value, and Pt (Θ∗t ) = 1
kl
(from Eq.11), minimizing Dt,t+d
w.r.t. the parameters of the
related modules can be rephrased as,
kl
Dt,t+d
= Pt (Θ∗t ) log

kl
arg min Dt,t+d
=

arg min

{Pd }d∈d ,G,Ve

{Pd }d∈d ,G,Ve

The temporally aggregated features {ft }t=1,2,...,T are then
forwarded to another generator, denoted as Ga , to regress the
target parameters,
(r)

Θ̃t = Ga (ft )

(19)

To train the generator Ga , we adopt the loss function defined
in Equation (5).

− log Pt,t+d (Θ∗t |ft+d ),

(14)
while the expression on the right hand side can be simplified
to,
(Θ∗t − Θ̂t,t+d )2
2
+ log σt,t+d
+ C,
2
σt,t+d

(15)

kl
with C being a constant. Therefore, minimizing Dt,t+d
is
equivalent to minimizing,

Lkl
t,t+d =

(Θ∗t − Θ̂t,t+d )2
+ st,t+d ,
exp(st,t+d )

(16)

2
where st,t+d = log σt,t+d
serves as a surrogate of the variance
estimate generated from Ve in order to maintain the stability of
training. Clearly, Lkl
t,t+d is differentiable with respect to st,t+d
and Θ̂t,t+d , which are the outputs of the network architectures
Ve and G, respectively. Consequently, the networks are able
to be optimized by back-propagation.

Fig. 2: Results for frame t by the temporally predicted features
of individual frame t + d, d = −2, −1, 0, 1, 2 as well as the
temporally aggregated feature, respectively. In particular, the
frame t (the original image shown in the first column) is
corrupted where the center of the human body is covered by
a black block (the image in the second column).

E. Confidence-based Temporal Feature Aggregation

F. Optimization Process

Distributions {Pt,t+d (Θt,t+d )}d∈d generated by G and
Ve are intermediate products in the proposed framework.
The ultimate target instead is to derive a confidence-aware
temporally refined feature for each frame t as presented in
(2), which we specifically defined as temporally aggregated
features in this paper It is implemented with the help of
2
the estimated variances {σt,t+d
}d∈d , which are treated as
2
inverse confidence metrics. Since a larger σt,t+d
suggests the
(p)
3D parameters for frame t generated from feature ft,t+d are
−2
less confident, with an inverse operation, σt,t+d , the meaning
reserves. Consequently, we define the temporally aggregated
features as,

The overall optimization process for training by minimizing
the corresponding cost functions is mathematically formulated
as,

(r)
ft

(p)

P

d∈d

=

P

−2
σt,t+d
ft,t+d

k∈d

−2
σt,t+k

,

(17)

T
T
1 X X kl
1X
Lt,t+d + arg min
∥Θ∗t − Θ̃t ∥22 .
T t=1
Ga
{Pd }d∈d ,G,Ve T t=1 d∈d
(20)
Minimizing the first term of the above expression will 1) drive
the temporal feature predictors {Pd }d∈d and the generator G
to generate estimations from adjacent frames that are close to
the ground truth of the current frame; and 2) force the variance
estimator Ve to generate suitable values of st,t+d , such that the
overall cost functions in the first term will reach an equilibrium
state. Please note that the error from the second term will only
used to update the weights of Ga , which means the error will
not be back-propagated to other modules.

arg min

where the denominator is served as a normalization term. With
2
st,t+d = log σt,t+d
, the above equation can be simplified to,
(r)
ft

(p)

P
=
=

d∈d

e−st,t+d ft,t+d

−st,t+k
k∈d e

P
X
d∈d

IV. E XPERIMENTS
A. Datasets

(p)

Softmax(−st,t+d ) ft,t+d

(18)

We used three benchmark datasets for the training and
validation: Human 3.6M [51], MPI-INF-3DHP (MPII-3D is
used for short) [52], and 3DPW [53]. All the three datasets
have 3D annotations available.
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For Human3.6M and MPII-3D, we report reconstruction
errors (mm) by using mean per joint position error (MPJPE)
and procrustes alignment mean per joint position error (PAMPJPE). For 3DPW, besides MPJPE and PA-MPJE, we also
provide the measurements of Per Vertex Error (PVE) and
acceleration error (AE) (mm/s2 ) [5].
C. Implementation Details and Training Parameters
We used a pre-trained ResNet-50 [56] from [5] to extract
a feature vector of size 2048 for the human in each frame.
Each temporal feature predictor Pd , d ∈ d is implemented
by an independent network consisting of 3 fully connected
layers with ReLU and dropout layers in between. There is a
residual connection between the input and the output of the 3layer networks. The variance estimator Ve is mainly comprised
of a one-dimension convolutional layer (for generating the
combined feature), and followed by two fully-connected layers
with a ReLU layer in between.
We built our model based on Pytorch, trained and evaluated
using a NVidia TITAN RTX GPU. The model was trained
for 50 epochs with an initial learning rate of 5e−5 that was
decreased to 10% of the previous value when no training loss
being reduced for 5 epochs. The batch size is 32, and there are
500 iterations for each training epoch. The weights we adopted

D. Comparison with State-of-the-art Methods
In Table I and II, we present the results of our proposed
method in comparison with the state-of-the-art methods with
and without temporal information involved on 3D datasets
3DPW and MPII3D, respectively. As can be observed, except for VIBE [38], our method significantly outperforms
the other methods for all the performance metrics , with
greater margins better than most of them. Even compared
with VIBE, the proposed method achieves better performance.
The corresponding values of MPJPE, PA-MPJPE and PVE
for the proposed method are 2.6, 1.9 and 1.7 lower than
those for VIBE, respectively. In particular, for the performance
metric of acceleration error, the proposed method achieves a
significantly lower value (13.7 versus 23.4), which suggests
that our method is able to produce more accurate and smoother
estimations of human motion. Please note that unlike the
current SOTA method, VIBE, we did not involve human
motion priors for training, which suggests that there may
be room for the proposed method to improve. Examples of
qualitative results are shown in Figure.3 and Fig.9.
Table III shows the performances on the H3.6M dataset. The
results in the upper part are from the methods trained with
extra annotation of SMPL parameters of H3.6M. Since the
SMPL parameters of H3.6M are no longer publicly available,
we can no longer use them as part of the supervision term.
Therefore the proposed method shows no significant superiority in performance. For fair comparisons, we re-implemented
the experiments of two current SOTA methods on H3.6M
and trained without the SMPL parameters as supervision,
namely SPIN (frame-based) [6] and VIBE (temporal-based)
[38], using the official released codes from the authors. The
corresponding results are presented at the bottom part of
Table III. These results suggest that the proposed method
outperforms these two SOTA methods, VIBE and SPIN, when
using the same supervision information for training.
TABLE I: Performance of the state-of-art methods on the
3DPW dataset. The superscript ‘*’ means the corresponding
methods are trained with the training set of 3DPW involved.
The best performance among all the methods listed is in bold.
static-frame

B. Evaluation Metrics

for each sub-term of the scaling vector St in Equation (5) are
wθ = 120, wβ = 0.06, w2d = w3d = 300.
For all the experiments, unless otherwise stated, we adopted
5 temporal feature predictors with d = −2, −1, 0, 1, 2.

temporal-based

Human 3.6M contains 3.6 million frames of videos of 11
actors, capturing the pre-defined activities of actors in controlled indoor environments. Following previous work [8] we
train on four subjects (S1, S6, S7, S8), validate on one subject
(S5), and test on two subjects (S9, S11). Due to legal issues,
the SMPL parameters were removed from the website by the
owner. As a result, unlike previous works [5], [54], [38], [6] ,
we have no SMPL parameters available for training and cannot
directly compare with their results. Therefore, we only trained
our model with the available 2D and 3D joints annotations of
Human 3.6M. Similarly, we re-trained the models of the SOTA
methods, VIBE [38] and SPIN [6], with the same annotations
and provide the results for direct comparisons.
3DPW is an in-the-wild dataset comprising 60 videos recordings specific outdoor activities by actors. These activities
include golfing, walking, arguing, etc. This dataset provides
not only the 2D and 3D joints coordinates, but also the SMPL
parameters of the people in the video. Most previous approaches only used this dataset for evaluation and excluded it
during training, therefore we will provide the results evaluated
on the test set of 3DPW with and without using its training
set for training models.
MPI-INF-3DHP is a dataset similar to H3.6M and has 2D
and 3D annotations but without the SMPL parameters. We
followed the official splitting of MPI-INF-3DHP for training,
validation and testing.
We also used two 2D datasets for projection loss supervision, InstaVariety [8] and Posetrack [55] that provide only
the annotation of 2D joint locations, which means in the
corresponding scaling vector St defined in Equation (5), only
12d is none-zero.

6

Method
SPIN [6]
Arnab [57]
Kolotouros et al. [54]
I2L-MeshNet[28]
Z.Wang et al. [29]
RSC-Net [30]
Kanazawa et al. [5]

Doersch [58]
Sun et al. [37]
Kanazawa et al. [8]

VIBE [38]
VIBE* [38]
Ours
Ours*

MPJPE ↓

PA-MPJPE ↓

Acc-Error ↓

PVE ↓

96.9
95.4
109.5
96.6
130.0
116.5
93.5
82.9
92.8
80.3

59.2
72.2
70.2
60.8
68.3
76.7
74.7
69.5
72.6
56.5
51.9
56.3
50.0

29.8
37.4
15.2
27.1
23.4
17.1
13.7

116.4
139.3
113.4
99.1
112.5
97.4
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TABLE II: Performance of the state-of-art methods on the
MPII-3D dataset. The best performance is in bold.
Method
Kanazawa et al. [5]
SPIN [6]
VIBE [38]
Ours

MPJPE ↓
124.2
105.2
97.7
96.2

PA-MPJPE ↓
89.8
67.5
63.4
62.0

TABLE III: Performance of the state-of-art methods on the
H3.6M dataset. The superscript ‘*’ indicates that no SMPL
parameters are involved in training. The best results of the 3
methods are in bold, where SMPL parameters are not utilized
for training.

temporal

static-frame

Method

SPIN [6]
Kanazawa et al. [5]
Kolotouros et al. [54]
Arnab [57]
I2L-MeshNet[28]
Z.Wang et al. [29]

Omran et al. [59]
Kanazawa et al. [8]
Sun et al. [37]
VIBE [38]
SPIN* [6]
VIBE* [38]
Ours*

MPJPE ↓
88.0
77.8
55.7
52
59.1
65.9
71.9
73.2
70.9

PA-MPJPE ↓
41.1
56.8
50.1
54.3
41.7
42.5
59.9
56.9
42.4
41.5
50.4
49.9
48.5

E. Performances of The Temporal Predicted Features
The first term in Equation.(20) serves to train the corresponding modules to generate TPFs to represent current
frames, from the temporal feature predictors with different
temporal distances to the current frame. It is interesting to
see how the performances of these TPFs can directly estimate
the target parameters of current frames, and to compare them
with the performance of the temporally aggregated features.
Table.IV shows the performances of temporally predicted
features from 5 temporal feature predictors {Pd d∈d with
(d = {2, 1, 0, −1, −2}) on three datasets H3.6M, 3DPW
and MPII-3D. Notably, the performances by the temporally
aggregated features dominate those of the features from 5
temporal predictors. It should be noted that the temporally

Fig. 3: Qualitative results of the proposed method. The
columns from left to right are the original images, the images
rendered with the results, and the results viewed from another
perspective, respectively.

7

predicted features are single-frame-based and contain no temporal information. The accelerate error by the aggregated
features on the 3DPW dataset is significantly smaller than the
others, which demonstrates that utilizing temporal information
from temporally adjacent frames is able to generate smoother
estimations. Among the 5 temporally predicted features, it
can be seen that the closer a temporal distance is to the
target frame, the better performance that can be achieved. In
particular the temporally predicted features from P0 achieve
the performances that are the closest to those of the temporally
aggregated features in most performance metrics. This finding
agrees with our intuition that the current frame can usually
predict the current pose better than the adjacent frames.
F. Resilience against Corrupted Frames
With temporal information involved, it is assumed that temporal encoders are able to recover human poses and shapes in
frames where human bodies are blocked by undesired objects,
by inferring from temporal context. In other words, temporal
encoders are resilient to corrupted frames to some extent. In
order to investigate the capabilities of SOTA methods and the
proposed method to cope with corrupted frames, we consider
two blocking strategies: one to mask the center part of the
human body and the other to mask a random part of the body,
both with a masking square of half a human body height as the
side length (as illustrated in Figure.6) in certain proportions of
frames in the 3DPW dataset (both in the training set and testing
set), and trained SPIN [6], T-HMR [8] (temporal HMR), VIBE
[38] and the proposed method on them, respectively. In our
experiments, we also try different values of corruption ratio
and number of consecutive corrupted frames. The corruption
ratio is defined as the proportion of corrupted frames in a video
series.
Table.V and Table.VI report the performances on the test
sets. Notably, as the frame-based approach, the performances
of SPIN deteriorate severely when the corruption ratios of
frames increase, which implies that with the body parts being
blocked, the frame-based approach is not able to accurately
recover the target parameters from single frames alone. In contrast, the three temporal-based approaches present robustness
in performance when dealing with corrupted frame videos. It
can also be seen that the performance of the proposed method
deteriorates significantly slower than T-HMR and VIBE. More
importantly, although the accelerate error increases slightly
when the corruption ratios rise, there are no statistical differences in performances of the proposed method when the
corruption ratios are 0%, 10% and 20%, implying that our
method has an excellent capability for processing corrupted
frames.
These excellent performances mainly result from the mechanism rooted inside the proposed method, i.e., with a corrupted
frame, the model is able to assign low confidence values for it
to infer the target parameters of its temporally adjacent frames;
therefore the temporally predicted features from this corrupted
frame will be assigned lower weights in generating the temporally aggregated features. A demonstration is presented in
Figure. 2, that shows the results to estimate the human pose of
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Fig. 4: Prediction results in comparison with VIBE.
TABLE IV: Performance comparison of the temporal predicted features and temporal aggregated features on the datasets of
3DPW, H36M and MPII-3D. The best performance among the six settings is in bold.

Temporal Distance
d=2
d=1
d=0
d = −1
d = −2
Agg

MPJPE ↓
88.4
86.3
84.3
85.7
87.4
80.3

3DPW
PA-MPJPE ↓ ACC-ERR ↓
56.0
35.3
54.2
34.8
52.9
34.4
54.0
35.3
55.7
34.9
50.0
13.7

PVE ↓
103.9
101.2
98.6
100.7
102.6
97.4

MPJPE ↓
86.4
75.4
71.0
77.3
87.6
70.7

H36M
PA-MPJPE ↓
61.3
53.3
50.7
55.4
62.1
48.5

MPJPE ↓
107.9
103.9
104.5
105.5
110.8
96.2

MPI
PA-MPJPE ↓
69.6
66.3
66.5
68.2
72.4
62.0

Fig. 5: Results on body-blocked Frames of the proposed framework in comparison to VIBE. Upper row: The proposed
method. Bottom row: VIBE. Views from two different perspectives are provided.
frame t, predicted from frame t + d with d = −2, −1, 0, 1, 2,
respectively, as well as from the temporally aggregated feature.
Particularly, the frame t is corrupted by a black block on the
body center. Below shows the weight for aggregation estimated
by Ve , wd = Softmax(−st,t+d ) as in Equation.(18). As can be
seen, due to the corruption, the temporally predicted feature
extracted from frame t can not accurately recover the human
pose in frame t. However, the variance estimator assigns a
larger variance to frame t leading to a smaller weight on
the temporally predicted feature for generating the temporally
aggregated feature. As a result, the detrimental effect of the
corrupted frame is reduced and the model can still recover an
accurate pose from the temporally aggregated feature, as is
shown in the last column in the figure.

Figure.5 presents the results of the proposed method and
VIBE on 5 consecutive frames with frame t being corrupted.
We can see that compared with VIBE, the proposed method
is more robust to corrupted frames.
G. Ablation Study
To investigate the impact of the number and type of
temporal feature predictors (TFPs) used (i.e., the number of
temporally adjacent frames with different temporal distances
adopted to estimate the target parameters of the target frames),
we conducted experiments on the 3DPW dataset with different
configurations of TFPs. Table.VII shows the corresponding
performances. It can be observed that the case with the largest
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Center blocking on human body

CR:33%
CnSc:3

CR:33%
CnSc:2

CR:20%
CnSc:2

CR:10%
CnSc:2

CR:33%
CnSc:1

CR:20%
CnSc:1

CR:10%
CnSc:1

CR:0%

TABLE V: Performance comparison of SPIN [6], T-HMR [8]
(temporal HMR), VIBE [38] and our proposed method on the
3DPW dataset with different ratios of frames being corrupted
by blocking the center of the body with a square mask. The
best performance reported is in bold. CR: corruption ratio.
CnSc: Number of consecutive corrupted frames.
Method
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours

MPJPE
84.5
83.1
82.9
80.3
89.4
83.9
83.3
80.8
95.7
84.5
83.7
80.7
101.6
84.3
84.9
81.9
90.0
83.9
83.8
81.4
94.5
84.1
84.0
81.3
100.0
86.3
85.1
81.7
102.1
85.5
85.4
81.5

PA-MPJPE
53.0
52.2
51.9
50.0
55.7
51.4
51.8
50.4
58.7
52.2
52.1
50.6
62.1
52.8
52.9
51.0
55.6
52.3
51.8
50.5
58.5
52.4
52.6
50.8
61.6
53.4
52.7
51.0
62.2
53.2
52.6
51.2

Acc-Err
26.7
16.5
23.4
13.7
54.0
21.4
25.4
15.2
81.1
24.6
27.5
15.9
122.5
27.9
30.2
19.9
41.6
22.2
20.0
14.4
55.8
22.8
22.7
18.3
73.7
24.4
24.3
17.8
63.4
25.9
22.3
21.6

PVE
100.6
101.4
99.1
97.4
107.3
103.3
104.0
97.7
114.0
104.0
102.0
97.8
121.7
103.2
104.8
99.8
107.2
103.0
103.4
98.4
113.3
102.5
102.8
98.0
119
105.0
105.0
98.7
121.3
105.2
104.1
98.5

Random blocking on human body

Fig. 6: Illustration the two blocking strategies. For the center
blocking, a square mask is used to block the human body,
centered at the human body with the side length of half the
height of the human body. For the random blocking, a mask
with the same dimension blocks random part of the body.
number of TFPs, i.e., d = {3, 2, 1, 0, −1, −2, −3}, performs
almost the best among all the configurations with the best
performances in MPJPE and PVE and is not significantly
inferior to others in PA-MPJPE and Acc-Err. The one with
the second largest number of TFPs (d = {2, 1, 0, −1, −2})
achieves slightly inferior performances in comparison. Meanwhile, these two cases are substantially better in performance
than the other cases with fewer TFPs. It can be concluded from
the table that better performances can be achieved with more
TFPs involved in the framework, yet the gain in performance
cannot constantly increase and will saturate with the number
of TFPs used. In addition, it shows that besides the target
frames, incorporating both the past and future frames for the
inference of target parameters of the target frames results in
better performance than using either past frames or future
frames only. For example, the case of d = {2, 1, 0, −1, −2}
achieves lower values in MPJPE, PA-MPJPE, Acc-Err and
PVE than those of the cases of d = {4, 3, 2, 1, 0} and
d = {0, −1, −2, −3, −4}, despite the fact that they have the
same number of TFPs.
TABLE VII: Performances of the proposed framework on the
3DPW dataset with different temporal feature predictors.

CR:33%
CnSc:3

CR:33%
CnSc:2

CR:33%
CnSc:1

TABLE VI: Performance comparison of SPIN [6], T-HMR [8]
(temporal HMR), VIBE [38] and our proposed method on the
3DPW dataset with different ratios of frames being corrupted
by blocking a random part of the body with a square mask.
The best performance reported is in bold. CR: corruption ratio.
CnSc: Number of consecutive corrupted frames.
Method
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours
SPIN
T-HMR
VIBE
Ours

MPJPE
99.5
83.4
85.7
81.1
99.6
83.6
85.0
81.2
99.3
84.4
83.8
81.8

PA-MPJPE
59.9
52.1
53.5
50.4
60.6
52.0
53.0
50.7
60.5
52.6
52.3
51.1

Acc-Err
105.9
27.0
34.7
19.2
91.0
26.7
27.8
18.5
84.7
26.0
24.3
18.9

PVE
118.4
101.4
104.2
97.2
118.3
101.5
103.3
97.6
118.2
102.0
102.6
98.3

d
(1, 0, -1)
(2,1,0,-1,-2)
(3,2,1,0,-1,-2,-3)
(2,1,0)
(0,-1,-2)
(3,2,1,0)
(0,-1,-2,-3)
(4,3,2,1,0)
(0,-1,-2,-3,-4)

MPJPE ↓

PA-MPJPE ↓

Acc-Err ↓

PVE ↓

81.6
80.3
79.9
81.9
82.9
81.5
81.1
82.1
82.2

50.5
50.0
50.1
51.1
50.9
51.0
50.8
51.5
51.7

13.8
13.7
13.8
14.9
15.3
14.1
14.5
14.3
14.6

98.8
97.4
96.5
98.9
98.7
98.7
98.1
99.3
99.6

In Table.VIII we provide the performances of the proposed
framework compared to those using other types of aggregations of the temporally predicted features, including GRU,
TCN and averaging pooling. It can be shown that the proposed
adaptive weights perform the best among all.
H. Distribution of the Aggregation Weights
Figure.7 show the values of the aggregation weights during
training,
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(a) d = {1, 0, −1}

(b) d = {2, 1, 0, −1, −2}

(c) d = {3, 2, 1, 0, −1, −2, −3}

Fig. 7: The weight distributions in the first 5000 iterations of different configurations of temporally feature predictors.
TABLE VIII: Performances (MPJPE / PA-MPJPE) of different ways of TPF aggregations on 3DWP. CR: corruption ratio. The
best reported performance is in bold.
CR:0%
CR:33%

GRU
81.8 / 50.3
83.8 / 52.2

wd = Softmax(−st,t+d )

TCN
82.0 / 50.7
85.6 / 53.5

AvgPooling (equal weight)
82.7 / 50.6
86.1 / 53.0

(21)

where the overline means the estimated logarithm variance is
averaged over the corresponding values in a batch (batch size
is 32). Note that the purpose of this averaging is only to make
the curves smoother and less spiky for better visualisation.
These figures present the trends in the first 5000 iterations
with an interval of 20 iterations. We can observe from these
figures that: (1). With a closer temporal distance d to the target
frame t, the model tends to generate a lower variance for
the corresponding temporally predicted feature, which leads to
a higher assigned weight for aggregation. This phenomenon
is in accordance with the trend presented in Table.IV that a
temporal feature predictor Pd with closer temporal distance
d to the target frames is likely to generate better temporally
predicted features, which implies that the trained model is
able to learn to evaluate the quality of a generated temporally
predicted feature and consequently assign it an according
weight for aggregation. (2). The temporally predicted features
generated by the temporally feature predictor with temporal
distance d = 0 are likely to be assigned with larger weights for
aggregation. This supports the intuition that the features from
the target frames themselves can perform better to estimate
the 3D parameters in the target frames than those from the
temporally adjacent frames. However, the temporally adjacent
frames also contribute importantly in generating better temporally aggregated features, as the weights for these frames
have unneglectable values. The conclusion from Table.VII
also supports this argument since more TFPs involved in the
framework result in better performances.
To further demonstrate the importance of adaptive weights,
we conducted experiments by assigning equal weights to
aggregate the temporally predicted features. Table.IX shows
the performance on the 3DPW dataset. It can be seen that the
performances with adaptive weights significantly outperform
the counterpart with equal weights, especially when the frames
are corrupted.

Adaptive Weight (proposed)
80.3 / 50.0
81.7 / 51.0

I. Runtime Evaluation
At first glance, the architecture of the proposed framework
looks complex , i.e., each temporally adjacent frame requires
a temporal feature predictor and each generated temporally
predicted feature needs to go through the variance estimator.
Compared with existing methods with common RNN or
TCN architectures for temporal aggregation, one may feel
the runtime of the proposed method can be overwhelming.
However, it should be noted that, each temporal feature
predictor comprises only three fully connected layers, as does
the variance estimator. To evaluate the runtime, we used a
TITAN RTX to infer a batch of 32 frames. The mean times
for generating temporally refined features for ours (d=[2,1,0,1,-2]) and the VIBE [38] are 3.5ms and 2.1ms, respectively. On
the other hand, the two common operations for both methods,
image feature extraction and regression by the network G,
take 14.6ms and 10.1ms, respectively. Indeed our method
requires a longer time to infer the temporally aggregated
features, but compared with the two common operations, the
increased amount of time in inference is comparably small but
is rewarded with substantial performance improvement.
J. Video Results
In Figure.9, more qualitative results of video frames
are provided. Video demonstrations are attached in the
supplementary material (https://github.com/hrzhang1123/
Confidence-Aware-Video-Pose-Estimation), together with
the video results of VIBE [38], which were obtained using
the officially released code of VIBE. In accordance with
the performances (especially Acc-Err) presented in the
paper, these results further qualitatively confirm that our
method generates temporally stable, smoother and less jittery
predictions in comparison.
Our model indeed can achieve smoother motion predictions,
but they are not over-smooth. From the provided video demonstration, we can see that, although the predictions are smoother
than VIBE, they can closely follow real-time motions of
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TABLE IX: Performance on 3DPW dataset, with d = (2, 1, 0, −1, −2)
MPJPE
80.3
81.7
82.7
86.1

It is interesting to compare with the single-frame method
in which Kalman filter being applied to refine the predicted
poses, which is a powerful temporal refinement model. However, it is neither trivial nor straight-forward to adapt the
traditional Kalman filter for this purpose, and one has to
formulate the motion transition function, which cannot be
specified a priori. The most related model is the LSTMKalman [60], where the motion transition function and the
covariance matrices are from 3 independent LSTM modules
with learning parameters. We implemented LSTM-Kalman
and applied it to refine the pose predictions from the singleframe model. The results are shown in Table.X. It can be
seen from these results, however, that the performance of
LSTM-Kalman is inferior to all the other methods involved for
comparison. In particular, it is not even as good as the singleframe method SPIN. This phenomenon probably is about the
SMPL model. SPIN applies the SMPL model to assist the pose
prediction. However, when applying the LSTM-Kalman model
to the predicted poses from SPIN, the benefits of the SMPL
model cannot be utilized in this process. How to combine
LSTM-Kalman and SMPL will be an interesting work for
future research.
L. Limitation and Future Work
Although the proposed model achieves more accurate and
smoother predictions, it still has difficulty in some cases,
especially for some unnatural or unpredictable motions. In
those cases, the information from adjacent frames is not of
help, and may even be jeopardizing to current frames. This
is also the main deficiency for most temporal aggregation
models. An example of such a failure case is shown in Fig.8.
To alleviate the negative impact of this issue, one intuitive
solution for future work is to introduce more motion priors
of various forms for training, similar to the work done in
VIBE [38]. Another potential approach is to learn the velocity
or acceleration dynamics as extra information to assist the
predictions.

PVE
97.4
98.7
99.8
104.0

TABLE X: Performance comparison of SPIN [6], T-HMR
[8] (temporal HMR), VIBE [38], LSTM-Kalman [60] and
our proposed method on the 3DPW dataset with different
ratios of frames being corrupted by blocking the center of the
human body with a black square. CR: corruption ratio. CnSc:
Number of consecutive corrupted frames.The best performance
reported is in bold.

CR:0%

K. Compared with LSTM-Kalman

Acc-Err
13.7
17.8
12.7
20.5

Fig. 8: Example of failed predictions.

CR:10%
CnSc:1

humans as well. Also, please note that the weights are normalized using Softmax operation (Eq.(18)) before being allocated
to each frame to obtain the temporally aggregated features,
therefore the normalized weights are sharper in the distribution
w.r.t. the adjacent frames, which can be seen from Figure.7.
In contrast, the prediction results in Figure.2 show that when
the current frames are corrupted, their corresponding allocated
weights are much smaller. These examples demonstrate that
the proposed model can adaptively allocate the weights to
current frames and the adjacent frames, thus can avoid oversmooth predictions.

PA-MPJPE
50.0
51.0
50.6
53.0

CR:20%
CnSc:1

Equal Weight

Corrupt Rate
0%
33%
0%
33%

CR:33%
CnSc:1

Method(d)
Adaptive Weight

Method
SPIN
LSTM-Kalman
T-HMR
VIBE
Ours
SPIN
LSTM-Kalman
T-HMR
VIBE
Ours
SPIN
LSTM-Kalman
T-HMR
VIBE
Ours
SPIN
LSTM-Kalman
T-HMR
VIBE
Ours

MPJPE
84.5
88.1
83.1
82.9
80.3
89.4
97.6
83.9
83.3
80.8
95.7
98.1
84.5
83.7
80.7
101.6
110.1
84.3
84.9
81.9

PA-MPJPE
53.0
56.8
52.2
51.9
50.0
55.7
60.7
51.4
51.8
50.4
58.7
61.7
52.2
52.1
50.6
62.1
69.8
52.8
52.9
51.0

V. C ONCLUSION
We have proposed a novel 3D pose and shape reconstruction framework that can explicitly and effectively exploit
the correlations between temporally adjacent frames for the
task. Experimental results show that the proposed framework
outperforms SOTA methods even without involving motion
prior in training. Thanks to the designed confidence aware
mechanism, the proposed method is able to resist the negative
impact of corrupted frames. We believe this framework still
has room for improvement by involving human motion prior
(like current SOTA methods) for training, therefore our future
work will be to design a smart way to incorporate human
motion prior, which can be extracted from rich datasets
without annotations. In addition, the proposed framework not
only can be applied to human pose estimation, but also has
the potential to serve as a tool to analyze motions for other
downstream tasks.
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Fig. 9: Results of more example video frames. The results are shown in two different perspectives.
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