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Abstract

Past few years have witnessed tremendous progress on machine learning (ML) models, espe-
cially deep neural networks. The great achievement in human-level intelligence promotes the
wide application of leaning-enabled systems (LESs), which consists of ML models as com-
ponents, in many safety critical tasks, such as robot assisted surgery and self-driving cars.
The safety critical tasks in turn raise people’s concern on whether or not the modern ML
techniques can meet safety requirements, and it has been shown that ML models are vulner-
able to the robustness, security, and transparency problems. For example, the small, even
human imperceptible, perturbations on the inputs can change the final prediction results.
Therefore, it is urgently needed to develop rigorous analysis techniques for the LESs and
ML components to have an objective evaluation on their safety and security performance.
Unfortunately, this is very challenging because the ML models tend to be of large scale and
hard to be analysed directly (commonly referred to “black-box”). In this thesis, we tackle
the challenge through testing of ML components and practical verification of LESs. Such
techniques belong to the Verification and Validation (V&V), which are widely applied in
traditional systems such as airborne software systems and automotive systems to rigorously
engineering their developments. Here, we adapt them to work with LESs and ML models.

We start from the introduction, preliminary and literature review for studying safety
problems in LESs. Then, we develop two black-box based testing methods for the robust-
ness of DL models. One is based on the coverage-guided testing, a well-known software
engineering testing technique. The other one considers the distribution of operational data
for testing. In next chapter, the mechanism of backdoor attack on tree ensembles is firstly
studied. It is followed by two techniques to debug test the backdoor. One detects back-
door inputs at runtime, and the other one synthesizes the backdoor knowledge from tree
ensembles. In addition to debug testing robustness and backdoor, we present new metrics
to evaluate DL models. Apart from the coverage rate provided by coverage-guided testing,
the reliability, defined as the generation times robustness, can assess the overall performance
of ML models. The proposed evaluation approach is further applied to assess the YOLOv3
model in Autonomous Underwater Vehicles. Finally, we study how failures of CNN models
propagate to the whole LESs. For this purpose, we develop practical verification methods
for robustness of LESs. At the end, we have a comprehensive discussion on contributions,
findings and future works. The conclusion is also summarized.
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Chapter 1

Introduction

1.1 Background

Machine Learning (ML) techniques are dedicated to learn decision logic from observations
and make prediction for new data without explicitly programmed to do so. With the break-
through of theory and progress of hardware's computing power, ML models, especially Deep
Learning (DL) models have achieved human-level intelligence to deal with the long-standing
sophisticated tasks, such as image recognition [6], natural language processing [7], speech
recognition [8] etc. The key success of ML models are their capability on predicting unseen
data. ML models are trained on the training dataset, and evaluated on the test dataset to
assess the generalization accuracy [9]. The improvement of generalization accuracy is the
main research direction for studying ML. Several training techniques, like weight decay [10],
ensemble methods [11], and dropout[12] are proposed to improve over- tting problem: ML
models usually achieve better prediction accuracy on training dataset than on test dataset.
Besides the continuously concerned generalization problem, there raises many other safety
problems with the widespread application of ML to the safety critical applications, like robot
assisted surgery [13] and self-driving cars [14]. In this thesis, we mainly consider the following
safety problems related to ML models.

One of the biggest problems is that ML models are su ering from lack of robustness
[15], since the adversarial examples{the small, maybe human imperceptible, perturbations
on the inputs can totally change the nal prediction results of a well-trained ML model{can
be easily crafted. As an example in Fig. 1.1, start with an image of panda, the attacker can
add small perturbation that has been calculated to make the image recognised as gibbon.

Till now, signi cant e orts have been made on the development of attack and defence
techniques. Attack techniques aim to nd the adversarial examples, while defence techniques
try to enhance the model's ability of robustness to possible adversarial attack. However, both
methods cannot be used to certify a networks because they are unable to provide assurance
to the results [16]. This gap motivates the introduction of veri cation and testing techniques
to ML models. Basically, veri cation techniques are to determine whether or not a property
of a given ML holds within a given range of inputs. The rigorous mathematics proofs o er



Figure 1.1: The small perturbation added onto the image can cause ML model misclassify
panda as gibbon[1].

guarantees to the results at the expense of high computational cost. The cost goes sharply
with the increase of model's complexity. For this reason, when working with large-scale
models, often used in the industry, veri cation is not a good option. Testing arises as
a complement to veri cation. Instead of pursuing mathematics proofs, testing techniques
exploit the model in a broad way to nd potential faults [5].

(a) clean inputs representing di erent digits (b) backdoor inputs, all classi ed as 8

Figure 1.2: All MNIST images of handwritten digit with a backdoor trigger (a white patch
close to the bottom right of the image) are mis-classi ed as digit 8.

Apart from the robustness, some security problems also raise people's concern, e.g. back-
door. Since the ML techniques become prevalent, the requirement of hardware, time, and
data to train a ML model also increases dramatically. Under this scenario, machine-learning-
as-a-service (MLaaS) [17] becomes an increasingly popular business model. However, the
training process in MLaaS is not transparent and may embed with backdoor, i.e. hidden
malicious functionalities, into the ML model. Either the training data is polluted or model's
structure is tampered. Backdoor will not a ect model's prediction performance on clean

2



input, such as training and testing data. However, the attacked model will misclassify any
backdoor inputs, containing trigger, as the target label. As an example in Fig. 1.2, the
backdoor is embedded into the handwritten digit model. The clean input are all recognized
correctly. The images with the backdoor trigger (a white patch at the bottom right of im-
age) are classi ed as digit 8. Analogous to the study of robustness, many papers focus on
the attack and defence of backdoor in ML models. However, the ultimate goal should be
to validate the model is not su ering from the backdoor attack, otherwise synthesize the
malicious knowledge from the model.

Both the lack of robustness and backdoor are expressed as the miss-classi cation of ML
models against the perturbation. Backdoor can even be seen as a special case of robustness
problem [18]. In addition to debug test these two safety problems for detecting misclas-
si ed data, the evaluation of ML models' overall performance is important and appealing
[19]. Motivated by the attack, existing evaluation approaches focus on the worst-case [20].
The maximum safe radius around a seed input is calculated for evaluating the pointwise
robustness [21]. However, the worst case evaluation cannot represent model's real perfor-
mance against the naturally occurring perturbations [22]. Whats' more, the motivation for
requiring worst-case robustness for individual inputs is frequently clear, it is more di cult
to justify using worst-case robustness for the model as a whole. ML model can only be
completely worst-case robust if it is robust to all potential input perturbations.

Figure 1.3: The autonomous driving system consists of deep neural network as perception
component[2].

As ML models are vulnerable to adversarial attack and backdoor attack, the concern
has been naturally raised on how safe a learning enabled system (LES) is when ML models,
as learning components, interact with other components, e.g. Bayes Iter components. As
an example shown in Fig. 1.3, the autonomous driving system consists of a deep neural
network as the perception for vehicle detection, the detection results are passed forward to
the driving control component to take action. Obviously, the failure of deep neural networks
will a ect the operation of overall system. In [23], it has been found that the system is
able to compensate (to some degree) against adversarial attacks on its DL component, but
there may also be new uncertainties from the interactions between learning and non-learning
components. While some vulnerability cases were reported in [23], there is no comprehensive
study on all potential risks in a LES, from the perspective of formal veri cation.

In summary, attack and defence are most popular approaches to study the aforementioned
problems. Although attack techniques can uncover the safety issues that ML models or LESs
will be accessed or damaged without authorization under some circumstances, and defence
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techniques are proposed to e ectively deal with attack, they cannot provide the rigorous
guarantee that ML models or LESs meet the safety requirements, e.g. ML models will not
mis-classify the data within certain input region. This motivate us to develop the veri cation
and validation (V&V) methods for ML models or LESs, which can tackle the challenge by
checking if the safety requirements and speci cations are met or not.

1.2 Research Objectives

This thesis studies several safety requirements of ML models and their in uence on normal
operations of LESs. The main research question istow can we verify or validate that ML
models and LESs are safe enough against a series of potential risks when deployed in the
real-world applications?

The above research question can be further divided into sub-problems which can be
solved by several V&V techniques. First, the veri cation or testing methods can check the
ful Iment of safety requirements. If the requirement is not met, the counterexamples (bugs)
are produced. Second, we are also concerned about evaluating the safety of ML models and
LESs from probabilistic prospective instead of answering the binary question that ML models
are safe or not. To be specic, we will discuss the following techniques in the subsequent
chapters:

1. Test Adversarial Robustness : Apart from numerous adversarial attack methods
[1, 24, 25], coverage guided testing methods, the traditional software defects detection
technique [26], are proposed to detect adversarial examples for CNNs, such as neuron
coverage [27], modi ed condition /decision coverage [28]. While existing coverage met-
rics for CNNs may be adapted to work with RNNs, they are insu cient because they
do not work with the internal structures of RNNs and, more importantly, the most es-
sential ingredient of RNNs|the temporal relation|is not considered. This motivates
us to develop dedicated coverage metrics for RNNs,to take into account the additional
structures and temporal semantics.

In addition, emerging studies on systematically evaluating adversarial examples de-
tected by aforementioned state-of-the-arts have two major drawbacks: (i) they do not
take the input data distribution into consideration, therefore it is hard to judge whether
the identi ed adversarial examples are meaningful to the ML application [29, 30]; (ii)
most detected adversarial examples are of poor perception quality that are too unnat-
ural/unrealistic [31] to be seen in real-life operations. That said, not all adversarial
examples are equal nor can be eliminated given limited resources. A wise strategy is to
detect those adversarial examples that are both being \distribution-aware" and with
natural/realistic pixel-level perturbations, which motivates our another work of ours.

2. Test Backdoor : Backdoor attack and defence are thoroughly studied for CNNs [32,
33], but few research works are conducted on tree ensemble classi ers. There are a lot
of security-critical applications using tree ensemble classi ers. For instance, random
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forest is the most important ML method for the Intrusion Detection Systems (IDS)
[34]. Previous research [35] demonstrates that backdoor knowledge embedded to the
random forest classi ers for IDSs can make the intrusion detection easily bypassed.
We try to thoroughly study the mechanism of backdoor embedding on tree ensemble
classi ers, according to a few success criteria such as preservation and veri ability.
Then, given a tree ensemble that is potentially embedded with backdoor knowledge,
we try to gure out (1) can we check if model is embedded with backdoor knowledge
and e ectively extract backdoor knowledge from it for mitigation? (2) Is there a
theoretical, computational gap between backdoor embedding and extraction to indicate
the stealthiness of the embedding?

. Evaluation of ML Models : For traditional systems, safety and reliability analysis is
guided by established standards, and supported by mature development processes and
veri cation and validation tools and techniques. The situation is di erent for systems
that utilise DL: they require new and advanced analysis re ective of the complex re-
quirements in their safe and reliable function. Such analysis also needs to be tailored
to fully evaluate the inherent character of DL [36], despite the progress made recently
[37]. DL classi ers are subject to robustness concerns, reliability models without con-
sidering robustness evidence are not convincing. Reliability, as a user-centred property,
depends on the end-users' behaviours [38]. The operational pro le information (quan-
tifying how the software will be operated [39]) should therefore be explicitly modelled
in the assessment. However, to the best of our knowledge, there is no dedicated relia-
bility assessment model taking into account both the operational pro le and robustness
evidence, which motivates this chapter's research work.

. Veri cation of LESs : An learning-enabled system (LES) is a complex, intelligent
system that can make decisions according to its internal state and its understand-
ing about the external environment. To meet their design requirements, LES can be
designed and implemented by connecting a number of heterogeneous components, in-
cluding ML models and non-learning components. It is well-known that ML models
are su ering from a series of safety risks, like robustness, backdoor and transparency
problems, which may propagate to the whole system through the interaction between
internal components. To study the robustness properties of real-world LESs in a prin-
cipled way, we apply formal veri cation techniques, which demonstrate that a system
is correct against all possible risks, especially originated from ML models, over a given
speci cation { a formal representation of property and the formal model of the sys-
tem, and which returns counter-examples when it cannot. We adopt this approach
to support the necessary identi cation of risks prior to deployment of safety critical
applications.



1.3 Contributions

We focus on veri cation and validation of ML models and LESs. Our contributions can be
summarized below.

Coverage-Guided Testing for Recurrent Neural Networks

1. We discuss why the coverage-guided testing is useful in analyzing RNNs and how to
reasonably de ne the e ectiveness of a testing framework.

2. We focus on long short-term memory networks (LSTMs), which is the most important
class of RNNs, and design three LSTM structural coverage metrics, namely boundary
coverage (BC), stepwise coverage (SC), and temporal coverage (TC). Simply speaking,
TC quanti es the multistep temporal relation, which describes the internal behavior
on how LSTM cell processing inputs, whereas BC and SC quantify the value and
single-step change of the temporal relation, respectively.

3. We also discussed how to position the new metrics against a few closely related tech-
niques, such as complete veri cation techniques, existing metrics, etc.

Hierarchical Distribution-Aware Testing of CNNs

1. We provide a \divide and conquer" solution|hierarchical distribution-aware testing|
by decomposing the input distribution into two levels (named as global and local)
capturing how the feature-wise and pixel-wise information are distributed, respectively.

2. At the global level, we propose novel methods to select test seeds based on the approx-
imated feature distribution of the training data and predictive robustness indicators,
so that the norm balls of the selected seeds are both from the high-density area of
the distribution and relatively unrobust (thus more cost-e ective to detect adversarial
examples in later stages).

3. Given a carefully selected test seed, we propose a novel two-step Genetic Algorithm to
generate test cases locally (i.e. within a norm ball) to control the perceptual quality
of detected adversarial examples.

4. We investigate black-box (to the DL model under testing) methods for the main tasks
at both levels.

Embedding and Extraction of Backdoor in Tree Ensemble Classi er

1. We expect an embedding algorithm to satisfy a few criteria, including Preservation (or
P-rule), which requires that the embedding does not compromise the predictive perfor-
mance of the original tree ensemble, and Veri ability (or V-rule), which requires that
the embedding can be attested by e.g., speci c inputs. We develop two novel PTIME
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embedding algorithms, for the settings of black-box and white-box, respectively, and
show that these two criteria hold.

. Beyond P-rule and V-rule, we consider another criterion, i.e., Stealthiness (or S-rule),

which requires a certain level of di culty in detecting the embedding. This criterion

is needed for security-related embedding, such as backdoor attacks. Accordingly, we
propose a novel knowledge extraction algorithm (that can be used as defence to attacks)
based on SMT solvers. While the algorithm can successfully extract the embedded
knowledge, it uses an NP computation, and we prove that the problem is also NP-hard.
Comparing with the PTIME embedding algorithms, this NP-completeness result for
the extraction justi es the di culty of detection, and thus the satis ability of S-rule,

with a complexity gap (PTIME vs NP).

Reliability Assessment of Deep Learning Classi ers

1.

A rst reliability assessment method for deep learning classi ers based on the opera-
tional pro le (distribution) information and robustness evidence. It is model agnostic
and designed for pretrained DL models, yielding upper bounds on the probability of
miss-classi cations per input with con dence levels.

Discussions on model assumptions and extension to real-world applications, highlight-
ing the inherent di culties of assessing DL dependability uncovered by our model, e.g.
scalability and lack of data.

. To extend the reliability assessment method to high dimensional data, we refer to the

weighted sampling and use converged assessment result as the approximation. The
"high dimensional” reliability assessment method is further applied to real-world au-
tonomous underwater vehicle detection to demonstrate the e ectiveness and e ciency.

Practical Veri cation of Learning Component Failure in State Estimation Sys-

tems

1.

we formalise an LES as a novel labelled transition system which has components for
payo s and partial order relations. Speci cally, every transition is attached with a pay-

0, and for every state there is a partial order relation between its out-going transitions
from the same state.

We show that the veri cation of the robustness property on such a system can be
reduced into a constrained optimisation problem.

To enable practical veri cation, we develop two algorithms: (1) a veri cation algorithm

{ that can achieve complete results but cannot be used for run-time { and (2) a heuristic
algorithm { that can be used e ciently in run-time, perform well in most cases, but
cannot provide a completeness guarantee.



1.4 Structure of Thesis

Fig. 1.4 illustrates the structure of thesis. In Chapter 2, we do literature review on testing
ML models, evaluation of ML models and safety analysis of learning-enabled autonomous
systems. Chapter 3, 4 and 5 correspond to debug testing approaches for robustness and
backdoor of ML models. In chapter 6, we focus on the evaluation of ML models. Then, in
chapter 7, we start to study the veri cation of learning-enabled systems, when the failure
of ML models propagates during the interaction. Finally, in chapter 8, we summarize our
contributions, the main ndings after experiments and expectation in future works. The
main research works are concentrated on chapter 3, 4, 5, 6 and 7.

In chapter 3 and 4, robustness testing of ML models are mainly categorized as the
coverage-guided testing, and distribution aware based testing for detecting general misclas-
sied inputs. We develop a coverage guided testing method for RNNs and hierarchical
distribution aware testing method for DL models.

Figure 1.4: The overview of research works in this thesis

Backdoor testing are listed separately in chapter 5, for their targets on backdoor input
detection and backdoor knowledge extraction. The mechanism of backdoor embedding is
also thoroughly studied.



In chapter 6, we present a model-agnostic reliability assessment method for DL classi-
ers, based on evidence from robustness evaluation and the operational pro le of a given
application.

In chapter 7, we present a formal veri cation guided approach for a principled design and
implementation of robust learning-enabled systems.



Chapter 2

Literature Review

2.1 Verication and Validation of Machine Learning
Component

Machine Learning models, especially DNNs, become prevalent nowadays. Before coming to
era of DL, some traditional ML techniques already have wide application across di erent
industries. For examples, Random Forest[40], which combines the output of multiple deci-
sion trees, is utilized in Finance to evaluate customers with high credit risk[41], to detect
fraud[42], and option pricing problems[43]. It also has applications within computational
biology[44], facilitating doctors to tackle problems such as gene expression classi cation,
biomarker discovery, and sequence annotation. DL comes into notice since it can deal with
the high dimensional data, such as images, text, audio signals. One of biggest success of DL
is the development of Convolutional neural network for image classi cation[45] and object
recognition tasks[46]. CNNs have three main types of layers: convolutional layer, pooling
layer and fully connected layer. The convolutional layer is the core building block of a CNN,
which extract features from the images. Pooling layer reduce the dimension of data, help
improve e ciency and limit the risk of over tting. The fully connected layer is usually set at

last to perform the task of classi cation based on the extracted features from previous layers.
Recurrent neural network is another type of DNNs, dedicated to solve the sequential prob-
lems seen in natural language processing[47] and speech recognition[48]. Long short-term
memory (LSTM) network is a popular RNN architecture, consisting of cells. Each cell have
gates, long term and short term memory. These gates control the ow of information which

is needed to predict the output in the network, while long term and short term memory are
designed to solve the problem of long-term dependencies.

Despite the great potentials of ML techniques, ML, especially DL models, are su ering
from a wide range of risks, such as the adversarial robustness, backdoor and transparency.
This leads to the research area of veri cation and validation of DL (ref. to the comprehensive
review on [49]). Veri cation provide the provable guarantee on decision safety of neural
networks[16]. It can further analyse the reachability of neural networks[50]. Testing arises
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to complement the veri cation of DNNs, which is known to have the drawbacks of high
computation complexity. A lot of testing techniques, such as coverage guided testing[51],
distribution aware testing[52], fuzzing[53] are proposed to test the performance of DNNs.
This thesis mainly focus on the testing category and intend to design new testing methods
for di erent type of DNNs.

2.2 Test Machine Learning Component

2.2.1 Coverage Guided Testing

Traditional software testing and coverage methods cannot be easily applied to deep neural
networks (DNNs). A number of new techniques for testing neural networks and measur-
ing test coverage have been developed. The comparison of theses approaches are listed in
Table 2.1.

Test Method Coverage Criteria Test Generation Distance Metric DNNs Under Test

DeepXplore[27] Neuron Coverage Joint Optimisation Ly Multiple

DeepTest[54] Neuron Coverage Greedy Search | Jaccard Distances Single
Neuron Level Coverage, . .

DeepGauge[55] Layer Level Coverage Adversarial Attack Ly Single
. MC/DC, Neuron Coverage . . .

DeepConcolic[51] and its extensions Concolic Testing Li,Lo Single
Quantitative 0-1 Integer .

[56] k-Projection Coverage Programming N/A Single

SADL[57] Surprise Coverage Adversarial Attack N/A Single

TensorFuzz[58] | Approximate Nearest Neighbor, Fuzzing N/A Single
State-Level Coverage . .

DeepStellar[4] Transition-Level Coverage Fuzzing N/A Single

Table 2.1: Comparison between di erent coverage-guided testing for DNNs

[27] rstly introduces the neuron coverage metric for the neural network using recti ed
linear units (ReLUs) as the activation functions in DeepXplore. According to the de nition,

a test suite is said to have achieved full coverage if there is at least one input to make
each hidden unit in the neural network get a positive value. Then, they demonstrate that
achieving high neuron coverage can nd input which induce more di erential behaviors of
neural networks. The high coverage rate can be represented as the optimization problem
and e ciently solved by gradient based search.

[54] o er a systematic approach, called DeepTest, for autonomously generating test sce-
narios that optimise neuron coverage in safety-critical DNN-based systems such as self-
driving automobiles. They show empirically that variations in neuron coverage coincide
with changes in the behaviour of an self-driving automobile. They further show how several
realistic image transformation, such as changes in light and the weather conditions, may be
utilised to generate synthetic tests that boost neuron coverage. They use transformation-
speci ¢ metamorphic relations to identify incorrect behaviour automatically. Experiment
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results also indicate that synthetic pictures may be utilised to retrain DNNs and improve
the robustness to various corner situations.

[55] presents a set of new testing criteria based on multi-level and multi-granularity
coverage for neural networks in DeepGauge, ranging from the coverage of di erent sections
of neurons values to di erent combination of neuron activation patterns. The testing criteria
can measure to what extent neuron's functionality is exercised and quantify defect detection
ability of test data on neural networks. A higher coverage rate of testing criteria indicates a
higher potential to detect more diversi ed neural networks' defects.

[51] adapts the Modi ed Condition/Decision Coverage (MC/DC), a conventional soft-
ware coverage metric, to deep neural networks in DeepConcolic. MC/DC requires that all
condition neurons should determine the outcome of the decision neuron independently. To
e ciently increase the coverage rate, they develop the concolic testing by alternating between
concrete execution and symbolic analysis to incrementally generate test cases.

[56] present quantitative k-projection coverage as a measure to control combinatorial
explosion while directing the data sampling procedure. Assuming that domain experts in
autonomous drivining o er independent environment conditions, such as weather, scenery, or
partly obstructing pedestrians, and associating components in each condition with weights,
the combination of these conditions produces scenarios, and the weights associated with
each equivalence class may be interpreted as their relative importance. To achieve complete
k-projection coverage, the data set, when projected to the hyperplane de ned by arbitrarily
chosen k-conditions, must cover each class with a minimum number of data points equal to
the corresponding weight. The exact computation of k-projection coverage remains NP in
the general situation when scenario construction is controlled by constraints. They propose
theoretic complexity for essential sub-cases and an encoding to 0-1 integer programming in
terms of determining the least number of test cases required to obtain complete coverage.

Surprise Adequacy for Deep Learning Systems (SADL), a unique test adequacy criteria
for evaluating DL systems, is proposed by [57]. It is based on the behaviour of DL systems
with regard to their training data. It quanti es an input's surprise as the di erence in DL
system behaviour between the input and the training data (i.e., what was learned during
training), and then use this as an adequacy criterion: a good test input should be suitably
but not overly unexpected when compared to training data. Empirical testing with a variety
of DL systems ranging from simple image classi ers to autonomous driving car platforms
demonstrates that systematic sampling of inputs based on their surprise can improve DL
system classi cation accuracy against adversarial examples via retraining.

[58] develops the coverage-guided fuzzing framework, called TensorFuzz, where randomly
mutated input are guided by the coverage metric, provided by approximate nearest neigh-
bor (ANN) algorithms. Approximate nearest neighbor algorithms can decide if a new input
should be added into the corpus based on building a data structure for nding su ciently
closed data points. They further combine the coverage-guided fuzzing with property-based
testing, which automatically generates test cases that attempt to violate user-speci ed prop-
erty, to detect numerous aws in trained neural networks.

Few works contribute to the development of coverage metrics for RNNs. [4] take the
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rst step toward quantitative study of RNN-based DL systems in DeepStellar. To describe
RNN's internal characteristics, they model it as an abstract state transition system. They
propose two trace similarity measures, based on state and transitions, respectively, and
ve coverage criteria, called Basic State Coverage, Weighted State Coverage, n-Step State
Boundary Coverage, Basic Transition Coverage, and Weighted Transition Coverage, to allow
for quantitative study of RNNs. They also present two methods for adversarial sample detec-
tion and coverage-guided test case generation that are driven by quantitative measurements.
DeepStellar is thoroughly tested on four RNN-based systems and shown e ective to capture
the di erences between samples even with very small perturbations and reveal erroneous
behaviours of RNNs.

2.2.2 Distribution Aware Testing

There are increasing amount of DL testing works developed towards being distribution-
aware. Deep generative models, such as Variational AutoEncoders (VAE) and Generative
Adversarial Networks (GAN), are applied to approximate the training data distribution, since
the inputs (like images) to Deep Neural Network are usually in a high dimensional space.
Previous works heavily rely on Out of Distribution-Aware (OODA) detection [59, 52, 60]

or synthesising new test cases directly from latent spaces [61, 62, 63], called Feature-Only
Distribution-Aware (FODA). The comparison between two categories of works are listed in
Fig 2.1.

Figure 2.1: Comparison between OODA and FODA methods

[59] propose the rst distribution-guided coverage criterion for generating unseed test
cases, while giving a great assurance of the validity of the identi ed faults to DL system.
To be speci c, they integrate the OOD techniques into the coverage criterion. They obtain
the OOD-score distribution from the training data using cutting-edge OOD algorithms. If a
new test case has an OOD-score that exceeds a prede ned threshold, it is labelled as OOD.
The innovative OOD-guided coverage criteria may aid in Itering distribution-relevant errors.
DNNs trained with distribution-relevant errors outperform those trained with errors that are
unaware of the distribution. The ndings highlight the signi cance of distribution knowledge
and emphasise the need for caution while developing future DL testing frameworks.
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[52] study the validity of test cases generated by existing DNN test generation tech-
niques through variational auto-encoder (VAE). When compared to OOD inputs, a trained
VAE model will produce high probability density estimates for data from the training data
distribution. This critical insight is utilised to validate test inputs produced by DNN test
generating approaches. They nd that current coverage guided testing generates a huge
number of invalid test cases, raising test costs without providing an obvious advantage.
Furthermore, existing neuron-based coverage metrics for DNNs cannot di erentiate between
valid and invalid test cases, which risks biasing test suites toward including more invalid
inputs in pursuit of better coverage. Based on these ndings, they develop a novel approach
that combines a VAE model with current test generation approaches to generate test cases
that produce only valid inputs. They formulate the joint optimization of the probability
density of valid inputs and the objective of current DNN test generation algorithms, and
employ gradient ascent to generate valid test cases. The proposed technique is cost-e ective,
according to experimental study.

Test selection refers to the area of research focused on selecting a small set to label from
a large set of unlabelled data, which are more representative to reveal errors in given DNN.
[60] empirically study the test selection and retraining. They observe that retraining using
both original training data and selected data achieves better model performance than using
selected data only. In addition, even using the optimal retraining strategy, existing selection
metrics show di erent performance under di erent data distributions. For example, random
selection get the surprisingly best performance, when OOD data are more than 70% in the
set (30% are in-distribution (ID) data). Moreover, class bias is another potential factor
for data selection. Based on these observations, they further present a distribution-aware
test (DAT) selection metric to reduce the impact of distribution shifts on model retraining.
DAT's fundamental principle is to choose uncertain and representative data from the ID and
OOD sets, respectively. To begin, they use an OOD detector to divide the new data into the
ID set and the OOD set. Following that, DAT picks the most uncertain data for the ID set,
which have the same distribution as the training data but have not been su ciently learnt
by the model. DAT chooses the best representative data for the OOD collection, which
indicates that the data chosen may represent the whole set. According to the experimental
results, DAT outperforms all other available test selection metrics.

In order to generate realistic, conformance to requirements, and error-revealing test cases,
[61] leverage the variant of Conditional Variational Autoencoder (CVAE) to capture a man-
ifold, representing the feature distribution of training data. CVAE can learn the manifold
conditioned on the data label, and use encoder and decoder to map high dimensional data
from or to the manifold. Once a CVAE has been trained, it is possible to sample new test
cases from this manifold and map them to the original input space using the decoder. As
a CVAE is tuned to produce such images with high probability, these test inputs are likely
representative of distribution images. These test inputs may also be novel to the degree that
a VAE can interpolate between existing data points, enabling the discovery of new issues
utilising these inputs. The central aim of this study is to apply search-based test generation
to the manifold space in order to generate novel, intriguing, and error-revealing test cases.
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A tness function is designed so that the uncertainty of the tested model is maximised, with
the argument that high uncertainty inputs are more likely to cause errors.

[62] present a new method to assess the safety of DL system based on the concept frontier
of behaviours. The frontier of behaviours of DL systems refer to a pair of inputs which are
virtually similar to each other but induce di erent behaviors of DL system. The DL system
is safe if the frontier of behaviours are outside the validity input domain. To search for
frontier of behaviours, they propose the model-based input generation approach to generate
the realistic input. For MNIST dataset, they convert the handwritten digit images to the
Scalable Vector Graphics, which is combination of cubic and quadratic Bezier curves. The
manipulation of the Bezier curve parameters can make sure the perturbed handwritten digits
are realistic. The self-driving car is trained and tested on the BeamNG simulation environ-
ment. Such simulation system provides di erent scenarios, consisting the roads, the driving
task, and environments, like weather conditions, and light. They further apply evolutionary
algorithm to search for frontier of behaviours of DL systems.

[63] provide the rst method, called distribution-based falsi cation and veri cation (DFV),
that utilises environmental models to concentrate DNN falsi cation and veri cation on the
meaningful input space. DFV automatically constructs an input distribution model using
unsupervised learning, pre xes this model to the DNN to require all inputs from the learnt
distribution, then reformulates the property to the input space of the distribution model.
This transformed veri cation enables current DNN falsi cation and veri cation methods to
focus on the input distribution, hence eliminating examination of inputs that are not mean-
ingful. The investigation of DFV using seven falsi cation and veri cation tools, two DNNs
de ned over di erent data sets, and ninety-three distinct distribution models provides clear
evidence that the counter-examples found by the tools are much more representative in the
training data distribution.

2.2.3 Backdoor Testing

Detecting backdoor from a ML model is challenging, since only input containing backdoor
trigger, which is only known by adversary, will induce the erroneous behaviors.

Test Method Detection Type Methodology Access
[64] Backdoor Input Activation Clustering White-box
Neural Cleanse [33] Backdoor Trigger | Optimisation + Outlier Detection White-box
Neuroninspect [65]| Backdoor Input Output Explanations White-box
Deeplnspect [66] | Backdoor Trigger Trigger Distribution Learning Black-box
B3D [67] Backdoor Trigger Gradient-free Optimization Black-box
AEVA [68] Backdoor Trigger | adversarial extreme value analysis Black-box hard-label

Table 2.2: Comparison between di erent backdoor detection for DNNs

The Activation Clustering (AC) approach is adopted for nding poisoned training sam-
ples designed to incorporate backdoors into DNNs [64]. This approach examines the neural
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network activations in the training data to see whether it has been poisoned and, if so, which
datapoints are toxic. The idea behind this strategy is that although backdoor and target
samples are classi ed the same by the compromised network, the rationale for this classi -
cation is di erent. The network identi es features in the input that it has learnt correlate to
the target class in the case of standard samples from the target class. It identi es features
associated with the backdoor trigger in the case of backdoor samples, causing it to identify
the input as the target class. The network activations, which describe how the network
makes its "decisions," should show this variation in methodology. The activations of last
convolutional layer are obtained for all training data. They are grouped according to the
label and each group is clustered separately. To cluster the activations, the dimensionality
reduction technique, Independent Component Analysis (ICA) is applied. Then cluster anal-
ysis methods, like exclusionary reclassi cation, relative size comparison and silhouette score
can help users identify the possible data poisoning from the clustered activations.

[33] develops the generalizable technique to detect and reverse engineer the backdoor
trigger from DNNs, called "Neural Cleanse". The trigger reverse engineering process can be
formalized as the optimization for the minimum perturbation to transform input label of any
training data to a target class. Then, the Median Absolute Deviation based outlier detection
algorithm is applied to identify the real trigger from the potential ones obtained from the
optimization. In addition, they propose three methods of backdoor mitigation. The rst
one is the utilization of reverse engineered trigger to identify the backdoor related neurons.
Then, the proactive lIter can detect and Iter out the suspected input which activate the
backdoor related neurons. Second is pruning out the backdoor related neurons so that DNN
model is patched. The last one is training DNN to unlearn the original trigger. The infected
DNN will recognize the correct label even the backdoor trigger is present.

Neuroninspect [65] is a framework for discovering Trojan backdoors in deep neural net-
works using output explanation techniques. Neuroninspect identi es the presence of back-
door attack by creating an explanation heatmap of the output layer. The authors observe
that heatmaps generated from clean versus backdoor embedded models exhibit distinct char-
acteristics. Therefore, they extract features from an attacked model that quantify the sparse,
smooth, and persistent characteristics of explanations. They combine these characteristics
and employ outlier detection to identify the outliers, which constitute the attack targets.
They demonstrate the e cacy and e ectiveness of Neuroninspect using the MNIST digit
recognition dataset and the GTSRB tra ¢ sign recognition dataset. Neuroninspect out-
performs the state-of-the-art trojan backdoor detection techniques, Neural Cleanse, by a
signi cant margin in terms of robustness and e cacy when tested against a variety of attack
scenarios.

Deeplnspect [66] is the rst practical backdoor detection framework that determines
whether a DNN has been compromised ("sanity check of a pre-trained DNN model") with
minimal information about the queried model. Deeplnspect is comprised of three primary
steps. Model inversion technique is rstly utilized to recover a substitution training dataset
containing all classes. Then, a conditional Generative Adversarial Network is trained to
generate the possible backdoor trigger with queried model as xed discriminator. The queried
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model should predict the inversed sample added with trigger learned by generative model,
as the target class. Finally, the perturbation level of recovered triggers is used as the test
statistics for anomaly detection. Deeplnspect's trigger generator enables model patching for
e ective backdoor mitigation. Extensive experiments demonstrate that Deeplnspect provides

superior detection performance and lower runtime overhead compared to previous work.

[67] propose a method for black-box backdoor detection (B3D). Similar to [33], B3D for-
mulates backdoor detection as an optimization problem that is solved by reverse-engineering
the potential trigger for each class using clean data. The main di erence is that they em-
ploy a gradient-free algorithm that minimises the objective function solely through model
gueries to solve the problem. Moreover, they demonstrate the applicability of B3D when
using synthetic samples when clean samples for optimization are not available. They conduct
extensive experiments on multiple datasets to validate the e cacy of B3D and synthetic sam-
ples in detecting backdoor attacks on hundreds of DNN models, some of which are trained
normally while others are backdoored. Due to the appropriate problem formulation and
e cient optimization procedure, their methods achieve detection accuracy comparable to or
even surpassing that of previous methods based on model gradients. In addition to detect-
ing backdoors, they aim to mitigate any discovered backdoors in infected models. Due to
the inability to modify the black-box model, the typical retraining and ne-tuning strate-
gies cannot be implemented in a black-box environment. Therefore, they propose a simple
yet e ective strategy that rejects any input containing the trigger stamp in order to make
accurate predictions without modifying the infected model.

Existing backdoor detection approaches often demand access to the poisoned training
data, the training parameters of the DNNSs, or the prediction con dence for each input
sample, which are unavailable in many real-world applications, such as on-device deployed
DNNs. [68] address the black-box hard-label backdoor detection issue, in which the DNN is
completely black-box and only its nal output label can be obtained. They tackle this prob-
lem from an optimization standpoint and demonstrate that the aim of backdoor detection is
constrained by an adversarial objective. Further theoretical and empirical research reveals
that this adversarial objective results in a solution with a highly skewed distribution; a sin-
gularity is likely to be found in the adversarial map of a backdoor sample, which they term
the adversarial singularity phenomenon. Based on this fact, they propose the adversarial
extreme value analysis (AEVA) to identify backdoor in black-box neural networks. AEVA
relies on extreme value analysis of the adversarial map generated using monte-carlo gradient
estimation. Extensive experiments spanning several common tasks and backdoor embedding
indicate that their technique is successful in identifying backdoor embedding in black-box
hard-label circumstances.

2.3 Evaluate Machine Learning Components

The evaluation of ML models can be categorised as the formal veri cation, which aims to
nd the safety radius, the estimation of Lipschitz constant and the statistical approaches.
The robustness is the most popular property for evaluating ML models, while some research
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works focus on assessing ML models' prediction accuracy on the operational context.

[21] de nes the concept of global robustness as the expectation of maximum safe radius,
measured byL , norm for each input, over the test dataset. they show that evaluating the
robustness in terms oL, norm distance is NP-hard and then present an approximation for
computing lower and upper bounds on the network's robustness iteratively. The approach
is anytime, in the sense that it returns intermediate bounds and robustness estimates that
are gradually but strictly improved as the computation proceeds; tensor-based, in the sense
that the computation is performed over a set of inputs simultaneously, rather than one by
one, to enable e cient GPU computation; and has provable guarantees, in the sense that
both the bounds and the robustness estimates can converge to the optimal values.

[69] presents a theoretical argument for transforming robustness analysis into a local
Lipschitz constant estimation issue, and suggest using the Extreme Value Theory to eval-
uate it e ciently. CLEVER, which stands for Cross Lipschitz Extreme Value for nEtwork
Robustness, is the result of study. The proposed CLEVER score is attack-independent and
computationally practical for massive neural networks. Experiment results on various net-
works, including ResNet, Inception-v3, and MobileNet, show that CLEVER is consistent
with the robustness indicator measured by thé., and L; norms of adversarial examples
from powerful attacks, and defended networks using defensive distillation or bounded ReLU
achieve higher CLEVER scores. CLEVER is, as far as we know, the rst attack-independent
robustness measure that can be applied to any neural network model.

[19] develops a new metric to evaluate the local robustness of neural network based on
the probability that property is violated under the input distribution. Instead of answering
the binary question whether neural network is robust or not by veri cation, their approach
provides the informative notion on how robust neural network model is. Since the occurrence
of adversarial examples is rare event for well-trained neural network, they successfully adapt
the multi-level splitting, an advanced Monte Carlo Sampling, to estimating the statistical
robustness. The experiments con rm that their statistical evaluation of robustness can scale
well to the large neural network model.

[70] focuses on the operational testing of DNNs. That is to determine DNN models’
actual performance on the dataset collected from the operational context, the challenge of
which arises from the high cost at labelling data. To reduce the number of labelled samples,
they rst adopt the Con dence-based Strati ed Sampling to achieve e cient but fragile and
limited to classi er, estimation. Then, they propose to leverage the representation learned by
DNN in the last hidden layer to guide the sampling of unlabelled operational data. A small
set of samples are selected by minimizing the cross-entropy with respect to the population.
The experiments reveal that, as compared to simple random sampling, their strategy only
takes around half as many labelled samples to obtain the same degree of accuracy.

[71] proposes a test selection technique (DeepEST) that actively searches for faulty test
cases in a DNN's operational dataset, with the goal of assessing the DNN's expected accuracy
by a small and "informative" test set (namely, with a large amount of misprediction samples)
for follow-up DNN improvement. Experiments show that DeepEST gives precise DNN ac-
curacy estimates, comparable to (and frequently greater than) conventional sampling-based
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DNN testing approaches, while identifying up to 30 times more misprediction samples with
the same test set size.

2.4 Safety Analysis of ML in Learning-Enabled Sys-
tems

Currently, most safety veri cation and validation work focuses on the ML components, in-
cluding formal veri cation and coverage-guided testing. Research is sparse at the system
level, and there is none (apparent) on state estimation systems. In [72], a compositional
framework is developed for the falsi cation of temporal logic properties of cyber-physical
systems with ML components. Their approaches are applied to an Automatic Emergency
Braking System. A simulation based approach [73] is suggested to verify the barrier certi -
cates { representing safety invariants { of autonomous driving systems with an SMT solver.
In both papers, the interaction { or synchronisation between ML and other components is
through a shared value, which is drastically di erent from the neural network enabled state
estimation, where the synchronisation is closer to the message-passing regime.

In addition, in [74], a system with a sigmoid-based neural network as the controller is
transformed into a hybrid system, on which the veri cation can be solved with existing tools.
This approach may not generalise to general neural networks since it heavily relies on the
fact that the sigmoid is the solution to a quadratic di erential equation. In [75], a graybox
testing approach is proposed for systems with learning based controllers, where a gradient
based method is taken to search the input space. This approach is heuristic, and based on
the assumption that the system is di erentiable. The LESs cannot be veri ed with these
approaches. Moreover, there is some early research on the robustness of Kalman Iter by
false information injection [76, 77], where the false information is modelled as Gaussian noise.
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Chapter 3

Test DL Robustness through
Coverage Metrics

3.1 Introduction

Feedforward neural networks (FNNs), notably convolutional neural networks (CNNSs), are
vulnerable in various safety and security scenarios, subject to adversarial attack [78], back-
door attack [79], data poisoning attack [80], privacy issues [81], etc. These defects are
extensible to recurrent neural networks (RNNs). In this chapter, we study the RNN defects,
mainly focusing on adversarial samples [82] (while our testing methods can be utilized to
detect backdoor samples [83]). These defects will lead a well-trained RNN to mis-predictions.
Di erent from CNNs, RNNs exhibit particular challenges, due to their more complex internal
structures and their processing of sequential inputs with a temporal semantics, supported
by their internal memory components. A generic RNN layer takes a sequential sample
as input, updates its internal statec, and generates an outpuh. Other structural compo-
nents may be required for speci c RNNs. Given an inpuf x;gf-;, the RNN layer will be
unfolded with respect to the sizen of the input, and therefore each structural component
has a corresponding sequence of representations, for exanfigy, . Such a sequence of
representations form a temporal evolution.

Coverage-guided testing has achieved a great success in software defect detection and
extensively applied to FNNs. While existing coverage metrics for FNNs may be adapted to
work with RNNSs, they are insu cient because they do not work with the internal structures
of RNNs and, more importantly, the most essential ingredient of RNNs { the temporal
relation { is not considered. Moreover, we note that, a few coverage metrics are proposed
in [4] for RNNs, by making simple extensions to those of FNNs without considering the
temporal relation and the internal structures (e.g., the important components of RNNs such
as gates). This chapter is to develop dedicated coverage metrics for RNNs, to take into
account the additional structures and temporal semantics.

As suggested in [84, 85], a test metric does not have to be strongly related to adversarial
samples, a speci ¢ type of defects corresponding to the robustness requirement of a neural
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network. This is not surprising, and actually not new (for software testing). As stated

in [86], a (software) program with high test coverage has more of its source code executed
during testing, which suggests it has a lower chance of containing undetected software defects
compared to a program with low test coverage. We concur with this view, and suggest that,
instead of identifying a particular type of defects such as adversarial samples, coverage-
guided testing is to generate a set of test cases as diversi ed as possible while preserving
the naturalness, in order to exploit the internal behaviour of the neural networks that has
real operational impact The proposed coverage metrics in this chapter are of such desirable
features of beingdiverse and natural{ with increased coverage, our approach is more likely
to nd di erent types of faulty behaviours (e.g., adversarial samples and backdoor samples)
that manifest at multiple small regions in the input space (rather than adversarial samples
clustered in one region as what normally attack-based methods nd). Especially when
the operational pro le is unknown or changing, such diversi ed test cases are of particular
importance for improving the delivered reliability [87] (indeed, spending all the budget on
testing one input region that potentially has limited chance to be operated in practice is
unwise). Meanwhile, our diversi ed test cases are \closer" to their seeds (points on the
RNN's data manifold), compared to other state-of-the-art tools, implying higher chance to
be seen in the real-life operation, thus preserving the naturalness.

Contributions We rst discuss in Section 3.3 why the coverage-guided testing is useful
in analysing RNNs and how to reasonably de ne the e ectiveness of a testing framework.
We focus on long short-term memory networks (LSTMs), which is the most important class
of RNNs, and design three LSTM structural coverage metrics, namely boundary coverage
(BC), step-wise coverage (SC) and temporal coverage (TC). Simply speaking, TC quanti es
the multi-step temporal relation, which describes the internal behaviour on how LSTM
cell processing inputs, while BC and SC quantify the value and single-step change of the
temporal relation, respectively. We also discussed in Section 3.5 how to position the new
metrics against a few closely related techniques such as complete veri cation techniques,
existing metrics, etc.

We implement the proposed coverage metrics into a prototype totéstRNN !, which
includes two algorithms { a random mutation and a genetic algorithm based targeted muta-
tion { for test case generation. In particular, targeted mutation uses the coverage knowledge
to guide the test case generation. Initially, a random mutation is taken to generate test cases.
Once the un-targeted randomisation has been hard to improve the coverage rate, a targeted
mutation by considering the distance to the satisfaction of un-ful lled test conditions is taken
to generate corner test cases.

We conduct an extensive set of experiments over a wide range of LSTM benchmarks to
con rm the utility of testRNN and the proposed coverage-guided RNN testing approach
from the following aspects:

1. diversity of generated test cases (Section 3.7.2), with the observations that the LSTM

Ihttps://github.com/TrustAl/testRNN
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model's functional coverage can be approximated using our structural coverage metrics
(Section 3.7.2) and our metrics complement existing metrics in guiding the exploitation
of the input space (Section 3.7.2).

2. detecting defects (Section 3.7.3), with the observations thaestRNN can not only
nd adversarial behaviours for the robustness of RNNs (Section 3.7.3) but also identify
backdoor inputs for the security of RNNs (Section 3.7.3).

3. usefulness of test case generation (Section 3.7.4), with the observation ttestRNN
is e cient and e ective in achieving high coverage rates (Section 3.7.4).

4. comparison with dedicated defect detection (Section 3.7.5), with the observation that
our test method can nd a set of more diversi ed adversarial samples, and these samples
are more likely to occur in real world.

5. comparison with state-of-the-art tool DeepStellar (Section 3.7.6), with the observations
that our metrics are better at guiding the exploitation of the input space andestRNN
may achieve good coverage on the metrics in DeepStellar but not vice versa.

6. exhibition of LSTM internal working mechanism (Section 3.7.7), with the conclusion
that semantic meanings behind the test metrics can help users understand the learning
mechanism of LSTM model, making a step towards interpretable LSTM testing.

The organisation of the chapter is as follows. Section 3.2 gives the preliminaries. We
will discuss the rationale of coverage-guided testing in Section 3.3. After this, we present
our proposed test metrics in Section 3.4. This is followed by discussing in Section 3.5 how
these new metrics are related to the formal-methods based veri cation techniques, existing
coverage metrics, and adversarial defence techniques. We present our test case generation
algorithm in Section 3.6 and the experimental evaluation in Section 3.7.

3.2 RNN Preliminaries

Feedforward neural networks (FNNs) model a function : X ! Y that maps from input
domain X to output domain Y: given an inputx 2 X, it outputs the prediction y 2 Y. For
a sequence of inputxy;:::;X,, an FNN considers each input individually, that is, (X;)
is independent from (Xj+1).

By contrast, a recurrent neural network (RNN) processes an input sequence by iteratively
taking inputs one by one. A recurrent layer can be modeled as a function: X° C Y9!
C YO%suchthat (X¢;& 1;h 1) =(c;h) fort =1::n, wheret denotes thet-th time step,
¢ is the cell state used to represent the intermediate memory arf is the output of the t-th
time step. More speci cally, the recurrent layer takes three inputsx; at the current time
step, the prior memory statec, ; and the prior cell output h; ;; consequently, it updates
the current cell statec, and outputs hidden stateh;.
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RNNs di er from each other given their respective de nitions, i.e., internal structures, of
recurrent layer function , of which long short-term memory (LSTM) in Equation (3.1) is
the most popular and commonly used one.

fo = (W [he iixid + by)

it = (Wi [h 1;x]+ h)

g = fy ¢ 1+iy tanh(W; [hy 1;%]+ k) (3.1)
o0 =  (Wo [he 1;%]+ k)

hy = o tanh(c)

In LSTM, is the sigmoid function and tanh is the hyperbolic tangent functionW and b
represent the weight matrix and bias vector, respectivelyy;i;; o, are internal gate variables
of the cell. In general, the recurrent layer (or LSTM layer) is connected to non-recurrent
layers such as fully connected layers so that the cell output propagates further. We denote
the remaining layers with a function , : Y°! Y. Meanwhile, there can be feedforward
layers connecting to the RNN layer, and we let it be another function; : X ! X% As

a result, the RNN model that accepts :"Qsequence of inputs;:::; X, can be modeled as a
function ' such that' (x1:Xa) = 2 (T4 1(Xi)).

Cell structure The processing of a sequential inpux = fx.gL, with an LSTM layer
function , i.e., (x), can be characterised by gate activation§ = ffigl,, i = fii0l,,
0= fogl,, cell statesc= fcgl,, and outputs h = fh;g.,. We let S = ff;i;0;c;hg be a
set of structural components of LSTM, and use variabls to range oversS.

Sequential structure Each s represents one aspect of the concrete status of an LSTM
cell. To capture the interactions between multiple LSTM steps, temporal semantics are often
used to understand how LSTM performs [88]. Test metrics in this paper will rely on the
structural information such asaggregate knowledgg' and remember rate {;a"g , as explained
below, and their temporal relations.

Output h is seen as short-term memory (as opposed tfor long-term memory) of
LSTM. It is often used to understand how information is updated, either positive or negative
according to the value ofh;. Thus, we have

4+ X - .. . . .
CTo= th) ji 2f Ljhigih) > Og
&= )i 2f Lnhdgih) < 0g (3.2)
S A
Where jh,j represents the size of vectdr,. Intuitively, [ represents theaggregateknowledge
regarding short-term memory.

The forget gatef is a key factor for long-term memory in LSTM, as it controls whether

the aggregate information can be passed on to the next (unfolded) cell or not. The portion
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of information passed is then measured byf®? as follows.

f;avg 1 th .
oo == R(@) (3.3)
it i=1

Figure 3.1: Examples to show how positive and negative elements of output vectors represent
the information in MNIST and IMDB models. The x-axis includes the inputs (bottom row)
and the y-axis includesN,( 1) (top row), N, ( 12¥9) (second row) andN,( 1) (third row)
values. In MNIST, each column of pixels corresponds to a step in LSTM and in the IMDB
model each step represents a word in the movie review.

Example 3.2.1. Fig. 3.1 presents a set of visualisations to the temporal update of the
abstract information. In particular, the top row contains curves folN,( ') and the second
row contains curves folN,( 29), changed with respect to the time. The third row visualises
the evolution of step-wise change informatioN,( ). N, and N, are two normalization
function which will be introduced later.
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Let A = f+; ;avggbe a set of symbols representing the abstraction functions as in Eq.
(3.2-3.3). The above can be generalised to work with a2 S anda 2 A. For %, once
S,a

given a xed input x, we may write ¢ .

3.3 Problem Statement

Figure 3.2: (Left) Connection of Veri cation and Coverage Guided Testing Frameworks.
Veri cation and testing overlap on \Flaws", representing that they have the same objective.
From veri cation to testing, an approximation is made, i.e., test cases approximate the LSTM
internal behaviour. Guidelines (colored with red) are needed to ensure the approximation
quality. (Right) Relation between Coverage Metrics. NC: neuron coverage [3], BS: basic
state coverage [4], BT: basic transition coverage [4], MC/DC: modi ed condition/decision
coverage [5]. Arrows represent the \weaker than" relation between metrics.

This section explains why the coverage guided testing is useful in analysing RNNs and
how to reasonably justify its e ectiveness. Fig. 3.2(Left) presents the connection between
veri cation and testing in this context. While incomplete, testing has been shown practical
{ and in many cases su ciently e ective { in providing assurance to the quality of software.

As in Fig. 3.2, these two approaches overlap on the \Flaws". Veri cation can detect defects
because it exhaustively exploits all internal behaviour of RNNs, which include defective
behaviours. On the other hand, testing approach uses test cases to approximate { or sample
{ the internal behaviour. Due to the nite sampling, defects may or may not be detected.
Therefore, testing needs to be systematic to be e ective in defect detection, and coverage-
guided testing is one of the main approaches.

Due to the size and the temporal semantics of RNNs, it becomes important to nd a
(meaningful) set of metrics to guide the sampling or the test case generation. Our proposed
set of coverage metrics plays the role of such guidance { as suggested in Fig. 3.2(Left),
coverage-guided testing generates a set of test cases to exploit the internal behaviour of the
neural networks. We note, such coverage metric does not have to be strongly correlated
to adversarial samples [84, 85] (a speci c type of defects corresponding to the robustness
requirement of a neural network). What really matters is, within the testing budget, to nd
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defects that are as diverse and natural as possible so that xing them would gain maximised
impact on the delivered reliability.

There are two main goals of testing [89]: debug testing, which probes the software for
defects, and operational testing, which is to gain con dence that the software is reliable
[90]. The former seeks test cases to excite as many failures as possible (then we may x the
defects behind them), but the test cases normally are not representative of the software's
day-to-day operation. Con dence in the delivered reliability can only be gained by the later,
i.e. testing that represents the typical usage (the operational pro le) [91]. Coverage-guided
testing belongs to the former, while our method should also be designed in the best interest
for the operational reliability. That is, our test cases should be more likely generated from
the high probability density area on the operational pro le, compared to attack-based and
other state-of-the-art debug testing methods, so that the defects found are more \practical”
in the sense that xing them would e ectively improve the operational reliability.

The question is on how e ective a speci ¢ testing approach is when exploiting the internal
behaviour. Below, we provide a few guidelines by evaluating the connections of entities in
Fig. 3.2(Left) (shown with red color).

First, the test cases are required to beiversi ed and natural, so as to cover the LSTM
internal behaviour comprehensively. This is to avoid the test cases being clotted together in a
small region of the input space (representing a certain type of defects) and lose the ability of
nding other defects manifested in di erent regions. However, itis easy to generate diversi ed
test cases by \forcing diversity" (e.g., by selecting inputs that maximise the average inter-
point distance). Thus diversity criteria is only sensible when paired with naturalness { tests
cases should not be far from the RNN's data manifold (i.e., potentially high density area
of its future optional pro le). Second, the test cases can reveal defects. While it is hard to
establish strong correlation between test metrics and a speci ¢ type of defects, it is still a
reasonable request that the generated test caseveal defects as many as possible. Third,
the test case generation algorithm needs to be e ective, in terms of its ability in improving
the coverage rate with diversi ed and natural test cases. Finally, to show that the generated
test cases are su ciently representative, we may use the test cases to exhibit the working
mechanism of LSTM.

Moreover, given the complexity of the internal behaviour in RNNs, we believe a set of
coverage metrics are needed to ensure that the above guidelines can be achieved. In an
ideal case where the testing budget is su cient, our metrics in the paper may complement
{ instead of replace { others, and vice versa. These guidelines will be used when designing
our experiments in Section 3.7.

3.4 LSTM Test Coverage Metrics

In this section, we present a family of three coverage metrics (BC, SC and TC) for the
testing of LSTM models. These metrics take into account both the values of structural
information ® fors2 S anda2 A as in Eqg. (3.2-3.3) and their step-wise and bounded-
length temporal relations. We utilize two normalization methods for the convenience of
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determining thresholds, independent of speci c datasetN, and N,, are z-score and min-
max normalization function de ned as below:
min

N()= — Na()= (i

where parameters , , min and max can be calculated based on the statistics ofin training
dataset. The z-score normalization is suitable for preprocessing test conditions quantifying
the relations between di erent features, e.g., TC, while min-max normalization is better for
the test conditions to hit the large activation values, e.g., BC and SC. Given a time series
of length n, we can choose the sequence of interest 2] (t; 1 andt, n) to implement
the following coverage metrics.

Boundary Coverage (BC) Boundary values are often regarded as important cases in
software testing, as they could exploit extreme software behaviours. We therefore de ne
BC for depicting test conditions that cover the boundary values of the LSTM data ow as
follows.

fN m( ts;a max Nm( f;a min jthtl:::tzgg

Thresholds nax and i, are chosen from interval [p1]. The min, max values can be
estimated using values computed over the training datasét &’ j t 2 f ty:::t20; X 2 D yrain 0.

Example 3.4.1. Suppose that there is a test conditioN ,( {*'®) > 0:9. It requires that the
N ( 29) value is greater than threshold:9. Intuitively, this condition exercises LSTM's
learning ability on the input at timet. As Eq. 3.1 shows, the input gate controls how much
information from the input is received by the networkNny( *9) = 1 implies that all its
information is added to the long-term memoryc and N, ( #9) = 0 implies that no input
information is added.

Step-wise Coverage (SC)  SC characterizes the temporal changes between connected
cells. Weuse $=j" j+ijy¢ o 1) to outline the maximum change of the
structural components 2 S attime t. E.g., [ is the change of short-term memory at time

t. Then, the SC test conditions are de ned as follows.

Nm( ?) sc ] t2fty:t00

This set de nes test conditions for LSTM's step-wise updates that exceed a thresholdc.
Parameters forN, are derived fromf 2, jt 2 ft;::t20;X 2 D rain 0.

Example 3.4.2. The intuition behind step-wise coverage is to capture these signi cant inputs
to the LSTM. As shown by the sentiment analysis LSTM example in Fig. 3.1 (Right), given
two inputs, sensitive words \like", \horrible", \fun" trigger greater N ( {) values than
words \movie", \really”, and \had".
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Temporal Coverage (TC) While the power of LSTM comes from its ability to memorize
values over arbitrary time intervals, its test metrics need to ensure that the temporal patterns
of memory updates are fully tested. This is essentially a time series classi cation problem and
is intractable. In this part, we de ne test conditions to exploit temporal patterns of bounded
length. Dierent from dynamic systems where the temporal relation can be in nite [92], the
temporal relations in RNNs are always nite, because of the nite-sized input. Therefore,
the bounded length does not lower the expressiveness of the test conditions. In particular, to
facilitate the enumeration of all test conditions, we refer to symbolic aggregate approximation
(SAX) [93] to convert any complicated time series of length (v is usually a large number)
into a symbolic sequence of lengtiv (v >>w ).

First of all, given any temporal curve ° = f fgﬁitl, we can reduce the dimension of
temporal sequence fronv = t, t; to w following Piece-wise Aggregate Approximation
(PAA).

"s
j

<l=g

N (3.4)
t=X( 1+t
The main idea of PAA is to approximate the original time series by splitting them intow
equal sized segments and average the values in each segment. For example, the temporal
curve in Fig. 3.3 is split intow = 5 dimensions. The new approximated curve is denoted as

s = f/\jsg}Nzl-

Figure 3.3: lllustration of projecting a temporal curve (Gaussian distribution) into a sequence
of symbolsacbhab

Then, we can de ne the symbolic representation for the temporal curve after dimension-
ality reduction. We start from z-normalizing "> and discretisingD (N,("®)) { the domain
of N,("S) { into a set of sub-ranges. This discretization can refer to the distribution of
NZ(’}S), which can be estimated by conducting probability distribution tting over the train-

ing dataset (since” is z-normalized,Nz(’}s) is subject to the standard normal distribution).
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Then, every normalized time seriefiN Z("f)gjw=1 can be represented as a sequence of symbols

in the standard way. For example, in Fig. 3.3, the continuous space Nfz('\sia) is split into
a set of three sub-ranges =fa;b; .

Finally, test conditions from TC for covering a set of symbolic representations across
multiple time steps f1;t2]  [1;n] can be expressed as follows.

fra2wip 2 5j 2[Lwlg (3.5)

Essentially, TC requests the testing to meet a set of temporal patterns for a specic time
span [;;t,]. The total number of temporal patterns for TC to cover is j*. We remark that
with the help of SAX, test conditions in TC is scalable in tackling the complexity of time
series.

Example 3.4.3. Fig. 3.1 (top row) demonstrates the temporal curve of hidden memory for
each input across a selected time span. The curve is fdg( {') and it is a clear illustration
on the information processing of LSTM for each input. Fig. 3.3 further shows how a time
series is converted into its symbolic representatioacbabwith = fa;b;@ andw =5.

3.5 Relation with RNN Defects

The aforementioned three coverage metrics encourage the exploration of the LSTM internal
behaviour, which is helpful in detecting the RNN defects. In this section, we discuss the
rationale behind by referring to the general relation (Fig. 3.2(Right)) between our new cov-
erage metrics, the complete veri cation and a few existing coverage metrics. All discussions
are supported by our experiments in Section 3.7.

Comparing with Formal Methods-based Veri cation Techniques For an input of
length n, we denote the collection of curves (as in Fig. 3.3) fdri;o asCurv. It precisely
identi es an output (extracted features of the LSTM layer) and corresponds with a set of
inputs (which cannot be dierentiated by the LSTM layer). Let C¢, C,, and C; be the
(possibly in nite) set of possible curves for their respective gatelso;i. We haveCurv =
Ci C, Ci. We also have curve£;, and C,, which can be obtained fromCurv according
to Equation (3.1).

The formal methods-based veri cation determines if there is an input that can lead to
any unexpected behaviour. That is, it is equivalent to determine if there is a combined curve
in Curv that leads to the unexpected classi catioA. To this end, TC (and its test case
generation) can be seen as an approach to exhaustively, but discretely, explore one of the
curve setsCs for s 2 S. Therefore, while the combination of TC working on di erent gates
may provide a complete veri cation, in general the exploration of internal behaviour through
TC is a necessary, but insu cient, approach for veri cation.

2As shown in the experiments, an unexpected classi cation can be normal mis-classi cation or caused by
e.g. backdoor attacks and adversarial inputs.
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Comparing with Other Coverage Metrics The purpose of TC is to encourage the
exploration of eitherCs, C,, or C; with the generated test cases. However, such exploration
may be computational intensive { the complexity is exponential with respect to the length.
Since BC and SC do not consider the temporal relation between steps or boundary values,
they are computationally more manageable. Assuming that under ideal parameter settings
(e.q., thresholds ax and sc and the set of symbols), we say that a metricA is weaker
than another B if for any test suite, it cannot have a lower coverage rate w.r.tA than that

of B. It is not hard to see that, both BC and SC are weaker than TC, and BC and SC are
incomparable, as shown in Fig. 3.2(Right).

Besides the new BC and SC, TC is stronger than existing coverage metrics that are
originally proposed for CNNs. For example, neuron coverage (NC) [3], which requires the
coverage of neurons whose value is over a threshold (e.g., 0 for ReLU activation function), can
be adapted to work with say the gate value or hidden state value. In this case, it is weaker
than TC and incomparable with SC. Although NC and BC have similar formal expressions,
BC concerns the boundary value rather than a value that indicates the activation status.
For the MC/DC metrics [5], they can be adapted to work between time steps in the new
context of RNNs. With such adaptation, MC/DC encourages the exploration of relations
between time steps, and therefore are weaker than TC.

DeepStellar [4] abstracts the evolution of hidden states of an RNN into a discrete-time
Markov chain (DTMC) before considering state and transition coverage. Its basic state
coverage (BS) and basic transition coverage (BT) are designed to cover the possible state
values and possible transitions. Given that the DTMC is an abstraction of the curves,,

BS and BT are both weaker than BC and SC, respectively.

Remarkably, the relations in Fig. 3.2(Right) are based on theoretical analysis under \ideal
parameter settings”. They do not hold for any parameter settings. In our experiments in
Section 3.7, we might observe the coverage rates on the same test set and the aforementioned
relations are not in alignment, because of the speci c parameter settings used (cf. Table 3.2).

Defence Techniques for Robustness and Security Some e ective adversarial defence
techniques, e.g. [94], are based on the observation that the adversarial samples exhibit dif-
ferent internal behaviour to those behaviour of training data samples. For security concerns
like backdoor attack, activation patterns are also considered in the detection techniques such
as [95]. Consequently, with the exploration of more RNN internal behaviour other than those
appeared in the training data, it is more likely that RNNs defects will be exposed.

3.6 Coverage Guided Test Case Generation

Coverage metrics in Section 3.4 de ne test conditions that request particular patterns of
long/short-term updates of abstracted information across multiple LSTM time steps. Given
an LSTM network and a speci c test metric, the coverage rate denotes the percentage
of test conditions that have been satis ed over a set of test cases, i.e., test suite. To more
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e ciently achieve high coverage rate, in this section, we develop the coverage guided test
case generation, as outlined in Fig. 3.4. We remark that, although focus of this paper is
LSTM, the proposed testing approach (including both test metrics and tests generation)
can be extended to work with other kinds of RNNs which use customized recurrent layer
structures.

Figure 3.4: Coverage-guided LSTM testing itestRNN

The testRNN test case generation algorithm is detailed in Alg. 1. The test suité
is initialized with Ty, a corpus of seed inputs (Line 1). New test cases are generated by
mutating seed inputs. It keeps the traceability of test cases via a mappirgig that maps
each test case generated back to its seed origin.

The main body of Alg. 1 is a loop (Lines 5 10) that iterates unless some target coverage
level is reached (Line 4). At each iteration, a test inpuik is selected from the input corpus
T (Line 5), and it is mutated following the pre-de ned mutation function m (Line 6). Newly
generated test inputs are added intd@ (Line 7), where they are queued for the next iteration.
If the generated test case does not pass the oracle (Section 3.6.3), it represents a defect and
it is added to T,q, (Lines 9-10).

3.6.1 Selection Policies and Queuing

Not all inputs in the corpus T are equivalently important, and they are ranked once added
to the input queue (as illustrated in Fig. 3.4). When sorting queuing inputs ol for the
Mutator engine, testRNN  particularly prioritizes two kinds of test inputs: those that are
promising in leading to the satisfaction of un-ful lled test conditions and those that can
trigger erroneous behaviours.

Thanks to its modular design, new selection policies can be easily integrated itéstRNN
as plug-ins (as indicated by cloud shapes in Fig. 3.4). The designteStRNN also fea-
tures its high parallelism. The use of dynamically allocated input queues further optimises
its runtime performance.

3.6.2 Mutation Policies

The Mutator engine lays at the core oftestRNN . In particular, there are two types of
mutation function m in Alg. 1: random mutation m;,q and targeted mutation Mg .
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Algorithm 1: testRNN  Algorithm

Input:

: RNN to be tested

To: a set of seed inputs

m: a mutation function

loracle. Oracle radius

Output:

T: a set of test cases

Taqv: @ set of discovered adversarial samples
1T T 0
2 orig dict()
3 orig[x] xforallx2T,
4 while coverage rate is not satis eddo
5 X  select an element fronT
x®  m(x)
T T[f x%
orig[x  orig[x]
if jjorig(x) X(]jz lNoracle and (X) 6 (X(ﬁ then
10 ‘ Taav T agv[f Xog
11 return T ; Tagy

6
7
8
9

Random Mutation When the LSTM input has continuous values (e.g., image input),
Gaussian noises with xed mean and variance are added to the input. Meanwhile, for
discrete value input (e.g., IMDB movie reviews for sentiment analysis), a set of problem-
speci ¢ mutation functions M are de ned. The detail is in the experiment set-up (Section
3.7.1).

Targeted Mutation The targeted mutation is based on genetic algorithm for test case
generation. Genetic algorithm is an evolutionary approach inspired by the process of natural
selection. Mutations are selected only when they improve over the existing test cases on some
pre-de ned tness function. The implementation of genetic algorithm comprises of four steps:
initialization, selection, crossover and mutation. The last three steps are running iteratively
till the solution is found.

Initialization . Firstly, we initialize the population by choosing a test case from the
previous running cases. The test case is very close to the satisfaction of test condition.

Selection . Next, we select best few test cases from the population to the mating pool,
evaluated by the tness function. For the three classes of test conditions (BC, SC, TC) with
respect to somes2 S anda2 A, we de ne the following tness function as the distance to
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their respective targets, e.g.,

Jec(X) = max N m( if
Jsc(X)= sc N m(  34)
pl . /\S
Jrc(X) = dist(N("3;)5u;)
j=1
wheret;t;t,;] are time steps that can be inferred from the context.u; = [u;;u,] is the
interval of sub-range, represented by some symbol in . The tness of temporal curve to

the targeted symbolic curve is to calculate the Manhattan distance, the absolute di erence
between structure valuel\lz('\;j ) and the symbolic interval u; is

8

2 Nz(/\ij) ur if NZ(A)?J) >Uu,
dist(NL(5)iu) = _u N o(5)) i No('S)) <u

"0 else

Intuitively, the tness function (also called coverage loss) (x) is estimates the distance
to the satisfaction of an un-ful lled test condition. J(x) 0 means that the test condition
is covered. By generating test cases with the objective of gradually minimising the loss, the
targeted mutation is essentially a greedy search algorithm.

Example 3.6.1. In Fig. 3.3, the symbolic representation of temporal curve iacbab the
tness of the curve to test conditionbbccacan be calculated agtc = J1+ Jo+ J3+ Jsu + Js.

Crossover . Crossover is trivial in our test case generation for RNNs. This is mainly
because the inputs to RNNs are usually discrete, which means the o spring of two parents
by crossover (like exchanging chromosome) may be invalid due to the unde ned semantic
meanings. To avoid the validity issue, we skip this step and using mutation methods directly.

Mutation . We randomly mutate the test cases in the mating pool with user-de ned
function M in order to generate a new population for the next iteration. The previous
population is replaced with the new one. It should be noticed that the parents in the mating
pool are also added to the new population to make sure that solutions are towards good
directions during the iterations.

The targeted mutation my,4 is shown in Algorithm 2. At each iteration, we choosé& (or
jP], whichever is smaller) best individuals in the populatior?. Each individual is utilized to
generaten test cases via the random mutation functioom,,q. The old population P will be
replaced with the mutants along with theirk parents inP . The whole process is repeated
until the test condition is met or the maximum iteration is exceeded.

3.6.3 Test Set Evaluation

Test Oracle  Test oracle determines if a test case passes or fails. We de ne a set of norm-
balls, each of which is centered around a data sample with known label. The radiygce
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Algorithm 2:  Targeted Mutation

Input:

J: tness function

. maximun iteration number

k: number of parents for mating pool

n: number of o springs mutated from one parent

Mg . @ random mutation function

x% a test case that is the closest to satisfy test condition

Output:

X%, @ test case covering new test condition
1 itr 0
2 P f x%
3 while test condition is not satised inP anditr< do
4 sort individual x 2 P according to tnessJ(x)
5 P highest sorted mirf k;jPjg individuals in P
6
7
8
9

P P [ Mu(P ;n)
itr itr +1
Xgew argmianP J (X)
return x%,,

of norm-balls intuitively means that a human cannot di erentiate between inputs within a
norm ball. In this paper, Euclidean distance, i.e.L?-norm jj jj» is used. A test case®is
said to not pass the oracle if (1)x°is within the norm-ball of some known sample, i.e.,

ix xYi2  rorace, and (2) x° has a di erent classi cation from x, i.e.,' (x) 6 ' (x9. Take

the de nition in [96], a test case does not pass the oracle is an adversarial sample. We use
adversary rate to denote the percentage of test cases that do not pass the oracle.

Diversity of Test Set More diversi ed test cases will explore more input space and thus
are more likely to uncover di erent defects. Unfortunately, a uni ed, accurate way to measure
diversity may not exist. We consider the following three intuitive, yet measurable proxies to
the diversity.

First, diversity can refer to the number of categories the generated test cases belonging to.
Intuitively, if the labels of two test cases are di erent, they are dissimilar and more diversi ed
than two test cases with the same label. Second, test metrics (e.g., neuron coverage, SC,
BC and TC) are to guide the exploitation of dierent internal behaviours of RNNs (cf.
Section 3.4). Therefore, a test set that can achieve higher coverage on more test metrics is
more diversi ed than the other. Third, if the distance in input space, measured with. 1, L»,
and L; norm, can represent the semantic similarity between test cases, we may de ne the
diversity by quantifying the relative positions of test cases to the seed input. Suppose a test
set T containsn test cases, generated from a seead, the angular-based diversity measure
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[97] Oof T is
Diversity (T) = ( “Xi XoXj XoZ
o X Xl Xy X

)=n? (3.6)

This diversity measure is formed by the cosine similarity [98] and bounded by 1; 1]. Since
the test cases are generated by adding small perturbations to the seed input, the angular-
based diversity is to measure if the test cases are uniformly distributed around the seed input
Xo. A larger Diversity (T) represents a more diversi edT .

3.7 Evaluation

We evaluate ourtestRNN approach with an extensive set of experiments from the following
aspects: (1) the diversity of test cases generated under the guidance of the coverage metrics
(Section 3.7.2), (2) the ability of detecting RNN defects (Section 3.7.3), (3) the e ectiveness
of the test case generation algorithms (Section 3.7.4), (4) the advantages over state-of-the-
art attack tool [99] (Section 3.7.5), (5) the di erence from state-of-the-art RNN testing tool
DeepStellar [4] (Section 3.7.6), and (6) the exhibition of LSTM internal working mechanism
(Section 3.7.7). Speci cally, we study the following research questions (RQs):

A~

RQ1: will the exploitation of internal behaviour lead to the testing of di erent LSTM
functions?

RQ2: are our new metrics needed when we already have existing metrics?

RQ3: will the exploitation of internal behaviour lead to the detection of adversarial
samples?

RQ4 : will the exploitation of internal behaviour lead to the identi cation of backdoor
attacks?

RQ5: Can the test case generation algorithm achieve high coverage for the proposed
test metrics?

RQ6 : What are the advantages otestRNN over attack-based methods for detecting
adversarial samples?

RQ7: What are the similarities and di erences between DeepStellar an@éstRNN  ?

RQ8: Are the testing results based on the proposed test metrics helpful on making
LSTM interpretable?

All the experiments are run on a desktop with Intel(R) Core(TM) i7 CPU @ 3.80 GHz
and 16 GB Memory.
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3.7.1 Experimental Setup
RNNs under Evaluation

Our experiments are conducted on a diverse set of LSTM benchmarks, including:

MNIST Handwritten Digits Analysis by LSTM The MNIST database, containing a
set of 6Q 000 grey-scale images of size 288, is used to train a RNN model with 4 layers. The
rst two layers are LSTM layers, which are correspondingly connected and fed with rows of
input images. That is, each input image is encoded as the row vector of shape; @8) by the
rst LSTM layer, and then second layer will do further processing to output an image vector
representing the whole image. Finally, two fully-connected layers with ReLU and SoftMax
activation functions respectively, are used to process the extracted feature information to
get the classi cation result. The model achieves 92% accuracy in training dataset (50000
samples) and 9&% accuracy in the default MNIST test dataset (10000 samples).

Sentiment Analysis by LSTM The sentiment analysis network has three layers, i.e.,
an embedding layer, an LSTM layer, and a fully-connected layer, with 213301 trainable
parameters. The embedding layer takes as input a vector of length 500 and outputs a 53@
matrix, which is then fed into the LSTM layer. Subsequently, there is a fully-connected layer
of 100 neurons.

Lipophilicity Analysis by LSTM We trained an LSTM regression network on a Lipophilic-
ity dataset from the MoleculeNet [100]. The model has four layers: an embedding layer, an
LSTM layer, a dropout layer, and a fully connected layer. The input is a SMILES string
representing a molecular structure and the output is its prediction of Lipophilicity. A dic-
tionary is used to map the symbols in the SMILES string to integers. We use the length of
the longest SMILES in training dataset as the number of cells for the LSTM layer. Similar
to text processing in the IMDB model, short SMILES inputs are padded with Os to the left
side. We use the root mean square error (RMSE) as the measurement of model accuracy.
Our trained model achieves RMSE = 0.2371 in training dataset and RMSE = 0.6278 in test
dataset, which are better than the traditional and convolutional methods used in [100].

Video Recognition for Human Behaviour A large scale VGG16+LSTM network is
trained over the UCF101 dataset [101]. VGG16, a CNN for ImageNet, extracts features from
individual frames of a video. Then, the sequence of frame features are analysed by LSTM
layer for classi cation.

Test Metrics

We conduct experiments on several concrete test metrics, i.e., BC (fgf*9), SC (for M),
and TC (for . The con guration of thresholds are presented in Table 3.2. Although
the proposed three test metrics can be applied to every internal vector of LSTM cell, like
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f;i;0;c;h, the current settings represent better semantic meanings. The interpretation of
the testing results is discussed in Section 3.7.7.

Input Mutation

For MNIST model, we add Gaussian noise to input image and round o the decimals around
0 and 1 to make the pixel value stay within the value range.

The input to IMDB model is a sequence of words, on which a random change may lead to
an unrecognisable (and invalid) text paragraph. To avoid this, we take a s& of mutants
from the EDA toolkit [102], which was originally designed to augment the training data
for improvement on text classi cation tasks. This ensures the mutated text paragraphs are
always valid. In our experiments, we consider four mutation operations, i.eM includes (1)
Synonym Replacement, (2) Random Insertion, (3) Random Swap, and (4) Random Deletion.
The text meanings are reserved in all mutations. For Lipophilicity model, we take a sl
of mutants which change the SMILES string without a ecting the molecular structure it
represents. The enumeration of possible SMILES for a molecule is implemented with the
Python cheminformatics package RDKkit [103]. Each input SMILES string is converted into
its mol le format, based on which the atom order is changed randomly before converting
back. There may be several SMILES strings representing the same molecular structure. The
enumerated SMILES strings are the test cases.

For UCF101 model, we add Gaussian noise to the original video frames instead of the
feature inputs to the LSTM layer.

Oracle Setting

We use one xed oracle radius for each model across all experiments. For continuous in-
puts, like images and videos, we calculate the euclidean distance as the measurement of
perturbation. For the discrete inputs, like text, We refer to the alpha parameter provided

by the EDA toolkit, which approximately means the percent of words in the sentence that
will be changed. That said, theryace for each RNN are listed in Table 3.1. Note, we let
lorace = None for the Lipophilicity model, suggesting that no constraint is imposed on the
norm ball. Hence, the determination of adversarial example is completely based on the clas-
si cation. This is because, as suggested before, the test cases are only generated from those
SMILES strings with the same molecular structure.

Table 3.1: Summary of RNN models under testing

Test Model No. of Classes Test Acc. Seq. of Interest oracle
MNIST 9 98.7% [4,24] 0.01
IMDB 2 86.2% [400,500] 0.05

Lipophilicity None RMSE = 0.6278 [60,80] None
UCF101 101 88.6% [1,11] 0.1
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3.7.2 Diversity of Test Cases

Table 3.2: Con guration of test metrics

Coverage Metrcis Parameter Con guration
Neuron Coverage (NC) Threshold = 0
K-multisection Neuron Coverage (KMNC) k=10
Neuron Boundary Coverage (NBC) LB= 07,UB=0:7

Strong Neuron Activation Coverage (SNAC) uB =07
Boundary Coverage (BC) max = 0:8
Step-wise Coverage (SC) ««=0:6
Temporal Coverage (TC) w=5]j=3

Test metrics can be seen as a proxy to exploit the input space, and intuitively more
diversi ed test cases will explore more input space and thus are more likely to uncover
di erent defects. Thus, we investigate if the achievement of high coverage will indeed lead
to the testing of di erent LSTM functions (RQ1), and if our new metrics encourage the
exploitation of more regions in the input space than existing metricsRQ2).

Approximation of LSTM functional coverage (RQ1)

Table 3.3: Impact of seeds to coverage metrics

Test Model Seeds Input Categories Coverage Metrics
& Test Cases of Seeds NC KMNC NBC SNAC BC SC TC
1 0.93 0.65 0.41 0.44 0.10 0.43 0.38
MNIST 100 /5000 10 1.00 088 0.77 080 0.95 0.86 0.79
1 1.00 0.29 0.01 0.01 0.23 045 0.24
IMDB 100/5000 2 1.00 0.37 0.01 0.01 0.81 054 0.64
. o 1 0.81 0.31 0.05 0.06 0.00 0.00 0.04
Lipophilicity  10/.2000 10 100 086 068 066 095 095 0.90
1 1.00 0.47 0.07 0.06 0.00 0.00 0.16

UCF101  100/5000 10 100 076 036 034 058 058 0.67

Table 3.3 shows that LSTM model's functional coverage can be approximated by using
testRNN  metrics. This is based on the assumption that a data label (i.e., category)
corresponds to a \functional feature” of the LSTM. We observe that, by only using one
category of seeds input, it is hard to achieve high coverage rate f@stRNN metrics,
even when thousands of test cases are generated. In contrast, with seeds input from more
categories, the generated test cases from targeted mutation can broadly explore the input
space and more internal behaviours of RNNs. Thus, all rates td&stRNN  coverage metrics
are signi cantly improved, given the test set. Table 3.3 also records the coverage of neuron
level metrics, which are widely used in the CNNs/FNNs. These test metrics show less
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sensitivity with respect to the diversity of functional features in the test suite, e.g., the NC
coverage can already reach almost 100% by only using test cases of one label.

Answer to RQ1: The exploitation of internal behaviour by testRNN can approx-
imate the testing of di erent LSTM functional features.

Comparison with Neuron Level Coverage (RQ2)

We implement the Neuron Coverage (NC) [104], k-multisection Neuron Coverage (KMNC),
Neuron Boundary Coverage (NBC) and Strong Neuron Activation Coverage (SNAC) [55] on
the testing layers of our LSTM models. We note that the concept \neuron" is ambiguous in
RNNs, since the hidden output of RNNs' cells are vectors. Here, we consider covering each
element of the hidden outputh in the testing layer. Results are presented in Table 3.3 and
3.4.

Table 3.4: Complementarity of test metrics: comparison between neuron level test metrics
and the proposedestRNN metrics in minimal test suite

. Neuron Level Metrics testRNN  Metrics
Test Model Target Metrics NC KMNC NBC SNAC BC SC TC
NC 1.00 0.61 0.39 0.44 0.10 0.00 0.10
MNIST KMNC 1.00 0.85 0.67 0.72 0.10 0.29 0.44
NBC 1.00 0.77 073 075 0.14 019 0.28
SNAC 0.98 0.73 0.62 0.75 0.10 0.14 0.19
NC 1.00 0.23 0.00 0.00 0.00 0.00 0.02
IMDB KMNC 1.00 0.39 0.01 0.01 0.01 0.02 0.07
NBC 0.48 0.13 0.01 0.01 0.00 0.00 o0.01
SNAC 0.47 0.10 0.01 0.01 0.00 0.00 o0.00
NC 1.00 0.43 0.16 0.16 0.05 0.05 0.03
Lipophilicity KMNC 1.00 0.92 0.70 069 040 0.20 0.38
NBC 1.00 0.84 081 0.78 050 0.20 0.22
SNAC 1.00 0.77 0.62 0.78 0.40 0.20 0.13
NC 1.00 0.48 0.26 0.36 0.10 0.10 0.15
UCF101 KMNC 1.00 0.74 0.60 066 0.18 0.10 0.20
NBC 1.00 0.65 0.75 058 0.15 0.18 0.16
SNAC 1.00 0.76 0.68 0.84 0.22 0.18 0.20

In the experiments, we nd that NC can be trivially achieved. Shown in Table 3.3, NC
is not suitable for exploring RNNs' internal functionality, since one category's seeds input
is enough for the high coverage of neuron activation. Moreover, we nd that other neuron
level test metrics may be impossible to satisfy for IMDB test model. The low coverage rate
of KMNC, NBC and SNAC indicates that the activation of neurons for IMDB model is
concentrated in a small interval. In other words, the neuron level test metrics cannot be a
good option to search for diverse test cases.
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Table 3.4 shows the complementarity of neuron level test metrics and our proposed
testRNN metrics. A set of complementary test metrics (and test cases) can enhance
the diversity of the testing. In the experiments, we takeminimal test suite , in which
the removal of any test case may lead to the reduction of coverage rate. The consideration
of the minimality of test suite enables a fair comparison since it reduces the overlaps as
much as possible. The results con rm that a test suite which can achieve high coverage for
neuron level test metrics is not necessary to get the high coverage for RNN test metrics.
For example, in the MNIST LSTM model, test cases that achieve 100% NC can only cover
less than 10% of the overall test conditions byestRNN metrics (with 10% BC, 0% SC
and 10% TC). Similar patterns also happen to other models. That means the proposed test
metrics provide the guide for the selection of additional test cases, which are complementary
to those guided by the neuron level test metrics.

Moreover, we discover that there are many redundancy of test requirements, regarding
to the relation between individual test metric in neuron level category. For example, if we
derive a test suite which targets at increasing the coverage of KMNC, NBC and SNAC both
get the high coverage results.

Answer to RQ2: ThetestRNN metrics exhibit a dramatic portion of LSTM inter-
nal behaviours that cannot be explored by existing metrics.

3.7.3 Detecting RNN Defects
Searching for Adversarial Samples (RQ3)

We collect the set of normal perturbed samples (N) and adversarial samples (A), respectively.
First, normal perturbed samples are added to the test set to witness the increase of the
coverage. When the coverage is dicult to improve, adversarial samples are considered.
The update of whole process is illustrated in Fig. 3.5. The dashed vertical line distinguish
the coverage update with normal perturbed samples from that with adversarial samples. It
should be noted that the coverage update of some test metrics is stepped growth, due to the
small amount of total test conditions which is shwon in Table 3.1.

Fig. 3.5 reveals that normal perturbed samples can only satisfy part of test conditions,
while the rest are more sensitive to the adversarial samples. In all the plots, coverage of
RNN test metrics can be further increased in consideration of adversarial samples. A more
obvious example is, the TC coverage of IMDB model tend to saturate in the left side when
only normal perturbed samples are utilized. In the right side, the coverage curve becomes
steep, indicating the discovery of test cases capturing new internal behaviors.

In addition to the sensitivity of test metrics to adversarial samples, we show how to
compare the robustness of models via coverage guided testing. We use TC as the termination
condition to generate a test suite and calculate the adversarial rate. To achieve the high
coverage of test metrics, we use genetic algorithm for test case generation, more details
of which can be seen in Section 3.6.2. The other settings remain the same for the fair
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Figure 3.5: Update of coverage with normal perturbed samples ('N') and adversarial samples
(A)

comparison.

Table 3.5: Comparing the robustness of models via coverage guided testing

Model Adv. Samples Unique Coverage Metrics
Test Dataset (%' Test Cases " 2FPES - s?amples A
MNIST 1 5958 0.060 176 0.48 0.81 0.90
2 3570 0.075 184 0.57 0.86 0.90
IMDB 1 5841 0.039 138 0.94 0.93 0.75
2 1575 0.047 68 0.62 0.72 0.75
Lipophilicity 1 2936 0.371 191 0.95 1.00 0.95
2 6727 0.010 44 0.88 1.00 0.95
1 6352 0.420 182 0.98 0.95 0.60
UCF101 2 6100 0.250 90 0.95 0.92 0.60

As shown in Table 3.5, adversarial samples rate and number of unique adversarial samples
in the generated test suite are two important indicators for the robustness evaluation. The
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unique adversarial samples refer to the adversarial samples crafted from distinct seeds input.
For a set of trained models, we pursue the model, the test suite of which contains less amount
of adversarial samples and unique adversarial samples. For example, we pick up model 2
for ipophilicity prediction, since the values of two indicators are way smaller than that of
model 1. We comment that with large enough amount of test cases, coverage-guide testing
approach provides a new way for the measure and selection of more robust classi er. This
is compatible with the results in [5] that a poorly trained neural network exposes more
adversarial samples subject to well-de ned coverage guided testing.

Answer to RQ3: By exploiting the model's internal behaviourstestRNN is able
to capture the LSTM adversarial samples.

Detecting Backdoor input in RNNs (RQ4)

We investigate the possibility of applying coverage-guided testing to the detection of back-
door input in neural networks. We try to exploit if there is any di erence between clean

input and backdoor input which can be captured by our proposed test metrics. Examples of
backdoor input are illustrated in Fig. 3.6. We train two handwritten digits recognition mod-

els, one of which is benign classi er and the other one is the malicious classi er subject to
the backdoor attack in [79]. Table 3.6 shows that, both benign and malicious classi ers keep
good prediction performance in clean test set. For the backdoor test set, benign classi er
keep the normal accuracy, while the malicious classi er predicts inputs with the backdoor

trigger as the attacked label successfully.

Table 3.6: Sensitivity of test metrics to backdoor samples in MNIST dataset

Test Acc. Data Class 0 Class 6 Class 9
(C/B) BC SC TC BC SC TC BC SC TC
T 0.39 0.25 0.16 0.29 0.18 0.30 0.32 0.29 0.22
Benign 99.1%/95% T+C 039 025 0.17 029 0.18 030 0.32 0.29 0.22
T+B 039 025 017 0.29 0.18 0.30 0.32 0.29 0.22
T 0.39 0.18 0.30 0.25 0.18 0.60 0.07 0.18 0.27
Malicious 98.7% /100% T+ C 0.39 0.18 0.30 0.25 0.18 0.60 0.07 0.18 0.27
T+B 039 025 033 025 0.21 0.63 0.07 0.21 0.29

Model

We conduct sensitivity analysis by computing the coverage of the proposed test metrics
in training data (T), clean test data (C), and backdoor test data (B) for each classier. In
the rst row of Table 3.6, we calculate the coverage of the training data from same class.
On the basis of this, we add clean test data or backdoor test data for evaluation. If the
coverage rate is further increased in second and third row, the new internal patterns are
discovered. The experimental results describe that backdoor input activate same internal
behavior with clean input for a benign classi er. In contrast to this, the backdoor input
to malicious classi er will induce di erent internal activation, which can be seen from the
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apparent increase of coverage in T+B. Although the backdoor input is very similar to the
clean input with a small region of pixels changed (Fig. 3.6), the internal activation in the
malicious model can still be revealed by the coverage change of the propotesiRNN
metrics.

We remark that the above experiment only con rms that test metrics are sensitive to
backdoor samples when testing an attacked model. More accurate detection of backdoor in
RNNs needs more precise re nement of test metrics, e.g. adding the backdoor knowledge to
the metrics design on top of the structure information. Nevertheless, the goal of coverage
guided testing is still diversifying the test suite so that defects like backdoor samples are
more likely to be detected.

Answer to RQ4: The testRNN metrics can identify the di erence between the
backdoor input and the normal input (to malicious models).

3.7.4 E ectiveness of Test Case Generation (RQ5)

We show the e ectiveness of our test case generation from the following aspects: (1) it
is non-trivial to achieve high coverage rate, and (2) there is a signi cant percentage of
adversarial samples in the generated test suite. For (1), we show that the targeted mutation
(i.e., random mutation enhanced by genetic algorithm) is needed to boost the coverage rate.
Three test case generation methods are considered: (Seeds) sampling 200 seeds input from
training dataset, (Ran.) generating test cases from seeds by using random mutation, and
(Targ.) generating test cases from seeds by using targeted mutation. Fig. 3.6 demonstrates
detected adversarial samples for IMDB and Lipophilicity models, and we omit other models
for brevity. All experimental results are based on 5 runs with di erent random seeds. The
results are averaged and summarised in Table 3.7. For each test case generation method and
LSTM model, we also report the number of adversarial samples, unique adversarial samples
in the test suite and their average perturbation. This experiment considers all four models.

Table 3.7 shows that, the coverage rates and the number of adversarial samples for Ran.
are signi cantly higher than those of Seeds, that is, Ran. is e ective in nding the adversarial
samples around the original seeds. Furthermore, if we use Targ., both the coverage rates and
the number of adversarial samples are further increased. The above observations conrm
the following two points: (1) our test metrics come with a strong bug nding ability; and (2)
higher coverage rates indicate more comprehensive test. We remark that, the TC rates for
UCF101 model are relatively low and harder to improve, because the mutations are made
on the image frames (i.e., before CNN layers) instead of directly on the LSTM input. This
shows that the adversarial samples for CNNs are orthogonal to those of LSTMs, another
evidence showing that test metrics for CNNs cannot be directly applied to RNNSs.
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Figure 3.6: Backdoor samples for MNIST model (left). Adversarial samples for IMDB
(middle) and Lipophilicity (right) models.

Answer to RQ5: The test case generation algorithm is e ective in improving both
the coverage rate and the adversary rate. In particular, the targeted mutation method
can be utilised to nd more corner samples.

Table 3.7: Experiments for Test Case Generation Methods

Test Gen. No. of Adv. Unique Coverage Metrics
Test Model Method Test Cases samples Avg. Perturb. Adv. Samples BC SC TC

Seeds 200 - - - 043 0.14 0.34

MNIST Ran. 10000 226 1.180 18 0.57 052 0.66
Targ. 10000 244 1.497 32 1.00 1.00 0.79

Seeds 200 - - - 0.11 0.05 0.24

IMDB Ran. 10000 308 0.136 88 0.84 040 0.77
Targ. 10000 367 0.103 97 1.00 0.58 0.82

Seeds 200 - - - 0.65 0.55 0.48

Lipophilicity Ran. 2000 812 - 190 095 1.00 0.91
Targ. 2000 834 - 194 1.00 1.00 0.95

Seeds 200 - - - 0.52 0.53 0.11

UCF101 Ran. 10000 3613 1.031 112 0.82 0.90 0.31
Targ. 10000 4201 1.251 156 1.00 1.00 0.66

3.7.5 Comparison with Attack-based Defect Detection (RQ6)

We comparetestRNN  with state-of-the-art RNN adversarial attack [99, 105], which detects
robustness defects. These attack algorithms utilise the model's gradient over input sequence
to iteratively change some parts of the input that contribute the most to the model's pre-
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diction. Their methods can successfully nd adversarial samples. However, these attack
methods have two main drawbacks, when compared with our testing method.

First, attack methods search for adversarial samples by adding perturbations in the gra-
dient direction. This easily leads to the situation where the generated adversarial samples
are concentrated in a \buggy" area of the input space, as shown in Table 3.9 and Fig. 3.7.
We rst collect the same amount of adversarial samples in MNIST model returned by at-
tack methods andtestRNN , respectively. Then, we calculate the angular-based diversity
of each set (Table 3.9) and apply the Principal Component Analysis (PCA), a well known
dimensionality reduction technique, to project the high dimensional adversarial images onto
two dimensional space for better visualisation (Fig. 3.7). We can see from the resulting diver-
sity measurement and visualisation that, compared to attack methods, our testing method
exercises di erent behaviors of RNN and generates a diverse set of test cases, intensively
covering the input region around the seed inputThis ability will be helpful in exposing more
types of defects of the RNNnot merely in the gradient direction).

Moreover, RNNs are widely applied to the nature language processing, in which the
inputs to an RNN, i.e., words, are discretely distributed. Attack methods aggressively replace
important words in the text and produce an adversarial sequence. In this process, it is hard
to consider both the gradient and the whole text's semantic meaning. That is, the modi ed
text may easily become human-unreadable and impossible to occur in real world. On the
other hand, our testing method is able to reduce such problems by taking the mutants
from o -the-shelf tools such as the EDA toolkit. Fig. 3.6 presents adversarial movie reviews
returned by attack method andtestRNN , respectively. It is easy to see that the adversarial
review returned by the gradient attack is hard to comprehend while the one frotestRNN
is much easier.

Answer to RQ6: The testRNN is able to generate a set of diverse and natural test
cases, So as to expose more types of defects.

3.7.6 Comparison with State-of-the-Art testing methods (RQ?7)

We comparetestRNN  with DeepStellar, a state-of-the-art testing tool dedicated for RNNs.

As discussed in Section 3.5, two di erent test metrics are integrated in DeepStellar, i.e. state
coverage and transition coverage, which are corresponding to boundary coverage and step-
wise coverage irtestRNN . Apart from these, testRNN have temporal coverage for the
internal sequential processing behaviour of RNNs. We start from 100 seeds drawn from
training set and generate 100000 test cases by DeepStellar aedtRNN , respectively.
The test suites are evaluated for the coverage rate and number of adversarial samples. We
compute basic state coverage (BS), basic transition coverage (BT), and weighted transition
coverage (WT) in DeepStellar guided by di erent generation strategy, S-Guide and T-Guide.
The testing results for both are recorded in Table 3.8. First, we can see that test metrics in
DeepStellar already have high coverage rates upon seeds input, as opposed to our metrics
which display relatively smaller coverage rates upon the same seeds. That means that our
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metrics are better for exploiting the input space around seeds. Second, DeepStellar adopts
the fuzzing strategy with the guidance of di erent test metrics, which is e ective to boost
the coverage. However, in this experiment for small-scale model trained on MNIST, 100000
test cases are still not enough for 100% coverage of test requirements in DeepStellar. It
seems that some of their de ned test requirements may be infeasible to satisfy. On the
contrary, testRNN can achieve a relatively high coverage results with random mutation
and the coverage rates of all the metrics can be signi cantly boost to achieve 100% by
genetic algorithm based mutation method. The number of adversarial samples in the test
suite re ects that testRNN is superior to DeepStellar in terms of exploiting diverse internal
behaviors and bugs nding ability.

Table 3.8: Comparison between DeepStellar artdstRNN  using MNIST: 100000 test cases
are generated from 100 seeds

DeepStellar TestRNN
Test Metrics Seeds S-Guid. T-Guid. Test Metrics Seeds Ran. Targ.
BS 0.45 0.80 0.82 BC 0.14 0.57 1.00
BT 0.11 0.32 0.63 SC 0.38 0.67 1.00
WT 0.76 0.90 0.95 TC 0.24 0.70 1.00
Adv. Samples - 1588 1661  Adv. Samples - 1778 1830

Table 3.9: Angular-based diversity (a greater value represents a better diversity) and average
perturbation (smaller is better) of adversarial samples

Seed Angular-based Diversity Avg. Perturb.
testRNN DeepStellar Attack testRNN DeepStellar Attack
1 -0.277 -0.468 -0.598 0.006 0.012 0.014
2 -0.289 -0.438 -0.556 0.006 0.010 0.013

To understand the relative merits of the defects returned by DeepStellaiestRNN , and
Gradient-based Attack, respectively, we compute the angular-based diversity and average
perturbation of each set (Table 3.9), and visualise them with PCA projection (Fig. 3.7). We
can see that the adversarial samples from DeepStellar are sparsely distributed and most of
them are more distant to the seed inputtestRNN explores space that is close to the seed
input. This aligns better to the goal of adversarial testing, which is to nd more bugs around
the seed with as small perturbations as possible (the bugs are more realistic/natural, thus
more likely to exist in real world).

In addition to the comparison of testing results, we are also interested in the comple-
mentarity of test metrics in testRNN and DeepStellar. We derive the minimal test suites
by di erent test case generation methods. Then, the test suite generated IbgstRNN is
evaluated for the coverage of metrics in DeepStellar, and vice versa. Results in Table 3.10
suggests that test suite generated biestRNN  can easily achieve high coverage rate for the
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