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Abstract

This thesis is concerned with investigating the effects of ellipticity on the
seeded self-modulation process of long particle beams in plasma accelerators,
and the implications for accelerated beams, using theoretical and computational
models.

Proton-driven plasma wakefield acceleration is a novel approach to plasma-
based particle acceleration pioneered by the AWAKE experiment at CERN. The
use of high-energy-content proton beams allows sustained high gradient (gigavolts
per meter) plasma wakefields, allowing in principle, acceleration of witness beams
over 10s or even 100s of meters. The scheme used at AWAKE relies on the
seeded self-modulation (SSM) of long particle bunches, where the stability of the
microbunch trains produced by SSM over tens or hundreds of meters is crucial
for extrapolating this scheme as proposed for use in several high energy plasma-
based linear colliders. Further, the uniformity and reproducibility of the resultant
wakefields is essential for determining injection parameters and preservation of
phase-space quality for witness beams during acceleration.

Transverse asymmetry is often characteristic of synchrotron-generated beams.
However, aside from the competing hosing instability, few works have examined
other effects of transverse asymmetry in this process. In this thesis, analytical
modelling and 3D particle-in-cell (PIC) simulations are used to characterise the
impact on the SSM growth process and resultant wakefields due to elliptical
transverse asymmetry in the beam.

Metrics are constructed for quantifying the asymmetry of the evolving trans-
verse beam profile in PIC simulations. Using these it is found that while beam
asymmetry undergoes an order-of-magnitude increase during saturation of the
SSM, the initial azimuthal complexity remains low and increases only slightly
during the SSM growth stage. This allows the construction of a new analytical
model for asymmetric SSM growth, from which a scaling for the reduction of the
SSM growth rate with aspect ratio of the initial beam profile is obtained. A new
method for estimating the SSM growth rate from simulations is developed, which
allows these to be quantitatively verified. Finally, using heuristic knowledge of
witness beam behaviour, the impact of azimuthal asymmetry of the longitudinal
component of the wakefield on the final energy spread of an accelerated witness
beam is estimated and found to be at most a few percent of the energy spread
due to variation in a symmetric wakefield.
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1 | Introduction

1.1 Plasma-based accelerators

1.1.1 What is a plasma?

Plasma, often called the fourth state of matter, is commonly de�ned to be a

collection of charged particles interacting through electric and magnetic �elds.

Crucially, unlike a gas where inter-particle interactions are often pair-wise and

short-range, the interactions between particles in a plasma are primarily medi-

ated by long-range electromagnetic forces. This leads to a very wide variety of

collective behaviours including waves and instabilities [1].

A critical requirement for an ionised gas to be considered a plasma is related

to the so-called Debye length, de�ned as

� D =

r
� 0kB Te

n0e2
; (1.1)

where� 0 is the permitivity of free-space,kB is the Boltzmann constant,Te, n0 and

e are the temperature, number density and charge of the electrons. The Debye

length at which electrons in a plasma of �nite temperature and sparsity can shield

an externally induced �eld. Importantly, the emergence of collective e�ects, such

as the waves that a plasma accelerator relies on, requires that the temperature

and density of the plasma are such that the number of electrons with a sphere of

1 Debye radius,N is � 1. Additionally, the plasmas in this thesis are considered

to have net zero overall charge (quasi-neutral).
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1.1.2 Mechanism of plasma wake�eld acceleration

Wake�eld acceleration (WFA) works by driving a particular type of electrostatic,

electron `Langmuir' wave in a plasma, using a relativistic beam of charged parti-

cles (beam-driven) or a laser pulse with a strong transverse gradient in intensity

(laser-driven). The driver causes transverse expulsion of plasma electrons at its

head, (approximately cylindrically for a beam driver, and in the polarisation plane

of a laser-driver's electric �eld), leaving behind a net positively charged region of

ions. This net transfer of energy from the driver to the plasma electrons means

that as the electrons return to axis, they either overshoot or are repelled back out-

wards by their space-charge �elds, oscillating radially close to the characteristic

plasma frequency1

! p =

s
n0e2

me� 0
; (1.2)

where n0 is the neutral plasma electron density,e and me are the elementary

charge and electron mass, and� 0 is the permittivity of free space2. This sets up a

series of high and low electron density regions that follow the relativistic driver,

Such relativistic driver, such as a laser pulse or high-energy particle beam

is trailed by a wake of positive `bubbles' of excess ion density interspersed with

regions of high electron density, where the electrons converge onto the axis during

their oscillation, spaced by a wavelength� p = 2�c=! p, and between which the

longitudinal electric �eld can reach up to 50 GV/m � three orders of magnitude

higher than a conventional accelerator [2]. This wave propagates at a phase ve-

locity equal to the speed of the driver. Consequently, a witness bunch moving

close enough to this velocity may be injected at an appropriately chosen posi-

tion within the wave. 3 This accelerates the witness bunch, with energy being

transferred from the drive beam to the witness beam via the wake�eld [3].

1While non-relativistic, planar oscillations in an initially homogeneous plasma with station-
ary ions have a frequency of! p, ion motion, relativistic corrections, trajectory crossing between
particles, and �nite temperature mean that the oscillation is fundamentally non-linear and
therefore has a frequency that often deviates from the! p here.

2This is a simpli�ed model. The actual beam-plasma interaction is complex and also includes
a small but non-negligible longitudinal momentum transfer.

3In the case of an electron witness bunch, for example, this would be directly ahead of a
high negative charge density region.
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1.2 The AWAKE experiment

It was nearly two decades ago that wake�eld acceleration experiments progressed

to the landmark 2007 result [2], showing energy doubling of 42GeV electons in

a maximum accelerating �eld of 52 GV/m over less than a metre - close to the

�gigaelectronvolt of electron energy per centimeter" envisioned in 1979 [3]. How-

ever, progress signi�cantly further than these energies is hindered by technological

limits in producible laser intensity, deterioration of accelerated bunch quality in

phase space and the depletion of energy from the drive beam which ulimately

causes it to slow down and fall out of phase with the wake�eld and witness

bunches.

To overcome the problem of energy depletion in (� 100 J) electron drivers,

it was proposed [4][5] to use proton drivers instead. Proton beams of3 � 1011

protons each at 400-450 GeV (� 20 kJ total energy) are readily available, routinely

produced at the Super Proton Synchrotron (SPS) [6]. The Advanced Wake�eld

Accelerator Experiment (AWAKE) at CERN uses the high-energy proton beams

from the SPS beam.

However, these proton beams are too long (12 cm) to be able to drive an

e�cient wake�eld (which requires beams to be on the order of the plasma wave-

length, 2� /� ! p, where c is the speed of light4). AWAKE therefore relies on a

process called the Self-Modulation Instability (SMI). The mechanism of SMI oc-

curs due to periodic longitudinal perturbations to the transverse pro�le of the

beam while propagating in plasma at the plasma wavelength [7]. Such periodic

modulations drive a wake�eld that, due to its periodic focusing (electron-dense)

and defocusing (ion-dense) regions, enhances the modulation further driving a

feedback e�ect.

AWAKE had �rst proton beams in 2018 during Run 1 which successfully estab-

lished the ability to self-modulate the beam. Run 2, which focuses on high-quality

electron beam acceleration has been ongoing since 2021. Stable propagation of

4Conceptually, it is the requirement that since the plasma has a natural oscillation frequency
� ! p, the forcing of this oscillation in the time domain by the relativistic driver must contain
a signi�cant frequency component at ! p as well.
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a particle beam in a focusing plasma channel requires that its transverse size be

matched to its transverse emittance5 [8]. Further, maximising accelerated beam

energy spread requires that the variation of the accelerating �eld experienced by

the witness beam along its length (due to both the wake�eld of the drive beam

and the "wake�eld loading" of upstream parts of the witness beam itself) be

minimised. Preliminary simulation studies of witness beam stability have been

performed by [9] using a reduced model of the wake�eld of an AWAKE-like self-

modulated beam and a witness electron beam of achievable low emittance and

corresponding matched size. It is found that an optimally loaded witness beam in

such a self-modulated wake�eld must be su�ciently dense that the loading of its

front half promotes the wake�eld experienced by its tail to the so-called blowout

regime, where plasma electrons are completely evacuated from a region near the

propagation axis leaving behind a pure ion column.

1.2.1 Seeded Self Modulation at AWAKE

The term `instability' is used to describe the self-modulation due to this feedback

e�ect, providing it the ability to grow exponentially from a small seed pertur-

bation of the longitudinal variation of the transverse density pro�le of a long

drive beam. This seed can be provided entirely by noise in the spatial pro�le of

the beam, leading to the excitation of a weak wake�eld that generates and en-

hances a periodic modulation at the plasma wavelength. However, in the case of

AWAKE, it is necessary to arti�cially seed the self modulation, in which regime it

is referred to as Seeded Self Modulation (SSM). When unseeded the phase of the

longitudinal modulation is established randomly along the beam, and therefore

is not reproducible from event to event for use in acceleration of a witness beam

[10].

In AWAKE Run 1, the seeding of the SSM was performed using a relativistic

ionization front, generated by a laser co-propagating with the proton beam near

5The emittance of a beam with respect to a given (transverse) direction is a measure of
the area it occupies in the position-momentum phase space in that direction. A mathematical
de�nition, equation (3.3), emerges during the derivation in section 3.2.1.
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Figure 1.1: Proposed schematic of AWAKE Run 2c. Taken from
[11]

Figure 1.2: Cartoon of seed wake�eld (a) and subsequent modu-
lation (b) of a long proton beam in plasma.

its longitudinal center6, as illustrated in �gure 1.2. An experimental result is

shown in �gure 1.3. However, in AWAKE Run 2, which investigates the accel-

eration of high-quality electron beams in the wake�eld of a modulated proton

beam, a second, pre-ionized plasma stage is proposed after the one in which the

6The optimum placement for the laser is a balance between a high enough step-up in density
seen by the freshly generated plasma in order to generate a strong-enough seed wake�eld that
can dominated undersirable ones generated by other parts of the beam, and maximising the
longitudinal fraction of the bunch that lies within the plasma. This optimum is such that it
leaves a front portion of the bunch unmodulated as it does not encounter any of the ionized
plasma.
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Figure 1.3: Experimental images of SSM observed during
AWAKE Run 1. Taken from [12]

drive beam self-modulates [13] (see �gure 1.1). In this case, it has been observed

that the previously unmodulated front of the beam can undergo self-modulation

at random phase, disrupting the wake�eld generated by the already modulated

rear half, due to be used for witness beam acceleration. Therefore, in AWAKE

Run 2, the SSM is seeded using an electron beam placed far ahead of the center

of the proton beam to ensure enough of it is self-modulated in the �rst stage.

Nonetheless, in the simulations of this thesis, we only consider the �rst approach.

The reason for this is twofold. Firstly, it is computationally costly to simulate the

seed electron beam. Secondly, since in this thesis we shall be interested mainly in

the e�ect of ellipticity of the proton drive beams on the growth of the SSM, the

choice of seeding mechanism is not important as the characteristics of the SSM

are qualitatively the same.

1.2.2 Physics of self-modulation

The self modulation process in the regimes relevant to AWAKE acceleration in

SSM wake�elds has been investigated for over a decade. As found in [14], the

SSM process evolves in several stages starting from the seed wake�eld.
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Linear stage

The linear stage corresponds to the period between the onset of SSM, leading up

to the saturation of the faster growing mode of the instability. It is characterised

by the smallness of the perturbation to the beam radius and density pro�le. The

linear stage has been extensively investigated theoretically under the assumption

of azimuthal symmetry, starting with a �rst mathematical treatment by [7]. A

di�erent growth rate was found in [15] and [16], by adding consideration for

change in the beam density in addition to radius to linear order, that the SSM

has a signi�cant relative phase velocity with respect to the beam. It was proposed

by [16] that the resulting concerns may be avoided by using a smooth density

gradient in the plasma. This phase velocity is also a primary reason for the side-

injection of electrons in AWAKE Run 2, requiring a second plasma cell, and hence

the electron seeding discussed above [13].

The focusing and decelerating phases of the wake�eld are situated separated

by a quarter-wave period. It is shown by [14] that during this stage, the wake�eld

shifts backwards in such a way that newly focussed slices of the beam enter

the decelerating phase of the wake�eld, where they can enhance the wake�eld

amplitude. The enhanced wake�eld amplitude leads to faster progression of this

phenomenon, and the exponential nature of the observed growth is attributed to

the e�ciency of this process. It is the e�ect of ellipticity on the linear stage of

the growth that is the focus of theoretical work in this thesis.

Non-linear stage

As the SSM grows, the linear growth stage saturates and the resulting growth

in the resonant wake�eld slows down and reaches a maximum. One reason for

this is found by [17] to be elongation of the plasma wave period in the wake�eld,

primarily due to plasma electrons acquiring relativistic velocities7. As described

by [14], this, and the growing strength of the perturbation to the momentum of

7This is a consequence of the growth of the wake�eld both with propagation length and
distance from the leading edge of the beam. Achieving the oscillation amplitudes required for
plasma electrons producing the density perturbations needed to support increasingly strong
wake�elds requires their trajectories must become relativistic.
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beam particles leads to the disruption of the process in the linear stage of the

growth and the decelerating phases ending up with a scarcity of protons, leading

to the saturation of the instability.

Unfortunately, there is a lack of theoretical models for this regime in the

literature, though it is possible to obtain a phenomenological picture through

simulation. Of note is the reduction of the wake�eld amplitude after the satura-

tion of the SSM. To mitigate this, AWAKE Run 2 uses uses a density step in the

�rst SSM plasma stage [13]. When tuned properly and encountered during the

linear stage (exponential growth), this `resets' positions of a large fraction of the

formed microbunch train into regions that are both focusing and decelerating,

preventing wake�eld depletion [14]. The density step also qualitatively alters the

mode of the SSM growth and the evolution exits the exponential growth of the

linear stage. Hence, in this study, as we are concerned with the e�ect on the

rate of fastest-growth and not the late-term evolution, density variation is not

considered.

Motivation for investigating elliptical SSM

It has been shown [18] that the SSM process is highly sensitive to variations in

the beam parameters in the cylindrical case alone. In fact, as seen in 1.4, Monte-

Carlo analysis [19] of Run 1 data from AWAKE has shown that the Super Proton

Synchrotron (SPS) beam delivered to AWAKE has a variation on the order of

20% in the di�erence between the root-mean-square (r.m.s.) spot sizes of the

beam in thex and y transverse directions.

However, the theoretical and simulation studies outlined above have been per-

formed almost exclusively under the assumption of cylindrical symmetry. There

has not been any simulation or theoretical studies of elliptical beams in the liter-

ature to the knowledge of the author.
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Figure 1.4: Distribution of r.m.s. sizes of the proton bunch arriv-
ing at the entrance to the plasma cell determined by [19], inferred
by Bayesian analysis based on diagnostics made elsewhere. Note
the asymmetry present in the `core' regions of the beam in almost
all of the events. Taken from [19].

1.2.3 Other transverse processes in SSM

Current Filamentation

High-energy beam interactions with plasma generally give rise to a wide variety of

instabilities. For example, injecting a relativistic particle beam into plasma gener-

ates a current (�return current") that acts to o�set the introduction of additional

charge of the beam into the plasma. In the case of PWFA, driving an e�cient

wake requires that the return current lie outside the drive beam [20]. Consider

a relativistic beam propagating through a plasma with a return current �owing

within the beam radius. The beam magnetic �eld is perturbed by the magnetic

�eld of the approximately equal-magnitude return current. Non-uniformities in

the beam and/or plasma response on a transverse length scale ofc=! p, causes

the the magnetic �eld to lead the beam to �lament in the transverse plane into
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focused streams with radius. c=! p. For a highly relativistic beam, this Current

Filamentation Instability dominates the evolution of the beam. It can be shown

that the instability grows exponentially at an e-folding rate

� CF = � 0

s
nb=np


 0
! p ; (1.3)

where the beam parametersnb is the density, � 0 is the velocity normalised to

c, and 
 0 is the Lorentz factor [21].

This therefore creates the requirement that the beam radius,� r � c=! p, the

collision-less skin depth. This leads to the choice of� r = 200�m . c=! p used in

AWAKE to overcome this e�ect, so that the SSM is able to become the dominant

mode before �lamentation can develop.

Hosing Instability

Another instability, the hosing instability (HI) generates transverse displacement

of a propagating beam's centroid, seeded by initial transverse spatial asymme-

tries in the beam, as well as, in the case of AWAKE, inevitable asymmetry in

the phase-space distributions of the proto-microbunches developing due to the

growing SMI. The instability arises when a longitudinally-short transverse cross-

section of the beam is displaced or distorted o�-axis in the plasma. When the

spatio-temporal structure generated by the oscillating electrons responds (approx-

imately by shifting transversely with the slice), it undergoes harmonic oscillation.

Hence, as the forthcoming parts of the beam reach the displaced plasma density

structure, they are also shifted by the displaced, providing positive feedback to

displace the plasma structure further, leading to exponential growth [22].

The impossibility in generating a perfectly symmetric beam in a conventional

accelerator to drive a PWFA makes seeding of the HI inevitable, as it is seen to

arise solely from noise [23]. However, for wake�elds driven by a short electron

bunch in the blow-out regime, hosing growth (in an electron witness beam) has

been found [24] to be lower than predicted by the previous theory [22] for an

adiabatically formed channel with constant radius and a non-relativistic return
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current. Nonetheless, in a long beam, it has been revealed by simulation that the

HI can be of comparable magnitude to the self-modulation [25][15] and is known to

have highly destructive e�ects on wake�eld generation if allowed to develop [24].

The competition of the hosing instability with self-modulation and its suppression

has been investigated both theoretically [26] [27] [28] and experimentally [29]

at AWAKE, where it has only been observed at the lowest operational plasma

densities.
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1.3 Thesis outline

In this thesis, I present theoretical and simulation results investigating the e�ect

of using eliptical beams in seeded self modulation (SSM). Despite the large body

of previous work exploring SSM and the transverse hosing instability, there does

not exist in the literature a model that takes in to account elliptical perturbations

to the long drive beam.

In Chapter 2, I introduce linear plasma wake�eld theory (LWFT). The re-

sponse of a plasma to a relativistic driver is intrinsically non-linear but LWFT

o�ers an approximation for modelling this process in the limit of a weak per-

turbation to the plasma. LWFT is typically approached assuming cylindrical

symmetry. In this chapter, I derive expressions for the wake�elds excited by a

low-density (relative to the plasma) beam witharbitrary azimuthal variation.

The implications of the results for investigating the action of wake�elds on asym-

metric beams and the limitations of linear wake�eld theory are considered.

In Chapter 3, a new theoretical model of self-modulation growth in a beam

with transverse elliptical perturbation is derived and its predictions for the be-

haviour of the asymmetry of the beam and the e�ect of ellipticity on the SSM

growth rate are discussed.

Chapter 4 introduces the primary simulation tool used in this thesis: Particle-

in-cell simulation. The validity and usefulness of the particle-in-cell approach is

evaluated from �rst-principles. Our choice of particle-in-cell code for simulating

SSM in long beams is justi�ed based on an examination of the state-of-the-art.

Lastly convergence and validation studies are presented for the simulations per-

formed in this thesis, verifying physical �delity against behaviour in the literature.

Chapter 5 presents a qualitative picture of the evolution of elliptical beams

during their self-modulation. Comparison is made to the behaviour of cylindrical
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beams. A metric for quantifying the evolving level of asymmetry in the beam is

developed and used to quantitatively analyse beam behaviour in PIC simulations.

In Chapter 6 I derive a method to extract a parameter of the model that

characterises the e�ect of the beam shape on the SSM growth rate is developed

and evaluated. It is then used to examine the validity of the predictions about

the variation of growth rate with beam ellipticity in the model derived in chapter

3 against PIC simulations. The impact of asymmetry on the quality of an accel-

erated beam is estimated.

Finally, Chapter 7 summarises the main results and conclusions of the thesis

and discusses avenues for future work.

28



2 | Theory of Plasma Wake�elds

In this chapter, I introduce linear plasma wake�eld theory (LWFT). The re-
sponse of a plasma to a relativistic driver is intrinsically non-linear but LWFT
o�ers an approximation for modelling this process in the limit of a weak per-
turbation to the plasma. LWFT is typically approached assuming cylindrical
symmetry. In this chapter, I derive expressions for the wake�elds excited by a
low-density (relative to the plasma) beam with arbitrary azimuthal variation.
The implications of the results for investigating the action of wake�elds on
asymmetric beams and the limitations of linear wake�eld theory are consid-
ered.

2.1 Linear theory of plasma wake�elds

The linear theory of the plasma wake�eld of a relativistic charge (propagating in

the plasma at a speedvb = � bc with � b ! 1) was �rst derived by [30] and [31].

In this section I expand on the cylindrically symmetric approach of [30] to derive

linearised equations for the plasma wake�eld generated by a general, azimuthally-

varying ultra-relativistic beam driver. Such azimuthally-decomposed approaches

have been taken by [32] and [33] in the context of electromagnetic modes of a

hollow-channel plasma wake�eld accelerator, while the main result here has been

quoted by [26], and subsequently re-used by [27] and [28], in the context of hosing

in long bunches. The reader is invited to see [31] for a result for cylindrical wake-

�elds that does not assume an ultra-relativistic driverab initio, which leads to

a more complicated expression requiring explicit evaluation of complex residues.

However, as seen there, the result still tends to the one derived here in the ultra-

relativistic limit.
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2.1.1 Preliminaries

We will use cylindrical coordinates� , r and � where � � z � � bct, and r and �

are the radial and azimuthal coordinates. Here,z is the longitudinal coordinate

along the propagation axis in the lab frame, zeroed at some entry point to the

plasma, andt is the time then spent by the beam inside the plasma. Hence,� is

a longitudinal coordinate that co-propagates with the beam, zeroed at the head

of the beam. Note that it is not a longitudinal coordinatein the rest frame of

the beam, which would need to be Lorentz transformed in order to obtain the

correct expression for it in terms ofz.

Quasi-static approximation

In the following, we will operate in the quasi-static approximation (QSA)

where the evolution of the wake�eld with time at a �xed position in the co-

moving frame,� , is assumed to be much slower than with time at a �xed position

in the lab frame, t 1. This can be formalised by considering the transformation

of the derivatives of some arbitrary property of the wake�eld,f , with respect

to coordinates in the lab frame(z; t), to derivatives with respect to those of the

co-moving frame(�; � ):

@f
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�
�
�
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�
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1Note that numerically, � � t as we are not applying a boost.
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Then, using the de�nition of � , we �nd that
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and (2.3)
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where the aforementioned quasi-static assumption that
�
�
� @f

@�

�
�
�

�
�
� �

�
�
� @f

@t

�
�
z

�
�
� is made in

the �nal approximation. In the following sections, we will replace all derivatives

with respect to z and t by derivatives with respect to � using (2.3) and (2.4),

hence working in the QSA. The QSA will be revisited later in Chapter 4 as a

simulation tool.

Electromagnetic Potentials

The Maxwell-Ampere relation, of the macroscopic2 magnetic �eld, B , electric

�eld, E, and current density j ,

r � B = � 0j �
� b

c
@E
@�

; (2.5)

and Gauss' law forE,

r � E =
�
� 0

; (2.6)

where � 0, � 0, and � are the free-space magnetic permeability, permittivity, and

charge density, respectively, may be recast in terms of the electric (' ) and mag-

netic (A ) potentials using the Coulomb gauge

r � A = 0: (2.7)

With the de�nitions B = r � A and E = � r ' + vb
@A
@� , we then have that

r 2' = �
�
� 0

(2.8)
r 2A � � 2

b
@2A
@�2

= � � 0j �
� b

c
r ': (2.9)

2spatially averaged over many Debye lengths
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2.1.2 De�nition of the wake�eld

In this thesis, we will de�ne the plasma wake�eld,W , of an ultra-relativistic

particle beam moving at velocity vb to be the total Lorentz force, in the lab

frame, on an ultra-relativistic charged particle moving at velocityvp, due to the

macroscopic electromagnetic �elds excited in the plasma by the beam:

W = qp (E + vp � B ) : (2.10)

As shown in [31], the net space-charge �elds of a charged beam vanish in

the ultra-relativistic limit 3, and the wake�eld experienced by a charged ultra-

relativistic test particle is dominated by those due to the plasma perturbation

only, under the approximation that its velocity vp is predominantly in the longi-

tudinal direction, such that vp ! vp�̂ . Hence, the longitudinal wake�eld reduces

to

W� � qp(E � + vp[�̂ � B ]� ) = qp

�
�

@'
@�

+ vb
@A�
@�

�
: (2.11)

In the limit that vb ! c,

W� = qp
@
@�

(cA� � ' ) : (2.12)

Likewise, in the limit that also vp ! c, the transverse components become

Wr � qp(E r + vp[�̂ � B ]r ) = qp

�
�

@'
@r

+ ( vb � vp)
@Ar
@�

+ vp
@A�
@r

�

= qp
@
@r

(cA� � ' ) ;

(2.13)

3This can be seen by considering a test charge in the rest frame of the beam, accelerating
due to the purely electrostatic �eld of the beam. Lorentz-transforming into the lab frame,
the acceleration of the test charge vanishes due to time-dilation. Alternatively, the Lorentz
transformed electric �eld from the rest frame is exactly cancelled out (in the ultra-relativistic
limit) by the magnetic part of the Lorentz force (generated by the beam current) on a co-
propagating test particle in the lab frame.
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and

W� � qp(E � + vp[�̂ � B ]� ) = qp

�
�

1
r
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+ ( vb � vp)
@A�
@�

+
1
r

vp
@A�
@�

�

= qp
1
r

@
@�

(cA� � ' ) :
(2.14)

We can therefore de�ne thewake�eld potential, 	 = ' � cA� , such that the

wake�eld,

W = � qpr 	 : (2.15)

Note that therefore the Panofsky-Wenzel theorem [34][35],

r ? W� =
@W ?

@�
() � qpr ?

�
@	
@�

�
= � qp

@
@�

(r ? 	) (2.16)

is satis�ed immediately due to the commutation of partial derivatives.

2.1.3 Plasma Perturbation

The wake�eld potential contains all of the information about the �elds in the

plasma, which in turn are generated by the collective oscillation of electrons and

ions. As implied by (2.8) and (2.9), calculating	 requires that the perturbation

to the charge density to be calculated �rst. In this thesis, we will operate under

the assumption that, due to the ratio of masses of electrons and even the lightest

ions being much smaller than unity, the motion of ions may be approximated to

be immobile on the timescales of interest [20].

We use the assumptions that the plasma electron density is perturbed from

its initial value n0 to n ! n0 + n1 and that the plasma is cold, uniform, current-

free, initially quasi-neutral, and susceptible to perturbations to the electric �eld

E ! � �>
0

E0 + E1, the magnetic �eld B ! �
�>

0
B 0 + B 1, the vector potential A =

�
�>

0
A 0 + A 1 : r �

�

�
�>

0
A 0 + A 1

�
= �

�>
0

B 0 + B 1, and the thermalised mean velocity

�eld (�uid velocity) of the plasma electrons v ! � �* 0v0 + v1. It is emphasized

that since all of these quantities exceptn are initially zero, the perturbations are

indeed their total values at a given coordinate (� , r, � ), where we use an updated
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de�nition � = z � ct to re�ect the assumption that vb ! c.

Importantly, we will work in the linear regime, wheren1 � n0, the �uid ve-

locity remains non-relativistic (v � c), and the electric �eld is much smaller than

the wavebreaking �eld [36] (E � c
p

n0me=�0). We begin by deriving linearised

expressions for the �uid continuity and momentum equations for the plasma elec-

trons, in terms of A and ' .

Starting from the non-relativistic equations

dv
dt

=
qb

me
(E + v � B ) (2.17)

and
dn
dt

= � r � (nv) (2.18)

and keeping only terms up to linear order in the perturbations4, we then have

that the linearised momentum equation is

@v1

@�
=

e
mec

E1 ; (2.19)

the linearised charge continuity equation is

@n1
@�

= �
n0

c
r � v1 ; (2.20)

and the linearised expression for the electric �eld is

E1 = � r ' 1 + c
@A 1

@�
: (2.21)

Inserting (2.21) into (2.19) gives

@v1

@�
=

e
mec

�
@A 1

@�
� r ' 1

�
: (2.22)

Noting that @� commutes with r� , we can take the divergence of (2.22) to get

4Note that v1 � B 1 is considered a second-order term.
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@
@�

r � v1 =
e

mec

�
@
@�

r � A 1 � r 2' 1

�
: (2.23)

Operating with @� on (2.19) and substituting into (2.23) then gives

@2n1

@�2
=

en0

mec2
r 2' 1 : (2.24)

We can de�ne the beam charge density asqbnb(�; r; � ) with number density

nb(�; r; � ). From (2.8), r 2' 1 = 1
� 0

(en1 � qbnb). Substituting back into (2.24)

yields the linearised di�erential equation for the density perturbation due to a

beam of number densitynb(�; r; � ),

�
@2

@�2
+ k2

p

�
n1(�; r; � ) = �

� qb

e

�
k2

pnb(�; r; � ) ; (2.25)

wherekp �
p

(e2n0=�0me)=c.

The solution to (2.25) can be obtained using a Green's function. Note that

the operator on the left-hand-side (LHS) of (2.25) has no dependence on the

transverse coordinates, and hence the density perturbation inherits the transverse

dependence of the beam. We begin by �nding the response inn1 to an impulse

consisting of a longitudinal charge distribution ofk� 2
p per unit transverse area at

� = � 0 that is in�nitesimally thin in � . Labelling this response� (� ), it is given by

the solution to �
@2

@�2
+ k2

p

�
� (� ) = � (� � � 0) ; (2.26)

where� is the Dirac delta function. Since the beam is assumed to be propagating

at � b � 1, the plasma response only exists behind the impulse, where� < � 0.

Hence the analogous homogeneous equation has a general solution

� (� ) =

8
><

>:

Aeik p � + Be� ik p � ; for � � � 0

0; for � > � 0;
(2.27)

where A and B are constants to be determined. In the limit� ! 1, we can

require � (� = � 0) = 0 at the point where the plasma has just started its response.
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This gives

Aeik p � 0
+ Be� ik p � 0

= 0 : (2.28)

Integrating (2.26) from � 0 � � to � 0+ � , the RHS is

lim
� ! 0

 Z � 0+ �

� 0� �
� (� � � 0)

!

= 1 (2.29)

and the LHS is

lim
� ! 0

 Z � 0+ �

� 0� �

@2� (� )
@�2

+ k2
p� (� )d�

!

: (2.30)

Recognising that the continuity of � (� ) means that the second term in (2.30) is

zero, and integrating the �rst term, leaves the jump condition across� 0 in terms

of the �rst derivative on either side:

lim
� ! 0

 �
@�(� )

@�

�

� 0+ �

�
�

@�(� )
@�

�

� 0� �

!

= 1 : (2.31)

This gives a second condition onA and B as

ik p

�
Aeik p � 0

� Be� ik p � 0
�

= � 1 : (2.32)

Combining these givesA = � e� ik p � 0
=(2ik p) and B = eik p � 0

=(2ik p), yielding the

solution � (� ) to be

� (� ) =
1

2ik p
(e� ik p (� 0� � ) � e+ ik p (� 0� � ))

= �
1
kp

sinkp(� 0 � � ) :
(2.33)

Since (2.25) is linear, the solution forn1 is then the response to an in�nitesi-

mally thin sheet of charge,� (� ), integrated over the longitudinal number density

distribution qb
e nb(� ), which is the convolution

n1(�; r; � ) =
qb

e

Z 1

�
nb(� 0; r; � ) � sin [kp(� 0 � � )] � kpd� 0 : (2.34)
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where we have enforced causality by setting� (� ) = 0 in the region � 0 < � to

truncate the domain of the integral.

2.1.4 The Wake�eld Potential

We can now derive an equation for the contribution to the electromagnetic po-

tentials by the electron density perturbationn1 to obtain the wake�eld potential.

In the limit that � b ! 1, the Maxwell-Ampere equation (2.9) can be written

in terms of only j 1 = � en0v1. De�ning r 2A � r 2
? A + @2A

@�2 the linear-order

perturbation to the plasma current density, is

r 2
? A 1 = � � 0j 1 �

1
c
r

@'1
@�

: (2.35)

Then, taking @� again and writing the current densityj 1 as the sum of contribu-

tions from the plasma and the beam,� en0v1 + qbcnb, this becomes

r 2
?

@A 1

@�
=

e
� 0c2

�
n0

@v1

@�
+

qbc
e

@nb
@�

�
�

1
c
r

@2' 1

@�2
; (2.36)

where c is a velocity vector of magnitudec in the beam propagation direction.

Using (2.19) gives

r 2
?

@A 1

@�
=

e
� 0c2

�
en0

mec
E1 +

qbc
e

@nb
@�

�
�

1
c
r

@2' 1

@�2
; (2.37)

and substituting for @nb
@� and using the de�nition of E in (2.21) makes

r 2
?

@A 1

@�
= k2

p

�
@A 1

@�
�

1
c
r ' 1

�
+

qbc
� 0c

@nb
@�

�
1
c
r

@2' 1

@�2
: (2.38)

Taking the � component, (2.38) gives

@
@�

��
r 2

? � k2
p

�
cA1�

�
=

@
@�

��
@2

@�2
+ k2

p

�
' 1 +

qbnb

� 0

�
: (2.39)
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Integrating out the @
@� on both sides5 and using @2

@�2 � r 2 � r 2
? on ' 1 to recognise

that
@2' 1

@�2
= �

1
� 0

(en1 + qbnb) � r 2
? ' 1 (2.40)

yields, in terms of the linear wake�eld potential	( �; r; � ) � ' 1(�; r; � )� cA1� (�; r; � ),

�
r 2

? � k2
p

�
	( �; r; � ) =

e
� 0

n1(�; r; � ) : (2.41)

The Helmholtz operator on the left hand side can be inverted using a similar

scheme as the one used in the solution to (2.25). Expandingr 2
? and taking the

mth Fourier component of (2.41) with respect to� , we �nd

� 2 @2	 m

@�2
+ �

@	 m

@�
�

�
m2 + � 2

�
	 m =

e
� 0k2

p
� 2n1;m (2.42)

where we have used� � kpr , and taken the mth Fourier component of 	 =
P

m2 Z 	 meim� and n1 =
P

m2 Z n1;m eim� .

The analogous homogeneous equation has two linearly independent solutions:

the mth-order modi�ed Bessel functionsI m (� ) and K m (� ) [37]. We shall again

consider the response� (�; � ) in 	 m (�; � ) to a delta-like source term at� = � 0.

We can write

� (� ) =

8
><

>:

� � (� ) = CI m (� ) + DK m (� ); for � < � 0

� + (� ) = F I m (� ) + GK m (� ); for � > � 0;
(2.43)

whereC; D; F and G are functions of� only. By consideration of the behaviour

of I m (� ) (expontential rise for � ! 1 ) and K m (� ) (singularity at � = 0), we can

set f D; F g = 0 to avoid a singularity at r = 0 and unbounded growth forr ! 1 ,

respectively, so that

� (� ) =

8
><

>:

� � (� ) = CI m (� ); for � < � 0

� + (� ) = GK m (� ); for � > � 0:
(2.44)

5With the initial condition the potentials and beam denisty are zero at � = 0
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As before, enforcing continuity at� = � 0 gives the constraint

CI m (� 0) � GK m (� 0) = 0 : (2.45)

For a second constraint, we shall consider, as before, term-by-term, the integration

by parts, from � 0 � � to � 0+ � , of

� 2 @2�
@�2

+ �
@�
@�

�
�
m2 + � 2

�
� = � (� � � 0): (2.46)

� 2 @2 �
@�2 term

Z � 0+ �

� 0� �
� 2 @2�

@�2
d� =

�
� 2 @�

@�

� � 0+ �

� 0� �

�
Z � 0+ �

� 0� �
2�

@�
@�

d� (2.47)

=
�
� 2 @�

@�

� � 0+ �

� 0� �

� 2[�� ]�
0+ �

� 0� � + 2
Z � 0+ �

� 0� �
�d� (2.48)

=
�
� 2 @�

@�

� � 0+ �

� 0� �

: (2.49)

In the limit � ! 0, since we demand� be continous

across� 0, only the �rst term can survive.

� @�
@� term

Z � 0+ �

� 0� �
�

@�
@�

d� = [ �� ]�
0+ �

� 0� � �
Z � 0+ �

� 0� �
�d� = 0 : (2.50)

These two terms are identical to the last two in (2.48)

and therefore this integral is zero.

(m2 + � 2) � term

Z � 0+ �

� 0� �

�
m2 + � 2

�
�d� =

�
m2 + 2

� Z � 0+ �

� 0� �
�d� +

�
� 2

Z
�d�

� � 0+ �

� 0� �

� 2[�� ]�
0+ �

� 0� � = 0:

(2.51)

where the integral in the square bracket is inde�nite.

Here again, the continuity of� ensures that each term
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is zero for� ! 0.

Finally, we are left with only one term from
R� 0+ �

� 0� � � 2@2
� �d� . Equating this to the

integral of the delta function on the RHS gives

lim
� ! 0

�
� 2 @�

@�

� � 0+ �

� 0� �

= � 02 lim
� ! 0

 �
@�
@�

�

� 0+ �

�
�

@�
@�

�

� 0� �

!

= 1 : (2.52)

Taking the derivative of � and substituting this requirement gives a second con-

dition on A and D to be

A
�

@Im (� )
@�

�

� = � 0

� D
�

@Km (� )
@�

�

� = � 0

= �
1

� 02
: (2.53)

Then, solving (2.45) and (2.53) simultaneously provides

A =
1

� 02

�
K m (� 0)

I 0(� 0)K 0
m (� 0) � K m (� 0)I 0

m (� 0)

�
and (2.54)

D =
1

� 02

�
I m (� 0)

I m (� 0)K 0
m (� 0) � K m (� 0)I 0

m (� 0)

�
; (2.55)

where we have used the shorthandL0
m (� 0) �

h
@Lm (� )

@� ]
i

� = � 0
for Lm 2 f K m ; I mg.

The denominator of (2.54) and (2.55) is the Wronskian of (2.46),

I m (� 0)K 0
m (� 0) � K m (� 0)I 0

m (� 0) = �
1
� 0

; (2.56)

which gives expressions for� (� ) in terms of � 0 as

� (� ) =

8
><

>:

� � (� ) = � 1
� 0K m (� 0)I m (� ); for � < � 0

� + (� ) = � 1
� 0I m (� 0)K m (� ); for � > � 0:

(2.57)

Then, as before, we can take the inner product of� (� ) piecewise with e
� 0k2

p
� 2n1;m

to �nd

	 m (�; � ) =
e

� 0k2
p

� Z �

0
� 02n1;m (�; � 0)� + (� 0)d� 0 +

Z 1

�
� 02n1;m (�; � 0)� � (� 0)d� 0

�
:

(2.58)
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Changing variables back to� ! kpr and substituting for � (� ),

	 m (�; r ) = �
e
� 0

 Z r

0
r 0n1;m (�; r 0)I m (kpr 0)K m (kpr )dr0

+
Z 1

r
r 0n1;m (�; r 0)I m (kpr )K m (kpr 0)dr0

!

:

(2.59)

Finally, we obtain the mth azimuthal Fourier component of the wake�eld poten-

tial,

	 m (�; r ) =
qb

k2
p� 0

Z 1

0

� Z 1

�
nb;m(� 0; r 0) sin [kp(� � � 0)] kpd� 0

�

| {z }
 k ;m

I m (kpr< )K m (kpr> ) k2
pr 0dr0

(2.60)

in terms of themth component of the beam densitynb(�; r; � ) =
P

m2 Z nb;m(�; r )eim� ,

where we have used the shorthandr< = min(r; r 0) and r> = max(r; r 0).

2.2 Interpretation of the Wake�eld Potential

In this section we will perform some manipulations of the well-known form of

the wake�eld potential, (2.60) to obtain some useful insight to be exploited in

subsequent chapters to justify approximations and discuss simulation results. The

expression in (2.60) consists of both a longitudinal and radial integral operating

on the beam density, which we will consider separately.

2.2.1 Longitudinal integral

The longitudinal integral is a convolution in � of the beam density with a si-

nusoidal kernel, analogous to the longitudinal wake function commonly used in

modelling wake�elds in RF cavities where the convolution kernel is instead a func-

tion of the shape of the cavity [38]. The sinusoidal kernel allows two particular
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observations to be made, which will be used later.

First, we brie�y examine the case wherenb;m(� ) is a constant with respect to

� . We can rewrite  k;mm (� ) using integration by parts [39], giving

 k;m (�; r 0) = k2
pnb;m(� ) + k2

p sin(kp� )
Z 1

�

@nb;m(� 0; r 0)
@�0

sin(kp� 0)d� 0

+ k2
p cos(kp� )

Z 1

�

@nb;m(� 0; r 0)
@�0

cos(kp� 0)d� 0:
(2.61)

Therefore, in the case of a long, smooth beam where@nb;m=@�vanishes uniformly,

the longitudinal part of the operator onnb;m reduces to simplyk2
pnb;m ! constant.

For such a beam with a sharp leading edge at� 0,  k(� ) contains an oscillatory

part behind � 0,

 k;m (�; r 0) = k2
pn�

b;m(� 0; r 0) (1 + sin[kp(� � � 0)]) : (2.62)

Hence, according to LWFT in this case, k;m (�; r 0) is positive de�nite along � .

Consequently, for such a beam,	 0(�; r ) contains only focusing (defocusing) re-

gions along� for a positively (negatively) charged beam6. However, as discussed

in section 2.3, modi�cation of the local plasma frequency by the beam charge,

which is not captured by LWFT, can gradually relax this constraint downstream

from the leading edge.

Second, rewriting the longitudinal part of the wake potential, k from (2.60),

in complex form as

 k(� ) =
kp

2
eik p �

Z 1

�
nb;m(� 0; r 0)e� ik p � 0

d� 0 � c.c.; (2.63)

we recognise that the integral is simply the amplitude of the Fourier transform of

nb;m along � 0, up to the measurement point,� , at the wavenumberkp. Therefore,

if and only if nb;m(� 0 > � ) has a non-zero Fourier component atkp does the

integrand lead to a term of k(� ) that is / � , implying secular growth along the

beam. As shall be shown in Chapter 3, not only does an unmodulated beam

6The higher-order components	 m> 0(�; r ) may be negative due to negativen�
b;m> 0(� 0; r 0),

but still also do not change sign along� .
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acquire such a modulation atkp from the seed wake�eld from a sharp leading

edge, but the growth of the resultant wake�eld along� is in fact exponential due

to downstream coupling between the beam and the wake�eld.

2.2.2 Transverse integral

The outer integral in r 0 must be taken piecewise with respect to the radial pro�le

of nb;m due to the discontinuity in the �rst derivative of the integrand at r 0 = r as

implied in (2.58). However, it can be cast into a more intuitive (but less tractable)

form by re-completing the azimuthal Fourier series.

Trivially interchanging the order of integration of � 0 and r 0, we �nd

	( �; r; � ) /
Z 1

�

 Z 1

0

X

m2 Z

�
nb;m(� 0; r 0)eim� I m (kpr< )K m (kpr> )

�
k2

p r 0dr0

!

| {z }
 ?

� sin (kp(� � � 0)) d� 0

(2.64)

Using Neumann's Addition Theorem [40] for Bessel functions, and the even

parity with respect to the order parameterm of I m and K m we �nd that for

the special case ofK 0(kpR) where R is the magnitude of the di�erence of two

transverse displacement vectorsr = ( r; � ) and r 0 = ( r 0; � 0),

K 0 (kpjr � r 0j) =
X

m2 Z

eim (� � � 0) I m (kpr< )K m (kpr> ): (2.65)

Multiplying by nb(� 0; r 0; � 0), integrating over 2� in � 0,

Z �

� �
nb(� 0; r 0; � 0)K 0 (kpjr � r 0j) d� 0

=
X

m2 Z

� Z �

� �
nb(� 0; r 0; � 0)e� im� 0

d� 0

�
eim� I m (kpr< )K m (kpr> )

= 2�
X

m2 Z

nb;m(� 0; r 0)eim� I m (kpr< )K m (kpr> );

(2.66)
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recovers the form of ? in (2.64), where we have used the de�nition of the Fourier

amplitude

nb;m =
1

2�

Z �

� �
nb(� 0)e� im� 0

d� 0: (2.67)

Then, the transverse part of the integrand, ? in (2.64), is

 ? (� 0; r; � ) /
ZZ

f r 0;� 0g

nb(� 0; r 0)K 0(kpjr � r 0j) d2r 0: (2.68)

Therefore, the wake�eld potential is in fact also a convolution7 in the transverse

plane of the beam density pro�le with a transversely isotropic kernelK 0 of scale

length k� 1
p . We therefore anticipate that the wake�eld is instantaneously insensi-

tive to transverse variation, including asymmetry, of the beam pro�le below this

scale.

2.3 Limits of linear wake�eld theory

As stated in the beginning of this chapter, the linearisation process in deriving

the wake�eld means that the relative perturbation to the plasma densityn0 must

remain much smaller than unity throughout the plasma. However, as emphasised

in [41], the linear theory can remain valid even when this condition is exceeded,

as long as the electric �eld does not approach the so-called wavebreaking limit

E0 =
mec! p

c
; (2.70)

and the dynamics of the plasma electrons are not dominated by those that un-

dergo trajectory crossing with their neighbours during their oscillation. It is

therefore found that for electron beam drivers, the condition on the validity of

linear theory, at least for short drivers, is relaxed to well beyondnb � n0.

7As a bonus, this now allows the wake�eld potential to be written a little more succinctly
as

	( �; r ) =
kpqb

2�� 0
(nb � Z (� )R(r )) (2.69)

with Z (� ) = H(� � ) sin (kp� ) and R(r ) = K 0(kp jr j), using the Heaviside functionH to ensure
the causality requirement.
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However, this is not the case for positive drivers, including the proton drivers

used at AWAKE and in the following chapters of this thesis. This is due to

another limitation of the linear theory, where at linear order, the contribution

of the beam charge densitynb to the local background densityn0 is neglected in

(2.18). For a positive beam the additional charge serves to enhance the positive

charge of the plasma ion background, increasing the e�ective oscillation frequency

for plasma electronsinside the beam. Since the initial action of a positive drive

beam is to draw in electrons towards the axis (as opposed to the expulsion from

a negative drive beam), the plasma electrons whose trajectories enter the beam

de-cohere with their neighbours much sooner than their electron-beam-driven

counterparts. In fact, for a short- and narrow-enough electron beam, the vast

majority plasma electrons may never return to axis in time to experience the

reduced plasma frequency within the beam itself.

As found in [41], this means that the linear theory only makes valid predic-

tions for positive beams whennb is kept undern0, and before there is signi�cant

trajectory crossing of electrons. However, as seen in the following chapters, other

model constraints mean that linear wake�eld theory is only utilised at times well

before the beam compression during SSM leads to this condition being exceeded.
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2.4 Summary

This chapter derived a pre-requisite linearised, �uid-based theory based on the

approaches of [30] and [31] for describing the plasma wake�elds which will drive

seeded self-modulation in the model to be developed in Chapter 3.

In particular, a mathematical statement of the quasi-static approximation

was introduced, which, in the case of an ultra-relativistic wake�eld driver, was

shown to allow the de�nition of a single `wake�eld potential' whose gradient is

proportional to the Lorentz force on a relativistic charged particle within the

wake.

The mathematical model for the wake�eld potential of [31] was enhanced to

accomodate an arbitrarily shaped drive beam in terms of the azimuthal Fourier

modes of the beam charge distribution. It was further shown that this 3D wake-

�eld was in fact a convolution of the beam density distribution with a characteris-

tic `longitudinal wake function` and, transversely, a zero-th order modi�ed Bessel

function of the second kind. It was noted that the former allows secular growth

of a wake�eld along a beam that is modulated at the plasma wavenumber,kp,

while the latter implies that transverse variations in the wake�eld are insensitive

to those of the beam charge density at scales smaller thank� 1
p .

Finally, limitations of this model were discussed, in particular for the max-

imum density of the positive self-modulating beam to maintain validity of the

�uid-based model for the plasma electrons and linearisation with respect to the

�uid quantities.
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3 | A Theoretical Model for Self-

Modulation of Elliptical Beams

In this chapter I derive linearised analytical expressions for the time and spatial
evolution of the root-mean-square (rms) transverse envelope of a long beam
undergoing seeded self-modulation (SSM). Existing models that consider an
axisymmetric beam are evaluated and extended to model coupled evolution
in two dimensions. The physics and phenomenology underlying a resultant
ellipticity-induced modi�cation to the growth rate of the SSM is discussed.

3.1 Introduction

An envelope model for a long beam undergoing SSM based on linear plasma

wake�eld theory was �rst considered by [7] for a cylindrically symmetric beam,

deriving a growth rate and phase velocity for the fastest-growing mode. However,

that model makes a thin-beam approximation for the rms size (� r � k� 1
p ) early

on and does not account for the variation of the beam density due to the changing

radius. Relaxing these approximations up to linear order, [15] derives a di�erent

scaling with the co-moving coordinate� and propagation time� for the growth

rate and phase velocity of the modulation. The model developed in this section

closely follows the derivation of [15] but accounts for an initial elliptical pertur-

bation to a cylindrically symmetric beam. The azimuthal Fourier mode method

used for approximating the transverse asymmetry has previously been used by

[26] and [28] to describe coupling of cylindrical SSM with the �kink"-mode-like

hosing instability.
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3.2 Envelope model for elliptical beams

3.2.1 Beam envelope equation for non-linear focusing

Motivation

The well-known Kapchinskii-Vladimirskii (KV) beam envelope equation describes

the evolution of the transverse rms sizes in thex and y directions, � x =
p

hx2i and

� y =
p

hy2i , of a beam slice undergoing arbitrary longitudinal acceleration[38].

However, forces on the beam with a non-linear dependence on the transverse

coordinates are problematic to deal with as they inherently alter higher moments

of the transverse phase space distribution:hxn i ,

�

dx
dt

� n �
,



xm

�
dx
dt

� n �
etc., where

n; m > 1. One such force is due to the beam's self-�eld (space-charge �eld)

which has traditionally been handled by using a carefully chosen equivalent linear

�eld [42], at the cost of an assumption of constant transverse rms emittance.

This allows for an autonomous equation for the evolution of an elliptical beam

envelope under the further approximation of a linear external focusing force and

no longitudinal mixing of beam particles. De�ning the propagation distance

s = c� :
@2� x

@s2
+

c2


 b

@
b
@s

@�x
@s

+ K x (s)� x �
� 2

x

� 3
x

�
�

� 3
 3 (� x + � y)
= 0 (3.1)

@2� y

@s2
+

c2


 b

@
b
@s

@�y
@s

+ K y(s)� y �
� 2

y

� 3
y

�
�

� 3
 3 (� x + � y)
= 0 (3.2)

whereK x is the strength of a linear focusing force,Fx = � mb
p

K xx, on a beam

particle of massmb (and similarly for K y), and � (� ) is a constant proportional

to the charge per unit length of the slice. The rms emittances in thex and y

directions, respectively,

� x =
q

� 2
x � 2

x0 � � 2
xx 0 =

q
� 2

x � 2
x0 � (( � 2

x )0=2)2 (3.3)

and (3.4)

� y =
q

� 2
y � 2

y0 � � 2
yy0 =

q
� 2

y � 2
y0 � (( � 2

y)0=2)2 (3.5)
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are de�ned using the uncorrelated (� 2
x0 =

D�
@x
@s

� 2
E

) and correlated (� 2
xx 0 =



x

�
@x
@s

��
)

mean-square transverse velocity spreads (and similarly fory) where primes de-

note @
@s.

However, the general focusing force predicted by linear plasma wake�eld the-

ory has inherently non-linear dependence on the transverse coordinates, even near

the axis where it has a logarithmic dependence due to the modi�ed Bessel func-

tions as seen in 2 [24]. A workaround for this is provided by [43] for a cylindrical

beam as is used by [7] and [15]. Here we will follow a similar procedure separately

for two transverse coordinates while making further assumptions as required for

the case of a long, ultra-relativistic beam on which the only external �elds are

those arising from density variations in the surrounding plasma.

Derivation

We begin with the Lorentz force due to the quasi-static wake�eld on a single

particle of chargeq in the beam, moving at velocityv. Taking derivatives with

respect to the propagation length instead of time,

dp
ds

= � r 	 =c; (3.6)

wherep = 
 bmbv is the particle momentum. We now make the assumption that

the beam is ultra-relativistic. Under this approximation, the rate of change of
 b

under the longitudinal wake�eld, @	
@� , is much slower compared to the evolution

of the beam due to the transverse part of the wake�eld,r ? 	 , and equation (3.6)

reduces to
dv
ds

= �
1


 bmbc
r 	 : (3.7)

In the rest of this derivation, we will focus on thex component for simplicity, to

arrive at an envelope equation for� x , only showing the results fory at key stages.

However, the procedure and end result fory is identical.

Multiplying (3.7) by xx̂ and vx x̂,
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x
dvx

ds
+

1

 bmbc

�
x

@	
@x

�
= 0 (3.8)

vx
dvx

ds
+

1

 bmbc

�
vx

@	
@x

�
= 0: (3.9)

The derivatives in the �rst terms of (3.8) and (3.9) can be recast in terms of

squared quantities as

x
dvx

ds
!

d2x2

ds2
� v2

x (3.10)

vx
dvx

ds
!

1
2

dv2
x

ds
; (3.11)

respectively. Then, integrating over the beam slice gives the one-dimensional

virial (3.12) and energy (3.13) equations inx, and similarly for y:

(� 2
x )00� 2� 2

x0 + 2Px = 0;

(� 2
y)00� 2� 2

y0 + 2Py = 0;
(3.12)

(� 2
x0)0+

2

 bmbN0

@x (	) vx = 0;

(� 2
y0)0+

2

 bmbN0

@y(	) vy = 0;
(3.13)

where the overbars denote averages over the transverse beam density distribution.

The Px and Py are given by

Px (�; � x (� ); � y(� )) =
nb;0


 bmbN0

Z

slice

x@x (	) f b(�; r; � )d2r (3.14)

Py(�; � x (� ); � y(� )) =
nb;0


 bmbN0

Z

slice

y@y(	) f b(�; r; � )d2r; (3.15)

where N0(� ) is the number density per unit length in� of a beam pro�le with

number density nb(r; �; � ) = nb;0f b(�; r; � ). The integrals are over a transverse

slice of the beam, at a given� . Recall that 	 itself is, of course, dependent on

r , � and � . In fact, it is a functional of the entire beam distribution at � 0 < � as

found in chapter 2. Using the interchangeability of� and transverse integrals in

	 found there, we can now write:
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Px (� ) =
nb;0


 bmbN0

qb

k2
p� 0

Z 1

�

Px; ?z }| {2

4
Z

slice

x@x (	 ? )f b(�; r; � )d2r

3

5 sin (kp(� � � 0)) d� 0

(3.16)

Py(� ) =
nb;0


 bmbN0

qb

k2
p� 0

Z 1

�

2

4
Z

slice

y@y(	 ? )f b(�; r; � )d2r

3

5

| {z }
Py; ?

sin (kp(� � � 0)) d� 0;

(3.17)

where, 	 ? is the perpendicular part of the wake�eld, de�ned in (2.64) andPx;?

and Py;? are transverse functionals of the upstream (� 0 < � ) beam density.

Let us return to the average in (3.13). For a linear focusing force, the derivative of

the potential, @x 	 has the formkx wherek is a constant. Under such a force, the

average in (3.13) becomesk(x2)0=2= k(� 2
x )0=2. However, for a non-linear force we

need to make an assumption about the velocity pro�le of the beam. Following the

approach of [43], we assume that the evolution in each ofx and y is self-similar.

That is, where in general thevx of a particle may be written

vx =
x
� x

� 0
x + �v x ; (3.18)

where the �rst term is the motion of the particle due to an overall expansion or

contraction of the beam slice inx, and the second term is the deviation of the

actual trajectory from the former. For self-similar evolution, it is necessary and

su�cient to require that �v x = 0 for a thin strip at arbitrary x. It is not su�cient

that �v x = 0 only over the entire 2D slice (e.g. a velocity pro�le satisfying only

�v x = 0 can evolve non-self-similarly by having some strips closer to the center of

the expansion or contraction move faster than some outer strips while conserving

the average�v x ), but it is not necessary that�v = 0 for each particle, which allows

for the beam to have a �nite temperature through�v 2 6= 0. The self-similarity
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condition means that, taking an average over all particles at a singlex weighted

by some functionf that depends only onx-coordinate of the particle,

f (x)�v x = f (x)�v x = 0 : (3.19)

We therefore make a second assumption that@x 	 is independent ofy, and vice

versa. This is the case, for example, in a harmonic potential	 � (kxx2 + kyy2)

(where kx and ky are constants) for instance, but not exact for general functions

of x and y, including the wake�eld potential. Nonetheless, this assumption allows

us to recast (3.13) as

(� 2
x0)0+

2

 bmbN0

�
@x (	)

x
� x

� 0
x + @x (	) �v x

�
= 0; (3.20)

and allow the last term to vanish, giving

@x (�)
x

dx2

ds
= 2

@x (�)
x

xvx

= 2
@x (�)

x
x2

� 0
x

� x

= 
 bmbN0 � Px
(� 2

x )0

� 2
x

;

(3.21)

Then, inserting (3.13) into (3.12) gives

X 000+
2X 0

X
Px + 2P0

x (X; Y; X 0; Y 0) = 0 (3.22)

where we have de�nedX = � 2
x and Y = � 2

y to tidy up the notation. Mutliplying

through by X as

X
d
ds

(X 00+ 2Px ) + 2 X 0Px = 0 (3.23)

allows it to be written as a total derivative,

d
ds

�
� 2

x � 00
x + � 2

xPx
�

= 0: (3.24)

The quantity in parenthesis is therefore a constant of the motion which we sug-
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gestively label� 2
x . Finally, integrating over s, we recover the equivalent of the KV

envelope equation in the absence of space-charge and variation in energy
 0
b:

� 00
x +

Px (� x ; � y)
� x

�
� 2

x

� 3
x

= 0 (3.25)

� 00
y +

Py(� x ; � y)
� y

�
� 2

y

� 3
y

= 0 (3.26)

We recognize� x as the r.m.s emittance of the beam inx. However, it is well-

known that non-linear focusing does not preserve the r.m.s emittance on the scale

of multiple orbits of the beam particles inx-vx phase space due to phase mixing.

The preservation here, despite the use of non-linear focusing terms (Px=� x , Py=� y)

is a consequence of the use of the self-similar evolution assumption. Therefore, we

are restricted to being able to model only the initial stage of SSM, where beam

particles travel much less than one orbit in phase space due to focusing.

3.2.2 Model of transverse pro�le of an elliptical beam

The envelope equation above is valid for a general transverse beam pro�le. In

this section, we develop a suitable model for investigating interaction with the

wake�eld potential.

Elliptical Gaussian

Beams in PWFA are often modelled using a transverse bi-Gaussian pro�le. The

function for an elliptical Gaussian pro�le oriented with the x and y axes may be

written as

f G(r; � ) = exp
�
�

1
2

�
x2

� 2
x

+
y2

� 2
y

��

= exp
�
�

(� 2
x + � 2

y)

4� 2
x � 2

y
r 2

� 1X

n=0

2I n

�
(� 2

y � � 2
x )

4� 2
x � 2

y
r 2

�
cos (2n� )

= exp
�
�

r 2

2� 2
R

� 1X

n=0

2I n

�
r 2

2� 2
S

�
cos (2n� )

(3.27)
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where we have de�ned theharmonic mean square radius and squash factors

� 2
R =

2� 2
x � 2

y

(� 2
y + � 2

x )
(3.28)

� 2
S =

2� 2
x � 2

y

(� 2
y � � 2

x )
(3.29)

However, the exponential and Bessel functions here make analytical expressions

for 	 ? impossible to obtain. In fact, even simpler pro�les, such as parabolic,

cosine, or triangular ones cannot be used to obtain analytical expressions forPx

and Py.

Perturbed radial distribution

Therefore, aiming for maximum simplicity in the spirit of the approach in [26] for

a beam with a small centroid shift, we start by trying to �nd a Taylor expansion

of a radially symmetric transverse charge pro�le with an elliptical perturbation,

in a small parameters,(1 � a2) and (1 � b2). Starting from a base distribution,

f b0(r ) = f b0(
p

x2 + y2), we de�ne a perturbed distribution

f b(r; � ) = f b0

� p
a2x2 + b2y2

�

= f b0

�
r
q

1 � (1 � a2) cos2 � � (1 � b2) sin2 �
� (3.30)

where r =
p

x2 + y2 is the radial coordinate and� is the counterclockwise az-

imuthal angle from the positivex-axis. Taylor expanding in the argument off b0

up to O(1 � a2; 1 � b2) gives

f b(r 2; � ) � f b0(r )

�
�
(2 � a2 � b2) + ( b2 � a2) cos 2�

� r
4

@fb0

@r

+ O
�
(1 � a2)2; (1 � b2)2

�

(3.31)

A signi�cant di�erence compared to the cos� approximation of a centroid shift

pertubation in [26] is that here the perturbation itself contributes to the enclosed

charge. For a perfectly elliptical pro�le (a function of an exact quadratic form in
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x and y), the condition that the perturbation does not modify the total charge is

that a2 and b2 lie on the hyperbolaa2b2 = 1, i.e. that the radial `base' distribution

is stretched and compressed along orthogonal axes by the same factor. However,

in (3.31), it is the term (2 � a2 � b2) that gives the perturbation contribution.

Hence the condition is changed toa2 and b2 instead lying on a line,a2 + b2 = 2,

tangent to a2b2 = 1 at a = b= 1. Integrating f b(r; � ) over the x-y plane using

Z 1

0
r n @fb0(r )

@r
dr = �

Z 1

0
nr n� 1f b0(r )dr (3.32)

for n > 1 and lim r !1 f b0 = 0 gives

N =

2�Z

0

1Z

0

rf b(r; � )dr d� = Nr

�
1 +

2 � a2 � b2

2

�
(3.33)

where

Nr = 2�
Z 1

0
rf b0(r )dr; (3.34)

and the second term on the RHS in (3.33) arises from the� -independent part

of the perturbation term in (3.31). Note also that the earlier de�nition of a and

b refers to the � 's of the exact quadratic form (3.30), not the rms properties of

(3.31).

Anti-symmetric compression

The charge-contributing form of the perturbation unnecessarily complicates any

attempt to normalize f b(r; � ) to enforce charge conservation. This issue can be

simply avoided if the perturbation is madeanti -symmetric in x and y (using

a2 + b2 = 2 for the general form (3.31)). De�ning

f b(r; � ) � Af b0(r ) + Dr
df b0

dr
cos 2�; (3.35)

the parametersA and D may be �xed by calculating � 2
x and � 2

y directly for (3.35),

and enforcing charge conservation using a factor (A) for the �rst term. This

55



ensuresN (s) = N (s = 0) � N0 at all times, (s=c), during the slice's evolution.

This gives

A(s) =
R(s = 0)

R(s)
and

D(s) =
� S(s)
2R(s)

(3.36)

leading to a pro�le

f b(r; � ) =
R0

R
f b0(r ; R) �

S
2R

r
@fb0

@r
cos 2�; (3.37)

using the new variables

`radius'; R(t) = � 2
x + � 2

y (= � 2
r ) and

`squash'; S(t) = � 2
x � � 2

y :
(3.38)

and R(s = 0) � R0. To enforce charge conservation, we again make the im-

plicit assumption that the basespatial distribution, f b0(r ; R) = f b0(r 2=R); that it

evolves self-similarly, with a radial `size' characterised by parameterR(s). There

only remains to choose an explicit form forf b0(r ; R). However, as in the model of

[26], note that for su�ciently high S=R it always is possible to getf b(r; � ) < 0 be-

yond some value ofr in (3.37) if the radial scale-length off b0 increases faster than

� r . However, if the transverse size of such regions. k� 1
p , such issues, including

the speci�c (well-behaved part of the) transverse pro�le, will be smoothed over

in 3.3.1 by the transverse convolution over the charge required to calculate	 ? .

Heaviside pro�le

A convenient choice off b0 for use in the Bessel integrals later is a shifted Heaviside

function, f b0(r ; R) = H (
p

2R � r ), which gives

f b(r; � ) =
R0

R
H (

p
2R � r ) +

Sr
2R

� (r �
p

2R) cos 2�; (3.39)
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where� (r ) is the Dirac delta function. The pro�le is therefore a circular plateau

bounded by an in�nitely high wall / deep trench, which naturally causes a nega-

tive charge density there forcos 2� < 0.

3.3 Self modulation of elliptical beams

3.3.1 Coupled beam envelope

In this section I develop two related models for the early-time coupled growth

of the self modulation and elliptical asymmetry of the beam. However, neither

makes assumptions about the speci�c transverse pro�le until an expression for

the growth rate is reached.

To proceed further, (3.25) and (3.26) must be linearised in terms of an equillib-

rium state f � x0; � y0; � x00; � y00g perturbed to f � x0 + � x1; � y0 + � y1; � x00 + � x1; � y00 +

� y1g.

However, we have so far not considered the� -dependence ofPx;y , which arises

through 	 . The � -integral found in (3.16) and (3.17) can be thought of as a

functional operator Ĝ such that Ĝ[ ] =
R�

1 sinkp(� � � 0)[ ]d� 0.

SinceR and S as depended on by	 ? are slice- (hence� ) dependent,Px and

Py contain appearances of both� (� ) and � (� 0) and must be linearised carefully by

taking � x (s; � ) ! � x0 + � x1(s; � ) and � x (s; � 0) ! � x0 + � x1(s; � 0). Doing so then

produces some terms independent of� (� 0) whose� -dependence (a pure factor

of Ĝ[g(� 0)]) can be removed by assuming the long beam limit1 with Ĝ[g(� 0)] !

g(� )=kp, as done in [15]. For other terms,Ĝ can be removed by applying the

plasma wave operator onto the entire linearised envelope equation, and using the

property of Ĝ that
�
@2

� + k2
p

�
Ĝ[
 (� 0)] ( � ) = kp
 (� ): (3.40)

1g(� ) : lim
� !1

g(� ) = 0 and
�R

1
coskp(� � � 0) @g(� 0)

@�0 d� 0 = 0
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Linearising this way about� x0 for Px gives

Px = Px0(� x0; � y0)

+ P (� )
x1 (� x1(� ); � y1(� ); � x0; � y0)

+ P (� 0)
x1 (� x1(� 0); � y1(� 0); � x0; � y0)

9
=

;
� Px1

+ O(� 2
x1; � 2

y1);

(3.41)

whereP (� 0)
x1 and P (� )

x1 are, respectively, the resultant� and � 0- of the linear pertur-

bation, Px1, (linear in the � (� ) and � (� 0) respectively), in the long beam limit.

Doing so fory also, and taking theO(� x0; � y0) part of the linearisation gives

� 00
x0 +

� 2
x0Px0 � � 2

x

� 3
x0

= � 00
y0 +

� 2
y0Py0 � � 2

y

� 3
y0

= 0: (3.42)

For an emittance-matched beam in equilibrium,� 00
f x0;y0g = 0 (= � 0

f x0;y0g). We

further take the emittance of theperturbed beam to be given by (3.42) � that is,

unchanged from itsf � x0; � y0g-matched values. Also requiring a stationary initial

state, f � 0
x0; � 0

y0g = 0 (implicitly) �xes f � x01; � y01g. Then, moving all � 0-dependent

terms in (3.25) and (3.26) to the RHS, using (3.40) and (3.42), and linearising to

O(� x1; � y1) gives,

(@2
� + k2

p)(@2
s + Q0 + Q(� )

1 )� 1 = Q1� 1; (3.43)

which is analogous to the form of Eqn. (10) in [15], with the de�nitions

Q(� )
1

0

@
� x1(� )

� y1(� )

1

A =

0

@
P (� )

x1 =� x0

P (� )
y1 =� y0

1

A ;

Q1

0

@
� x1(� )

� y1(� )

1

A = �
�
@2

� + k2
p

�
0

@
P (� 0)

x1 =� x0

P (� 0)
y1 =� y0

1

A ;

Q0 = � 2

0

@
Px 0
� 2

x 0
0

0 Py 0

� 2
y 0

1

A ; � 1 =

0

@
� x1(� )

� y1(� )

1

A :

(3.44)

Simplifying similarly (assuming a slowly varying component of the envelope,�̂ :

� 1 = �̂ expf (ik p� )g=2 + c.c., with growth timescale � plasma period and�

58



betatron period), in normalised units of�̂ = kp� and ŝ = k� s,

 

@̂� @2
ŝ +

i
2k2

pk2
�

Q1

!

�̂ = 0: (3.45)

Since this is the same operator as in [15];

�
@̂� @2

ŝ + i�
�

�̂ = 0; (3.46)

but in matrix form), growth rates and directions (in � x -� y-space) implied in

(3.45) can be found by obtaining the eigenvalues ofQ1=2k2
pk2

� and plugging into

the corresponding expressions. This leads to a perturbation to the Schroeder

beam shape parameter for symmetrical SSM,� ! � 0 + � 2, such that

� 0 = 4I 2(r̂0)K 2(r̂0) [15] and (3.47)

� 2 = �
�

S0

R0

� 2 n
2I 2(r̂0)K 2(r̂0) � r̂0 [I 1(r̂0)K 2(r̂0) + I 2(r̂0)K 3(r̂0)] +

r̂ 2
0

2
I 1(r̂0)K 3(r̂0)

o

(3.48)

wherer̂0 = kp
p

2R0. In the narrow-beam limit for r̂0 � 1, � 2 � �
�

S0
R0

� 2 �
1
2 + r̂ 2

0
12

�
.

With the resultant exponential growth time � / � � 1
2 of the SSM, we �nd the

relative perturbation to � is

� 2=� 0 �
1
4

�
S0

R0

� 2

=
1
4

�
1 � h2

1 + h2

� 2

(3.49)

in the narrow beam limit, whereh is the transverse aspect ratio� y0=� x0. Hence

the e�ect on the growth rate in this linear regime is relatively weak even for

generous aspect ratios;h = 0:5 (or h = 2) gives only � 2=� 0 � 0:1.

This slowdown of the growth rate can be explained by examining the origin of

the S2
0-dependence in (3.47). It is from the interaction of the asymmetric pertur-

bation of the beam charge at a given longitudinal position with the component of

the wake�eld generated by the asymmetric perturbation in the charge distribu-

tions of upstream parts of the beam. The change to the growth rate is therefore
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a second-order one, where the in�uence on beam particles by the potentials ener-

giesPx and Py is divided between not only the radial compression driving SSM,

but also, due to the elliptical perturbations, azimuthal motion.

Figure 3.1: Contours of relative growth rate,1 + � 2=� 0, as cal-
culated using (3.47), with initial beam aspect ratioh and r.m.s.
radius � r 0 �

p
R0.

A feature visible from �gure 3.1 is that the e�ect of lowerh is more pronounced

for larger beam radii, as expected from the fact that convolution of the wake�eld

integral is less e�ective then at smoothing out the transverse beam pro�le. The

Heaviside-Delta beam pro�le model breaks down when (S0=2R0) is no longer� 1,

and so we do not expect the model to be valid forh � 1. However, surprisingly,

the e�ect of h on �=� 0 decreases, but does not vanish, for when� r; 0 ! 0. It

is likely due to the inaccuracy of linear wake�eld theory for very narrow drivers

[41]. Finally it is important to keep in mind that the Heaviside-Delta model is

used as a proxy for a more realistic initial pro�le, which itself is likely to evolve

in a non-self-similar way during SSM in reality. Nonetheless,Px;? and Py;? from

(3.16) and (3.17) o�er some hope that as long as the transverse beam pro�le

remains approximately uncorrelated with� , the � that appears in this model is

at most a constant factor away from that of a real beam undergoing SSM. This

is indeed the case for at least as long as� x;1 � � x;0 and � x;1 � � x;0.
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Perturbation growth

The contributions to R1 and S1 may be approximated by the appropriate linear

combinations, R1; S1 � 2(� x0� x1 � � y0� y1). In general, these will contain linear

contributions of growing modes from each of the two eigenvectors ofQ1. However,

the eigenvalue of eigenvector(� � y0; � x0), corresponding to theS direction, is zero.

We therefore �nd in the narrow beam limit,

2R1 � �R 1H (�̂; ŝ)ei �̂ + c.c. (3.50)

2S1 � �S 1ei �̂ � �R 1k2
pS0� (1 � H (�̂; ẑ))ei �̂

+ O(�R 1 k4
pS2

0) + c.c.
(3.51)

where

� =
1
r̂ 2

0
�

�
I 2(r̂0)K 3(r̂0) � I 1(r̂0)K 2(r̂0)

�

2r̂0I 2(r̂0)K 2(r̂0)
; (3.52)

H (�̂; ŝ) = 0F2

�
;
1
2

; 1;
1
4

i� �̂ ŝ2

�
; (3.53)

we have taken�R 1; �S 1 = 2( � x0�� x1 � � y0�� y1) for � 1 � � 0, and �� x1 and �� y1

are the initial perturbations of � x and � y from their emittance matched values.

Note that according to (3.51), as expected from the stationary eigenvector,

S1 can only grow for �R 1 6= 0. That is, upto O(� x1; � y1), the beam is stable

to strictly anti-symmetric deviations (such that �R 1 = 0) from the emittance-

matched shape. However, in reality such a perturbation cannot be generated by

the seed wake�eld driven by a sharp leading edge of a single-species beam.

Further noting that the coe�cient of �R 1 in (3.51) is negative forr̂0 . 3, we

may therefore expect that the action of the seed wake�eld of a narrow, elliptical

beam with small deviation from an emittance-matched state, will be to try to

reduce (restore) its roundness in focusing (defocusing) regions of the wake, until

the aspect ratio is reversed or the evolution saturates due to non-linear e�ects.
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Quadratic coordinates

The same results may be con�rmed by working directly in the mean-square forms

R and S instead. In this section a similar equation to (3.43) is derived that is

linear in R and S. We �nd that doing so requires some additional consideration

of initial conditions in the perturbation for at least two of � 2
x ; � 2

x0 and � 2
xx 0, which

appear now as a forcing to the resultant envelope equation inx and similarly for y.

To do so, we return to (3.22). Although (3.22)� X can be integrated to give

the K-V envelope equation, the linearised K-V envelope cannot be recovered by

linearising (3.22) in terms of� x . Instead, in the limit of an emittance-matched

initial beam, with � 00
x (s = 0) = 0 and � 0

x (s = 0) , � 0
x0(s = 0) ! 0 , (3.22) can be

linearised in terms ofX = X 0 + X 1 and Px = Px0 + Px12. Then, since ats = 0,

X 0 = Y 0 = 0,

X 000
0 = 0 =) X 00

0 = Cx0 and (3.54)

@s

�
X 00

1 +
2Px0

X 0
X 1 + 2Px12

�
= @sCx1: (3.55)

Note that the previous perturbation to Px , Px1 6= Px12. The integration con-

stants, Cx0 and Cx1, can be found by linearising (3.12) under emittance-matched

conditions to be

Cx0 =
�
2� 2

x00 � 2Px0
�

s=0
(3.56)

Cx1 =
�
2� 2

x01 +
2Px0

X 0
X 1

�

s=0

(3.57)

where the subscript on the bracket indicates that its contents are evaluated just

after the perturbation X 1 is made. The emittance matching condition from (3.42)

is identically recovered by requiringCx0 = 0 and � 2
x00 = � 2

x=� 2
x0 in (3.56). The

� 2
x01 term in (3.57) is a additional degree of freedom in initial conditions and

must be chosen carefully. It may, for example, be removed by assuming zero

initial perturbation to the transverse velocity spread (isothermal perturbation):

(� 2
x01(s= 0) = 0 ). However, to remain consistent with the KV model, it may be

�xed in terms of X 1(s = 0) by requiring that the emittance of the unperturbed
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beam,� x , is unchanged. This gives

� 2
x01(s = 0) =

� 1
4X 0(X 0

1)2 � X 1� 2
x

X 0(X 0 + X 1)

�

s=0

: (3.58)

Then, for X 0
1(s = 0) = 0 we �nd that

Cx1 = 2� 2
x00

�
X 1

X 0

� 2

s=0

+ O(X 3
1 ) (3.59)

and may be ignored entirely at linear order(X 1 � X 0). Alternatively, to zeroth

order in X 1=X0,

Cx1 =
(X 0

1)2

2X 0
+ O

�
X 1

X 0

�
(3.60)

for a non-zero perturbation to the phase angle of the beam:X 0
1(s = 0) 6= 0.

Despite having to address these additional complications, the advantage of us-

ing this approach is that (3.55)(3.56)(3.57)(3.58) and theirY counterparts can

be combined naturally in terms ofR and S. As before, we have splitPx12 =

P (� )
x12

�
O(R(� )

1 ; S(� )
1 )

�
+ P (� 0)

x12

�
O(R(� 0)

1 ; S(� 0)
1 )

�
based onĜ-dependence in the long-

beam limit. This gives

h�
@2

� + k2
p

��
@2

s + K
�

+ N
i

� = C � ; (3.61)

where the following de�nitions are used:

� =

0

@
X 1 + Y1

X 1 � Y1

1

A =

0

@
R1

S1

1

A ;

C � =
p

2k2
p�

0

@
Cx1

Cy1

1

A ;

K (� ) = � �
�

2
3
2 Q(� )

12 � Q0 � � � 1

�
;

N = 2
3
2 � � Q(� 0)

12 ;

where Qf �;� 0g
12

0

@
R1(f �; � 0g)

S1(f �; � 0g)

1

A =

0

@
P f �;� 0g

x12

P f �;� 0g
y12

1

A ;

(3.62)

63



and � is a re�ection on the x-axis, followed by a counter-clockwise45o rotation,

de�ned as

� =
1

p
2

0

@
1 1

1 � 1

1

A : (3.63)

Under the same conditions for timescales as in 3.2.1, (3.61) may be solved for

~C� = 0. This recovers the approximate forms (3.50) and (3.51) as exact solutions:

2R1 = �R 1H (�̂; ŝ)ei �̂ + c.c. (3.64)

2S1 = �S 1ei �̂ � �R 1k2
pS0� (1 � H (�̂; ẑ))ei �̂ + c.c. (3.65)

where

� =
1
r̂ 2

0
�

�
I 2(r̂0)K 3(r̂0) � I 1(r̂0)K 2(r̂0)

�

2r̂0I 2(r̂0)K 2(r̂0)
: (3.66)

Since the normalisation ofS changes withR, equations (3.64) and (3.65) may in-

stead be combined into an expression for the squared aspect ratio,� = � 0(R0; S0)+

� 1 = ( R � S)=(R + S). This gives

2� 1 = �� 1ei �̂ + �R 1L(� 0; r̂0)
�

H (�̂; ẑ) � 1
�

ei �̂ + c.c. (3.67)

whereL is a non-trivial function of � 0 and r̂0 with L > 0 for r̂0 � 1,

lim
r̂ 0 ! 0

L(� 0; r̂0) =
4� 0(1 � � 2

0)
1 + 6� 0 + � 2

0
; (3.68)

and lim
r̂ 0 ! 0

@̂r 0 L(� 0; r̂0) = 0 : (3.69)

Hence, for� 0 < 1, it is con�rmed that the aspect ratio is stable to purely asym-

metric perturbations, while expansive or compressive radial perturbations to a

beam slice elongates or equalises its aspect ratio, respectively.

3.4 Summary

In this chapter I used the azimuthally-decomposed linear wake�eld theory to

construct a model for SSM in elliptical beams. First, following the work of [43],
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an envelope equation was derived for non-linear focusing potential of the plasma

wake�eld. This was then used to develop the theory of [15] to encompass elliptical

beams through a set of couple envelope equations.

Solving these yielded a perturbation to the beam shape parameter,� derived

by [15] for cylindrical beams, that is require to account for ellipticity. The per-

turbation is found to be negative, suggesting that the SSM is slowed down by the

presence of ellipticity, but is a second-order e�ect.

Finally, it was found that the ellipticity itself does not grow in an unstable way

but is coupled to the radius evolution, where the asymmetry increases in focusing

regions and decreases in defocusing regions of the beam during the growth of the

SSM.
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4 | Particle-in-Cell Simulation

In this chapter, I brie�y review the history and state-of-the-art in computer sim-
ulation of plasma and plasma wake�eld accelerators (PWFAs). The Particle-
in-Cell (PIC) [3] method is motivated and introduced, presenting current ad-
vances in adapting it to simulating PWFAs, and evaluating the mechanism and
suitability of using the quasi-static approximation (equations 2.3 and 2.4) in
simulating PWFA. Finally, convergence and �delity tests of simulation hyper-
parameters for typical situations examined in this thesis are presented using
the quasi-static codeQuickPIC [24].

4.1 The Particle-in-Cell method

The particle-in-cell (PIC) method is a particle-and-grid model of simulating a

collection of charged particles. Due to the very high computation cost of simulat-

ing over1012 particles simultaneously as in domains of interest in typical plasmas

used in PWFA, the PIC method instead tracks small �uid elements, �macropar-

ticles", in phase space. Importantly, particle-particle interactions, whose calcu-

lation would scale as the square of the number of particles,N 2, are represented

using only momentum changes in theN macroparticles due to macroscopic elec-

tromagnetic �elds, which themselves only vary on scales much larger than the

inter-macroparticle distance.

4.1.1 Fundamentals

Mathematical justi�cation for the approximations of this approach are provided,

for example, by [44], and are outlined below.
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The problem of simulating the motion ofN particles of a plasma species is equiv-

alent to that of solving the time evolution of the (6N -dimensional) N -particle

probability density function de�ned on the space of the positions and momenta

of the N particles, � N (t; x1; p1; :::; xN ; pN ),

� N = � (x (t )
1 � x1)� (p (t )

1 � p1) : : : � (x (t )
N � xN )� (p (t )

N � pN ); (4.1)

wherex (t )
i and p (t )

i are the position and momentum, respectively, of thei th parti-

cle at time t. However, because particles of a given species are indistinguishable,

it is convenient to project � N onto a single 6-dimensional phase space, as the

single-particle distribution function, f (x; p; r ). This is de�ned as the conditional

probability density of particles in x-p space given the set of coordinates {x i , p i }

of the N particles, marginalised over the distribution of the particle coordinates

� N ,

f (x; p; t) �
Z

� � �
Z "

NX

i =1

� (x � x i )� (p � p i )

#

� N dx1dp1 : : : dxN dpN ; (4.2)

re-normalised (with an unseen factor ofN ) to ensure

Z
f (x; p; t) dxdp = N: (4.3)

As a simpli�cation, � N is symmetric under permutation of the indistinguishable

particles, j . Therefore, the summands in (4.2) are identical for di�erenti , and

evaluating the i th integral gives

f (x; p; t) =
NX

i =1

Z
� � �

Z

j 6= i

� N (: : : ; x i � 1; x; x i +1 ; : : : ; p i � 1; p; p i +1 ; : : : ) dN � 1x j dN � 1p j

= N
Z

� � �
Z

� N (t; x; x2; : : : ; xN ; p; p2; : : : pN ) dx2dp2 : : : dxN dpN ;

(4.4)

where the integral in the �rst step is over allx j ; p j with j 6= i , and the i th position

and momentum arguments of� N have been replaced withx and p. For the second
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step, we have swapped thei th particle with the 1st in each summand, resulting in

a sum overN identical terms. The function f (x; p; t) follows Louville's Theorem

due to particle number conservation withinx-p-space, leading1, to the Vlasov-

Boltzmann equation

@f
@t

+
p

m

r f +

q
m

�
E +

p
m


� B
�

r p f =
�

@f
@t

�

coll

; (4.5)

whereq and m are the particle charge and mass, and
 =
p

1 + p � p=mc2 is the

Lorentz factor.

In the PIC approach, the distribution f for a given particle species is repre-

sented as a collection of �nite elements in thex-p phase space,

f (x; p) �
X

i

Sx;p (x � x i ; p � p i ) : (4.6)

There is then freedom to choose the shape,Sx;p , of the elements. However,

traditionally, PIC codes choose a shapeSx;p = Sx (x � x i )Sp(p � p i ) with Sp =

� (p � p i ), which minimises expansion of the element in phase space over time[45].

The spatial shape,Sx must also be constrained to be a member of the series

Sx;l (x � x i ) =
Z 1

�1
Sx;0(y � y0)Sx;l � 1(y)dy0 (4.7)

with Sx;0(y) = Sx;0(x � x i ) = Rect[(x � x i )=� x], in order to ensure that the

dispersion relation of linear oscillations tends to the plasma frequency,! p as the

grid cell size,� x ! 0 [46]. Further ensuring that the mean positions,x i , and

momenta, p i , of individual elements satisfy the �rst x and p moments of the

1The E and B �elds here correspond to the macroscopic or long-range �elds encountered
by the particles (including Coulomb interactions with particles outside the Debye radius 1.1),
while the collision term on the right-hand side represents all other contributions to df

dt through
inter-particle collisions. A wide body of literature is dedicated to modelling the latter, but as
shall be seen later, this term can be neglected for the purposes of this thesis.
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Vlasov-Landau equation (4.5), gives that they must follow

@x i

@t
=

p i

m

(4.8)

@p i

@t
=

q
m

�
E i +

p i

m

� B i

�
; (4.9)

where theE i and B i must be appropriately interpolated from grid points nearby

x i , using the shapeSx;l .

4.1.2 Geometry and Algorithms

In the classical �full" electromagnetic PIC algorithm, the �elds are computed on

a staggered grid using second-order-accurate discretised Maxwell equations [47].

The aim of the simulation is then to self-consistently advance the evolution of the

macroparticles positions and momenta with the �eld calculated on the spatial

grid.

The basic loop of the PIC cycle for a single time-step is given in �gure 4.1.

First, the e�ective electromagnetic �elds on each particle are calculated using

nearby grid values and a weighted interpolation based on the particle shape(s)Sx

and locationx, which ensures self-consistent conservation of the total kinetic and

�eld energy. Second, particle momenta are advanced in time using a second-order

[46] discretisation of equation (4.8), the Boris Push [48]. It now remains to time-

advance the �elds. The �rst-order form of Maxwell's equations, where �rst time

derivatives ofE and B depend linearly on the value of the other naturally allow a

leap-frog scheme to solve them, as �rst derived by Yee [47] for the vacuum case. In

the presence of sources, it has been shown to be possible to do so accurately using

only the current density, without solving the Poisson equation [49], provided that

the initial state of the �elds, charges and currents is self-consistent. However,

this requires that their values be available half a step o�set from each other

in time. By convention, the magnetic �eld is chosen to be stored at the half-

time-step. However, this means that due to the form of the Ampere-Maxwell

equation (2.5), the current density is also required at this time. Fortunately,

while a Boris-push-like leap-frog integrator, as opposed to a less computationally
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Advance �elds

E j ! E j +1

B j � 1=2 ! B j +1 =2

Gather �elds at particles

[E; B ] ! [E i ;B i ]

Push particles

x j
i ! x j +1

i

p j � 1=2
i ! p j +1 =2

i

Gather currents to grid

[x i ;p i ] ! j

� t

Figure 4.1: Conventional particle-in-cell algorithm process for a
single time-step

expensive forward di�erence scheme, is necessary to ensure emittance (phase-

space volume) preservation [45] in the particle push, it also conveniently provides

a value for the particle momenta,p i , at the midpoint of the time step. This is

then used to calculate the current density along with the charge density using

the macroparticle positionsx i , performing a deposition onto the grid points by

interpolation using Sx (carefully weighted [49] to ensure local charge conservation

is re�ected in the resultant �elds). Finally, the �elds on the grid are advanced by a

time step each and the cycle continues. Due to computational cost of interpolating

�eld values to and charge from particles with higher order shapes,Sx;l> 0, the codes

used in this thesis are operated withSx;0 only.

4.1.3 The PIC method for PWFA

The time- and spatial- scales involved in PWFA are especially suited to the use of

PIC in terms of physical �delity. The Debye length, � D , represents the distance

travelled by a plasma electron due to its thermal velocity in (1/2� ) of a plasma

period, 1=! p. For the case of the plasma used in PWFA, such as the laser-

ionised rubidium plasma in AWAKE with a (low enough) temperature of� 500K ,
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� D � 4000c=! p, which allows the plasma to be initialised `cold'. The use of �nite-

sized macroparticles (of spatial extent� x � 100� D ) and �elds on a grid means

that microscopic particle-particle collisions cannot be directly represented anyway

[46]. Finally, the motion of ions, whose relative density �uctuation for a beam of

length 200c=! p is estimated by [50] to be� � 6 � 10� 5 for a Rubidium plasma,

at the beam densities used in this thesis, justifying that the motion of ions to be

neglected completely in simulations.

The computational cost of a traditional full electromagnetic PIC simulation is

primarily determined by the number of macroparticles, physical duration of the

simulation, and the ratio of the smallest and largest spatial scales that need to

be resolved. This results from the grid needing to resolving the smallest feature

in the simulation (in beam-driven PWFA simulations, the plasma skin-depth,

c=! p � k� 1
p , or the minimum anticipated spatial scale of variation of the beam

density), while extending to encompass the largest feature, which may be the

desired simulation window itself.

In a full electromagnetic PIC code, the time step,� t is then constrained

via the Courant-Friedrichs-Levy (CFL) [46] condition that (c� t)2 � (1=� x2 +

1=� y2+1=� z2)� 1 in order to maintain numerical stability, where� x, � y and � z

are the grid spacings in thex, y and z directions, respectively (in a 3D grid). The

CFL condition arises from the physical �delity requirement that the grid spacing

be small enough such that all information in the physical space-time domain which

the calculation at a grid node for the next time-step in the simulation depends on

� in this case, information in radiation moving at speed c � is accessible to it.

Therefore, assuming� x � � y � � z, the computational cost scales as� (1=� x)4.

While there has been some recent developments towards using adaptive and/or

separate grid resolutions for di�erent parts of the simulation [51], and relaxing

the CFL condition entirely [52], such methods are still being implemented into

mature PIC codes for PWFA use.

While PIC codes have been used in many applications since they were pro-

posed for use in �uid dynamics in 1959 [53] and within plasma physics since the

1980s [54], the physics and geometry of plasma wake�eld has allowed adaptations
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to and improvements of the standard PIC scheme to PWFA-speci�c problems.

In past two decades, PIC codes have been developed speci�cally for simulating

PWFA, such as LCODE, OSIRIS and WARP. In particular, these feature the

ability to simulate moving windows, where a stream of fresh, unperturbed plasma

is injected from a forward boundary of a simulation domain in a moving Galilean

reference frame, eliminating the need to concurrently simulate the entire propa-

gation length of the beam(s). Codes such asOSIRIS[55], picongpu, and WarpX

have also been designed for highly e�cient parallel scaling to Graphical Process-

ing Units (GPUs) and Exascale computing hardware. More recently,OSIRIS,

FBPIC, SMILEI and QPAD have adopted new algorithms such as Vay[56] and

Higuera-Cary [57] particle pushes which correctly handleE � B drift; the ability

to operate in an optimal Lorentz-boosted reference frame [58] in order to reduce

discrepancy in the spatial scales that need to be resolved (particularly for LWFA);

and the use of azimuthally-decomposed �elds in a cylindrical geometry [59].

Finally, relativistic particles are also known to spuriously emit Numerical

Cerenkov Radiation (NCR) within full PIC simulations, due to anisotropy of the

e�ective dispersion relations of the Maxwell equations solved using Finite Di�er-

ence Time Domain schemes (FDTD) [60]. In a brute-force approach, slowing the

development of NCR requires reduction of the grid spacing and time step so that

the �nite-di�erenced equations converge to the true isotropic Maxwell equations.

However, several recent schemes have been developed to reduce or eliminate the

problem of NCR under typical circumstances of a PWFA simulation: by solving

the �eld equations in a spectral domain [61] (but eliminating NCR requires a

Fourier Transform of the spatial grid which is complicated in parallelised sim-

ulations); by applying an approximation of such a spectral solve by applying a

linear �lter to the spatial grid (e.g [62]); by carefully modifying the �nite di�er-

ence stencil for advancingE and B to minimize NCR [28] [63] or to fully eliminate

it along the propagation axis [64]; or by instead quantifying and minimising the

spurious e�ect of NCR �elds on the particle push in-situ [65]. While out of the

scope of this thesis, the reader is referred to [66] for a recent review of ongoing

research in these areas.
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4.1.4 Quasi-Static PIC codes

Nonetheless, to overcome the computational cost of the scaling required by the

CFL condition, several codes, such as QuickPIC[67], WandPIC[68], and HiPACE[69],

have been developed to operate in the quasi-static approximation (section 2).

The primary advantage of quasi-static codes is that they can exploit of the

separation of beam and plasma evolution timescales. In a quasi-static code,

instead of a 3D volume, only a 2D sheet of plasma is simulated and swept along

the length of the simulation window in� . At each 2D slice encountered, plasma

particles are pushed self-consistently, but only in the 2D plane, using �elds sourced

from the charge and current density of each 2D slice, which may include those

from beam(s) present there. Finally, the 3D picture of �elds built up during

this process is used to push the beam macroparticles in a single 3D step. For

typical, highly-relativistic beams used in PWFA [24] this means that a 3D sweep

may be performed only after every several window-lengths of beam propagation,

as opposed to after approximately every grid-cell-length of beam propagation in

the full PIC case due to the CFL condition. Crucially, this reduces the problem

of simulating the plasma from a 3D one to a 2D one, eliminates the problem of

NCR development, removes the CFL time step constraint on simulating the beam

(though one is still required for the plasma), and consequently leads to several

thousand times speed-up of the simulation [24].

The problem of simulating transversely asymmetric self-modulation is unique

among PWFA simulations in that it is necessarily 3D, but also requires a simula-

tion domain that is both much longer than in the case of a `conventional' PWFA

over a few plasma wavelengths, and also resolved well enough to ensure physical

�delity of the plasma oscillations over that entire length. This makes the large

speed-up o�ered by quasi-static codes naturally suited for this problem.
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4.2 Validation of QuickPIC Simulations

Although the use of a quasi-static code reduces the dimensionality of solving

the plasma response and relaxes these constraints on temporal resolution, it is

important to verify the accuracy of the simulation, especially when using windows

that are much longer than a plasma wavelength. In this section, several tests are

used to verify the convergence of the simulated self-modulation and wake�eld

excitation phenomena, with respect to the grid and macroparticle representation

used.

4.2.1 Simulation Parameters

The following parameters are used for the PIC simulations in this thesis, unless

speci�ed otherwise. In the following sections it will be seen how theconverged

parameter set for the plasma and simulation domain arises, and whycompromise

is the alternative that is used for the rest of this thesis.

Parameter Value Unit Remarks

Grid size [x; y; � ] [1024, 1024, 2048] cells -
Window dimensions [x; y; � ] [12, 12, 130] k� 1

p 6 above/below axis
3D timestep 130 ! � 1

p -
Plasma particle-per-cell [x, y] [2, 2] - -

Plasma density 7 � 1014 cm� 3 -

Table 4.1: The compromiseparameter set for the plasma and
simulation domain
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Parameter Value Unit Remarks

Grid size [x; y; � ] [2048, 2048, 2048] cells -
Window dimensions [x; y; � ] [16, 16, 130] k� 1

p 8 above/below axis
3D timestep 130 ! � 1

p -
Plasma particle-per-cell [x, y] [2, 2] - -

Plasma density,n0 7 � 1014 cm� 3 -

Table 4.2: The converged parameter set for the plasma and
simulation domain

Parameter Value Unit

Particles in domain [x � y � � ] [512, 512, 12228] -
Charge 1 e
Mass 1836 me

Lorentz factor 427 -
R.M.S size [� x ; � y] [0.707, 0707] k� 1

p

Normalized emittance [x; y] [3.5, 3.5] mm mrad
Energy spread 0.003 %
Peak density 0:0228 n0

Table 4.3: Thebaseline parameter set for particle beams

4.2.2 Single beam exciting a wake�eld

The wake�eld of a single, transversely compact (� r = c=! p) short (� � =
p

2c=! p)

Gaussian beam2 with peak densitynb0 � n0 is well-described using linear plasma

wake�eld theory (LWFT). However, it should be noted that LWFT is typically

derived using a linearised, �uid description of the plasma, which neglects phenom-

ena such multiple velocity streams. The true physical plasma response is therefore

fundamentally non-linear [41] and eventually results in dissipation of the energy

of the wake�eld into turbulence via multiple mechanisms. The details of these

are not well understood, though it has recently been shown experimentally [71]

[72] to include decoherence of the electron oscillation, collisional e�ects, and the

motion of ions (which are normally assumed stationary in LWFT) resulting in

reduction of the wake�eld amplitude. However, even with strongly nonlinear

wake�eld excitation, the onset of these e�ects occur in experiments after at least

2This length is well-known (see [70] for a derivation) to excite an optimum for a longitudinally
Gaussian driver, while the radius corresponds to that of the initial AWAKE drive beam
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several hundred picoseconds [71], corresponding to� 1000c=! p for the plasma

density of the simulations in this thesis. Figures 4.2 and 4.3 compare the ampli-

tude of the wake�eld potential of such a bunch centered at� = 0 relative to its

initial value along a long simulation window using thecompromise3D resolution

against using twice thecompromiseresolution in the � direction.

Figure 4.2: Comparison of longitudinal variation of simulated
linear-regime wake�eld potential, 	 , of a single Gaussian bunch
in a long window at di�erent radial distances from the axis when
using (a) the compromiseand (b) 2 times thecompromiselongi-
tudinal resolution. The

p
2c=! p-long bunch is centered at� = 0.

Dotted lines indicate the amplitude of the wake�eld immediately
after the bunch at each radial distance. The pink shaded regions
indicate the length of simulation windows used in the remainder
of this thesis.

It was found that while there is a clear onset of reduction for increasing� , the

wake�eld amplitude remains within 1% of its value immediately after the beam

up to the edge of the simulation window of interest (shaded pink in �gures).
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Figure 4.3: Comparison of longitudinal variation of simulated
linear-regime wake�eld potential, 	 , of a single Gaussian bunch
in a long window at di�erent radial distances from the axis when
using (a) the compromiseand (b) 2 times thecompromiselongi-
tudinal resolution. The

p
2c=! p-long bunch is centered at� = 0.

Dotted lines indicate the amplitude of the wake�eld immediately
after the bunch at each radial distance. The pink shaded regions
indicate the length of simulation windows used in the remainder
of this thesis.

While the reduction was not found to be sensitive to doubling the longitudinal

resolution, the onset of the reduction is still likely a numerical e�ect because it

happens much sooner than the onset described in [71] in a signi�cantly more

strongly non-linear excitation regime (nb0 > n 0), while ion motion, where the

majority of energy is found to go into, is not considered in these simulations.
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4.2.3 Cylindrical seeded-self modulation

The self-modulation process, even when seeded, is highly sensitive to local nu-

merical error (errors in each step of the numerical solution due to �nite grid and

macroparticle size) because of its exponential dependence on both the� and s

coordinates [73] [74]. Figure 4.4 shows the dependence of the evolution of the

maximum on-axis longitudinal electric �eld Ez during self modulation of a pro-

ton beam on di�erent linear transverse grid resolutions, up to theconverged one.

The strong compression of the beam radius during modulation to a value much

smaller than the initial one means that the grid must resolve the initial beam's

r.m.s. radius by 128 points and 95% of its charge by 512 grid points, unlike in

typical short-range PWFA simulations where evolution of beams is often slow or

even intentionally minimised.

Due to the scaling of the time required for simulations with the transverse

linear grid size,N? , asN 2
? , it was decided to use3=4 of the converged transverse

linear resolution for parameter scans in the rest of this thesis. As seen from Figure

4.4, the relative di�erence in the on-axisEz �eld is nearly constant and under 5%

during the exponential growth stage, and under 1% during the saturation and

post-saturation stages. This is likely due to it generating a nearly identical seed

wake�eld amplitude to the converged case, unlike with lower resolutions.

The 2=3 (compromise) resolution is achieved by using half theconverged N?

on a physical domain with a half-width of6c=! p instead of8c=! p from the axis.

To further ensure that this does not introduce boundary e�ects into the near-axis

region with the modulating beam, 4.5 and 4.6 compare theEz �eld along the

beam at 12500c=! p of propagation where the modulation transitions from the

exponential growth stage to the saturation stage. As seen in 4.6, the di�erence

in Ez between the cases reduces quickly to less that1% of the converged value

at only 1c=! p from the axis, indicating that the compromise resolution (2/3) of

the converged case is su�cient for use in such simulations.
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Figure 4.4: Comparison of the evolution of the on-axis longi-
tudinal electric �eld (top), Ez, during the self-modulation pro-
cess with theconverged and lower transverse grid resolutions.
The factors in the legend represent scaling of the resolution
(grid points per unit length) in the transverse directions. Also
shown are the percentage di�erences of each curve to that of the
converged one (bottom).

4.2.4 Relativistic plasma particles and Electron Halo

As the SSM develops, depending on parameters such as the beam charge, radius,

and plasma density, plasma electrons may encounter su�ciently high wake�elds

to make them relativistic, leading them to undergo phase-mixing (decohere with

the bulk plasma wave) and be ejected out from the beam axis. For a �nite-radius

plasma under AWAKE-like conditions, this is well-known[75][76] to generate a

secondary e�ect in which such particles may reach� 10� 100k� 1
p away from the

transverse plasma boundary, and return to the near-axis region up to� 100k� 1
p

downstream in � from their ejection point as they are attracted back by the

now positively-charged plasma. Once returned, they produce wake�elds of their

own in the plasma, undergoing energy exchange with the existing wake�eld of the
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Figure 4.5: Comparison of axial 2D slices of the longitudinal
electric �eld, Ez using the converged and 2=3� resolution in
4.4. The lower resolution case is achieved by using a 2� lower
cells/unit length in a 25% narrower physical domain.

Figure 4.6: Lineouts of the di�erence in values between the cases
in 4.5 at di�erent distances from the axis (x = 0)

self-modulated proton beam driver [76]. Therefore, correct simulation of the SSM

process requires that the e�ect of this so-called electron halo is either negligible

in the � -extent of interest (here,kp� < 130) or that the electrons are properly

tracked as they are ejected, and then re-enter and perturb wake�eld downstream.

For the strongest relative beam density in an AWAKE-like beam, [76] shows that

the �rst ejection point of a 4k� 1
p radius plasma lies at� 100k� 1

p of the SSM seed

point (see Figure 4.7). However, as noted by [76], the majority of the overall

e�ect on the wake�eld occurs due to quickly-de�ected electrons which dephase

with the plasma oscillation yet stay within or close to the plasma boundary before

returning to axis, and may become relativistic well before more strongly de�ected
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Figure 4.7: PIC simulation in cylindrical (r -� ) coordinates
demonstrating ejection of a electron halo from plasma channel
in an AWAKE-like scenario. (a) Trajectories of selected ejected
electrons (green) as they leave the wake�eld (nearr = 0) and the
channel boundary (thin black line) until they re-enter the chan-
nel for the �rst time after � 100k� 1

p . (b) Trajectory of a single
ejected electron re-entering the wake�eld multiple times, each
time changing its Lorentz factor 
 (purple line) by exchanging
energy� Wee with the wake�eld. This plot is taken from Figure
2 of [76]

electrons are ejected from the plasma boundary. Therefore, it is still important

to verify the impact of this e�ect on the conclusions drawn from simulations

in this thesis. Unfortunately, there is currently no purely analytical method to

estimate the ejection or plasma electron phase-mixing point of linear wake�eld

driven by a long, modulated beam unlike with the Dawson ring model used by

[77] for near-plasma-density beams, and so the electron halo formation mecha-

nism may have high sensitivity to the parameters used here that are di�erent to

those in [76]. Additionally, since precisely accounting for the ejected particles

from a �nite-radius requires simulations windows several times wider than feasi-

ble for parameter studies with 3D simulations, in this thesis, e�ects due to �nite

radius are considered auxiliary to the core SSM processes. However, even under

81



this approximation of a wide, uniform plasma, it is still necessary to ensure that

electrons that leave the simulation window transversely (and are removed perma-

nently from the simulation) would not have otherwise returned to the axis and/or

a�ect the SSM process before the window ends in the longitudinal direction. Fig-

Figure 4.8: Comparison of the evolution of the on-axis longitu-
dinal electric �eld, Ez, (top) during the self-modulation process
using `wide' (12 c=! p) and standard (6 c=! p) transverse half-
widths for the simulation window for two cylindrical beams of
equal peak density but di�erent radius, representing the range
of transverse rms. sizes considered in this thesis. Note the two
nearly-coincident curves of the two window half-widths for each
� r . The percentage di�erence between the two cases is shown for
each beam to be less than 1% (bottom).

ure 4.8 compares the on-axis maximum longitudinal electric �eld of cylindrical

beams of two di�erent radii and the same peak density, using `wide' (12c=! p)

and standard (6 c=! p) transverse half-widths for the simulation window. It is

found that for both beams, the di�erence when using the wider window is below

1%, con�rming that particles that exit the 6 c=! p half-width simulation do not

play a signi�cant role during the SSM growth.
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4.2.5 Grid anisotropy

Using a grid with equal density inx and y to resolve an asymmetric beam, as

follows in this thesis, leads to the r.m.s sizes of the beam in those directions,� x and

� y, to be resolved unequally. Additionally, the anisotropy of the rectilinear grid,

and the square transverse boundary of the simulation domain, both of which are

normally simulated aligned with the ellipse axes, has the potential to spuriously

a�ect the SSM process, where even a small e�ect may be ampli�ed due to the

exponential growth. To examine the e�ect of this on the simulation, the SSM

growth of an elliptical beam was compared between when initialising the ellipse

axes aligned with, and diagonal to the grid axes. Figure 4.9 shows the variation of

Figure 4.9: Comparison of the evolution of the maximum on-axis
longitudinal electric �eld, Ez, during the self-modulation process
of a beam with aspect ratioh = 0:6, initialised with ellipse axes
aligned with (� = 0o) and diagonal to (� = 450) the grid.

the on-axis maximumEz �eld during the growth of the SSM of an elliptical beam

with aspect ratio h = 0:6. QuickPIC was modi�ed to be able to also initialise

the beam ellipse with its major and minor axes at a45o angle to the grid axes.
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Fortunately, the di�erence between these cases is seen to be stable and less than

0:5%, indicating that both the boundary (whose corners are rotated with respect

to the beam), and the alignment of the grid with the beam axis within the volume

occupied by the beam, have negligible e�ect on the SSM simulation.

4.2.6 Macroparticle anisotropy

It has been suggested that the use of unequal inter-macroparticle spacing in di�er-

ent transverse directions can also introduce discrepancies when simulating cylin-

drically symmetric self modulations in 3D. Therefore, it is important to ensure

that when the simulation is converged with respect to the grid, the macroparticle

spacing does not a�ect the modulation process in elliptical beams which are in-

tentionally unequal in the x and y directions. Figure 4.10 compares the evolution

Figure 4.10: Comparison of the evolution of the on-axis longitu-
dinal electric �eld, Ez, during the self-modulation process of a
long elliptical beam of aspect ratioh = 0:5 with varying ratios
of macroparticle-per-cell density along the transversex and y di-
rections. The factors in the legend represent the unequal ratio of
linear density of macroparticles per cell used to represent either
the plasma or the beam, in each direction.
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of the maximum on-axisEz �eld in simulations using di�erent ratios of the linear

density of macroparticles-per-cell along thex : y directions in both the plasma

and the beam in an elliptical beam with a minor:major axis aspect ratio of 1:2

(h = 0:5). The di�erences are at most� 2% and are most signi�cant with when

the plasma along the minor axis is represented by the lower density of macropar-

ticles (green line, �1:4 plasma"). This insensitivity also indicates convergence of

the simulation with respect to the macroparticle density.
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4.3 Summary

The particle-in-cell (PIC) method is the state-of-the-art technique for simulating

plasma wake�eld accelerators (PWFAs). It was shown how the PIC approxi-

mation of an ensemble of particles interacting via electromagnetic �elds arises

naturally from Liouville's theorem as a �nite-element discretisation of the single-

particle distribution function of the ensemble in position-momentum phase space.

The key processes in the PIC cycle were introduced and advances in numerical

techniques to improve physical �delity were overviewed.

The PIC method is based on careful interpolation of charges and currents

onto a grid, used to evolve electromagnetic �elds, and in turn to push macropar-

ticles representing phase-space elements, which then source charges and currents

for a subsequent iteration. As such, the traditional PIC approach is subject to

the Courant-Friedrichs-Levy (CFL) condition, which leads to the scaling of com-

putational cost to be O (� x � 4) with the grid spacing � x, which itself must be

�ne enough to resolve the smallest feature(s) of the simulation. Further, solving

Maxwell's equations using the standard Finite Di�erence Time Domain method

leads to spurious Numerical Cerenkov Radiation (NCR) from relativistic beams

which can change the simulated behaviour. State-of-the-art methods to bypass

the CFL constraint, relax the resolution requirements and mitigate the develop-

ment and e�ects of NCR were reviewed.

Regardless, many of these techniques are yet to be implemented into mature

codes. Routinely using full PIC simulations for investigating 3D self-modulation

problems with long beams (many 10s or 100s ofk� 1
p long) is still not feasible due

to limitations of computational power. Therefore, the quasi-static algorithm in

the codeQuickPIC used in this thesis was introduced, which allows a few orders

of magnitude speed-up by exploiting di�erences in time-scale between plasma and

beam evolution. Finally, the physicality ofQuickPIC simulations against hyper-

parameters including grid resolution, domain size, and anisotropy were examined

against known behaviour in the literature and convergence of the electric �eld

evolution for various test cases of seeded self-modulation was veri�ed.
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As computational power enters the exascale era [78], and PWFA stages be-

come more extensively used in practical applications, e.g., in colliders for high-

energy physics use [79], the PIC method will continue to be the go-to solution

for simulating plasma wake�eld acceleration. At the same time, there is ongoing

research into incorporating on-the-�y-adaptive and multi-physics algorithms into

mature, high-performance PIC codes [66], including those taking advantage of

GPU- [80] and machine-learning-based [81] algorithms to understand ever more

complicated problems in PWFA through simulations.
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5 | Phenomenology of Ellipticity in

Self-modulating Beams

In Chapter 3 a model of seeded self-modulation growth was derived for an el-
liptical beam pro�le. This chapter examines the distinguishing features intro-
duced into the self-modulation process by initial ellipticity of the beam pro�le
using PIC simulations with QuickPIC. In particular, we expect that the seed
wake�eld is modi�ed, via (2.60), to re�ect the asymmetry of the beam pro�le.
Further, the results of Chapter 3 predict that the asymmetry of the ellipti-
cal perturbation to the seed wake�eld oscillates around along the beam due to
the longitudinal part of the wake�eld integral, (2.64), such that overall focusing
and defocusing transverse slices of the unperturbed beam experience wake�elds
that further distort and rectify their aspect ratios, respectively. However, the
model used assumes that a single (m = 2 ) azimuthal mode was su�cient to
model the beam during the linear growth stage of the SSM. To con�rm these
more quantitatively, and to take into account more complex azimuthal varia-
tion, I develop and apply two metrics for the magnitude and complexity of the
azimuthal asymmetry.

5.1 Characteristics of cylindrical SSM

This section sets the stage for examining the perturbative e�ect of ellipticity on

the SSM growth process by reviewing the key features of cylindrical SSM visible

in PIC simulations.

5.1.1 Stages of SSM growth

As described in Chapter 1, the wake�eld amplitude of a �nite number of mi-

crobunches undergoes growth only up to a certain fraction of the wavebreaking
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electric �eld �eld E0 during the seeded self-modulation process. As found in

Chapter 3 this growth is exponential, and contains four key stages in general [14].

Figure 5.1: Log maximum on-axis longitudinal electric �eldEz0

of a cylindrical beam with baseline parameters over propaga-
tion length (blue) and its derivative (red), showing four stages
of evolution : (1) slow growth, (2) fastest growth, (3) saturation
and (4) decay

Figure 5.1 shows the natural logarithm of the maximum wake�eld amplitude,

and its gradient with respect to propagation length, obtained from simulation,

during the four stages of the SSM growth for a cylindrical beam withbaseline

parameters. As found by [14], in stage 1, the rate of the growth increases until, in

stage 2, it stabilises at a maximum rate. We identify stage 3 as when the growth

slows down again as the SSM process saturates, and �nally, stage 4, where the

wake�eld enters a slow decay as particles in the drive beam gradually escape

outward from the axis.

5.1.2 Evolution of drive beam in SSM wake�elds

The stages in �gure 5.1 correspond to the development of qualitatively di�erent

characteristics in the transverse beam density pro�le.
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Figure 5.2: Evolution of microbunches at key points in the SSM
process of a cylindrical beam, corresponding to (a) stage 1, (b)
stage 2, (c) end of stage 2, (d) stage 3 and (e) stage 4.
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