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ABSTRACT

This thesis describes some of the problems associated with the control of speech echoes
in a telephone network. Although echo is present in all telephone calls made using a
PSTN, it only becomes noticeable when the round-trip delay between the near and far-
ends of the system exceeds 35-5Oms. For round-trip delays below this limit, the presence
of echo is likely to make the connection sound 'hollow' or reverberant. Normally in the
UK, this limit is only exceeded on international calls or calls made using digital mobile
telephones, and hence echo control is only applied to such connections.

Although various approaches may be used to remove unwanted echo, this thesis is
exclusively concerned with the echo cancellation technique. This uses adaptive filtering
to synthesise a replica echo, which is then subtracted from the actual echo. In practice
however, it is unlikely that complete cancellation of the echo will occur, even if the
optimum filter is used. One reason for this is that a linear echo canceller is unable to
remove the distortion added to the echo by the companding process at the near-end of the
network. Although the quantisation noise has different spectral properties from the
original echo, its power varies in proportion to that of the echo and thus, it is likely to be
perceived as echo if transmiffed to the far-end talker.

In a network echo canceller, the uncancelled echo caused by quantisation noise is often
suppressed using a centre-clipper. An alternative to centre-clipping is to use an adaptive
filter that is capable of modelling the distortion. In principle, this might be achieved by
companding the output of the adaptive filter but this is likely to lead to unwanted spikes
in the canceller residual due to a quantisation level mismatch between the predicted and
actual echo. For this technique to be successful, the adaptation process must be
improved. In order to achieve this, an algorithm has been designed to estimate the echo
before it was corrupted by the companding process, and this estimate is then used to
form the error term in the adaptation process. Unfortunately, the effectiveness of this
technique deteriorates as the near-end background noise level increases.

Several other techniques for suppressing the residual echo have been examined. These
can all be effective at reducing the residual echo level but an unwanted side effect called
'noise modulation' is produced when near-end background sounds are present. Although
less disturbing than uncancelled echo, noise modulation is likely to be audible by the far-
end talker. A comfort noise system has been developed that enables any noise
modulation to be almost completely masked. This system uses a GSM Voice Activity
Detector to indicate times when background sounds are present in isolation and to obtain
parameters that represent their spectral characteristics. The resulting comfort noise is not
only spectrally shaped to approximate that of the background sounds but also has a
similar time variation to the original sounds. It has been found that certain type of
background sound may result in unnatural sounding comfort noise. A technique to detect
such sounds has been proposed that uses parameters obtained from the VAD.
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1. Introduction

1.1 Introduction

Speech is the most natural form of communication between humans and it is

therefore not surprising that speech telephony is the most popular form of

telecommunication. Indeed, with over 26 million telephone subscribers in the UK,

speech telephony is BT's core business, accounting for over 90% of revenue

[WEST96]. Today, global networks have evolved to a level where it is possible to

communicate with half a billion telephone subscribers world-wide, from virtually

any place at any time, simply by dialling a few numbers. Although other forms of

telecommunication, for example electronic mail, have increased in popularity during

recent years, they are in general more difficult to use, less natural, and do not permit

the same degree of expression as speech communication. Thus, speech is likely to

remain the most important form of telecommunication.

In an ideal communication system, the 'connection' between the two subscribers

should be completely transparent. The transmitted speech should be free from

impairments or defects, and in addition, the connection should be full-duplex because

a real conversation is an inherently two-way process. Clearly, the transmission

characteristics of the network should reflect this ideal. In practice however, speech

transmitted over a telephone network will not sound identical to the original, and the

full-duplex nature of the connection may cause a number of problems. Varying
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degrees of degradation will always be present in a connection, whose characteristics

depend upon the transmission method and any processing that may be employed

within the network. In general, the subscribers' quality expectations determine which

types of impairment or degradations are acceptable. For example, some impairments

will be deemed acceptable either because they do not severely affect the usability of

the connection or because subscribers have been conditioned to them. Conversely,

the presence of other types of impairment may result in a connection being virtually

unusable.

The impairments present in a telephone connection generally fall into two categories:

those that are caused by one-way transmission properties and those that are due to

the full-duplex nature of the connection. The one-way transmission characteristics

mainly influence the perceived quality of the earpiece/loudspeaker output. For

example, the remote subscriber's speech may suffer unwanted amplitude and/or

phase distortion that varies with time and frequency. Also, in the absence of far-end

speech, the perceived quality of a connection may be affected by thermal noise,

unwanted noise from other sources or cross-talk from other channels. The two-way

communication process may be disrupted by several types of impairment, although

subscribers may not necessarily perceive them as introducing a reduction in the full-

duplex capabilities of a connection.

An important one-way transmission impairment that may occur in both analogue and

digital transmission systems is propagation delay. In a half-duplex communication

link, the propagation delay may not pose a significant problem. However, in a full-

duplex system, the subscribers may find that a connection with excessive

transmission delay is unusable because it upsets the dynamics of the conversation. If

both parties understand the propagation delay, then an agreed protocol could be

adopted to make the connection useable, albeit in a less natural way. In practice,

connections that introduce a significant amount of delay are likely to suffer from an

additional type of degradation, namely echo. It has been found that when echo is

audible, subscribers have great difficulty in using a connection even if they

understand the echo generation mechanism.

5
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All modern telecommunications networks are constructed using digital transmission

systems that are based on the use of pulse code modulation (PCM) and time division

multiplexing. This enables speech (and data) to be transmitted without many of the

one-way degradations associated with long distance analogue transmission. As

networks have been modernised to use such systems the quality of the connections

has increased, and the expectations of subscribers have increased correspondingly.

However, the problems of two-way degradations such as transmission delay and echo

remain, and arguably, are now even more of a problem. The use of digital systems

has increased the delay in telecommunications networks and thus the presence of

echoes is now likely to be more frequent and more problematic. Moreover, the

introduction of echo control devices may also add to the two-way imperfections

present in a connection. For example, echo suppressors work by inserting a large loss

into the transmission path when echo is present, and this limits the full-duplex

capability of the connection.

1.2 Research Aims

The presence of echoes in long distance or international telephone calls is not a new

phenomenon. Consequently, the application of 'echo control' to improve the quality

of a connection is not a new subject area. Indeed, there is a vast array of published

literature describing various methods of reducing the effects of echo. Today, the most

important form of echo control employs the echo cancellation technique that uses

adaptive filtering to generate an echo replica which is used to effect the cancellation.

This thesis presents a complete review of the echo generation mechanism within a

Public Switched Telephone Network (PSTN) and of the most important echo control

methods. Echo cancellers must operate in an environment where the echo is subject

to background sounds from the near-end of the network and quantisation noise

introduced by the codecs in the echo path. It is known that linear echo cancellers are

unable to remove this quantisation noise, which under certain circumstances may be

interpreted as echo by the far-end subscriber. Although some network echo cancellers

are known to use 'residual echo control' there appears to be very little published

material in this area. The aim of the research has therefore been to investigate various

6



Chapter One: Introduction

ways in which the significance of residual echo can be diminished. The techniques

that have been identified have several associated problems. In particular, the

unwanted phenomenon of 'noise modulation', encountered with all of the techniques

described in this thesis, is addressed.

1.3 Thesis Structure

Chapter 2 introduces a simplified structure for a PSTN and the differences between

the local access network and the national/international network are discussed. The

echo generation mechanism is introduced within the context of this simplified PSTN,

and the consequences of both propagation delay and echo, when simultaneously

present are examined. Finally, several echo control techniques including echo

suppression and echo cancellation are introduced and their relative merits compared.

In chapter 3, the basic principles of adaptive filtering are discussed in relation to the

echo cancellation problem. Although this thesis is not specifically concerned with

adaptive filtering, any discussion of echo cancellation would be incomplete without

consideration of the adaptive filtering process. Minimisation of the mean squared

error leads to a set of optimum coefficients that form the optimum Wiener Filter. The

well-known LMS algorithm, which seeks to emulate the performance of a Wiener

filter, is described and its performance is examined in the context of a network echo

canceller. It is demonstrated that an echo canceller based solely on linear filtering is

unable to remove the quantisation noise that is generated at the near-end of the

network. It cannot therefore be, by itself, a complete solution to the echo control

problem.

In principle, one way of removing the quantisation noise is to introduce the same

distortion into the predicted echo waveform as digitisation introduces to the true echo

by using knowledge of the companding process. Unfortunately, the residual echo is

now likely to contain unwanted spikes that occur whenever there is a mismatch

between the quantisation levels of the predicted and actual echo waveforms.

Chapter 4 describes a modified NLMS algorithm that may be used to reduce the

7
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misadjustment of the filter in the presence of quantisation distortion, without

requiring a reduction in step size. Its is shown that when using this algorithm,

companding of the filter output may be used more successfully to reduce the power

of the residual echo. However, it is shown that this technique is only likely to be

successful when there are no background sounds from the near-end of the network.

Unfortunately, the presence of such sounds reduces the performance of the enhanced

algorithm to that of the standard LMS algorithm.

Chapter 5 discusses several residual echo control techniques and examines the

distortion of the near-end talker and any background sounds that may be present. It is

found that although these techniques can be effective at reducing the level of the

uncancelled echo, they all produce an unwanted side-effect known as noise-

modulation.

Chapter 6 describes a comfort noise system that can avoid the noise modulation

introduced by the techniques described in the previous chapter. The comfort noise

system uses a GSM voice activity detector (VAD) to indicate times when only

background sounds are present. During these times, the spectral characteristics of the

background sounds are calculated and stored for use in comfort noise generation. The

resulting comfort noise is not only spectrally shaped to match that of the background

but also has a temporal variation that is similar to the actual background sounds. The

comfort noise system has been tested using several different types of background

sounds that are believed to be representative of those encountered in a real network

and the results of these tests are also presented in chapter 6.

During the testing of the comfort noise system, it was found that the presence of

certain types of background sound could result in unrealistic sounding comfort noise.

These sounds, are usually present for short periods of time and have strong periodic

components, one example would be the sound of a ringing telephone. It is very

important that these sounds are detected and excluded from the comfort noise

system. A technique is proposed in chapter 7 that uses the partial correlation

8
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coefficients, that are calculated as a 'by-product' of linear prediction used in the

VAD, to detect the presence of such sounds.

Finally, the conclusions and recommendations for future work arc presented in

chapter 8.
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2. Network Echo Cancellation

2.1 Introduction

The generation of echoes in a full-duplex voice communications system such as the

Public Switched Telephone Network (PSTN) has the potential to severely degrade

the quality of a connection. Echo is present on all calls across a PSTN, but it only

degrades the perceived quality when certain factors become significant. In these

circumstances, some form of echo control must be applied, ideally, in such a way that

subscribers are unaware that it is taking place.

This chapter introduces the basic principles of network echo generation and control,

and begins by describing the main features of a PSTN that are relevant, including its

structure and the speech transmission process. The echo generation mechanism will

then be outlined and it will be seen that echo can arise both within the network itself

and at any customer equipment connected to it. The degree to which the echo is

disturbing depends upon the echo delay and the echo attenuation, and for this reason,

the effects of these factors will be discussed.

Where echoes are perceptible, the application of some form of echo control is

necessary to prevent the quality of the connection from being unsatisfactory. In the

past, various techniques such as permanent loss insertion and echo suppression
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(switched loss insertion) have been used for echo control, and some of the methods

that have been used are described here. Finally, the basic principles of echo

cancellation will be introduced. It will be shown that echo cancellation has

significant advantages over echo suppression methods, particularly in relation to

maintaining the full-duplex nature of a conversation whilst simultaneously

attenuating any echo that may be present.

2.2 The structure of a PSTN

In a PSTN, each subscriber is connected to a local exchange. When a call is set up

between two subscribers attached to the same exchange, i.e. a local call, the

connection can be made internally within the exchange. However, when a call is

made between two subscribers attached to different exchanges, i.e. a long distance

call, the connection is more complicated because of the need to establish a link

between the local subscribers' exchanges.

2.2.1 Switching in a PSTN

One way to construct a national or long-distance network would be to connect each

exchange to all other exchanges, i.e. use a non-hierarchical network. However, this is

not a practical solution for a network with a large number of exchanges. For

example, in the UK there are approximately 6300 exchanges, which if connected

using a non-hierarchical topology would require almost 20 million separate links

[BATE91].

An alternative solution is to use a hierarchical network. This may be achieved by

fully interconnecting a small number of the exchanges or switches, say 100

[BATE91], with each of the others being connected to just one of these hundred.

Thus, subscribers may be connected over long distances by switching the call

through a series of exchanges in a hierarchical network. Note that a real network is

likely to be more complicated than suggested by the previous statements because

there are more than two levels of hierarchy. The routing of international calls follows

11
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a similar pattern - the call is directed to one of several different International

Switching Centres (ISC's) which then switch the link over a submarine cable or

satellite to a foreign country.

The switching principle for both long-distance and local calls is illustrated in Figure

2.1, which shows several connections in a hypothetical network. A long distance

national call from Ipswich to Edinburgh might be switched through exchanges in

Manchester, Birmingham and London before arriving at Ipswich. A local call

between two subscribers X and Y connected to an exchange in Cheshire, say, is

switched internally within that exchange.

Call routing through a hierarchy of exchanges

Figure 2.1

2.2.2 Two and Four-Wire Transmission

Now that the method of connecting the subscribers has been introduced, the type of

links that are used to connect them can be described.

12
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Each subscriber is connected to a local exchange via a 'two-wire' connection, which

consists of a pair of copper (or aluminium) conductors that are twisted together. This

is a bi-directional connection that carries both the local talker's speech from the

microphone and the remote talker's speech to the earpiece. For local or short-

distance calls a bi-directional transmission path is satisfactory as the speech is not

noticeably attenuated or distorted. Over long distances, the attenuation will be much

larger and hence in a digital network the signals will need to be regenerated. This is

best achieved by using a separate transmission path for each direction and hence the

use of a so-called 'four-wire' transmission system.

Thus, a four-wire transmission system is used to transmit the speech signals through

the network that connects the local exchanges, as shown in Figure 2.2. Although the

local two-wire circuit physically consists of metallic conductors, the national (and

international) four-wire circuits no longer use pairs of wires for each path. Fibre-

optic cables, co-axial cables or microwave radio links, which have many channels

multiplexed onto them are more commonly used. However the term 'four-wire' is

still in common use and should be taken to mean the use of a separate transmission

path for each direction.

2-Wire	 4-Wire	 2-Wire

Hybrid	 Hybrid
_________	 ti	 _________

ToA
	

To B
t2

.4

The two-wire/four-wire transmission system

Figure 2.2

For long-distance and international calls, the switching is performed in the four-wire

circuit. The switching of local calls is also performed using a four-wire configuration

in modern digital local exchanges, but in older analogue systems, the switching was

performed in the two-wire section of the system.

13
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2.2.3 Two to Four-Wire Conversion

The local two-wire connection is converted to a four-wire system using a device

known as a 'hybrid', as shown in Figure 2.2. A hybrid is a four port device, in which

two of the ports are attached to the four-wire circuit, one of the ports to the two-wire

local circuit and the final port is connected to a balance network. There are many

different possible hybrid circuits and one such circuit constructed using transformers

[H1LL73] is shown in Figure 2.3.

Wi

Receive	 L___.UkLU.AJ

(from subscriber A) W

Send w4
(to subscriber A)	 _____

W6

A typical hybrid transformer circuit

Figure 2.3

The intended function of this circuit is to route the Receive signal to the subscriber

but not to the Send port since this would generate an echo. At the same time, the

signal from the subscriber is to be routed to the Send port. However in reality, even

in the ideal case only 50% of the received power is transferred to the subscriber and

50% is absorbed in the balance impedance. Similarly, only 50% of the power from

the subscriber is transferred to the Send port and 50% is dissipated in the output

impedance of the Receive port.

In a practical, i.e. non-ideal telephone network, the impedance of the two-wire circuit

varies for different customers attached to the same local exchange. For example, one

subscriber may be located further away from the exchange containing the hybrid than

a different subscriber, and thus the impedance of the two-wire circuit is likely to be

different. In the UK there are approximately 25 million customers using BT's

network alone [BATE91], and this makes 'tuning' the balance circuit for every

14
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customer impractical. Thus, the selection of the balance network impedance is a

compromise for all the different two wire connections. An impedance mismatch is

therefore highly probable and leakage across the hybrid will occur and this will result

in the generation of an echo.

Note that because the impedance of the two-wire circuit cannot be represented as a

single resistor in series with a single capacitor, which is the typical form of the

balance impedance, the impedance mismatch is frequency dependent. The signal

appearing at the Send port is therefore a filtered version of the signal present at the

Receive port. The magnitude of the power attenuation is known as the Trans Hybrid

Loss (THL) or more commonly the Echo Return Loss (ERL). The exact value

depends upon the network and the turns ratio of the transformers. However, it is

usually assumed to have a minimum value of 6dB {HILL73]. In modern networks,

the average ERL is found to be approximately 10dB [ITUT97].

2.3 Digital Transmission of Speech

Whilst the two-wire connections to the local exchanges are analogue, all modern

national and international networks employ digital transmission and this provides

high quality long distance transmission between local exchanges. The digital

information is transmitted in PCM format in the national and international networks.

Note that some connections also use schemes such as DCME (Digital Circuit

Multiplication Equipment) [ITUT91] and ADPCM (Adaptive Differential PCM)

[ITUT9O] for the international 'jump', because it allows a higher traffic capacity over

the same link.

The analogue-to-digital and digital-to-analogue conversion processes take place at

the local exchange using a logarithmic quantisation scheme, which is used to achieve

an approximately constant signal to quantisation noise ratio over a wide range of

input signal powers. The quantisation process is of particular interest here because

any echo control system must operate using echo that has been corrupted by

quantisation noise. As will be seen, the presence of quantisation noise is more

15
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significant for connections that employ echo cancellers than those that use other

kinds of echo control.

Before discussing the characteristics of logarithmic quantisation, uniform

quantisation will be examined briefly.

2.3.1 Uniform Quantisation

In uniform quantisation, a constant spacing, A, separates the quantisation levels that

are placed between the minimum and maximum allowed amplitudes. It is usually

reasonable to assume that the quantisation error is equally likely to take any value

between ± A/2, even if the amplitude distribution of the input waveform is not

uniform. This assumption can be justified by considering how the amplitude

distribution of the quantisation error changes with level spacing A.

If the distribution of the input waveform is non-uniform and the level spacing is

large, the distribution of the quantisation error across each quantisation level is also

non-uniform. However, if the level spacing is very small the distribution across each

quantisation level is approximately uniform. The smallest number of levels used in

practice is 256 and this gives a level spacing sufficiently small for the approximation

to be valid. In addition to being valid in practice, this assumption simplifies the

analysis of uniform quantisation.

The use of any quantisation process will result in a distorted version of the original

signal appearing at the quantiser output. For a uniform quantiser with a sufficient

number of levels, the distortion component of the output waveform will have a white

spectrum and, provided that the input signal is not too small, will have constant

power for all input signals. For this reason, the distortion is also known as

quantisation noise. It may be shown that the signal to quantisation noise ratio

(SQNR) for a linear quantiser is given by:

16



Chapter Two: Network Echo Cancellation

f	 \2

SQNRijnear 101ogI --) +4.77+617 (dB)	
(2.1)

X)

where:

= input power (input amplitude must not exceed ±Xm)

Xm	
= maximum amplitude allowed by quantiser

n	 = number of bits in the quantiser

This equation states that the SQNR is proportional to the input power, and improves

by 6dB for every extra bit that is used. The maximum SQNIR for a linear quantiser

with 256 levels, that is achieved when the input signal is uniformly distributed with a

power of X m 2 /3 , is approximately 50dB. However, measurements have shown that

speech has a non-uniform amplitude distribution, and that its power level varies over

a wide range [RABI78].

It has been found that the amplitude distribution of speech may be approximated by a

Laplace distribution, or more accurately by a Gamma distribution [RABI78]. For this

discussion, only the Laplace distribution will be considered because it is simpler to

manipulate and in any case, calculations based on the two distributions yield almost

identical results [RABI78]. The Laplace distribution is given by:

1
ep(x)= aJ

where o is the standard deviation of the distribution.

Now for the same 256 level quantiser, the maximum SQNR will be approximately

40dB (assuming ± °- = Xrn ) if the input is distributed according to equation (2.2).

Although the speech may occupy the full range of the quantiser with very infrequent

(2.2)
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clipping, it will have a smaller power than a uniformly distributed input with the

same maximum range. Thus, because the quantisation noise power is constant the

maximum SQNR will be smaller than previously. In addition, the SQNR will be low

for significant periods of time because small input amplitudes are more likely than

large amplitudes.

The large unwanted variation of SQNR with input power that is experienced with

uniform quantisation may be avoided by using a logarithmic quantisation scheme. In

this scheme, an approximately constant SQNR is achieved by increasing the number

of levels available for small amplitudes at the expense of a reduction in the number

of levels available for large amplitudes. Thus, as the power of the input signal

becomes smaller the power of the quantisation noise also decreases. The most

commonly used logarithmic quantisation schemes are ri-Law which is used in North

America and Japan, and A-Law which is used by the rest of the world. On

connections between countries that use different schemes A-Law is used, and the

country using ji-Law carries out the conversion between the two. If both countries

use the same method then this method is used to encode the speech on international

connections.

2.3.2 Logarithmic Quantisation

This section discusses the properties of logarithmic companding and in particular

those of the A-Law, as this is used more frequently on international telephone

connections. However, the properties of ri-Law are similar.

As stated previously, the purpose of using logarithmic quantisation is to improve the

SQNR for speech signals and this is achieved by 'compressing' the signal. The

compression process effectively amplifies the input waveform using a variable gain,

which is inversely related to the input amplitude. The resulting compressed signal is

then quantised by an 8-bit (in the case of i/A-Law) linear quantiser and transmitted

over the network. At the remote end of the system, the samples must be

uncompressed using an expander whose transfer function is the inverse of the
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compressor transfer function. This process of compressing and expanding the

waveform is known as 'companding'.

For A-Law companding, the compressor characteristic is formally given by the

following equation

A1X(t)
1+lflAXm )

y(t)	
sgn[x(t)]( + In AI2fl
1+1nA	 xU

Xm	 A
	

(2.3)

A Xm

where

x(t)

y(t)

x

A

= the instantaneous input amplitude

= the instantaneous output amplitude

= the maximum allowed input amplitude

= compression factor 87.6 for standardised A-Law

The transfer function given by (2.3) is plotted in Figure 2.4 for inputs normalised to

±1.0.

True A-Law compression characteristic

Figure 2.4

It can be seen that when the compressed output is uniformly quantised there are more

levels associated with small input amplitudes than with large amplitudes. The
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quantised version of the compressor output may be considered to be equivalent to the

unquantised version plus quantisation noise, whose power is independent of the input

power. At the remote end of the network the quantised signal is expanded and now,

the quantisation noise power is no longer constant. It may be shown that {JONE94]

for a normalised input whose amplitude is distributed according to equation (2.2), the

SQNR for the A-Law is approximately given by:

3L2 
2

SQNRa law =	 --^-

(1+lnA)21 1	 e
(2.4)

A2

where L is the number of quantisation levels (28 = 256) and all other symbols have

the same meaning as before. It should be noted that this equation assumes clipping

does not occur because it does not predict the further distortion that would be added

to the quantisation noise.

Figure 2.5 shows how the SQNR varies with input power. Also shown for

comparison, are the SQNR for ti-Law and the SQNR for an 8-bit uniform quantiser.
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SNR Comparison(dB)

Relative Input Power (dB)

SQNR comparison for A-Law, p.-Law and uniform quantisation

Figure 2.5

Figure 2.5 shows that for both i.i and A-Laws, the change in SQN1I is much smaller

than the corresponding change in input power. For input powers in the range —40dB

to —12dB the SQNR changes by less than 5dB, whereas the SQNIR for the linear

quantiser changes by 28dB. Note that the curves are not valid above —12dB because

at this point the SQNR will begin to fall due to overload.

It can be seen that the SQNR performance using the jt and A-Law companding is

broadly similar, but with two notable exceptions. Firstly, the SQNIR for p.-Law is

approximately 8dB larger than A-Law for small input powers where p.-Law has a

smaller level spacing than A-Law. Secondly, for large input powers the SQNR for A-

Law is slightly higher than for ri-Law. Compared to uniform quantisation, both t and

A-laws have a superior SNIP. performance until the input power rises above —15dB.

Although Figure 2.5 suggests that ti-Law has a larger SQNR for small input powers,

the way in which the networks have been designed result in a SQNR that is inferior

to A-Law. PCM networks in most countries of the world have been designed to

operate using a 32-channel multiplex (at the lowest level) of A-Law encoded
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samples, where two of the channels are reserved for signalling. However, in North

America and Japan, PCM networks were designed to operate using a 24-channel

multiplex of p.-Law encoded samples with the LSB of each companded word being

'stolen' for signalling. When the LSB is being used for signalling, the SQNR is

reduced so that it is smaller than that obtained using A-Law.

In practice, the compression functions of both j.t and A-Law are piecewise linear

approximations to the continuous functions, as shown in Figure 2.6 [BELL82], and

this permits simple implementation by using look-up tables or on-the-fly calculation.

1.0

0.8

0.6

0.4

o	 0.2
z

0
0	 0.2	 0.4	 0.6	 0.8	 1.0

Norma lised Input >t)

Piecewise-linear approximation to the true A-Law characteristic

Figure 2.6

The companding curve is split into 14 linear segments (16 for .i-Law) in such a way

that it approximates the continuous function. The use of this approximated function

slightly alters the SNR curves - they become 'scalloped' because the quantisation

noise changes abruptly at the segment boundaries [BELL82J.

Although there is normally little correlation between the quantisation noise and the

original speech waveform, when listened to the quantisation noise has a 'speech-like'
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quality. Figure 2.7 shows a speech waveform and the quantisation noise that is

generated after companding using A-law companding.

	

-0.02'	 I

	

0	 0.25	 0.5	 0.75	 1.0
Time (seconds)

a) Original speech, b) A-law quantiation noise

Figure 2. 7

It can be seen that the envelope of the quantisation noise is simi'ar to that of the

original speech, although at a much reduced level. In the same way, the average

power of the quantisation noise calculated over a short period (e.g. 2Oms) varies in a

similar way to that of the average speech power. If the quantisation noise is listened-

to in isolation, it may even be possible to understand the original speech despite it

having an entirely different spectral content. Thus, if an echo canceller removes the

part of the echo that is linearly related to the far-end signal but permits the

transmission of the associated quantisation noise then this may be heard as a

distorted echo.

As will be discussed in chapter three, the quantisation error present in the echo

affects the performance of any echo canceller, and the maximum echo attenuation

obtainable by linear methods is ultimately limited by the quantisation process.
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2.4 Echo Generation

Now that transmission of speech in the network has been discussed, the echo

generation mechanism can be described. Suppose that the local subscriber A is

talking to subscriber B at a remote location as in Figure 2.2, and that the impedance

of the balance network of the remote hybrid is mismatched. As subscriber A talks,

the speech signal propagates through the network to the remote hybrid, where some

of the signal is leaked across the hybrid and returned to the talker. The leakage across

the hybrid from the Receive port to the Send port, in Figure 2.3, causes the talker to

hear an echo. The time delay between the talker speaking and hearing the echo is

determined by the Round Trip Delay = t 1 + t2, where t 1 and t2 are the outward and

inward, one-way propagation times.

One of the sources of delay in a telecommunications system arises when signals must

propagate over long distances. The following table shows typical one-way

transmission times for different media [ITUT93b].

Transmission Medium	 One-way

Transmission Time

Terrestrial coaxial cable (FDM and Digital	 4is/km

transmission)

Optical Fibre (Digital transmission) 	 5is/km

Submarine coaxial cable	 6j.is/km

Satellite (14000km orbit)	 hOrns

Geostationary Satellite (3 6000km orbit)	 260rns

Note that the one-way transmission times given for the satellites are the propagation

times between two earth stations, i.e. the sum of the 'up' and 'down' transmission

times. Using these figures it can be seen that a call from the UK to the USA routed

through a trans-Atlantic submarine cable will incur a minimum one-way delay of

l8ms (3000km). For calls routed over a satellite, its altitude determines the
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transmission time, which in general will always be larger than for an equivalent

landline. In practice, the one-way transmission time over a satellite link is likely to

by larger than 300ms [ITU93b]. This is because the 260ms time given here does not

include any processing delay that may occur before the signal can be sent over the

link.

There are other sources of delay in a communications system other than propagation

delays, and these are usually attributed to processing of the signal. For example,

delay is introduced in a local exchange when a PCM coder digitises the signal

(O.3ms), or when it passes through a PCMJADPCMIPCM transcoder (O.5ms). Such

delays are usually very small in comparison to the propagation time over long

landlines or satellite and so are usually ignored.

The transmission delays in each direction, t 1 and t2 will only be equal if the call is

routed over the same physical transmission medium for both directions. If for

example, a call is routed via a satellite in one direction and over a landline in the

opposite direction then t 1 and t2 will not be equal. However, subscribers would only

be aware of the round-trip delay and would not know that this inequality exists.

2.4.1 The Effects of Delay in theAbsence of Echo

It is important to realise that when the round trip delay is large the presence of echo

is not the only factor that affects the quality of the connection. Even in echo free

conditions, the delay has a pronounced effect on the dynamics of a conversation

although users may not attribute the resulting difficulties to the delay {RIES63].

For example consider what happens if user B attempts to interrupt user A during a

conversation. Due to the transmission delay, A will keep talking for a period of time

that is related to the one-way propagation delay between B and A. When user B's

interruption reaches A, user A may stop talking to listen to B. However by this time

B has also stopped talking because A has apparently ignored the interruption. As the

round-trip delay becomes larger, it has been found that the probability of
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interruptions becomes higher and that the conversation becomes more 'broken-up'.

The problems caused by the introduction of delay are often misinterpreted as a

problem with the other subscriber, for example, slow responses, excessive

interruptions or complete failures to respond, and therefore the connection is not

rejected as being unsatisfactory. Only when the round-trip delay becomes very large,

for example in the region of 2400ms, do the users attribute the difficulties to delay

[REIS63]. However, once users have recognised that the difficulties are caused by

delay, it has been found that connections that were previously deemed satisfactory

are now rejected.

In order to minimise the difficulties caused by delay, the ITU-T specifies that for

general network purposes the one-way transmission delay should never exceed

400ms [ITUT93b]. However, this limit may be exceeded under some circumstances.

For example, calls which are routed over sa4l&iTiites n boTh	 cYri ?t1i

international calls between digital cellular systems that are connected by long

terrestrial facilities. Another extreme example, is in the Skyphone system

[BOYD88], [LEWI94], where calls from aircraft to earth-station are routed over an

Inmarsat satellite and may, additionally, traverse an Intelsat communications satellite.

2.4.2 The Effects of Echo and Delay

There are several types of echo that may occur in a PSTN. Talker echo is so called

because the talker hears an echo of his or her own voice. Another type of echo, called

listener echo, arises when the talker echo is reflected from the talker hybrid to the

listener's end of the network. The listener then hears reverberation of the talker's

speech. In general, control of talker echo also removes listener echo and hence

listener echo is usually ignored.

If the round trip delay is small (<3Oms), the talker will not be aware of a distinct

echo, but its presence may bring a reverberant quality to the connection. Perhaps

surprisingly, it has been found that some degree of echo or reverberation is preferable

to the total absence of echo. Indeed to prevent a connection from sounding 'dead', a
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form of echo known as sidetone is provided inside the customer's telephone

equipment. An attenuated version of the talker's voice is allowed to feed back to the

earpiece on the handset, and is automatically used by the speaker to adjust the

loudness of his/her speech.

As the round-trip delay becomes larger, a distinct echo will become audible for a

given ERL. An ITU-T workgroup has concluded that echo, although noticeable,

presents no difficulty to users when the one-way delay is less than 25ms [G131

Control of Talker Echo]. Generally, this means that network echo control is only

applied to international calls, where large transmission delays are expected. There are

of course exceptions. In large countries like the USA for example, echo control is

necessary on long distance national calls where the round trip delay exceeds the

limits as defined in the standards [ITUT93b].

Another type of echo that may occur is called acoustic echo. Rather than being

generated at a hybrid, acoustic echo is caused by coupling between the loudspeaker

and microphone of a communications device. Significantly, acoustic echo may arise

even if there is no hybrid present, for example in a hands-free digital mobile

telephone that is connected directly to the four-wire circuit. In other words, instead of

being generated in the network the echo originates from the user equipment. In this

situation, it is likely that multiple echoes or reverberations will occur because the far-

end talker signal will be reflected by different surfaces in the environment.

2.5 Echo Control Techniques

When the round-trip delay is larger than approximately 30-5Oms, some form of echo

control becomes essential in order to prevent the echoes from interfering with the

communication process. Currently, four approaches may be used in order to provide

control of the hybrid echo. These are:

i) the removal of the hybrids by converting all two-wire circuits to four-

wire,
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ii) adding a net loss to the transmission path,

iii) echo suppression, and

iv) echo cancellation.

The following sections describe these four different methods, and discuss their

relative merits.

2.5.1 Removal of the ilybrids

One solution to the echo problem is to remove the hybrids and convert all the two-

wire circuits to four-wire connections. Although this would eliminate echo generated

at the hybrids is would not necessarily guarantee echo free conditions. Acoustic echo

could still occur as this is generated at the customer equipment rather than in the

network.

Additionally the conversion of all two-wire connections to four-wire for the sole

purpose of echo elimination is not economically feasible. This may be illustrated by

considering that in the UK alone there are approximately 36 million metallic

conductor pairs connecting subscribers to local exchanges [BATE91]. A considerable

investment would be required to install another 36 million conductor pairs and

upgrade local exchanges to cope with a four-wire local circuit. Further costs would

also be incurred in maintenance of these extra connections. Moreover, there may not

be enough physical duct space to cope with the extra wires, and this would again

increase the cost of upgrading. In addition to upgrading the network, all the customer

equipment would have to be replaced at considerable cost and inconvenience.

However at some time in the future hybrid echo may no longer be the main source of

echo in a PSTN, as services may be introduced that require a direct four-wire

connection. This is already happening in mobile telephony, where the handsets are

interfaced to the operators' network using a four-wire connection [MOFF87].
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2.5.2 Adding a Net Loss

One of the first approaches to echo control that was used in analogue networks was

to insert a loss into the transmission path in each direction, as shown in Figure 2.8.

d1km

LossLdB/km

Hybrid	 Hybrid

Loss L dBfkm

d2 km

Echo control by loss insertion

Figure 2.8

As the length of the four-wire circuit increases, the propagation delay increases, and

it has been found that more attenuation is then required to reduce the perceived

loudness of the echo [ITUT96a]. Thus, the magnitude of the loss must vary in

relation to the length of the transmission path. If L is the loss per kilometre required

to give satisfactory echo performance, and d is the length of the path between the

hybrids, the total loss in each direction is given by L'=Lxd.

In Figure 2.8, the echo of subscriber A's speech is attenuated by

ERLB + L( d 1 + d2) dB, whereas the speech transmitted from B to A is only

attenuated by Ld 2 dB. The obvious disadvantage of this technique is that as the

round-trip delay increases, the need for attenuation becomes greater, in other words,

L must be increased. It has been found that for circuits longer than approximately

1500km {MMSO8O], the speech from B is excessively attenuated when the value of

L is sufficiently large to give adequate attenuation of the echo.
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2.5.3 Echo Suppression

Echo suppression was, for many years, the main technique for controlling echoes in

circuits longer than approximately 1500km. Echo suppressors attempt to artificially

increase the ERL by inserting a large loss into the echo return path whenever echo is

present. The extra attenuation given to the echo signal is known as the Echo Return

Loss Enhancement (ERLE). There are two types of echo suppressor configuration

that have been in common use - the full configuration and the split configuration

[MMSO80], and these are described in the following sections.

2.5.3.1 Full and Split Echo Suppressors

In the 'full' echo suppressor configuration, shown in Figure 2.9, the suppressor is

located at one end of the network and performs echo control for customers at both

ends.

Suppressor

to subscriber
	 to subscriber

A
	

Echo A
	

B

Full Echo Suppressor Configuration

Figure 2.9

For circuits with a round-trip delay of less than 7Oms, satisfactory performance can

be obtained using this configuration, but for longer connections, better call quality is

obtained using the split configuration [MMSO8O]. In the split configuration, shown

in Figure 2.10, two echo suppressors are used which are located at opposite ends of

the four-wire network.
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Suppressor A	 Suppressor B

Split Echo Suppressor Configuration

Figure 2.10

The suppressor located near hybrid B attempts to remove the echo of talker A's voice

that is generated at hybrid B. Similarly, the suppressor located near hybrid A attempts

to control the echo of B's voice generated at hybrid A. Thus each echo suppressor

provides echo control for the user at the other end of the system. In relation to a

particular suppressor, the near-end of the system is defined as the end that is closest

in terms of time delay. Similarly, the far-end is the end that is furthest away from the

suppressor. Thus, a split echo suppressor located at the near-end of the network

attempts to control the echo of the far-end talkers voice, which is generated at the

near-end of the network.

Figure 2.11 shows a schematic diagram of a simple split echo suppressor

[MMSON8O].
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Figure 2.11
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When speech is detected from the far-end, a large loss (typically 50dB) is inserted

into the send path to attenuate any resulting echo. The suppressor may be located at a

considerable distance from the hybrid, and hence the presence of speech at X' will

not immediately produce a response at Y. If the loss was immediately switched in,

there is a danger that low-level near-end speech could be attenuated before the echo

is generated. As this is undesirable, an activation hangover (not shown) is usually

employed to stop the loss being instantly switched in. Similarly, if the loss was

immediately switched out when the far-end speech at X stops echo could be returned

to the far-end. A suppression hangover is also added so that the loss is not removed

for a period of time after the offset of far-end speech.

To allow interruptions from the near-end to pass unattenuated, the inserted loss must

not be present when the signal from the near-end is mostly due to near-end speaker,

rather than echo. When the suppressor is operating, with the loss inserted in the send

path, it is important that it is removed as quickly as possible when the near-end talker

starts. The condition of operation when both far-end and near-end speech are present

is known as 'double-talk'. In general, double-talk is detected when the signal level at

Y exceeds the signal level at X', and the suppressor enters the so-called 'break-in'

state. Upon the detection of 'double-talk' two things happen:

i) the loss is removed from the send path,

ii) a loss, typically 6 to 12dB, is inserted into the receive path to help

suppress echoes during break-in.

The suppressor must remain in the break-in state as long as the near-end talker is

active. A hangover of typically 200ms is used to ensure that fluctuations in signal

level at X and Y do not cause premature release from break-in. It may be observed

that the receive path loss that is inserted during break-in will also help to maintain

the break-in state.
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Unsurprisingly, it is reported to be difficult to design an echo suppressor that

functions correctly under all possible circumstances. These difficulties lead to

incorrect suppressor operation with the following undesirable effects:

.	 Echo transmission due to slow detection of far-end speech, i.e. the

send-path loss is not inserted quickly enough.

.	 Echo transmission due to false break-in. This is when the send-path

loss is switched out because the near-end speech has been incorrectly

detected.

Clipping at the start of near-end speech caused by slow entry into the

break-in state.

Clipping at the end of near-end speech segments caused by premature

release from the break-in state.

In order to minimise the above mutilation effects, the ITU recommends that echo

control devices should be inserted at the end of the four-wire circuit, i.e. c)ose to the

hybrid. Such a location would lead to smaller activation and hangover times, and

thus should result in less mutilation of the near-end speech. However, as this

placement is not usually possible, suppressors are generally located in the

international switching centres, which may be at a considerable distance from the

hybrid.

On connections with echo suppressors, it has been found that customers are not

always aware of the echo as it is adequately suppressed. However, the clipping and

mutilation of the near-end speech caused by incorrect switching of the suppressor has

been found to be more obvious, particularly on connections where the round-trip

delay is greater than lOOms [MMSON8O].
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2.5.3.2 Centre-Clipping Echo Suppressor

For round-trip delays less than lOOms it has been found that the operation of a split

echo suppressor is almost undetectable, but for longer delays the effects of echo and

suppressor action as described above become unacceptable. A different kind of echo

suppressor called a centre-clipping echo suppressor was proposed [MITC71J to

overcome these difficulties.

Whereas echo suppressors of the type previously described insert a large loss in the

send-path when echo is present, a centre-clipping echo suppressor only affects

portions of the signal, which instantaneously fall below a threshold. In order to

remove any echo the threshold should be set to the peak echo amplitude. The transfer

function of a typical centre clipper is shown in Figure 2.12, where VT is the clipping

threshold.

Output

Receive
(from subscriber A)

Peak Detector	 N\/1 to subscrit
Clipping Level

Send	 Control
(to subscriber A) 	

Centre ________________
Clipper

a) Centre-clipping echo suppressor, b) Centre-clipper transfer function

Figure 2.12

When only far-end speech is present, the echo is completely removed if VT is set

correctly. If the near-end speech is larger than VT then it will be heard at the far-end,

although it will be distorted because portions of the signal will lie below the

threshold. The advantage of using this method is that double-talk detection of the

type needed in a 'standard' echo suppressor is not required.

A further enhancement of the centre-clipper, is the multi-band centre-clipper

[MITC71J. The block diagram for a three-band centre-clipper is shown in Figure

2.13.

34



Chapter Two: Network Echo Cancellation

Receive
(from subscriber A)

vii	 criber
B

Send
(to subscriber A 2k	 I H3kLYr	 I

T3

Centre-Clippers

A multi-band centre-clipper

Figure 2.13

The echo is passed through several different band-pass filters in parallel and each

resulting time domain signal is processed using a centre-clipper. After processing, the

signals are filtered using identical band-pass filters, to remove some of the distortion

products, before being recombined. The thresholds VT1, V 2 and V1-3 are adjusted SO

that the echo in each band is removed by the clipping process. As with the full-band

clipper, no explicit double-talk detection is required. The advantage of this design is

that, compared to the single band centre-clipper, the near-end speech is not distorted

to the same extent.

2.5.3.3 Background Noise

The full, split and centre-clipping types of echo suppressor have another

disadvantage other than that echo may be uncontrolled or the near-end speech

mutilated due to inaccurate timing or clipping. When the suppressor operates, all

signals including any near-end background sounds or noise are attenuated. Assuming

the switching decisions are made perfectly, the far-end subscriber will hear the

suppressor action as a variation of the power of the background. This effect is known

as 'noise modulation' or 'noise pumping'.

The echo suppression techniques described previously were proposed when analogue

networks were widespread. In an analogue PSTN, the speech signals are degraded by

noise that is inherent in analogue systems and this helps to mask the imperfections of
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an echo suppressor. Today, low noise digital networks are the norm. This means that,

in addition to the usual suppressor action, the presence of background noise from the

near-end can also influence the perceived quality of a connection. The noise

modulation phenomenon is, therefore, now more troublesome.

Although centre-clippers have never been fuily developed for echo suppression, they

are used in single-band form to control the residual echo that can occur in echo

cancellers.

2.5.4 Echo Cancellation

Echo cancellers operate using a different principle from echo suppressors, which

enables the mutilation of speech and near-end background sounds to be avoided.

Split echo cancellers are located at the same positions in the network as split echo

suppressors and, as before, control the echo generated at the near-end, for the benefit

of the customer at the far-end of the system. Instead of switching the send path on

and off by inserting a large attenuation, echo cancellers attempt to generate a replica

of the echo which is subtracted from the near-end signal. If the replica could be made

identical to the actual echo then complete cancellation would result. At the same time

near-end speech and background sounds would pass undistorted. A block diagram of

a simplified cancellation system is shown in Figure 2.14:

s[n1
Receive

(from subscriber A)

Send
(to subscriber A)

r[n]

1

Adaptive
Filter

+	 c[n]

A simplified echo canceller

Figure 2.14
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where:

s1{n]	 Far-end speech (and background noise)

s2 [n]	 Near-end speech

bEn]	 Near-end background noise

e[n]	 Echo

c{n]	 Echo + Near-end speech + Near-end Background noise

e[n]+s2[n]+b[n]

p[n]	 Predicted Echo

r[n]	 =c[nJ—p[n]

Synthesis of the echo replica is often performed using a FIR filter, although other

structures may be used. The block diagram of a suitable FIR filter is shown below.

s[n]

z-1
	

z-I

W0 \/	 WI \/	 WNI

pEn]

An Nth Order Finite Impulse Response (FIR) Filter

Figure 2.15

The output of this filter, which is the predicted echo, is given by:

p[n] =	 w[i]s1 [n	 ]	
(2.5)

where

w[i] are coefficients that represent the impulse response of the

filter,

sj [n-i] the delayed filter input samples,
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p[n] the filter output, and

N the filter order.

For successful echo cancellation, the coefficients must be set so that they represent

the impulse response of the near-end echo path. Typically, the impulse response

consists of an end-path delay that corresponds to the propagation delay around the

near-end path, and a dispersed 'ringing' response that is caused by amplitude and

group delay distortion. The form of the impulse response is shown in Figure 2.16.

16 ins

0.6

0.4

0.2

0

-0.2

End-path Delay	 Dispersion <lOms

120
Tap Number

Generalised Impulse Response of the Echo Path

Figure 2.16

It is important that the end-path delay (which is sometimes called the flat or bulk

delay) should not be confused with the round-trip delay. While the round-trip delay

may be lOOms or more, as described in section 2.4, the end-path delay will be much

shorter. In most European countries total duration of the response to be modelled is

less than 32ms, whilst the dispersion is typically 5ms [LEWI92]. Thus, given that the

sample rate is 8000 samples/s, an FIR filter with 256 coefficients is needed in order

to achieve satisfactory cancellation. In this thesis, the length of the adaptive filter is

often referred to as the 'span' of the adaptive filter, i.e. for successful cancellation the

impulse response must fit completely within the span of the filter.

One method of obtaining the echo path impulse response would be to measure it

directly, i.e. by applying an impulse to the near-end circuit and measuring the
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returned waveform. In practice however, the impulse response will not be constant -

it varies slowly with time due to the effects of temperature, for example. The impulse

response may also change suddenly and substantially, for example when the echo

path changes if a call is switched to a different extension. Thus, repeated

measurements would need to be taken if the ERLE is to be maintained at the same

level. However, repeated measurements using impulses is not acceptable, as they

would be heard as 'clicks' or 'pops' at the near-end. In addition, the measurements

would be corrupted by the near-end talker and background sounds.

A more elegant solution is to use the speech or other signals that are present on the

line instead of impulses to set the coefficients in an adaptive filter. In an adaptive

filter, the coefficients are adjusted recursively by a correction term that is

proportional to the error between the filter output p[n] and the near-end signal c[n].

However, the use of speech signals to 'adapt' the filter coefficients is not without

drawbacks. One of the main problems is caused by speech from the near-end

corrupting the error measurement, and this can lead to a drastic reduction in echo

attenuation if appropriate measures are not taken. Another problem is that an

adaptive filter of the type described here is unable to completely cancel the echo due

to the presence of quantisation noise.

2.6 Conclusions

Echo is a phenomenon that occurs in all telephone systems but only becomes a

problem when the round-trip delay exceeds 35 to 50 milliseconds. In the UK, this

limit is only approached on international calls, where echo control techniques such as

cancellation or suppression are needed to maintain the quality of the connection.

Both echo suppression and echo cancellation have been used for many year to

provide echo control on such connections. Due to the superiority of the performance

of echo cancellers, present practice is only to introduce cancellers into new systems,

and to replace existing suppressors with cancellers.
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The following chapters discuss adaptive filtering techniques that may be used in echo

cancellation, including filter structures and adaption algorithms. It will be seen that

the use of filtering to generate an echo replica and the use of adaption algorithms

places limitations on echo canceller performance and introduces other problems. The

remainder of this thesis then discusses these problems and suggests ways in which

they may be overcome.
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3.Adaptive Filters

3.1 Introduction

In the previous chapter, the echo cancellation technique was introduced and it was

seen that adaptive filtering was used to generate a replica of the echo. In principle,

complete cancellation of the echo could be achieved by subtracting the replica echo

from the actual echo. This chapter begins by introducing the basic principles of

adaptive filtering that are relevant in the echo canceller application. There are three

main configurations of adaptive filter, which may be used in a variety of different

applications [HAYK96], [HUGH92], [LEWI92], [MCCO76]. The adaptive filters

used in echo cancellation belong to the 'system identification' class, and hence all

discussion in this chapter centres on this type. The other two configurations are

'inverse system modelling' and 'linear prediction'. Inverse system modelling is often

used to reduce the effects of intersymbol interference in digital receivers, whilst

linear prediction, enables the characteristics of a signal to be modelled so that its

future values may be predicted from past values.

Although both FIR and hR filter structures may be used in adaptive filtering, the FIR

structure is used in most applications, including echo cancellation. This chapter will

therefore concentrate on FIR adaptive filters, with the analysis being based upon that

presented in [HAYK96], [HUGH92], [MIESS84] and [WIDR76]. Optimum Wiener

filters are described and this leads directly to the gradient search algorithm and the



Chapter Three: Adaptive Filters

well known Least Mean Squares (LMS) algorithm. The performance of the LMS

algorithm is discussed in some detail since this algorithm is commonly used in

network echo cancellers, and because it is the method of adaptation used for the echo

canceller described within this thesis. Other algorithms that may be used for

adjusting the coefficients of a finite impulse response adaptive filter, such as the RLS

algorithm are also briefly described and compared with the LMS algorithm.

Echo cancellation using adaptive filters has its limitations when used in a PSTN. For

example, a linear adaptive filter cannot exactly cancel the echo, even if the filter is

perfectly adapted, because of non-linearities in the echo path and because of the echo

dependent quantisation noise that is present. Several techniques for non-linear

adaptive filtering have been proposed, and these are briefly considered in section

3.7.6.

Another aspect of echo canceller design, often over-looked, is that the adaptive filter

must be controlled in some way. For example, when double-talk occurs the filter

coefficients are very likely to diverge and hence increase the echo returned to the far-

end talker. Various strategies have been proposed with the aim of reducing the

coefficient divergence during double-talk [0CH177], [DUTT78IJ, [CT.JRT8 1],

[HAYA83], [FURU85], [M]1NA85], [YE91], [FUJI96]. However, some of these

schemes are not suitable for use in a real echo canceller because they are unable to

differentiate double-talk from a change of echo path, which would occur when a new

hybrid is added in a conference call. This is because double-talk and changes in the

echo path both result in an increase in the level of uncancelled echo.

3.2 The System Identification Configuration

Echo cancellation uses an adaptive filter in the system identification configuration, as

shown in Figure 3.1.
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Analogue

D/A

Echo Path

e [n]

I	 d[nl=s2[n]+b[nJ

s1[n]

Receive
(from subscriber A)

Send Out
(to subscriber A)

r[n]

Digital

F

p[n] I	 Send In
-	 (from near-end)

-o i-----
q[n]	

Companding

Q
	 noise

The system identification configuration for echo cancellation

Figure 3.1

where

sj[n] = the far-end talker signal (the reference),

e[nJ = the echo,

c[n] = the near-end signal comprising the echo e[n], the near-end talker

s2 [n] and the near-end background sounds b[n],

p[n] = the predicted echo,

r[n] = the canceller output,

q[n] = the quantisation noise caused by companding process,

s2 [n]	 the near-end talker,

b[nJ = the near-end background sounds.

This configuration is called system identification because the adaptive filter seeks to

identify the transfer function of an unknown system, which in this case is the impulse

response of the near-end of the network. If the adaptive model is identical to the

impulse response of the echo path, the predicted echo p[n] is equal to the actual echo

e[n], and hence the echo is completely cancelled. Note that, in general, even for ideal
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adaptation the error will not equal zero because of the presence of the near-end signal

d{n] and the quantisation noise q[n].

The system must be adaptive because, when a call is initially set up, the response of

the echo path is unknown. The response of the filter must therefore be adapted from

its initial arbitrary state to one in which it is a good approximation to the impulse

response of the echo path. Thereafter, the adaptive coefficients should be subject to

continuous adjustment so that any gradual drift of the echo path is tracked. More

substantial re-training will be needed if there is a substantial change of the end-path,

as might occur when a call is redirected or a conference connection is established.

The adaptation process attempts to minimise some cost function that is related to the

error r[n]. As the adaptation proceeds the error decreases and this drives the model to

become more accurate, as measured by the cost function, until a steady state is

achieved. The method by which the filter is adjusted depends on the type of filter and

the cost function. If the adaptive filter of Figure 3.1 is of the FIR type then the

predicted echo waveform, p[n] may be written

pEn] =	 w[iJs [n -'1
	 (3.1)

where N is the number of coefficients in the filter and w[i] are the filter tap weights.

Ideally, the difference between the actual echo, e[n], and the predicted echo p[n]

would be used to adjust the coefficients of the adaptive filter. However, e[n] is

unavailable and therefore c[n] is used instead. In the echo cancellation system c{n] is

given by:

c[n]=	 h[iJs 1 [n —i]+ q[n]+s2[n]+ b[n]	 (3.2)

=	
h[i}s1 - +
	

h[i}s [n - ' I .+.q[n] + s2 [n] + b[n]

= c 1 [] + c2 [ii] + q[n] + d{n]	 (3.3)
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where

/41] = The impulse response of the echo path at delay i,

c1 [i']= 
The component of the echo that is generated by the first N

coefficients of the echo path impulse response,

c2 [n] = The component of the echo that is generated by the part of the

echo path outside the span of the adaptive filter.

Thus, the error term used in the adjustment may be written:

r[n] = c[n]— p[n]
	

(3.4)

= (c 1 [] - p[nD + c 2 [n] + q[n] + d[n}
	

(3.5)

= (n - v)T s,, + c2 [n}+ q[n]+ d[n]
	

(3.6)

where

S	 =[s1 [n] s1 [n-1] s1[n-2]

H =[h[o] h[i] /42]

W	 [w[O] w[i] w[2]

si[n_N+1JIT

h[N—lflT

w[N-1JIT

Two drawbacks are immediately evident from the error measurement in equation

(3.6). Firstly, the error is corrupted by the near-end talker and background sounds,

when present, and by the quantisation noise. It will be seen later that this corruption

is likely to influence the performance of the adaptation process. Secondly, an FIR

filter of finite length is attempting to approximate the infinite impulse response of the

echo path. The implications of this will be considered in section 3.3.

Now that the error has been defined, the question of what form the cost function

should take arises. A popular solution is to minimise the ensemble mean square error,

usually because it yields tractable mathematics and because the solution has a single

minimum point. This is the cost function that will be used here. However, one could
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also attempt to minimise the mean absolute value of the error [HAYK96], or the

mean of higher powers of the error. Another solution is to use a cost function defined

in terms of a time average, rather than an ensemble average and this leads to the

development of the RLS algorithm {HAYK96J, [HUGH92].

Two equivalent approaches may be taken to obtain the set of coefficients, W,

which give the minimum mean square error. These are to:

i) Use the principle of orthogonality, or

ii) Use an approach that highlights the quadratic error performance

surface.

Although the use of orthogonality enables a solution to be derived quickly and easily,

the second method is more useful for our purposes, because it leads directly to the

development of gradient descent algorithms and it enables the operation of this type

of algorithm to be more readily visualised.

3.3 Optimum Linear Filtering

The set of N coefficients that minimises the mean square error is known as the

Wiener Filter, after Norbert Wiener who pioneered work in continuous-time optimum

filtering [GARD94], [WIEN49]. In discrete-time Wiener filtering it is assumed that

the unknown system that is to be modelled is linear, and that the reference and

desired processes, sj[n] and c[ii] respectively, are wide-sense stationary and

Gaussian. Now, from equation (3.4) the squared error is given by

r{rz]2 = c[n]2 - 2c[n]S T W + W T SSW
	

(3.10)

and taking the expectation of the square of the error gives the mean square error.

Assuming that the tap input vector, S,, and c[n] are independent of the filter

coefficients W, the mean square error J[n] is given by:
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J[n] = E{r[11]2 
}= 

E[n]2 }- 2B T W + W T AW
	

(3.11)

where A and B are the auto-correlation matrix and cross-correlation vector; defined

by:

c[nls[n]
c[n]s[n—i]

B=E{c[nJS}=E
	 (3.12)

c[n]s[n—N+1]

A=ESS}

s[n ]s[n I
	

s[n—i}s[n]
	

s[n —N + iIj4n]

s[nJs[n—i]
	

s[n—i]s[n—i]
	

s[n—N+1}s[n-1]	
(3.13)

s[n[n —N+ 1] s[n-1}s'[n—N+l]
	

s[n - N + i}s'[n - N + 1

The auto-correlation matrix is both Toeplitz and symmetric, and is therefore positive

definite, i.e. XTAX > 0 where x is an arbitrary column vector of length N {HAYK96].

This has the consequence that A is non-singular, has real positive eigenvalues and

may be written in the form:

A=QAQ T
	

(3.14)

where A is a diagonal matrix containing the (N-i) eigenvalues of A, and Q is a

matrix of the corresponding eigenvectors.

A=d/ag[A. 22	 .	 (3.15)
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