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Abstract—Image-level weakly supervised semantic segmenta-
tion (WSSS) has received substantial attention due to its cost-
effective annotation process. In WSSS, Class Activation Maps
(CAMs) generated via classifier weights tend to focus on the
most discriminative region, while the CAMs derived from class
prototypes are significantly enhanced to cover more complete
regions. However, the prototype CAMs still exhibit limitations
such as incomplete localization maps on target objects and the
presence of background noise. In this paper, we propose a novel
WSSS framework called Classifier-Prototype Mutual Calibration
(CPMC) that leverages the characteristics of both classifier and
prototype CAMs to address the above issues. Specifically, an
iterative refinement strategy based on context feature dependency
is applied to refine the original classifier CAMs, which helps to
generate improved prototype CAMs. Subsequently, local proto-
types are constructed based on the false negative regions and false
positive regions extracted from the previous two CAMs, which
contribute to completing missing parts of the target object and
suppressing background noise respectively. Therefore, CPMC
can alleviate the aforementioned issues. Extensive experimental
results on standard WSSS benchmarks (PASCAL VOC and MS
COCO) show that our method significantly improves the quality
of CAMs and achieves state-of-the-art performance. Our source
code will be released.

Index Terms—Weakly Supervised, Semantic Segmentation,
Class Activation Maps Calibration.

I. INTRODUCTION

THE expensive cost of pixel-level annotations limits the
widespread utilization of semantic segmentation tech-

niques [35], [54], [55], [58]. To mitigate the labor of the
pixel-level annotation, an increasing number of studies focus
on weakly supervised semantic segmentation (WSSS), which
learns semantic segmentation from weak annotations, such as
image-level labels [5], [32], [24], [41], bounding boxes [39],
[40], scribbles [42], [43], [37], [44], and points [45], [46].
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Among these annotations, the image-level labels are widely
adopted since it is easily accessible in most datasets.

The general pipeline for WSSS using image-level labels
consists of three key steps: 1) training a multi-label classi-
fication model with the image-level labels; 2) extracting a
Class Activation Map (CAM) [3] of each class to generate
a binary mask through the post-processing refinement [6];
and 3) taking binary masks from all classes as pseudo-labels
to train a semantic segmentation model in a fully-supervised
manner [7]. Therefore, the quality of CAMs significantly
affects the performance of the semantic segmentation model.
However, CAMs typically exhibit a bias towards discrimina-
tive regions, resulting in incomplete foreground areas, which
affects the performance of the model.

To tackle this problem, SIPE [5] proposes Image-Specific
CAMs (IS-CAMs) that aim to provide more complete local-
ization maps for each specific image than previous CAMs.
Specifically, IS-CAMs are generated by using image-specific
prototypes, which are extracted from robust seed regions of
each class. In addition, the consistency loss is applied to
the classifier CAM and the IS-CAM to enhance the feature
representation and self-correction capability for prototype ex-
ploration. However, we find that IS-CAMs still exist two
kinds of inaccurate estimations: under-activation and over-
activation. The former one refers to the foreground pixels
being misclassified as background, resulting in false negative
pixels, as shown in Fig.1 I.(b). Conversely, the latter one refers
to the misclassification of background pixels as foreground,
leading to considerable false positive pixels, as depicted in
Fig. 1 II.(b). The issues mentioned above stem from the mech-
anism of the prototype CAM generation process. In Case I, the
classifier CAM predominantly focuses on a limited portion of
the target object, thus the class prototypes solely preserve the
primary features of the target objects. When employing these
prototypes to create prototype CAMs through cosine similarity,
only features closely related to the primary features can be
activated, resulting in under-activation in the prototype CAM.
In Case II, the target object is excessively activated in the
classifier CAM, where a section of the railroad is activated,
causing the generated prototypes to incorporate features from
the background regions surrounding the target object. Con-
sequently, utilizing such prototypes for generating prototype
CAMs through cosine similarity will not only activate the main
body (e.g., the train) but also the background region (e.g.,
the railroad), leading to an over-activation problem. These
inaccurate prototype CAMs impede the model learning in a
correct direction, thereby impacting the final segmentation
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I: Prototype CAM needs complements. II: Prototype CAM needs denoise.

(a) Image (b) SIPE (c) Classifier  CAM 

(d) Prototype 
CAM 

(e) Complement    
clues

(f) Final CAM

(a) Image (b) SIPE (c) Classifier CAM 

(d) Prototype CAM (e) Denoise clues (f) Final CAM

Fig. 1: Inaccurate prototype CAM necessitates further adjustment based on different inaccurate estimation types. In I.(d), the
target object in prototype CAM appears incomplete and necessitates additional complements. In II.(d), the prototype CAM is
over-activated and the noise in the background should be suppressed. In our CPMC framework, complement/denoise clue can
be constructed, which is further used to generate better CAMs as shown in (f). (a) input image, (b) prototype CAM generated
by SIPE [5], (c) our refined classifier CAM, (d) our prototype CAM, (e) complement/denoise clue, (f) our final CAM result.

performance.

Considering the aforementioned analysis, we propose
a WSSS framework named Classifier-Prototype Mutual
Calibration (CPMC) to acquire more robust localization maps
under different types of inaccurate estimation. The pro-
posed CPMC framework consists of two components, namely
Dynamic CAM Refine Module (DCRM) and Prototype Cam
Calibration Module (PCCM). The DCRM refines the original
classifier CAM by considering context feature dependency in
a dynamic manner, aiming to use the refined classifier CAM
to generate a better prototype CAM for further utilization in
PCCM. The PCCM extracts the false negative regions and
the false positive regions according to the difference between
the classifier CAM and prototype CAM. Then, these regions
are used to construct a local foreground prototype for com-
pleting missing parts of the target object, thereby mitigating
the issue of under-activation in the original prototype CAM
(see Fig. 1 I.(e)). Additionally, a local background prototype
is generated to suppress noise, thus alleviating the problem
of over-activation (see Fig. 1 II.(e)). Finally, a more robust
localization map is obtained as shown in Fig. 1 I/II.(f).

Overall, the proposed CPMC has an intrinsic mechanism
that the refined classifier CAM derived from DCRM and
calibrated prototype CAM generated in PCCM mutually
strengthen each other. Specifically, the refined classifier CAM
can cover more areas on target objects, further facilitating
the construction of class prototypes and the generation of the
calibrated prototype CAM in PCCM. The calibrated prototype
CAM can acquire a more complete target object CAM and
suppress the noise in the background. Then, a dual-CAM
consistency loss is utilized to optimize the refined classifier
CAM toward the calibrated prototype CAM. Therefore, our
CPMC aims to facilitate the acquisition of more compre-
hensive object structure information, ultimately leading to
improved CAM results. Extensive experiments conducted on

Pascal VOC 2012 [1] and MS COCO 2014 [2] show that
our method achieves new state-of-the-art performances when
only image-level labels are available. Our contributions can be
summarized as follows:
� We propose a Classifier-Prototype Mutual Calibration

framework (CPMC) to improve the prototype CAM by
exploiting the properties of both classifier and prototype
CAMs, which can provide more complete localization
maps with less background noise.

� A dynamic CAM refine module (DCRM) is proposed
to iteratively refine the classifier CAMs to capture more
regions that include the target object, thus facilitating the
generation of better prototype CAMs.

� A prototype CAM calibration module (PCCM) is intro-
duced to utilize the previously achieved classifier and
prototype CAMs to generate local prototypes. The local
prototypes are then used to help complete the missing
parts and reduce the background noise in the prototype
CAMs to produce the final CAMs for WSSS training.

� Our method achieves new state-of-the-art WSSS per-
formances with image-level labels on two benchmarks,
reaching 71.2% and 72.1% mIoU on the validation and
test sets of Pascal VOC 2012 [1] respectively, and 45.9%
mIoU on MS COCO 2014 [2] validation set.

II. RELATED WORKS

Class Activation Maps (CAMs) [3] have been extensively uti-
lized in generating coarse pixel-level pseudo-labels in WSSS
with image-level labels. However, the original classifier CAMs
primarily focus on the discriminative regions pertaining to the
target object. To address this limitation, a substantial amount
of approaches have been proposed to improve the quality of
CAMs in WSSS.
Erasure and accumulation. Adversarial Erasing (AE) and
related methods [25], [26], [27], [22], [28], [21], [49], [59]
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adopt an iterative approach where discriminative regions are
masked out in the current iteration to enable the model to
identify new regions in the next iteration. Nevertheless, these
methods suffer from inefficiency due to the multiple iterative
operations on the image.
Cross-image mining. Cross-image related methods [31], [30],
[29] utilize inter-image relationships within the same class to
propagate supplementary representations for more complete
regions. Cross-image relation mining modules, such as cross-
image affinity [29], max bipartite matching [47], co-attention
classifier [31] and contrastive learning [34], [32] are employed
to excavate semantic context of weak labels. Unlike them, we
aim to obtain more complete CAMs by focusing on a specific
image rather than exploiting inter-image relationships.
Self-attention in WSSS. Self-attention based methods are
widely leveraged in WSSS. In recent works, Wang et al. [38]
introduce a non-local block to generate an attention map
by considering the correlation between spatial positions in
the feature maps. Building upon this work, Wang et al. [4]
propose a modified self-attention module named Pixel Cor-
relation Module (PCM) that exploits pixel relationships in
the feature maps to capture contextual information. Zhang
et al. [8] further propose a Pixel-Region Correlation Module
(PRCM) to improve the PCM and enhance the performance of
CAMs. In this paper, we address the issue of insufficient PCM
refinement [4] by incorporating an iterative update strategy.
Prototype exploring. The utilization of prototype [5], [23],
[20] is becoming increasingly popular in WSSS, with a focus
on building high-quality prototypes. Chen et al. [20] cluster
features of the target object class over the entire dataset and
use the cluster centers as class prototypes. Du et al. [23]
propose a pixel-to-prototype contrast method where top-K
pixel features with confident CAM values in a mini-batch are
selected to compute class prototypes. Chen et al. [5] intro-
duce an image-specific prototype exploration, which builds
prototypes for each image rather than using class centers
from the dataset or mini-batch. These are achieved through
structure-aware seed locating and background-aware prototype
modeling, which are employed to construct prototypes for
foreground and background in the current image. However,
these prototypes sometimes fail to capture the features of
target objects effectively (leading to case I in Fig. 1) and
may introduce noise (leading to case II in Fig. 1). In this
paper, we propose a novel method to relieve this issue by
complementing the target object and suppressing background
noise in prototype CAMs.

III. METHODOLOGY

This section provides a detailed explanation of the proposed
Classifier-Prototype Mutual Calibration (CPMC) framework
(see Fig. 2) for WSSS. Firstly, a brief overview of the
classifier CAM and prototype CAM is provided in Sec. III-A.
Subsequently, we start to discuss two key components of
the CPMC framework: 1) Dynamic CAM Refine Module
(DCRM) and 2) Prototype CAM Calibration Module (PCCM).
In Sec. III-B, DCRM is introduced to dynamically refine
the original classifier CAMs by incorporating an iterative

update strategy, which aims to generate better prototypes and
prototype CAMs for further utilization in PCCM. In Sec. III-C,
PCCM is proposed to leverage the refined classifier CAM
from DCRM and the prototype CAM to achieve a more
comprehensive localization map, which can complete missing
parts and suppress noise in the prototype CAM through a
calibration mechanism. Finally, we introduce a self-supervised
learning approach that combines the dual-CAM consistency
loss in Sec. III-D to empower the feature representation ability
within the CPMC framework.

A. Preliminary

Classifier CAM: Given an input image I, the feature extracted
by the encoder is denoted as F 2 RD�H�W , where D, H and
W represent the dimension, height and width of the feature
map, respectively. Furthermore, we represent the classifier
weight of class c as �c 2 RD�1. To acquire the original
classifier CAM, we utilize the classifier weights as follows:

CAMc(F;�) =
n
ReLU(�T1 F); � � � ; ReLU(�TjCjF)

o
| {z }

jCj foreground classes

[
�

(1�max
c2C

(ReLU(�Tc F)))

�
| {z }

background class

;
(1)

where CAMc denotes the classifier CAM, and T denotes the
transpose operation. To align with prior works [20], [5], [12],
we further normalize the CAMc to the range [0, 1] by dividing
each spatial element with the maximum value across the
spatial axes. This operation allows the CAMc to be interpreted
as the probability score associated with each class.
Prototype CAM: Following previous work [5], the class
prototype is computed through masked average pooling of
extracted features. Specifically, the hierarchical features from
different layers of the feature extractor are denoted as F1,
F2, F3 and F4; L(�) denotes Linear projection and it stops
gradients to the feature extractor. The prototype of class c,
denoted as Pc, is then calculated as follows:

Pc = MAP ((Mask(F;�)c � L(F1;F2;F3;F4)) ; (2)

where MAP (�) denotes masked average pooling, and
Mask(F;�)c is a binary mask specific to class c. The mask
highlights confident pixels whose activation values exceed
the predefined threshold. The operator � denotes pixel-level
product. Finally, the prototype CAM calculated using the
prototype of class c can be expressed as:

CAMpc(F;Pc) = ReLU(sim ⟨Pc; L(F1;F2;F3;F4)⟩); (3)

where simh�; �i denotes the cosine similarity between the two
terms within the brackets [5].

B. Dynamic CAM Refine Module

The DCRM aims to enhance the classifier CAMs by
leveraging pixel contextual feature relationships, resulting in
more completed localization maps. These maps are employed
to create binary masks, which are then utilized to generate
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Fig. 2: The overall structure of the proposed framework CPMC. It mainly consists of a Dynamic CAM Refine Module (DCRM)
and a Prototype Cam Calibration Module (PCCM). The DCRM dynamically refines the original classifier CAM (CAMc) to the
refined classifier CAM (RCAMc) by considering the dependency of the context features, aiming to generate better prototype
CAM (CAMp) for further utilization in PCCM. The PCCM extracts the false negative/positive regions according to the difference
between RCAMc and CAMp. Then, it constructs a local foreground/background prototype to help complete missing parts of the
target object or suppress the background noise. In addition, a dual-CAM consistency loss (Ldcc) is utilized between RCAMc
and CAMp to empower the feature representation ability within the CPMC framework.

prototypes through masked average pooling as described in
Eq. (2). With more complete localization maps, the resulting
prototypes become more inclusive. Therefore, compared to
prototypes directly derived from the original classifier CAMs,
these prototypes incorporate a broader range of features from
the foreground category. By employing such prototypes to
generate prototype CAMs following Eq. (3) using cosine
similarity, more regions can be activated, better alleviating the
issue of under-activation.

As described in the process of generating CAMp, the class
prototype Pc plays a crucial role, and its quality relies on
the completeness of the binary mask provided by the original
classifier CAM. However, the classifier CAM tends to focus
on the most discriminative regions of each class, resulting in
incomplete binary masks that impede the generation of high-
quality prototypes. To mitigate this issue, SIPE [5] utilizes a
structure-aware seed locating method to construct the binary
mask. However, it is important to note that this technique may
introduce many background pixels, particularly if the classifier
CAM already contains background pixels as shown in Fig. 3
II.(b). Alternatively, a more widely adopted approach is to
employ the Pixel Correlation Module (PCM) [4], [8] to refine
the original classifier CAM and employ the arg max operation
to generate the binary mask. The PCM leverages pixel rela-

tionships in feature maps to capture contextual information
and the refinement process can be mathematically expressed
as follows:

yi =
1

H(xi)

X
8j

ReLU(J (xi; xj))byj ; (4)

J (xi; xj) =
�(xi)

T�(xj)

k�(xi)k k�(xj)k
; (5)

where x, by and y denote input features, original CAM value
and revised CAM value, respectively. Pixels are indexed by
i and j, and the term H(xi) =

P
8j J (xi; xj) is used for

normalizing the output results.
However, from the experiment, we find that a single round

of refinement performed using the standard PCM is insuffi-
cient, especially in the initial stage of training. Therefore, a
dynamic refinement strategy is introduced, which augments the
standard PCM to achieve more complete binary masks using
context information [4] iteratively. To facilitate this process,
an expanding indicator 
 is used to effectively measure the
degree and control the number of refinements.

At the beginning of the refinement process, an initial refined
classifier CAM, RCAMinit

c , is obtained by passing the original
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CAMc into the PCM module. The binary class mask of
RCAMinit

c can be achieved as follows:

Mc =

8<:1; if c = arg max
1�ĉ�jCj

(yĉ)

0; otherwise
: (6)

To ensure the effectiveness of each iterative refinement on
RCAMc by the PCM module, it is essential to measure the
variation between the results of subsequent iteration and the
current iteration of RCAMc refinement. This evaluation is
achieved through the calculation of the expanding factor 
. Let
l = [l1; l2; � � � ; lc] 2 f0; 1gjCj denote the image-level labels,
where lc represents the label for the c-th class. The expanding
factor 
 is calculated as follows:


 =

PjCj
c=1

PHW
i=1 lc �

�
Mn+1

c;i �Mn
c;i

�PjCj
c=1

PHW
i=1 lc �Mn

c;i

; (7)

where n denotes the iteration number of PCM refinements,
and Mn

c and Mn+1
c denote the binary class masks for the

current iteration and subsequent iteration of RCAMc refine-
ment, respectively.

If the expanding factor 
 exceeds a certain threshold �c, it
indicates an appreciable increase in the localization area of the
target objects. Then, PCM is iteratively applied to the current
RCAMc until the expanding factor 
 falls below the threshold
and the RCAMn

c in the current iteration of refinements is
output for generating prototypes. For brevity, we remove the
superscript in the following sections.

By adopting this dynamic refinement strategy, our DCRM
effectively improves the classifier CAM to generate a more
completed localization map. Following this step, the arg max
operation is utilized on the localization map to assign class
labels to each pixel. Subsequently, binary masks are generated
for each class based on these labels in the current image, and
these masks are used to derive prototypes through masked
average pooling of features in Eq. (2). The resulting prototypes
are further employed to create the prototype CAMs using
cosine similarity with image features in Eq. (3). Therefore,
the enhancement of the original classifier CAM by the DCRM
module contributes to the creation of a more comprehensive
prototype, resulting in a more complete prototype CAM.

C. Prototype CAM Calibration Module

PCCM is introduced to utilize the refined classifier CAM
from the DCRM and the prototype CAM to generate a more
comprehensive localization map. This map completes missing
parts and suppresses noise in the prototype CAM for an
arbitrary image through a calibration mechanism, thereby
addressing both under-activation and over-activation issues.
Specifically, for a given image, discrepancies between the
prototype CAM and the refined classifier CAM offer clues to
either supplement missing parts in cases of under-activation
or suppress noise in instances of over-activation. Building
on this observation, local prototypes are developed using the
discrepancies to enhance the localization maps. Through the
local prototype evolution strategy, the local prototypes can
evolve into two types: local foreground prototypes and local

background prototypes. The local foreground prototypes lead
to the creation of local foreground prototype CAMs, which are
then added to the original prototype CAMs to mitigate under-
activation issues. Conversely, the local background prototypes
yield local background prototype CAMs, which are subtracted
from the original prototype CAMs to address over-activation
problems.

As illustrated in Fig. 1, the prototype CAM necessitates
further adjustments based on different types of inaccurate
estimations. These inaccurate estimations can be categorized
into two conditions: (I) under-activated CAMs containing false
negative regions and requiring additional complements, and
(II) over-activated CAMs containing false positive regions and
demanding background noise suppression. The reasons for
these issues lie in the mechanism of the prototype CAM gen-
eration process. In case I, the classifier CAM predominantly
focuses on a limited portion of the target object, resulting in
class prototypes that solely retain the primary features of the
target objects. In case II, the target object is over-activated
in the classifier CAM, causing the generated prototypes to
incorporate features from the surrounding background regions.
Consequently, the prototype CAM contains an elevated amount
of noise compared to RCAMc, more visualization examples
can be found in Fig. 3. Based on the above analysis, we
can conclude that the distinct areas between RCAMc and
CAMp in different conditions emphasize different types of
inaccurate estimation regions. Specifically, in case I, false
negative regions relating to the target object are emphasized. In
case II, false positive regions pertaining to the background are
highlighted. Therefore, by leveraging the characteristic dispar-
ity observed in the distinct regions depicted by RCAMc and
CAMp, PCCM is proposed to construct local foreground and
background prototypes, which contributes to the complement
of the target object and suppresses the background noise of
the prototype CAMs. To achieve this, our PCCM follows the
following pipeline:
Distinct Regions Locating. Compared to the RCAMc, CAMp

contains more portions belonging to the target object or
background. To identify the discrepancy between these two
CAMs, we simply subtract them as follows:

CAMd = ReLU(CAMp � RCAMc): (8)

Then, we construct a set D = fyijyi > �camg according to
the values yi in CAMd to include distinctly different pixels.

Although the above operation identifies the distinct positions
of the CAMs, it cannot distinguish whether these regions
belong to the foreground, background, or a combination of
both. In order to address this challenge, we propose a method
that first extracts two subsets from D, and then uses these
subsets to generate sub-prototypes. By evaluating the similarity
of these sub-prototypes with the class prototype Pc, we could
derive the final local prototypes.
Sub-Prototype Modeling. Two kinds of sub-prototypes are
modeled in PCCM. Firstly, the values in D are sorted in
descending order. Then, the top �% values are selected as
F = fyki

gi2f1:dNc��eg, and the bottom �% values are se-
lected as B = fyki

gi2fNc�dNc��e+1:Ncg, where fkigi2f1:Ncg
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represents the ordered indexes, and Nc denotes the cardinality
of the set D.

Subsequently, two types of sub-prototypes are generated by
aggregating features from different spatial locations included
in the corresponding subsets F and B:

Pst =

P
ki2F yki

FkiP
ki2F yki

; (9)

Psb =

P
ki2B yki

FkiP
ki2B yki

: (10)

Here, Pst/Psb represents the sub-prototype that characterizes
the feature distribution within regions exhibiting
significant/minor differences between CAMp and RCAMc.

Local Prototype Evolution. To generate high-quality local
prototypes, it is necessary to classify these sub-prototypes into
background or foreground ones. In PCCM, the category of
the sub-prototypes is decided by the cosine similarity between
each sub-prototype and the c-th class foreground prototype as
follows:

zt = sim hPst;Pci ; (11)

zb = sim hPsb;Pci ; (12)

where zt and zb represent the similarity between the corre-
sponding sub-prototypes and the classifier prototype Pc. By
comparing the values of zt and zb with two given thresholds,
�f and �b, the following cases can be discussed:
Case 1: When zt � �f and zb � �f , both sub-prototypes
represent the feature distribution of the false negative regions.
In this scenario, the local foreground prototype is generated
by aggregating all the elements in D as follows:

Pf =

P
ki2D yki

FkiP
ki2D yki

: (13)

Case 2: When zt � �b and zb � �b, both sub-prototypes
Pst and Psb represent the feature distribution of the false
positive regions. In this case, the local background prototype
is generated using all the elements in D:

Pb =

P
ki2D ykiFkiP
ki2D yki

: (14)

Case 3: When zt � �f or zb � �b, the sub-prototype Pst
represents the feature distribution of the false negative regions,
while Psb characterizes the feature distribution of the false
positive regions. In this situation, the local prototypes are
generated separately using the elements in F and B:

Pf =

P
ki2F yki

FkiP
ki2F yki

; Pb =

P
ki2B yki

FkiP
ki2B yki

: (15)

Case 4: When zb � �f or zt � �b, the sub-prototype Psb
represents the feature distribution of the false negative regions,
while Pst characterizes the feature distribution of the false
positive regions. In this situation, the local prototypes are
generated separately using the elements in B and F :

Pf =

P
ki2B yki

FkiP
ki2B yki

; Pb =

P
ki2F yki

FkiP
ki2F yki

: (16)

It should be noted that in case 3 and case 4, there is a
possibility that either Pf or Pb may not exist. We omit other
cases because we cannot classify these sub-prototypes into
local foreground or background prototypes.

Calibrated Prototype CAM Generation. The local proto-
types Pf and Pb represent regions where there are differences
between RCAMc and CAMp. The Pf prototype captures the
region of correlated pixels associated with the target objects
that need to be preserved, while the Pb prototype characterizes
the region of correlated pixels linked to the background that
should be disregarded. Finally, Calibrated Prototype CAM
(CCAMp) can be formulated as:

Ac = ReLU(sim hPf ; L(F1;F2;F3;F4)i)
�ReLU(sim hPb; L(F1;F2;F3;F4)i);

(17)

CCAMpc
= clip(

Ac
max(kAck)

+ CAMpc
; 0; 1); (18)

where Ac denotes the adjusted response map for complement-
ing the target object and removing the background noise on the
prototype CAM, which is the difference between the CAMs
generated by the local foreground prototype Pf and local
background prototype Pb with a ReLU activation function.
Next, Ac is normalized by its maximum value and added to the
original prototype CAM (CAMp) to achieve the final CCAMp.
The clip(�; 0; 1) function is employed to ensure that values
beyond the [0, 1] range are mapped within this interval.

D. Dual-CAM Consistency Loss

In this section, we introduce a Dual-CAM Consistency
(DCC) loss function to facilitate the mutual enhancement
between the RCAMc derived from the DCRM and the CCAMp

generated in the PCCM. In WSSS, the original classifier
CAMs only capture the most discriminative object areas, re-
sulting in incomplete foreground objects. Although our DCRM
module can mitigate this issue to some extent, the performance
of the refined classifier CAMs remains unsatisfactory. Concur-
rently, we construct the CCAMp in the PCCM module, which
is based on the RCAMc but can produce a more complete
CAM of the target object and suppress noise in the background
compared to the RCAMc. By minimizing the discrepancy
between the RCAMc and CCAMp, an intrinsic mechanism is
established for them to mutually reinforce each other. Utilizing
the CCAMp as supervision for the RCAMc allows for the
optimization of the feature extractor and classifier weights,
thereby improving the generation of RCAMc. Simultaneously,
enhanced RCAMc contributes to the quality enhancement of
class prototypes, facilitating the generation of CCAMp. We
employ ‘1-normalization to maintain consistency between the
RCAMc and the CCAMp, given as:
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(e)

(f)

II: Prototype CAM needs denoise.I: Prototype CAM needs complements.

(g)

Fig. 3: CAM results on PASCAL VOC 2012 under two conditions. (a) input image, (b) prototype CAM (SIPE [5]), (c)
our prototype CAM (CAMp), (d) refined classifier CAM (RCAMc), (e) local prototype CAM, (f) calibrated prototype CAM
(CCAMp), (g) ground truth.

Ldcc =

jCjX
c=1

kCCAMpc � RCAMcck1: (19)

We utilize the DCC loss, together with the multi-label
classification loss Lcls, during the training process to train
the model. The overall loss function is defined as:

Ltotal = Lcls + �Ldcc; (20)

where � is the weighting parameter to balance these losses.
The multi-label soft margin classification loss Lcls is com-
puted as:

Lcls =
1

jCj

jCjX
c=1

lc log
�
sigmoid

�
GAP

�
�T

c F
���

+ (1� lc) log
�
1� sigmoid

�
GAP

�
�T

c F
���

;

(21)

where jCj denotes the cardinality of the foreground class set C,
and lc represents the label for the c-th class. GAP (�) function
denotes global average pooling.

IV. EXPERIMENTS

A. Experiment Settings

Datasets and evaluation metrics. Our experimental evalua-
tion includes two widely used benchmarks in WSSS, namely
PASCAL VOC 2012 [1] and MS COCO 2014 [2]. PASCAL
VOC 2012 comprises 20 object categories and 1 background

TABLE I: Evaluation (mIoU (%)) of different localization
maps and pseudo-labels on PASCAL VOC 2012 train set.

Method
PASCAL VOC

CAM CRF Mask

IRNCVPR’19 [12] 48.8 54.3 66.3
SEAMCVPR’20 [4] 55.4 56.8 63.6
CONTANIPS’20 [15] 48.8 - 67.9
AdvCAMCVPR’21 [10] 55.6 62.1 68.0
RIBNIPS’21 [16] 56.5 62.9 70.6
CLIMSCVPR’22 [17] 56.6 62.4 70.5
ESOLNIPS’22 [18] 53.6 61.4 68.7
SIPECVPR’22 [5] 58.6 64.7 68.0
AEFTECCV’22 [22] 56.0 63.5 71.0
AMNCVPR’22 [19] 62.1 65.3 72.2
OAMTCSVT’23 [57] 57.0 62.9 70.0
LPCAMCVPR’23 [20] 65.3 - 72.7

CPMC (Ours) 66.0 69.5 73.6

category. It consists of 1464 training images, 1,449 validation
images, and 1,456 test images. Following previous studies [8],
[5], [4], [10], we utilize the extended training set SBD [9],
which contains 10,582 training images. MS COCO 2014
contains 81 categories, including 1 background category, with
a training set consisting of 82,783 images and a validation
set with 40,504 images. For the generation of pseudo-labels,
we rely solely on image-level ground-truth labels. The mean
Intersection-over-Union (mIoU) serves as the evaluation met-
ric to assess the performance of approaches in all experiments.
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Implementation Details. In the process of generating pseudo-
labels, we leverage the ResNet50 [11] model pre-trained on
the ImageNet dataset [13]. We employ the same augmentation
strategies, including random flipping, random scaling, and
cropping following previous approaches [5], [10]. The training
is performed using SGD optimizer for a total of 6 epochs,
with a momentum of 0.9 and a weight decay of 1e-4 on a
single Nvidia TITAN RTX GPU with 24GB memory, using a
batch size of 16. Specifically, we set the learning rates for the
backbone and the newly added layers to 0.1 and 1, respectively.
Furthermore, a poly learning scheduler with a power of 0.9
is utilized for the learning rate. The thresholds �c; �f and
�b are set to 0.1, 0.9 and 0.5, respectively. The � used to
select top/bottom values is set to 20. Different from the post-
processed method IRN [12] in PASCAL VOC 2012 [1], we
replace it with DenseCRF [6] due to the large computation cost
in MS COCO 2014 [2] dataset following SIPE [5]. For further
training with DeepLabV2, we use the same setting following
previous works [5], [17].

B. Comparison with the State-of-the-art

Comparison of Pseudo-label Quality. We evaluate the quality
of several types of localization maps: CAM, CRF and pseudo-
labels, to validate the efficiency of our method on the PASCAL
VOC 2012 training set. Tab. I demonstrates our method
surpasses all other WSSS methods in the quality of CAMs,
achieving a state-of-the-art 66.0% mIoU performance. Further-
more, we compare the performance of various post-processed
CAMs to highlight the consistent improvements achieved by
our CPMC method. The original CAM is first refined by
DenseCRF [6] (denoted as CRF) and further processed by
IRN [12] to generate the pseudo masks (denoted as Mask).
The experimental results presented in Tab. I indicate that both
of these two post-processed methods yield better results com-
pared to previous works. To further illustrate this, we provide
the comparison of qualitative results of CAMs generated by
our method with those generated by SIPE [5] in Fig. 3. We
also present the visualization of the obtained pseudo-label
results in two different conditions. As depicted in Fig. 4, our
proposed method demonstrates the capability to generate more
complete pseudo-labels compared to the approach proposed by
SIPE [5] in ten diverse scenarios. Additionally, Fig. 5 provides
additional visualizations of the pseudo-labels, highlighting
the effectiveness of our method in suppressing background
noise contrast to SIPE [5]. Furthermore, our method exhibits
remarkable performance even in some challenging scenarios
involving co-occurring objects, such as trains and rails, ships
and water bodies, as well as airplanes and sky, as illustrated
in Fig. 5.
Comparison of Segmentation Performance. In WSSS,
pseudo masks post-processed by the DenseCRF [6] and
IRN [12] are further used to train the semantic segmentation
model in a fully supervised manner [56], [17], [5]. Tab. II
demonstrates the quantitative segmentation performance of
our method and recent state-of-the-art WSSS methods on
PASCAL VOC 2012 and MS COCO 2014 datasets. It shows
that our method outperforms all other baseline methods on

TABLE II: Evaluation (mIoU (%)) of segmentation perfor-
mances on PASCAL VOC 2012 and MS COCO 2014.

Method VOC MS COCO
val test val

SEAMCVPR’20 [4] 64.5 65.7 31.9
AdvCAMCVPR’21 [10] 68.1 68.0 42.6
PPC+SEAMCVPR’22 [23] 67.7 67.4 33.2
ReCAMCVPR’22 [24] 68.5 68.4 -
URNAAAI’22 [50] 69.5 69.7 40.7
SIPECVPR’22 [5] 68.8 69.7 43.6
ESOLNIPS’22 [18] 69.9 69.3 42.6
AMNCVPR’22 [19] 69.5 69.6 44.7
W-OoDCVPR’22 [51] 70.7 70.1 -
AEFTECCV’22 [22] 70.9 71.7 44.8
OAMTCSVT’23 [57] 70.3 69.8 -
FPRICCV’23 [48] 70.0 70.6 43.9
OCR+SEAMCVPR’23 [52] 67.8 68.4 -
EPGTCSVT’24 [33] 67.3 67.5 -
LPCAMCVPR’23 [20] 70.1 70.4 45.5

CPMC (Ours) 71.2 72.1 45.9

TABLE III: Ablation study of CPMC components on PASCAL
VOC 2012 using CAM results. Base: the original classifier
CAM.

Condition Base DCRM PCCM mIoU (%)

I X 55.1
II X X 62.8
III X X 61.7
IV X X X 66.0

TABLE IV: Ablation study of DCRM module on PASCAL
VOC 2012 using CAM results. PCM: the standard PCM
module.

Condition Base PCM DCRM mIoU (%)

I X 55.1
V X X 59.2
VI X X 62.8

TABLE V: Ablation study of PCCM on PASCAL VOC 2012
using CAM results. FG denotes local foreground prototypes
are utilized. BG denotes local background prototypes are
utilized.

Condition Base + DCRM BG FG mIoU (%)

II X 62.8
VII X X 64.2
VIII X X 65.1
IV X X X 66.0

these two popular datasets and achieves new state-of-the-art
performance.

C. Ablation Studies

In Tab. III, we first validate the efficacy of different com-
ponents within our CPMC framework using the performance
of generated CAMs. In setting II, DCRM boosts the mIoU
by 7.7% compared to the original classifier CAM, and PCCM
contributes to a 4.6% mIoU improvement in setting III. These
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Fig. 4: Visualization of pseudo-label results in PASCAL VOC 2012 and MS COCO 2014. Our pseudo-labels are more complete
than SIPE [5]. (a) image, (b) pseudo-label result from SIPE [5], (c) our pseudo-label result, (d) ground truth.
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Fig. 5: Visualization of pseudo-label results in PASCAL VOC 2012 and MS COCO 2014. Our pseudo-labels have less
background noise than SIPE [5]. (a) image, (b) pseudo-label result from SIPE [5], (c) our pseudo-label result, (d) ground truth.

results illustrate the effectiveness of these two components.
Moreover, the best performance is attained when both com-
ponents are combined, indicating that they have the ability to
mutually enhance one another.

In Tab. IV, we evaluate the effectiveness of our DCRM by
comparing it to the standard PCM [4] that only performs single
step refinement. In setting V, the standard PCM approach

improves the mIoU score of the initial CAMs by 4.1%. In
setting VI, our DCRM enhances the mIoU score of the initial
CAMs by 7.7%, which highlights the effectiveness of our
proposed interactive refinement strategy.

In Tab. V, we measure the performance of using different
local prototypes in PCCM. In setting VII, the utilization of
the local background prototype (BG) can bring an increase of


