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Abstract— This paper presents a comparison between the
recently proposed KalmanNet for dynamic state estimation
with unknown measurement and dynamic noise covariance
matrices, and a classic approach to solve this problem. Given
known transition and measurement functions and a training
data set that consists of sequences of ground truth states and
the associated measurements, KalmanNet learns the parameters
of a network that aims to compute the Kalman gain. The
classic approach we consider is to estimate the noise covariance
matrices via maximum likelihood estimation (MLE) during
training. Then, a Kalman filter with the estimated covariance
matrices is used during testing (Kalman-MLE). The benefits of
Kalman-MLE versus KalmanNet are shown via experiments in
two linear-Gaussian systems, and a non-linear system.

I. INTRODUCTION

Classically, filtering algorithms refer to a class of methods
which estimate the state of a dynamic system which is
indirectly observed through noise measurements [1]. This
extends to Bayesian filtering, which refers to the Bayesian
method of formulating a filtering problem. Applications of
Bayesian filtering are, for example: sensor fusion, which
focuses on the fusion of data from various sensors to estimate
variables such as position or orientation of an object; target
tracking, in order to track position and velocity of a moving
object [2]–[4], as well as other applications such as risk
assessments in finance to estimate the likelihood of various
economic events such as stock market movements.

Standard filtering algorithms assume known noise
statistics. For example, the particle filter assumes knowledge
of the transition density and the likelihood, requiring a full
statistical characterisation of the noise [1]. The Kalman
filter [5], which is the Bayesian filter for linear/Gaussian
models, also assumes knowledge of the process and
measurement covariance matrices [6]. Gaussian filters for
non-linear/non-Gaussian models can be obtained via Kalman
filter extensions that differ in how the system linearisation
is performed. Gaussian filters of this kind are, for example,
the extended Kalman filter [7], the unscented Kalman filter
[8], the iterated extended Kalman filter [9] and the iterated
posterior linearisation filter [10]. These filters also assume
knowledge of the process and measurement covariance
matrices.
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While in some applications, these noise statistics are
known, it is also important to develop filters that can
estimate the process and measurement noise matrices from
the data while filtering. Examples of this include [11],
which investigates an adaptive variational Bayesian moving
horizon estimation method. Similarly, reference [12] applies
variational Bayesian methods, and results in a Kalman filter
where a fixed-point iteration is used to estimate the statistics
of the unknown noise covariances. In the non-linear case, the
work in [13] formulates an adaptive square root quadrature
filter to estimate the measurement noise covariance matrix.

A recursive covariance estimation algorithm is used to
obtain estimations of the unknown noise covariances in [14].
Paper [15] presents a variational Bayesian-based adaptive
Kalman filter for linear Gaussian state space models where
the process and measurement noise covariance matrices are
modelled with inverse Wishart distributions.

It is also possible to estimate the process and measurement
noise matrices, and actually other parameters, using sigma-
point Kalman filters or smoothers in combination with
different parameter estimation approaches, for instance,
a gradient-based maximimisation of the (log)-likelihood,
the expectation maximisation algorithm and a gradient-
based maximimisation of the (log)-likelihood using Fisher’s
Identity [16] and [1].

A recent alternative to perform filtering with unknown
process and measurement noise covariance matrices is
KalmanNet [17]. KalmanNet assumes knowledge of the
possibly non-linear dynamic and measurement functions.
KalmanNet propagates the mean of the state given past
measurements making use of a neural network that aims to
learn the Kalman gain. Contrary to the previously reviewed
approaches that estimate the noise covariance matrices while
filtering without access to the ground truth states, KalmanNet
first uses training data that is composed of sequences of
ground truth states and measurements with the aim of
learning the Kalman gain. Then, KalmanNet uses the learnt
version of the Kalman gain to estimate the current state
given past measurements during testing, though it does not
compute the covariance matrix of the state.

Motivated by the development of KalmanNet and the
training set it uses, in this paper, we compare KalmanNet
with a conventional signal processing approach to tackle
this state estimation problem. Specifically, we first use the
training data set to estimate the dynamic and measurement
noise matrices using maximum likelihood estimation (MLE)
[18]. The MLE of these quantities can be obtained in
closed-form using standard optimisation results. The MLE



is also inexpensive to calculate. Once the MLE is calculated
using the training set, we can use one of the above-
mentioned Gaussian filters to estimate the state given the past
measurements in the test set. We refer to this conventional
approach to state estimation as Kalman-MLE.

The purpose of this paper is to compare the state
estimation performances of KalmanNet and Kalman-MLE.
We show that for linear, non-linear and Gaussian models,
the Kalman-MLE approach outperforms KalmanNet, at a
fraction of the computational complexity.

The rest of the paper is organised as follows. Section
II presents the problem formulation and background
information. Sections III and IV present Kalman-MLE and
KalmanNet, respectively. Section V shows the experimental
results and Section VI concludes the paper.

II. PROBLEM FORMULATION AND BACKGROUND

This paper deals with parameter estimation in a Markovian
system observed by noisy measurements, as in the standard
Bayesian filtering models [1]. The target state at time step
k is denoted by xk ∈ Rnx . The target state at time step
k is observed with a noisy measurement zk ∈ Rnz . The
target moves with a transition density gθg (xk|xk−1), which
indicates how a state evolves from a state xk−1 to a state
xk and depends on the parameter θg . The density of the
measurement given the target state is lθl (zk|xk), which
depends on the parameter θl.

In this paper, the aim is to estimate the state xk given past
measurements, which is referred to as a Bayesian filtering
problem. To deal with the unknown parameters (θg, θl),
we follow the procedure in KalmanNet [17]. That is, we
are given M sample sequences of ground truth states and
measurements of length T , which are indexed by i and
denoted by: (

xi
0:T , z

i
1:T

)
(1)

where the sequence of states for the i-th sample is given by:

xi
0:T =

(
xi
0, ..., x

i
T

)
(2)

and the corresponding measurements are given by:

zi1:T =
(
zi1, ..., z

i
T

)
(3)

This paper compares two methods to solve the filtering
problem when the parameters (θg, θl) correspond to the
covariance matrices of the process and measurement noises
[1]. The two methods of the comparison are MLE of (θg, θl),
followed by Kalman filtering, and the neural network model
KalmanNet, which aims to learn the Kalman gain while
training and directly provides an estimate of the state xk

while filtering. We proceed to review these methods.

III. KALMAN-MLE

This section presents Kalman-MLE. The section first
reviews the MLE of the parameters (θg, θl) based on
a training data set with the ground truth sequence of
states and measurements, given by (2) and (3). We first
present the general case in Subsection III-A. Then, we

present the estimation of the measurement and process
covariance matrices for additive noise Gaussian models in
Subsection III-B. Finally, Subsection III-C presents Kalman-
MLE, which combines the estimation of these parameters
with the Kalman filter to estimate the state in the test set.

A. General Case

The joint density of (x0:T , z1:T ) is:

pθg,θl (x0:T , z1:T )

= p (x0)

T∏
k=1

gθg (xk|xk−1)

T∏
k=1

lθl (zk|xk) (4)

Assuming independence of the M different sequences of
states and measurements in (1)-(3), their joint density is:

pθg,θl
(
x1:M
0:T , z1:M1:T

)
=

M∏
i=1

[
p
(
xi
0

) T∏
k=1

gθg
(
xi
k|xi

k−1

) T∏
k=1

lθl
(
zik|xi

k

)]
(5)

The MLE of the parameters is then(
θ̂g, θ̂l

)
= argmax

(θg,θl)

[
M∏
i=1

p
(
xi
0

)
T∏

k=1

gθg
(
xi
k|xi

k−1

) T∏
k=1

lθl
(
zik|xi

k

)]
(6)

Therefore

θ̂g = argmax
θg

M∏
i=1

T∏
k=1

gθg
(
xi
k|xi

k−1

)
(7)

θ̂l = argmax
θl

M∏
i=1

T∏
k=1

lθl
(
zik|xi

k

)
(8)

In a logarithmic scale, we can write the MLE as:

θ̂g = argmax
θg

M∑
i=1

T∑
k=1

ln gθg
(
xi
k|xi

k−1

)
(9)

θ̂l = argmax
θl

M∑
i=1

T∑
k=1

ln lθl
(
zik|xi

k

)
(10)

B. Estimation of the measurement and process noise
covariance matrices

In this paper, we focus on additive Gaussian models and
the estimation of the covariance matrices of the process and
measurement noises. In this case, the state space model has
the dynamic and measurement equations [1]:

xk = f(xk−1) + wk (11)

zk = h(xk) + vk (12)

where f(·) is the known dynamic function, h(·) is the known
measurement function, wk is the zero-mean Gaussian process
noise with covariance matrix Q, and vk is the zero-mean
Gaussian measurement noise with covariance matrix R. The
parameters to estimate are: θg = Q, and θl = R.



The transition and measurement densities of the state space
model (11)-(12) can be written as:

gθg (xk|xk−1) = N (xk; f (xk−1) , Q) (13)

lθl (zk|xk) = N (zk;h (xk) , R) (14)

where N (x; a,Q) is a Gaussian density with mean a and
covariance matrix Q, evaluated at x. Then, taking the
logarithms of (13) and (14), we obtain:

ln gθg (xk|xk−1) = −nx

2
ln (2π)− 1

2
ln (|Q|)

− 1

2
(xk − f (xk−1))

T
Q−1 (xk − f (xk−1)) (15)

ln lθl (zk|xk) = −nz

2
ln (2π)− 1

2
ln (|R|)

− 1

2
(zk − h (xk))

T
R−1 (zk − h (xk)) (16)

Then, using equations (9) and (10), the MLE estimates of Q
and R are obtained by:

Q̂ = argmin
Q

[MT ln (|Q|)+

M∑
i=1

T∑
k=1

(
xi
k − f

(
xi
k−1

))T
Q−1

(
xi
k − f

(
xi
k−1

))
] (17)

R̂ = argmin
R

[MT ln (|R|)+

M∑
i=1

T∑
k=1

(
zik − h

(
xi
k

))T
R−1

(
zik − h

(
xi
k

))
] (18)

Then the MLE estimate of Q is: [19, Sec. 4.2.6.2]

Q̂ =
1

MT

M∑
i=1

T∑
k=1

(
xi
k − f

(
xi
k−1

)) (
xi
k − f

(
xi
k−1

))T
(19)

The analogous result obtained for R is:

R̂ =
1

MT

M∑
i=1

T∑
k=1

(
zik − h

(
xi
k

)) (
zik − h

(
xi
k

))T
(20)

Equations (19) and (20) can be implemented by performing
sums of matrix transpose outer vector products.

C. Kalman-MLE

Once we have estimated Q and R using (19) and (20)
based on the training set, we can now use the estimated
Q and R to perform state estimation. That is, for a new
sequence of measurements z1:k that have not been available
during training, we can use the Kalman filter, or a non-linear
extension if the functions f(·) and h(·) are non-linear, to
estimate xk up to time step k [1]. The procedure of first
estimating Q and R based on a training set of the form
(1), and then applying a Kalman filter with these estimated
parameters in the testing set is referred to as Kalman-MLE
in this paper.

IV. KALMANNET

KalmanNet is a neural network for state estimation in
models of the form (11) and (12) for known dynamic and
measurement functions f(·) and h(·), and unknown noise
covariances Q and R. In particular, KalmanNet also uses a
training set of the form (2) and (3) which contains ground
truth trajectories and received measurements. However,
instead of directly estimating Q and R via the MLE
framework as in (19) and (20), KalmanNet uses a neural
network that aims to learn the Kalman filter gain.

In Subsection IV-A, we explain the KalmanNet recursion,
and in Subsection IV-B, we explain the KalmanNet
architecture and training.

A. KalmanNet recursion

The KalmanNet recursion propagates the predicted mean
and updated mean at each time step. The predicted mean at
time step k given the measurements up to time step k − 1
is denoted by x̂k|k−1 . The updated mean at time step k
given the measurements up to time step k is denoted by x̂k|k.
Contrary to Gaussian filtering solutions, KalmanNet does
not propagate the covariance matrices through the filtering
recursion.

Given the updated mean at time step k − 1, KalmanNet
computes the predicted mean at time step k as:

x̂k|k−1 = f(x̂k−1|k−1) (21)

Given the predicted mean at time step k, KalmanNet
computes the updated mean at time step k as

x̂k|k = x̂k|k−1 +Kk ·∆zk (22)

where
∆zk = zk − ẑk|k−1 (23)

represents the measurement residual, ẑk|k−1 is the
(approximated) predicted measurement given by

ẑk|k−1 = h(x̂k|k−1) (24)

and the Kalman gain Kk is given by the KalmanNet neural
network, which is explained in the next subsection.

B. KalmanNet architecture and training

Reference [17] provides two architectures to compute the
Kalman gain in KalmanNet. In this analysis, we focus on
architecture 1.

The diagram of the KalmanNet neural network to compute
the Kalman gain is shown in Figure 1. The inputs of the
network contain information of the state estimate x̂k−1 and
the observations zk. In the case of the architecture taken from
[17], at time step k, these input features are the measurement
residuals given by (23), and the forward update difference

∆x̂k−1 = x̂k−1|k−1 − x̂k−1|k−2 (25)

which represents the difference between the posterior state
estimate and prior state estimate at time step k−1. Reference
[17] also discusses other possible input features that are a
variation of the above. It should be noted however, that the



Fig. 1: KalmanNet architecture to compute the Kalman gain. The block
Z−1 indicates a one time step delay, hk is a hidden state vector at
time step k, ∆x̂k−1 and ∆zk represent inputs given by (23) and (25),
and Kk is the output Kalman gain. The fully connected layers 1 and
2 have ReLU activation functions, while the fully connected layer 3
does not have activation functions. It should be noted that Figure 3 in
[17] does not show the fully connected layer 2. We have added it to
the diagram as this layer is included in the provided code in [17].

true Kalman gain [1] is actually a function of the predicted
mean, the predicted covariance matrix, the measurement
function and the measurement noise, but it does not depend
on zk.

The network has four layers. The first layer is a fully
connected input layer, which maps the inputs to higher
dimensions. This layer has rectified linear unit (ReLU)
activation functions [20]. The second layer is a gated
recurrent unit (GRU) layer [21]. The third layer is another
fully connected layer with a ReLU activation function.
Finally, the output layer is another fully connected linear
layer, which resizes the output to the required dimensions of
the Kalman gain (which is a matrix of size nx × nz).

As mentioned before, KalmanNet is trained with a training
set of the form (2) and (3). For each trajectory, i, the
regularised mean square error loss function for the trainable
parameters Θ is used [17]:

i(Θ) =
1

T

T∑
k=1

||x̂i
k|k(Θ)− xk||2 + γ||Θ||2 (26)

where γ ≥ 0 is a regularisation coefficient and x̂i
k|k(Θ) is the

updated mean provided by the KalmanNet with parameters
Θ. In order to train the network, a variant of mini-batch
stochastic gradient descent is used. For every batch, indexed
by k, M trajectories out of the N trajectories are randomly
chosen, with indices ik1 ....i

k
M , such that the k-th batch loss

function is

Lk(Θ) =
1

M

M∑
j=1

likj (Θ) (27)

KalmanNet then uses the backpropogation through time
(BPTT) algorithm for training [22]. In the architecture used
in the numerical results in our paper, we use variation V2 in
Sec. III.D in [17] to apply BPTT in training. That is, a given
data set of long trajectories is divided up into multiple shorter
trajectories, which are then shuffled and used for training.

V. EXPERIMENTAL RESULTS

In this section, we compare Kalman-MLE with
KalmanNet via experimental results. The implementation of
KalmanNet is the official implementation of architecture 1 in
[17]. Kalman-MLE and KalmanNet have been implemented
in the PyTorch [23] machine learning framework.

In Section V-A, we explain the performance evaluation
criteria. In Section V-B, we analyse the linear/Gaussian
scenario in [17]. In Section V-C, we analyse a tracking
example with a nearly constant velocity model. In Section
V-D we analyse a non-linear tracking example with range-
bearings measurements.

A. Performance evaluation

In order to analyse and compare the performances of the
two different methods of state estimation for unknown noise
covariance matrices, the root mean square error (RMSE) was
calculated at each time step.

RMSE(k) =

√√√√ 1

S

S∑
i=1

(xi
r,k)

T · (xi
r,k) (28)

where
xi
r,k = xi

k − x̂i
k|k (29)

and S is the number of test sequences.
In addition, an overall RMSE across all timesteps was

calculated, where these individual square errors at each time
step were summed up across all time steps, then divided by
the number of time steps to obtain an RMSE across all steps.

RMSE =

√√√√ 1

TS

T∑
t=1

S∑
i=1

(xi
r,k)

T · (xi
r,k) (30)

where T is the total number of time steps.

B. Scenario 1: linear and Gaussian example

The first test scenario is the same scenario as in [17],
analysing different values of Q and R. In this case, a
two-dimensional state xk is considered. The state transition
function and measurement are given by:

f(xk−1) = Fxk−1 (31)

F =

(
1 1
0 1

)
(32)

h(xk) = Hxk (33)

H =

(
1 0
0 1

)
(34)

where their respective noises Q = q2 × I2 and R = r2 × I2.
The prior at time step 0 has mean [0, 0]T and covariance
matrix 02, meaning that the initial state is known, as in
the experiments in [17]. The number of time steps of the
simulation is T = 100. The training, cross validation and
testing sequences were obtained by sampling from this



model. In this scenario, 1000 training sequences, 100 cross
validation sequences and 200 test sequences were used. The
cross validation sequences were omitted from the Kalman-
MLE training.

In the numerical examples in [17], and also in our paper,
the hidden state hk of the GRU in KalmanNet has dimensions
(n2

x + n2
z) · 10, where nx and nz are the dimensionality of

the state and the measurement respectively. Fully connected
layers 1, 2 and 3 have a neuron number of:

n1 = (nx + nz) · 10 · 8 (35)

n2 = (nx · nz) · 4 (36)

n3 = nx · nz (37)

where in the case of this scenario 1, nx = 2 and nz = 2.
In total, scenario 1 has 99172 trainable parameters. A batch
size of 30, learning rate of 10−3 and weight decay of 10−5

remained constant. There were 500 epochs used in all runs in
scenario 1. The optimizer used is the Adam optimizer [24].

We have tested the Kalman filter with the known
parameters (which is the optimal filter and is used as a
baseline), Kalman-MLE and KalmanNet. Test runs were
completed with various values of q and r. The overall
RMSEs of each sequence (across all time steps) from the
ground truth were calculated and shown in Table I. Kalman-
MLE performs similarly to the Kalman filter. KalmanNet
works well in some of the settings, especially with r = 0.1,
but its performance can degrade for larger values of r,
diverging in 4 experiments.

TABLE I: RMSE of Kalman Filter, KalmanNet and Kalman-MLE in
scenario 1. In the cases where KalmanNet did not provide reasonable
trajectory estimates (with RMSE below 1000), a ’D’ is noted.

q r Kalman Filter KalmanNet Kalman-MLE

0.001 0.1 0.034 0.038 0.034
0.001 0.2 0.056 0.441 0.056
0.001 0.3 0.074 D 0.074
0.01 0.1 0.061 0.062 0.061
0.01 0.2 0.104 0.109 0.104
0.01 0.3 0.139 D 0.138
0.02 0.1 0.073 0.074 0.073
0.02 0.2 0.122 0.124 0.122
0.02 0.3 0.165 0.182 0.165
0.03 0.1 0.081 0.081 0.081
0.03 0.2 0.133 D 0.134
0.03 0.3 0.181 D 0.181

Apart from analysing the RMSE across all time steps, it
is important to analyse the performance across time. Figures
2 and 3 show the RMSE against time for KalmanNet and
Kalman-MLE. Figure 2 shows a case in which KalmanNet
and Kalman-MLE have similar performance. Figure 3 shows
a case where Kalman-MLE clearly outperforms KalmanNet.
Overall, KalmanNet can work well in some scenarios, but it
works worse than Kalman-MLE.

C. Scenario 2: linear and Gaussian target tracking

The experiments run in scenario 2 are based upon
trajectories generated using a nearly constant velocity model
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Fig. 2: RMSE at every timestep of Kalman-MLE and KalmanNet for
q = 0.02 and r = 0.2 in scenario 1.
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Fig. 3: RMSE at every timestep of Kalman-MLE and KalmanNet for
q = 0.02 and r = 0.3 in scenario 1.

[4]. The simulated data created a linear tracking system,
through the use of a dynamic model, measurement model
and their respective noises Q and R. In this model, a state
xk = [pxk, v

x
k , p

y
k, v

y
k ]

T is used which includes positions in
x and y, and their respective velocities. The state transition
function and its respective covariance are given by:

f(xk−1) = Fxk−1 (38)

F =


1 τ 0 0
0 1 0 0
0 0 1 τ
0 0 0 1

 (39)

Q = σ2
u ·


τ3/3 τ2/2 0 0
τ2/2 τ 0 0
0 0 τ3/3 τ2/2
0 0 τ2/2 τ

 (40)

(41)

where the sampling time τ = 0.5 for all experimental runs,
and σu = 0.001.



The prior at time step 0 is a Gaussian:

p(x0) = N (x0; x̄0, P0) (42)

where x̄0 = [0, 2, 0, 2]T and P0 = diag([1, 0.1, 1, 0.1]).
Then, the sensor takes positional measurements with the

parameters:
h(xk) = Hxk (43)

H =

(
1 0 0 0
0 0 1 0

)
(44)

R =

(
0.5 0
0 0.5

)
(45)

where H is the measurement transition matrix, and R is the
associated covariance matrix.

The synthetic trajectories and measurements used in the
experiments were sampled from the above dynamic and
measurement model. In total, 1600 simulated trajectories
were generated. These were divided up into a training set
of 1000 sequences, a cross-validation set of 400 sequences
(only used in KalmanNet), and a testing set consisting of
200 sequences. Kalman-MLE was trained on the training set
and tested on the test set, and the cross-validation set was
not used. KalmanNet was trained on the same training set as
Kalman-MLE, and also cross validated on the 400 sequence
cross-validation set, before being tested on the same test set
as Kalman-MLE.

In KalmanNet, the number of epochs (NE) were set to
200 and 400 for different test runs. KalmanNet has the
same architecture as in scenario 1, but with nx = 4 and
nz = 2, and the different transition matrices. In total, there
are there are 418,656 trainable parameters in this version of
KalmanNet. Scenario 2 uses a batch size of 50, a learning
rate of 10−3 and weight decay of 10−5. The optimizer used
is the Adam optimizer [24].

Test runs were conducted with T ∈ {25, 50, 100}. We
first show illustrative estimates of KalmanNet and Kalman-
MLE where T = 50 in Figure 4. It can be seen visually that
Kalman-MLE offers better estimates than KalmanNet. We
proceed to analyse the difference in performance between
these two methods via RMSE analysis.

Figure 5 shows the RMSE against time for KalmanNet
and Kalman-MLE when the considered sequences are T =
100 time steps long. It can be seen that Kalman-MLE offers
superior performance at all time steps and that there is a
peak in RMSE at lower time steps. The difference in RMSE
between both filters settles to a relatively constant value,
regardless of time step.

The overall RMSEs across all time steps are shown in
Table II. The process noise parameter multiplier (σu) and
sequence length T were varied in order to run this experiment
with synthetic trajectories (used in training and testing)
with different amounts of noise. The KalmanNet method is
outperformed by the Kalman-MLE method in every situation.
It is also evident that larger noise levels in the process model
impact the performance of the KalmanNet method negatively
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Fig. 4: KalmanNet and Kalman-MLE filter estimates plotted against
the ground truth and sensor measurements for one trajectory where
T = 50 in scenario 2.
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Fig. 5: RMSE at every timestep of Kalman-MLE and KalmanNet for
T = 100 and σu = 1 in scenario 2.

in comparison with the performance of Kalman-MLE. In
particular this happens for longer simulations. Therefore,
this may suggest that KalmanNet may work worse in longer
time series as it does not keep explicit information on the
covariance matrix. Accurate covariance matrix information
is key for consistency and convergence in conventional
Kalman-filter type algorithms.

Finally, we present an analysis of the computational
burden of each method, measured by the time it takes to
train and test both algorithms. KalmanNet values are shown
for 400 epochs while training. These times are shown in
Table III and have been obtained running the algorithms in a
desktop with a 3.60 GHz AMD Ryzen 5 5500 and a GeForce-
RTX4070 graphics card.

D. Scenario 3: range-bearings target tracking

This scenario considers a nonlinear measurement model
and compares KalmanNet with Kalman-MLE, in conjunction
with the extended Kalman filter [1] while testing, which
we refer to as E-Kalman-MLE. We consider the same state
and dynamic model as in the previous scenario with a prior



TABLE II: RMSE across all steps for Kalman-MLE and KalmanNet for
scenario 2. In the cases where KalmanNet did not provide reasonable
trajectory estimates (with RMSE below 1000), a ’D’ is noted.

T σu Kalman-MLE KalmanNet

200 epochs 400 epochs

0.001 0.529 3.536 0.609
25 0.1 0.545 0.695 0.648

1 0.796 0.810 0.815
0.001 0.432 2.033 0.567

50 0.1 0.549 0.564 0.611
1 0.797 3.664 0.824

0.001 0.346 D D
100 0.1 0.533 D D

1 0.796 D 0.963

TABLE III: Training and testing time of each method in scenario 2
(hours:minutes:seconds)

T Kalman-MLE KalmanNet with NE = 400

Training Testing Training Testing

25 00:00:01 00:00:01 02:28:40 00:00:12
50 00:00:07 00:00:01 04:57:41 00:00:23
100 00:00:04 00:00:01 11:02:24 00:00:48

mean at time step 0 of x̄0 = [100, 1, 0, 2]T and covariance
matrix P0 = diag([1, 0.1, 1, 0.1]). The measurement model
is a range bearing observation with equation [1]:

zk =

(√
x1,k

2 + x3,k
2

arctan
(

x3,k

x1,k

) )
︸ ︷︷ ︸

h(xk)

+

(
v1,k
v2,k

)
︸ ︷︷ ︸

vk

(46)

where h(xk) amd vk are as described in equation (12). The
noise of this measurement model is given by:

R =

(
2 0
0 ( π

1800 )
2

)
(47)

KalmanNet has the same architecture as in the previous
section (though with a different h(·)), with 418,656 trainable
parameters. The hyperparameters are the same as in scenario
2.

TABLE IV: RMSE across all time steps for E-Kalman-MLE and
KalmanNet for scenario 3. In the cases where KalmanNet did not
provide reasonable trajectory estimates (with RMSE below 1000), a
’D’ is noted.

T σu E-Kalman-MLE KalmanNet

200 epochs 400 epochs 800 epochs

0.001 0.373 1.313 1.645 0.837
25 0.1 0.477 1.846 1.037 1.019

1 0.859 42.554 4.719 2.960
0.001 0.302 9.981 49.633 1.785

50 0.1 0.420 15.940 8.021 5.463
1 1.045 549.794 D 379.7

0.001 0.420 D D D
100 0.1 0.419 D D D

1 1.025 D D D

The RMSE across all time steps for different sequence
lengths, process noise, and training epochs for KalmanNet
are provided in Table IV. It can again be seen that E-
Kalman-MLE offers superior performance when compared
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Fig. 6: RMSE at every timestep of E-Kalman-MLE and KalmanNet
for T = 50 and σu = 0.001 in scenario 3, with NE = 200.

to KalmanNet. It is also clear that for larger sequence lengths
T , KalmanNet does not work well in this example, as it does
not provide the reasonable output (with RMSE below 1000).
Larger numbers of epochs in the training of KalmanNet
appear to improve the results but are still far from E-Kalman-
MLE.

Figure 6 shows the RMSE against time for KalmanNet and
E-Kalman-MLE when the considered sequences are T = 50
time steps long. It shows that E-Kalman-MLE has superior
performance across all time steps.

VI. CONCLUSIONS

The contribution of this paper is a comparative analysis of
performance between the recently proposed KalmanNet and
a standard signal processing approach to solve the problem of
state estimation with unknown covariance matrices (Kalman-
MLE). While KalmanNet makes use of a neural network
that aims to estimate the Kalman gain, Kalman-MLE uses
MLE to estimate the covariance matrices of the dynamic and
process noises during training, and then runs a Kalman filter
forward during the test phase.

The experimental comparisons have been performed in
two linear and Gaussian scenarios, and also in a non-linear
scenario, in which Kalman-MLE is used with the extended
Kalman filter. It is shown that Kalman-MLE generally has
better performance than KalmanNet at a fraction of the
computational cost. Future work will study the comparison
of KalmanNet and Kalman-MLE approaches in non-linear
scenarios, but using a more advanced Gaussian filter in the
testing phase for Kalman-MLE, for instance, the unscented
Kalman filter or the iterated posterior linearisation filter.

It should also be mentioned that a limitation of both
KalmanNet and Kalman-MLE is that they require ground
truth trajectories and measurements while training, both of
which are not always available. This limitation has been
removed in the version of KalmanNet in [25], which only
requires access to measurement data. How unsupervised
KalmanNet compares with Bayesian methods to deal with
this type of training set is also part of future work. Another



future line of work is to analyse the comparison with time-
varying noise parameters.
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