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ABSTRACT.

In the past few years much research effort has been devoted to the area of low bit

rate speech coding, the aim being to obtain toll quality coded speech at bit rates between
8 and 4.8Kb/s. The class of analysis-by-synthesis coders including multipulse, code
excited linear predictive (CELP) and self excited coders, offers great promise in this
area and the performance of such coders has been widely reported. CELP has been
shown to perform well at bit rates down to 4.8 Kbps. However, the computational load
imposed by such algorithms on DSP hardware is large and coder performance is often
compromised by the simplifications needed to implement such an algorithm in real time.

This thesis describes the theory and development of CELP speech coders as
documented in the literature. It is shown how computationally efficient algorithms can
be derived by exploiting excitation codebooks with useful structures. The performance
of such codebooks have been evaluated under simulation and compared with previously
published results.

In this thesis a new method of structuring a ternary excitation codebook for a CELP
coder is introduced in which the main codebook is divided into several sub-codebooks.
An algorithm is developed to efficiently search the codebook using Gray code
sequences. A more general form of the structured codebook is also examined which
allows the excitation to take more complex forms. In particular we consider compound
Gaussian codebooks.

It is then shown how a modified Hopfield neural net is capable of searching such
structured codebooks and selecting a near optimum candidate excitation vector. Hence
an algorithm is derived which offers considerable computational savings over
previously proposed codebook search methods. Results are presented demonstrating
the performance of the net and its effect on the subjective quality of the coded speech.
Finally, CELP coders have been implemented in real time on a DSP32C processor by
exploiting the efficiency of the Hopfield net codebook search. Such implementations

for bit rates in the range 3.6 to 8Kb/s are described in this thesis.
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Chapter 1. Introduction.

1. Introduction.

1.1 Introduction to Speech Coding.

Considerable advances have been made in recent years in the development of low
bit rate speech coders. This interest can be attributed to two factors:

(i) The introduction of new applications for speech transmission and storage of
digital speech. For example, on busy international satellite links, efficient data
compression techniques would allow more telephone conversations to be carried
simultaneously whilst releasing space for other transmitted data. The development of
fibre optic transmission has dramatically increased the channel capacity of long distance
communication systems. However, some speech data links with restricted bandwidths,
in particular mobile radio and telephony, continue to have a restricted capacity and
efficient low bit rate coders are essential if such links are to perform adequately. Large
voice storage data bases are also envisaged in the future for which efficient speech
coding will be essential. Combined with new storage media, such as optical storage
systems, it will be possible to construct massive speech data bases.

(ii) Rapid advances in VLSI technology which have made possible the real time
implementation of sophisticated speech coding algorithms. For instance, the AT&T
DSP32C digital signal processor device is capable of executing 25 million floating point
operations per second. Using such technology, it has been possible to implement cheap
and compact medium to low bit rate coders (16Kbps to 4Kbps) capable of producing
toll to communication quality coded speech on a single DSP device.

Clearly the aim of the researcher is to devise a coding algorithm that produces
excellent (transparent if possible) quality coded speech at a very low bit rates whilst
minimising the computational load of the algorithm. However there are other factors to
consider in the specification and performance of speech coders. If the coder is to be
used on noisy transmission channels, it must be robust in the presence of bit errors.
For instance, the GSM coder specification for digital mobile radio demands that the

coder will function at a bit error rate of 10%. Coders also need to be robust in the
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presence of background noise, for example noise in an aircraft cockpit or just traffic
noise by a payphone. There may be limits imposed upon the time delay introduced by
the coding process. For instance, the CCITT 16Kbps coding standard specifies a
maximum one-way coder/encoder delay of 5ms (with a final objective of 2ms). With
the increasing use of facsimile machines and modems on the telephone system, speech
coders must be capable of transmitting voice-band data reliably. This is a problem for
low-bit rate coders which are designed to exploit the intrinsic properties of human
speech and not voice-band data. Some mechanism is needed to detect the presence of
voice-band data and switch to an alternative coding mechanism. It may be important to
consider the tandeming properties of a coder within the telephone network.

Which of the above factors need considering during the design of a speech coder
will depend upon the final application. For example, most of the above factors are
irrelevant in the design of a speech storage system. All that is required is good

performance at a low bit rate.

1.2 A Summary of Speech Coding Techniques.

Speech coding techniques have come a long way since the development of linear
pulse code modulation (PCM) [1]. 12 bits per sample are needed if such PCM coders
are to perform well on quiet speakers (say 40dB below quantiser saturation). At a
sampling frequency of 8KHz, this corresponds to a data rate of 96Kbps. Non-linear
PCM is universally used to increase the performance of PCM coders at lower bit rates.
For instance, the CCITT 64Kbps telephone network standard uses 8 bit non-linear
PCM, performing similarily to 12 bit linear PCM.

Adjacent samples in speech waveforms are often highly correlated, especially
during periods of voiced speech. More efficient coders can be developed by taking
advantage of such redundancies present in the speech. For example, differential pulse
code modulation (DPCM) [1] works by quantising and transmitting a residual
waveform, defined as the difference between the natural speech and a predicted speech
waveform. The predicted speech waveform is calculated by a fixed FIR digital filter.

Significant reductions in the data rate can be achieved using this technique.



Chapter 1. Introduction.

Advantage is taken of the non-stationary nature of speech by adaptive predictive
coders (APC). The FIR prediction filter is periodically updated to exploit the
correlations between successive speech samples, in effect removing most of the
redundancy from the speech prior to quantisation. The G.721 algorithm approved by
the CCITT for a 32Kbps coder exploits this technique (using backward prediction and a
4 level quantiser) and is currently being used on the international telephone network.
The implementation of simple adaptive predictive coders is described in chapter 2.

Using analysis-by-synthesis techniques, further bit rate reductions can be achieved
by vector quantisation of the residual waveform. Code excited linear prediction, self-
excited linear prediction and multi-pulse coders are all based around this principle. The
implementation and performance of such coders will be examined in detail in the
remainder of this thesis. The British Telecom ’skyphone’ service is an example of such
a coder currently in service, operating at 9.6Kbps.

All the speech coders mentioned above operate in the time domain. However, much
research has also gone into the design and implementation of coders working in the
frequency domain. In this case, the speech is decomposed in to a time varying spectral
representation. Medium to low bit rate schemes include the following coding
algorithms:

Sub-band coders (SBC) [2,3] divide the speech spectrum into several frequency
bands. Each band is shifted down to the baseband and coded using a conventional
coding algorithm. Bits are dynamically allocated to each band to optimise coder
performance.

Adaptive transform coders (ATC) [2,4] derive a spectral representation of the
speech over short intervals and quantise these spectral coefficients using dynamic bit
allocation. The bit allocation is determined to remove redundancy due to spectral
colouring and to maximise the perceptual performance of the coder. ATC produces near
toll quality speech at 16Kbps but performance falls rapidly at rates below 10Kbps.

Harmonic speech coders (HC) [5,6] work by producing a residual which is then
coded by ATC techniques. HC produces communication quality speech at 8Kbps but
can be modified to operate well at lower bit rates.

Sinusoidal transform coders (STC) [7,8] decompose the speech signal into several
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time varying sinusoidal components (using Fourier analysis). The ’birth’, "death’, and
evolution of the harmonics is coded and used to recreate the coded speech. STC coders
can produce good communications quality speech at 8 Kbps and can be modified to
work well at lower bit rates.

More recently, prototype waveform interpolation (PWI) [9] has been proposed and
seems to be a promising technique for very low bit rate speech coding in the frequency
domain. The coded speech is recreated by linearly interpolating between a series of
prototype waveforms, each represented by a set of Fourier coefficients. This technique
is similar to STC, but there is no need to code the ’births’ and ’deaths’ of harmonics.

PWI coding has produced excellent quality coded speech at rates as low as 4Kbps.

1.3. Thesis Structure.

The main reasons for the growth of interest in speech coding algorithms has been
discussed in this chapter and some of the more important coder developments have
been briefly outlined. The remainder of this thesis shall concentrate on the
implementation of low bit rate time domain coders, in particular code excited linear
prediction (CELP) coders. The aim is to develop fast algorithms to enable the real time
implementation of such coders. The remainder of this thesis is structured as follows.

In chapter 2 linear prediction of speech, a tool fundamental to the implementation of
time domain speech coders, is examined in detail. The theory, implementation and
performance of both long and short term prediction is described. From this the
implementation and performance of a simple residual excited linear predictive coder is
discussed.

In chapter 3 various excitation models for linear predictive coders are discussed
which view the excitation as vectors rather than scalar values. An analysis-by-synthesis
technique is used to determine perceptually optimum excitation vectors. This leads to
the set of coders commonly referred to as CELP, multipulse, vector-excited or self-
excited. It is demonstrated that such coders are capable of producing excellent quality
coded speech at low bit rates. Several algorithms are discussed which drastically cut the

computational load of the CELP algorithm making real time implementations feasible on
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commercially available DSP devices. A new CELP codebook structure is introduced
and a very fast exhaustive search is developed exploiting its structure.

In chapter 4 the performance of CELP coders are assessed using several of the
algorithms presented in the previous chapter. Various codebook structures and sizes are
investigated along with the effect of the excitation vector length on coder performance.
The excellent performance of CELP coders is vindicated and presented results are
comparable to those of other researchers in the field.

At the beginning of chapter 5, a brief introduction to neural networks is given. The
stability and convergence properties of the Hopfield-Tank neural net are examined in
greater detail. It is shown how such a network can be used to search a specially
structured excitation codebook very efficiently. The search is sub-optimum but
presented results show that no extra perceptual distortion is introduced by the search
algorithm. It is shown that further significant cuts in computational can be made using
the Hopfield net.

In chapter 6 the Hopfield search algorithm is generalised to search other codebook
structures, such as pseudo-Gaussian codebooks. The computational load and
performance of a fast pseudo-Gaussian codebook search is assessed.

In chapter 7 the real time implementation of CELP coders is investigated. The
Hopfield net algorithm is used along with the new codebook structure to implement a
fast codebook search. The design and performance of quantisers for the prediction
parameters and the excitation parameters are investigated. The performance of several
CELP coders operating at bit rates between 8Kbps and 2.8Kbps are assessed. It is
shown the good communication quality coded speech can be achieved at bit rates

around 4.8Kbps.
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2. Linear Predictive Analysis of Speech.

2.1. Introduction.

Linear predictive analysis is one of the most powerful techniques available for
processing speech waveforms. This method forms the basis of many useful speech
analysis procedures, (e.g. pitch extraction, determination of formant positions and
bandwidths, extraction of spectral information) and is the key concept behind linear
predictive coding. In this chapter the theory of linear prediction of speech is examined
and details of its implementation are presented. The mechanism of human speech
production is examined and it is shown how the philosophy of linear prediction is
intrinsically related to this speech production model. It is shown how coders operating
at medium bit rates can be designed using linear prediction.

The chapter is organised as follows. Section 2.2 examines the mechanism of human
speech production and in section 2.3 an all-pole model of this system is introduced. As
a consequence, it is shown in section 2.4 how linear predictive analysis is derived for
speech. The two most common ways of solving the linear prediction equations, (the
autocorrelation method and the covariance method), are presented in section 2.4.1 and
2.4.2. Practical implementation of the algorithms is discussed and in section 2.5 the
properties of the prediction residual are examined.

In section 2.6 long term prediction of speech is introduced. A simple pitch
determination algorithm is discussed in section 2.6.1 and the theory behind pitch
prediction is derived in section 2.6.2. The properties of the prediction residual are
examined in section 2.6.3.

Section 2.7 describes the implementation of a simple linear predictive coder
drawing on all the ideas discussed in earlier sections. Results are presented in section
2.8 showing how well these coders perform on real speech and comparisons between

the performance of coders with and without pitch prediction are made.
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2.2. The Mechanism of Speech Production [10].

In order to apply digital signal processing techniques to speech coding, it is
essential to understand the fundamentals of human speech production. Fig. 2.1 shows
a schematic of the vocal apparatus. The vocal tract extends from the opening between
the vocal cords, or glottis, to the lips. The cross sectional area of the vocal tract varies
along its entire length and is determined by the positions of the tongue, lips, jaw and
velum. During voiced sounds airflow from the lungs is modulated by the vocal cord
vibration. Thus a quasi-periodic pressure wave is generated which excites the vocal
tract. The vocal tract acts as a resonator, emphasising and de-emphasising the spectrum
of the glottal excitation creating the characteristic vowel sounds of speech. So by
changing the positions of the lips and the tongue a range of vowel sounds is created.
When the velum is lowered, the nasal tract is acoustically coupled to the vocal tract
model to produce the nasal sounds in speech. This introduces anti-resonances into the
transfer characteristic of the vocal tract.

Stop consonants are produced by building up pressure behind a total constriction in
the vocal tract and then suddenly releasing the pressure. For /b/ the constriction is at the
lips whereas for /g/ the constriction is close to the velum. Whilst the constriction is in
place no sound will radiate from the lips. However there may be a small amount of low
frequency energy radiated through the walls of the throat.

Unvoiced sounds in speech are generated by a different process. Unvoiced stop
consonants are articulated by suddenly releasing pressure from behind a constriction at
either the lips or the tongue. For /p/ the constriction is at the lips whereas for /k/ the
constriction is close to the glottis. No glottal excitation is involved. The pressure is built
up by a steady air flow up the vocal tract. Unvoiced fricatives ( e.g. /f/, /sh/ ) are
produced by exciting the vocal tract by a steady air flow which becomes turbulent in
constricted regions of the vocal tract. Voiced fricatives ( /v/, /z/ ) are produced in a

similar way except that a quasi-periodic glottal excitation is also present.
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Fig. 2.1. Schematic of the Human Vocal Apparatus

Fig. 2.2. All Pole Model of the Human Vocal Apparatus.
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2.3. An All Pole Model of Speech Production [11].

Section 2.2 outlines the main processes in human speech production. Essentially
the process can be represented as a time-varying linear system, the vocal tract, excited
by an excitation source. The linear system will model the transfer characteristic of the
vocal tract from the point of excitation to the lips, taking into account radiation effects at
the lips and any colouration present in the excitation itself. The excitation may either be
a white quasi-periodic signal during voiced speech or a white noise like signal during
unvoiced speech or a mixture of the two.

If the speech production model is to generate realistic natural sounding speech, the
mode of the excitation and the resonance properties of the linear system must change
with time. For many speech sounds it is reasonable to assume that the general
properties of the excitation and vocal tract remain essentially constant for periods of 10
to 20ms. Thus a good model involves a slowly time-varying linear system driven by an
excitation signal whose nature changes from quasi-periodic pulses for voiced speech to
random noise for unvoiced speech.

The linear system can be modeled as an all-pole filter given by,

g e

1- Y, ouz® @.1)
k=1

where G and a depend upon the transfer function of the system and p is the order of
the filter. A limitation of this model is the lack of provision for zeros. These are
necessary to introduce anti-resonances into the transfer function needed to model
nasalised phonemes. However, if the order of the filter p is high enough, it is expected
that the all-pole model will be capable of modeling zeros closely. Fig. 2.2 shows a

simple model of speech production derived from the above discussion.
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2.4. Basic Principles of Linear Predictive Analysis [11,12].

From equation (2.1) it can be seen that the model speech samples s(n) are related to

the excitation u(n) by the difference equation
p
s(n) = Z oys(n-k) + Gu(n) (2.2)
k=1

A linear predictor with prediction coefficients, ay, is defined by a system whose

output is

p
s(n) = Z as(n-k) 2.3)

k=1

such that the next sample s(n) in a sequence is predicted from a linear weighted sum of

the previous p samples. The prediction error e(n) is defined as
1 p
e(n) = s(n)-s(n) = s(n) - k; as(n-k) (2.4)

From eqn. (2.4) it can be seen that the prediction error sequence is the output of a

system whose transfer function is

P
A) =1 k):,l az* (2.5)

and whose input is s(n).

From (2.4) and (2.2) it can be seen that

=2t
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P
¢n)= ¥, (ax-axs(n-k) + Gu(n) (2.6)
k=1

and the total squared error is,

p 2 P
X, €X(n) = ; [ Y, (o- ak)s(ﬂ‘k]):| % 2G'1(ﬂ)kz, (o - agl)s(n-k) + quz(ﬂ)}

(2.7)

If u(n) is white then the two terms in (2.6) will be uncorrelated. Thus,

P
y [Gu(n)k);l (ot - akl)s(n-k)} ~0 (2.8)

So, it is clear that (2.7) will be a minimum when ag=oy, provided that u(n) is white. It
follows that e(n)=Gu(n). Thus the prediction error filter A(z) will be the inverse filter of

the system H(z), i.e.,

G

v (2.9)

If a suitable set of predictor coefficients ay are determined from the speech signal
then eqn. (2.9) will provide a good spectral estimate of the spectral properties of the
speech. Because of the time varying nature of the speech the predictor coefficients must
be estimated from short segments of the speech signal. The approach is to find a set of
prediction coefficients that will minimise the mean-squared prediction error over each
segment of speech.

The short-time average prediction error is defined as

E=Z eﬁ(m) (2.10)

oills
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P 2
-y (Sn(m) -y aksn(m-k)) (2.11)

k=1

where sp(m) is a sample of speech that has been selected in the vicinity of sample n,

1.8.,
8p(m) = s(m+n) (2.12)
The range of summation in (2.10) and (2.11) will be left unspecified for the moment,

but in order to implement analysis over short frames the range will always be finite.

Now by differentiating (2.11) with respect to a;

B|%

m

P
- 22 (-sn(m)sn(m-i) +Z agSy{m-i)sp(m-k) (2.13)
k=1
Values of ay are found which minimise E in equation (2.13) by setting dE/da;=0 for
i=1,2,3,....,p, hence

p

g’ Sp(m)sy(m-i) = ¥ ak; sn(m-i)sy(m-k), I1<i<p (2.14)

k=1

where in this case ay are the predictor coefficients that minimise E over the frame. By

defining

Bi(ik) = Y, sn(m-i)sn(m-K) (2.15)

equation (2.14) can be written more concisely as

s g
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p

kZ a@dy(ik) = @4i,0) , i=1,2,....,p. (2.16)
=1

This set of p equations in p unknowns can be solved to find the prediction coefficients
ak which minimise the mean square error E. From eqn. (2.11) the minimum mean

square prediction error is

P
Emin = Y, sa(m)- ¥, &} sa(m)sy(m-k) (2.17)

m k-1 m

which can be written more concisely using eqn. (2.16) as

P

Emin = @(0,0) - Y, a4 (0,k) (2.18)
k=1

Thus the total minimum error consists of a fixed component and a component which
depends upon the predictor coefficients.
We can define the normalised prediction gain V, of the predictor as the prediction

error divided by the norm of the corresponding speech, i.e.,

Y, €;(m)

Vow Bl
Y, si(m) (2.19)

Emin

2,(0,0) (2.20)

D @40k)

=il ay
k);l 0,(0.0) 2.21)

So, in principle, linear predictive analysis is a simple 2 stage process. First one

= .
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must compute the quantities @(i,k) for Osi<p and 0<k=p. Secondly, eqn (2.16) can
be solved to find the predictor coefficients ag for 1=k=p. However, the details involved
in the computation of @, and the subsequent solution for the predictor coefficients need
investigating in more detail. In particular, the limits on the summations in eqn. (2.10)
and all subsequent equations are of interest. There are two basic approaches to this
problem each leading to different possible solutions for the predictor coefficients. These

give rise to the autocorrelation and the covariance methods of LPC analysis.
2.4.1. The Autocorrelation Method [11].

One method to determining the limits on the sums in eqn. (2.10) is to assume that
the waveform segment s,(m) is zero outside the interval 0=sm=N-1. This can be

expressed as,
$p(m) = s(n+m)w(m) (2.22)

where w(m) is a finite length window that is zero outside the interval 0=m=N-1.
Clearly, if sp(m) is non-zero over the interval 0=sm=N-1 then the corresponding
prediction error will be non-zero over the interval 0=m=N-1+p because of the memory

of the predictor. Thus,

N+p-1

E,= E eﬁ(m)

st (2.23)

The prediction error is expected to be large at the beginning of the interval
(specifically 0=m=p-1) because we are trying to predict the signal from samples that
have been arbitrarily been set to zero. The prediction error is also likely to be large at
the end of the interval (specifically Nsm=<N+p-1) because we are tying to predict zero
from non-zero samples. For this reason a window w(m) is used which tapers the
samples to zero at each extreme of the speech frame. For example, a Hamming window

is often used.

1<
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So, @,(i,k) is evaluated using

N+p-1

B(ik)= Y sy(m-i)sy(m-k) (2.24)

m=0

Since s (m) is zero outside the limits 0sm=N-1, the above can be re-expressed as

N-1-(i-k)

B(ik)= Y,  sa(m)sy(m+i-k) (2.25)

m=0

which is an autocorrelation function evaluated for (i-k). So

(i, k) = Ry(i-k) (2.26)
where
N-1-k
Ry(k) = a(m)sy(m+k
(k) mZ_',D Sp(mjsy(m+k) (2.27)

Since Ry(k) is an even function it follows that
O(i,k) = Ry (li-kl) (2.28)

Hence equation (2.16) can be re-expressed as
P
kzl a'le'l( | l'ki ) = R'l'l(l) (2.29)

Similarly, the minimum mean squared error of (2.18) is given by,

- 5
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P
I'En = er(o) 2 Z akRn(k]

= (2.30)
and the normalised prediction error by
N+p-1
Y em)
Z si(m) (2.31)
m=0
_ v . Rl
= 1-}, g ) (2:32)
The set of equations (2.29) can be expressed in matrix form as
Rn(o) Rn(l) Rn(z) s Rn(p'l) aj Rn(l)
Ro(1) Rp(0) Ry(1) ... Ry(p-2) || a Rq(2)
Ru(2) Ral1) Rul0) - Ralp-3) || 2 | _|Ra(3)
: : 4 Lo E 2 393
Ro(p-1) Ro(p-2) Rufp-3) - Ro(0) [\2) \Rolp) il

The matrix of autocorrelation values is Toeplitz, i.e. it is symmetric and all the

elements along a given diagonal are equal. This special property is exploited in the

following algorithm.
2.4.1.1; Durbin’s Recursive Solution for the Autocorrelation
Equations.

The most efficient method known for solving the system of equations in (2.29) is

Durbin’s recursive algorithm [13]. The procedure is outlined as follows.

~16%
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(i) Initially set E© = R(0).
(ii)) Seti=1.

(iii) Calculate the ith PARCOR coefficient using,

i-1
k= (R(i) -y, ag""a(i-j))/ls“ (2.34)

j=1
(iv) Calculate the ith predictor coefficient using
aj(l) = k; (2.35)
(iv) Calculate the filter coefficients for a ith order predictor for 1<j<i-1 using

aj(i) = aj(i-l) : kiai—j(i' 1) (2.36)

(v) Update the prediction error E using

E®) = (1-k2)EG-1) (2.37)
(vi) Repeat (iii) to (v) recursively fori = 2,3,.....,p. The final solution is given as
aj=aiP),  Isjsp. (2.38)

Interestingly, in calculating the predictor coefficients of a predictor of order p, the
solutions for all predictors with order less than p are calculated. Also, the
corresponding prediction error E(D) is calculated for each predictor. PARCOR
coefficients k; are also evaluated by the algorithm. It can be shown that the PARCORs
lie in the range -1=kj=1. Hence it may be shown that the filter is guaranteed stable

using the autocorrelation method [11]. So this method provides a robust, reliable and

az ol
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accurate method for estimating the parameters that characterise the time varying filter in

our speech model. It is also a computationally efficient procedure.
2.4.2. The Covariance Method [11].

The autocorrelation approach defined limits on the summations in (2.10) by
assuming that the waveform segment s,(m) was zero outside of a given interval. An
alternative approach is to fix the interval over which the mean squared error is evaluated
and consider the effect on the computation of @(i,k). So defining the mean squared

error as,

2
En = E en(ﬂ'I) (2.39)
then @,(i,k) becomes

N-1
Dy (ik) = Z Sp(m-i)sp(m-k)
m=0 (2.40)

By changing the index of summation, the above expression can be re-expressed as

N-i-1

Dy(ik) = Sn(mjsy(m+i-k)
mZ-—i (2.41)

This equation is very similar to the corresponding eqn. (2.25) for autocorrelation
analysis, the only difference being the limits. Equation (2.41) calls for values of s,(m)
outside of the interval 0=sm=N-1. In fact, values of sy(m) in the interval -p<m=N-1 are
required to calculate all of @,(i,k). The function is no longer a true autocorrelation
function as was the case in the corresponding analysis of section 2.4.1 but rather a

cross-correlation between two very similar time shifted waveforms. Clearly it no longer

= IR -
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makes sense to window the speech frame.

In this case the normalised prediction error V, is

N-1
Y, €(m)
Ve

"N
Y, si(m) (2.42)
m=0

S LY 0 2n(0K)
= 0,(0,0) (2.43)

Although the differences between eqn.(2.41) and eqn. (2.25)  appear slight, the

set of equations

P

a@y(ik) = B,(i,0) , i=1,2,....,p.
l;l (2.44)

have significantly different properties affecting the method of solution. In matrix form

these equations become

Bu(1,1) By(12) Bu(13) ... Bu(1p) | (a1 | (Be(10)
04(2,1) B4(2,2) On(2,3) ... Ou(1,p) || a, @.(2,0)
B4(3,1) B:(3.2) Ba(33) - Bu(Lp) || a3 || B4(30)

Bu(p,1) Balp2) Bulp3) -+ Bulop) | \2 ) \@ulp0) (2.45)

In this case, @y (i,k)=0p(k,i) so the above square matrix is symmetric. However in
this case the matrix is not Toeplitz so Durbin’s recursive algorithm can not be used
solve (2.45). The most efficient solution is obtained using Cholesky decomposition on
the square matrix. This method of solving the simultaneous equations is
computationally more intensive than using Durbin’s recursive algorithm for the

autocorrelation method. However, the computational overhead required in calculating

o
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the correlation function @y, in both methods far exceeds the number of multiplications
required to solve the simultaneous equations. So, the computation times for both
methods of analysis are comparable.

In contrast to the autocorrelation method, a stable filter is not guaranteed using
covariance analysis. However, in practice, if the frame length N is large the results
from the autocorrelation and covariance methods will be very similar and hence the
covariance method is unlikely to produce an unstable solution. If the stability is in
doubt then it is necessary to check the predictor polynomial for roots outside of the unit
circle. If the filter is found to be unstable, the roots can be reflected inside the unit circle
thus stabilising the filter without changing the magnitude of its frequency response.

The performance of the two methods is found to be very similar if the frame length
N is large [12]. Covariance analysis is found to perform considerably better than
autocorrelation analysis only if N is small and there are no pitch pulses inside the
analysis frame. This makes the covariance method superior when performing pitch
synchronous analysis. In most practical systems where asynchronous analysis is
performed there is no significant advantage to be gained from using one technique over
the other except the guarantee by the autocorrelation method to give zeros inside the unit

circle.

2.4.3. Choice of Predictor Order, p.

Speech spectra can generally be represented on average by two poles per kiloHertz
due to the vocal tract contribution. A further 3 or 4 poles are required to adequately
represent the source excitation spectrum and the radiation load. So, with a bandwidth of
5KHz, one would expect to need an order p of around 13 to 14. Fig. 2.3 shows a plot
of the normalised prediction error against the order p for typical segments of both
voiced and unvoiced speech at a sampling rate of 10KHz [11]. It can be seen that for p
greater than 14 the performance of the predictor has essentially flattened off. In our
work, speech is sampled at 8KHz and bandlimited to 4KHz so values of p in the order
of 11 to 12 are expected to be adequate.

- 20
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Fig. 2.3. Predictor performance as a function of order, p. sever (1),

1
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Error. 0.4+ \\M"'ﬁ-—(}—o._o
0_2 L -'_"_.--.__.__‘__'_.

0 —
0 2 4 6 8 10 12 14 16 18 20
Predictor Order, p.

#- Voiced -©- Unvoiced

2.5. The Prediction Error Signal.

It has been shown how speech can be modeled as an all-pole filter excited by either
a quasi periodic signal or a white noise signal. The filter parameters and the excitation
mode are determined over short frames of the speech. Conversely, if the natural speech
is well modeled by the time-varying predictor then the prediction residual e(n) defined
in (2.4) as

p
e(n) = s(n)-s(n) = s(n) - kzl as(n-k) (2.46)

will be a good approximation to the excitation source. For voiced speech, it is expected
that the prediction error will be large at the beginning of each pitch period. This
corresponds to our simple impulse excited model where a pulse of amplitude G was
used to excite the synthesis filter at the beginning of each pitch period. Figs. 2.4, 2.5 &
2.6 show examples of speech signals with their corresponding prediction residuals.

The log magnitude spectra is given alongside each waveform. The linear predictive
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