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Abstract

Security systems often rely on being able to identify unknown materials in order to categorise them
as harmful or safe. The process must be non-destructive, to preserve the material, and be applicable
at a distance to reduce the hazard posed when performing the analysis. These restrictions have led
to the use of X-ray diffraction imaging, with the challenge then becoming how best to analyse the
data to provide well calibrated risk estimates. In this work, we explore probabilistic methods for
quantifying our uncertainty when classifying energy dispersive X-ray diffraction data. Changes in
the observational environment, or in the condition of the material itself, will introduce significant
variation in the data collected. Through the use of a novel detector system, we collect data which
aims to represent some of this uncertainty whilst capturing both angular and energy information.
We apply Bayesian modelling techniques to the resultant images to enable inference of material
properties whilst being robust to changes in experimental geometry. Such a model is more robust to
operating in differing environments, and therefore well suited to practical applications. This model
additionally aims to provide well quantified probabilities, in contrast to other approaches which
do not assign a confidence level, allowing for more informed decision making. Our probabilistic
approach is particularly well suited to a small data domain, where collecting data is a costly exercise
and incorporating prior knowledge is desirable. We find that our model manages to extract key,
material-specific information such that it is able to classify them with approximately 70% accuracy.
Finally, we begin to develop an explicit Bayesian model of the experimental design, opening the
way for future work to increasingly parameterise the data collection process and more accurately
quantify uncertainty, and to do so across more varied environments.

Keywords: portable detectors, energy dispersive X-ray diffraction, security applications, material
identification, probabilistic methods, Stan programming language, machine learning
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1. Introduction

X-ray diffraction techniques provide a pow-
erful opportunity to explore the inner structure
of materials, particularly if they exhibit a crys-
talline structure. High energy photons are scat-
tered by the electron density of atoms within
the material, with this scattering angle being de-
pendent upon the energy of the photon and the
structure of the material. Through repeating the
analysis, it is possible to build characteristic pro-
files for each material which can be used for clas-
sifying future unknown observations. The ability
to identify unknown samples is of high impor-
tance across many applications, notably within
security environments [Il 2 [3]. For example, Ex-
plosive Ordnance Disposal (EOD) teams need to
decide if a package is safe in a way that does
not endanger either themselves or the general
public. They need to make this decision quickly
and without disturbing the sample in question;
safe samples should not be needlessly destroyed,
and the potential risk from hazardous substances
means that movement should be kept to a mini-
mum. These constraints on the operational con-
ditions mean that specialised techniques are re-
quired.

In order to address this challenge, a novel
technique has been developed to take X-ray
diffraction (XRD) measurements of samples
that are kept within thick materials and behind
barriers, with the aim of providing enhanced
sensing capability to bomb disposal experts
[4]. By taking observations of samples obscured
by other materials, we remove the need to
extract the sample for analysis. Typical lab
instruments that use angular dispersive diffrac-
tion (ADXRD) [5] can produce highly detailed
diffraction spectra. However, these experiments
require samples to be carefully prepared to
maximise diffraction signals, have small sample
volumes and require access to a wide angular
range around the sample being measured. The
method also uses a highly restricted range
of energies supplied from the X-ray source,
limiting the intensity of the incident X-rays
and necessitating relatively long measurements,

particularly when trying to achieve sensitivity
to weak scattering or phases present in low
abundance. These are not desirable charac-
teristics for a system that needs to interrogate
suspicious items without manoeuvring them,
and to operate outside of the laboratory.

The technique discussed in this paper utilises
energy dispersive XRD (EDXRD). Due to the
trade-off between the acceptance angles of mea-
surements and the power of the incident X-
ray source, the system produces much broader
diffraction peaks than typically seen in labora-
tory diffractometers. Whilst stationary sources
like the Diamond Light Source [0, [7] can
reach sufficiently high fluxes that they can pro-
duce spectra with finely detailed structure, a
portable source cannot achieve this same preci-
sion. The addition of barriers, or simply mea-
suring through thick samples, can harden the re-
sulting diffraction signal which changes the pro-
portional peak heights of resulting spectra. Due
to the geometry of the system constructed to
take material measurements, the peak positions
could also change slightly depending on exact po-
sitioning of a material in front of the detector.
The combination of broad peaks, variable peak
heights and slight variation in peak position is
a significant challenge to build an algorithm ca-
pable of correctly identifying materials [8]. The
increased variability in observations within the
same material class degrade the performance of
simpler approaches such as peak finding and re-
gression analysis. In addition to requiring ro-
bustness to changes in experimental configura-
tion, the nature of the materials being observed
means that accuracy in the reported confidence
of the classification is highly important. Any
such approach needs to identify when it is un-
certain in the material being observed to better
inform the user’s estimation of the situational
risk.

Due to these challenges, the identification
of materials using XRD methods is currently
an active research area, frequently focussing
on using illegal or hazardous substances as the
targets of interest [9], 10, 11} 12, 13} 14]. Iden-
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tification of such materials within obstructing
materials has been explored in Dahal et al. [I5],
who demonstrated that key characteristics of
caffeine can be recovered from samples within
several centimetres of another material, whereas
Crews et al. [I6] identified different pharma-
ceutical tablets without removing them from a
container. Simulated data often supplements
real observations due to the cost of collecting ex-
perimental data [I'7, [18], or XRD measurements
are used in conjunction with alternative forms of
imaging [19]. Cook et al. [20] have explored how
linear regression approaches can detect these
materials at different levels of concentration in a
constant laboratory configuration, and a similar
approach has been explored for identifying the
contents of packages |21} 22]. Classifiers such
as the support vector machine have been used
to identify materials in varying observational
conditions and in the presence of noise [23],
indicating that machine learning methods could
improve performance. The dimensionality of the
data can become very high when many spatial
pixels are each sensitive to a large number
of energy bins, which has led to dimension
reduction techniques being applied to the data
before using it for classification [24] [25, [26].
While some of these approaches have developed
maximum likelihood estimates of the material,
less work has sought to define the probability
distribution associated with the assigned labels
and to ensure that these are well calibrated.

This paper seeks to address the question of
assigning confidence levels to material classifi-
cation through the design of a bespoke mod-
elling approach. We present several contribu-
tions: first, a prototype design of a portable en-
ergy dispersive X-ray diffraction apparatus is in-
troduced and used for data collection; second, a
novel probabilistic approach for material classifi-
cation is defined; and thirdly, the performance of
the new approach is quantified in the context of
experimental data to better understand its ap-
plicability.

In the next section, we present the experi-
mental concepts and design. Section [3] describes

the experimental set-up and data collection pro-
cess in more detail, with Section [ introducing
the probabilistic models used for analysis. Re-
sults are presented in Section [5] and finally we
conclude in Section [Gl

2. Experimental concepts and design

X-ray diffraction relies on the interaction
of X-rays and the atomic structure of a mate-
rial. Incident X-rays are scattered to an angle
determined by the energy (wavelength) of the
photons and the scale of the lattice spacing be-
tween atoms in the material, such as expressed
in Bragg’s Law. We can construct laboratory
experiments to exploit this behaviour, which
combine an X-ray source, a sample for the
X-rays to scatter from, and an imaging surface
to capture the intensity of the photons as a
function of angle and energy.

Observing this spectrum introduces observa-
tional concerns. As discussed in O’Flynn et al.
[27], there are two main ways of seeking to con-
strain the parameters in Bragg’s Law; keep the
wavelength fixed and explore a range of angles to
locate the peak in angular coordinates, or keep
the angular position fixed and scan a range of en-
ergies to locate an energy space peak. This arises
due to the separation distance between the layers
in the crystal being the key unknown we are seek-
ing to identify, and gives rise to the two classes
of EDXRD and ADXRD techniques. By each
approach keeping one parameter fixed, there is
a wide range of potential signal which remains
unused, as well as technical difficulties ensur-
ing this precision is maintained. Fixing energy
means that an intense source of monochromatic
light and a large apparatus is needed to scan the
angle range, whereas fixing to a constant angle
means that the signal from most angular coordi-
nates is never recorded. By using a detector that
can explore the range of both angular and energy
measurements, we can capture more information
about the sample.

However, by considering spectra at different
angles and energies, it is more challenging to
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Figure 1: A diagram illustrating the scattering process. A sample to be identi ed is placed at the origin, and any part
of the material that lies within the detection voxel (shaded green) can be measured by the system. Photons that are
scattered from within the detection voxel can then travel towards the detector, with the ring collimator restricting
the range of angles of incidence onto the imaging plane. Any photons scattered by extra material or barriers outside

of the detection voxel are blocked by the collimator.

aggregate data together. Momentum transfer
allows for spectra from different positions and
energies to be combined through a transfor-
mation that removes the dependency on either
of these properties [2§]. Momentum transfer
assumes elastic scattering and considers the
change in momentum required to deflect an
incident photon to a given deflection angle. We
can define the size of the momentum transfer x
according to

E .

X = _sin (1)
where E is the energy of the photon scattered
through an angle 2 , h is Planck’s constant and
C is the speed of light. This scattering angle
is equivalent to that commonly denoted as 2
in Bragg’s law. The units for a spectrum con-
structed using the right hand side of this equa-
tion would therefore be inverse distance, hence
momentum transfer is often discussed in nm !,

such as in O’Flynn et al. [27].

3. Experimental setup and data collection

Having introduced the physics motivating
our experiment, we now turn to describing the
specific laboratory configuration used for our
data collection. We used a laboratory at the
Defence Science and Technology Laboratory
(DSTL) in the United Kingdom, creating an
energy dispersive XRD set up such as that
introduced in Section [2| An illustrative diagram
is shown in Figure [I] in order to show where
images are formed, the scattering process, and
the distances involved. A sample is placed
within the shaded region at the origin and
irradiated with X-rays emitted from a source.
Photons scatter off the sample, and some of
those which scatter from within the detection
voxel could be directed towards the detector.
This section goes into further detail regarding
the exact equipment used to collect our data
and the process followed when collecting our
data.
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Conversion Material

1mm thick CdTe

Pixel size 250 m
Conversion material 1mm thick CdTe
Detector pixel dimensions 80x80 pixels
Number of pixels 6400
Field of view (sensor detector area) 20x20mm
Max frame rate 5kHz

Count rate

3.2x 106 photons/ second

Energy resolution

lkeV @ 60keV

Energy range

4-200keV

Table 1: Hexitec detector operational parameters. In order to form an imaging array of 240x80 pixels, the detector
was moved along a motorised array and took three exposures, simulating three adjacent detectors.

Figure 2: The main collimator used in the experiment,
measuring 50 mm deep, 50mm tall, and 25 mm wide,
denoted the "wide" collimator. The minimum angle is
2.0° and the maximum angle is 9.0 °. Each channel is
cut with an acceptance angle of 0.125 ° and each channel
is set to focus on a point 30cm in front of the detector
collimator's front face. The prototyping of this collimator
design is described in Khong et al. [29]l

3.1. Hardware speci cation

The XRD technique developed in this work
uses energy dispersive XRD, where the measure-
ment angle is kept constant and the energies of
di racted X-rays are measured by an X-ray spec-
trometer. Our system measures diracted X-
rays using a Hexitec detector, a pixelated X-
ray spectrometer [30] combined with a collimator
mounted in front of the detector to restrict the
eld of view of the detector. Details of the opera-
tional characteristics of this detector are listed in
Table . The Hexitec detector is sensitive to the
energy of the photons across 600 discrete bins,
which each have a width of 1 keV. The X-ray
source was a SAXG monoblock X-ray genera-
tor and a lead collimator with 2mm pinhole was
mounted to the X-ray aperture to produce the
incident pencil beam. The peak voltage across
the source anode was 100kV for all scans, with
most lasting 150s and at 150mA. The detector
collimator is 3D printed from tungsten, with 15
slits at xed angles all set to focus at a point
30cm in front of the collimator [29]. This focal
point is known as the origin and highlighted in
Figure[d. This means that only X-rays scattered
or diracted by materials positioned at a point
along the incident X-ray beam 30cm in front of
the detector collimator will be measured. Some
samples were imaged using a \narrow" collima-
tor, which had a 0.075 opening for each slit,
whereas most observations used a \wide" colli-
mator with an angular opening of 0.125. The
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detectable region, where the incident collimated
X-ray beam and the paths through the slits co-
incide, is called the di raction volume.

The source collimator is a machined lead plug
that completely covers the \window" of the X-
ray generator. Itis 10 mm thick and has a circu-
lar opening of 1.0mm in diameter, with a focal
spot 68mm behind the source collimator. The
collimator opening is machined to be exactly cen-
tral to the fan beam, however the SAXG1712A
generator has an inherent collimation of 10 in
the vertical and 80° horizontal to produce a fan
beam if it did not have the lead plug attached.
The generator utilised a tungsten anode and had
a focal spot of 0.8mm x 0.8mm. The ltration

not very portable. The nal portable design for
use with EOD teams would be much smaller than
this proof of concept. The equipment shown in

Figure 3 has been engineered to easily assess dif-

ferent detectors and detector collimator designs
and allow for rapid data capture using the SAXG
X-ray generator, which can produce higher X-ray
ux than suitably portable systems. It is an en-
gineering challenge to create a lightweight frame
to hold a portable X-ray generator, the detector,
and detector collimator to make a fully portable
nal product. The signi cant technical e ort in-
volved in achieving such a design means that it
will need to be well motivated, such as by having
proven the capability to identify samples using

consisted of 1.6 mm glass, 12 mm oil (equivalent) such equipment.

and 3 mm polyether-ether-ketone (PEEK).
The detector collimator ensures photons in-
cident on the detector have known angle of in-

cidence. The detector collimator also prevents a computer. 114 scans were made of 23 dier-

photons that scatter from surfaces outside of the

Scans of di erent materials were taken us-
ing the Hexitec detector (A) placed behind the
detector collimator, and the readings saved to

ent materials, which fell into 4 broad categories.
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detection voxel from reaching the imaging plane, From these 23 classes, 7 images were created us-

such as those that could scatter from barriers
or containers around the sample. This means it
is possible to take diraction measurements of

samples encased in other materials. The colli- factors, such as the duration of the exposure and

mator used in this experiment is shown in Fig-
ure 2. From Figure 1, it is clear to see how slight
changes in the position of the detector collima-

tor, the X-ray source, or the sample, can alter data exhibits as a series of regularly spaced rings.
which detector pixels receive photons and there-

fore produce di erent images.

3.2. Data collection

The complete detector system used in this
experiment is shown in Figure 3, with the sam-
ple placed on the at surface in the centre of the
detector. Components are labelled with letters,

and a key is available in Table 2. The source is €lass, D02 (ca eine), was observed 33 times and
on the right hand side (E) and the detector is 8 materials were only observed once. The specic

on the left (A). The sample (C) can be placed at
any point on the at surface and the relative po-

sitions of the source and detector can vary. The
detector and detector collimator (B) can be dis-

mantled and transported due to their relatively ~Of the sample materials as categorised into those
small size, but the whole apparatus as pictured is four broad classes. Classes C and D dominate

ing mixtures of two materials in 3 di erent pro-
portions. The les were labelled with the mate-
rial being imaged and several other observational

whether any intervening material was present.
A collimator was applied between the imaging
plane and the scattering material, meaning the

The precise geometrical con guration of the ex-
perimental setup is not always exactly known
and can provide a signi cant source of variation
in the data; it is not possible to consistently as-
sign a given pixel coordinate to a constant ring
index from the collimator.

Table A.3 in Appendix A shows which mate-
rials were observed in our dataset. One majority

materials fell within 4 broader categories de ned
by the user, with the broader classes being M -
Metal, D - Diractors, S - Sugars and C- Com-
mon Ingredients. Figure 4 shows the distribution
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Figure 3: Image of the experimental setup used for the data collection process. A sample is placed on the at surface
at the centre of the apparatus, with the X-ray source on the right hand side. The imaging plane is on the left side
of the image. This lab setup is highly over-engineered compared to the nal portable concept, as it is primarily
designed to allow key components to be easily changed for testing the underlying technique. The range of possible
con gurations of sample, source, and imaging plane means that the nal images can vary signi cantly. For a key to
the labelled components, see Table 2

Component label Description
A Hexitec detector
B Detector collimator
C Sample within aluminium barrier
D Source collimator
E SAXG X-ray generator

Table 2: Key detailing the components labelled in Figure 3

the types collected, with approximately half of tion. Positions are encoded by the index of the
those in class D coming from ca eine. Other ex- pixel, with each pixel being sensitive to incident
amples of materials present within our data are photons in a range of discrete energy bins. An
aluminium, gelatin, and icing sugar. example image is shown in Figure 5, where the
The nal images form a multidimensional ar- regular ring pattern caused by the collimator can
ray, encapsulating spatial and energy informa- be clearly seen. In order to produce this image,
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Figure 4: The relative frequencies of the materials present
within our data, according to the broad class of material
that we assign to them. These classes are de ned as C -
Common ingredients, D - Diractors, M - Metals and S-
Sugars. For a comprehensive list of the materials present
in our dataset, see Table A.3.

we have summed the photon count across all en-
ergy bins and plotted colour on a logarithmic
scale. We do not use images in this format for
our analysis, presenting this way solely to give
an indication of the image format. We index
the scattering rings from the inside outwards, so
the innermost ring is number 1, and increasingly
large ring indexes denotes a larger scattering an-
gle. Accurate quanti cation of the true scatter-
ing angle is a key step in identifying the mate-
rial, as the intensity of di erent energy photons
within each ring is an indicator or the material
type through their resultant momentum trans-
fer spectra. Whilst our set up is approximately
xed and has little movement between samples,
we aim to explore how inevitable observational
uncertainties can impact material identi cation.
An example spectrum, calculated for each
ring in the image, is shown in Figure 6. A

Figure 5: An example raw image produced by the imag-
ing apparatus, with the ring structure produced by the
presence of a collimator. The data shown is summed
across all energy bins and coloured according to a log-
arithmic scale. Photons incident at lower angles have
travelled a shorter distance and through less material,
meaning that they are less attenuated. There is also a
higher amount of photons from the incident pencil beam
at lower angles. Coordinates in this image related to the
pixels across the three adjacent Hexitec detectors, which
produce an array of 240x80 pixels, each of which pro-
ducing a spectrum across 600 energy bins such as those
shown in Figure 6

all angular positions and keeping only energy
information. This seeks to provide an indication

complex shape can be seen with sharp peaksof the primary spectrum from the incident

and wide variations in intensity across the
energy and angular ranges. This pro le results
from the distribution of X-rays emitted from

the source and the scattering behaviour of the
material. This spectrum varies from image to
image across our dataset. In contrast, Figure
7 shows the spectrum when integrating over

X-rays and to show that sharp features arise
from the characteristic of the source itself. The
solid line shows the mean integrated spectrum
across all images in the dataset, and the lled
region shows the range within one standard
deviation of this value. All spectra are nor-
malised such that their maximum intensity is

10



Figure 6: Left: Energy spectra across the scattering rings for a sample in the D group, speci cally ca eine when
imaged at a distance of 30cm and exposed for 150 seconds. Pixels are assigned to speci c rings by calculating their
angular position on the imaging plane relative to a constant coordinate assumed to be the centre of the sample
being observed, and assigning these to the the known acceptance angles of the collimator. Due to fewer photons
reaching higher scattering angles, we normalise the spectra such that the maximum value in each ring is equal to 1,
enabling the reader to consistently see the shape of the pro le at increasing radii. The small section of the spectrum
highlighted in orange shows a region of constant momentum transfer across the scattering angles. This is to show
how di erent energies contribute to the momentum transfer spectrum at di erent angles, rather than to emphasise
any particular spectral feature.

Right: Momentum transfer spectra corresponding to each ring of data on the left hand side. Angular corrections
mean that spectral features now align across multiple rings, and higher scattering angles allow probing of higher
momentum transfer values.

equal to 1, which allows spectra produced from that the highest number seen in each spectrum
dierent exposure times to be compared on becomes equal to 1. Images taken with widely
the same plot. We complete this normalisation varying exposure times can then be more easily
by dividing each aggregated spectrum by the compared. Comparing Figures 6 and 7, complex
intensity seen in the brightest energy bin, such detail can be seen in the spectra derived from
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Figure 7: Demonstrating the variation in the integrated
spectrum across the whole imaging plane. The solid line
represents the mean spectrum across all images, and the
shaded region shows one standard deviation either side of
this mean value. Dierent exposure times will result in
di erent recorded intensities, so we rescale each of the in-
dividual spectra before plotting. We perform this rescal-
ing such that each spectrum was divided by the maximum
intensity observed in that spectrum, meaning all spectra
are normalised to have a maximum intensity equal to 1.
From image to image, the total integrated photon ux
varies signi cantly.

a constant energy, angular dispersive scattering
pro le for the reference material being observed,
ca eine monohydrate [32]. It is important to
note that we present a highly simpli ed hypo-
thetical experiment, which does not capture a
lot of the true observational conditions in the
data. We plot these results to aid understanding
of the physical e ects which create the spectra
and motivate our modelling, rather than as high
delity simulations of the real world.

Figure 8 shows clearly that at lower energies
{ exempli ed by the 10.867 keV pro le, where
diraction from the material is only expected
above approximately 5.9{ the detected scat-
tering is dominated by low angle contributions
from the incident spectrum and other instru-
mental e ects. Scattering is also attenuated
more quickly at increasing angle than in a
conventional ADXRD experiment. Normalising
the data to visualise it in this way emphasises
these e ects, but the structural information at
higher angles is still retained within the data.
At higher energies, the material's structural
diraction peaks shift to lower angles and
become increasingly prominent in the inten-

single images that is not necessarily apparent Sity histograms. Comparison of the intensity

shape of these spectra means that image-speci cthe corresponding simulated pro les highlights

tting is desirable and serves to enable longer
term adaptability of the analysis.
An alternative visualisation of our spectra

uses the intensities from a subset of energy bins: @PProximation.

that the characteristic diraction ngerprint

of the material is clearly evident, even when
using this low resolution angular-dispersive
For example, the 55.724keV

of the intensity as a function of the discrete
scattering angles de ned by the collimator rings
(Figure 8). If the scattering is induced by the
interaction of the X-rays with the structure of
a material, it will occur at specic values of
momentum transfer that are dependent on the
periodicity of the structure and the incident
photon energy. A specic, structurally charac-
teristic peak of diracted intensity is observed
at a smaller scattering angle for higher energy
photons, but at a consistent momentum transfer
value. The individual histogram for each energy
bin can then be compared with a simulation of

strong peak at £ in the simulated and observed
data, whilst this peak does not exist in the
41.706keV panel. The scattering predicted by
the simulation for 23.483keV photons peaks
around 9°, at the very edge of our detection
limits, but in the 30.212keV photons this is
moves to a lower angle and can be seen to
introduce a peak in the observed data around
6.5°.

Figure 6 shows how the energy spectra can
vary across the di erent rings of an image, due
to the changing scattering angle. Each spectrum
in this gure has been normalised and then plot-

10

10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

33

34

35

36

37

38

39

40

41

42

43

44

45

46



Figure 8: Intensity for specic energy photons across dierent scattering angles, for the same sample of ca eine
shown in Figure 6. Spectra are normalised such that the largest intensity is equal to one as it is the relative intensity
which is more informative. Bars show the summed photon counts within that energy bin across all pixels within each
ring of our collimator, whereas the orange line plot shows a simulated spectrum generated using CrystalDi ract ®
[31] and assumes a simpli ed Gaussian peak pro le. For a xed value of momentum transfer, higher energy photons
result in structurally relevant peaks at lower scattering angles.

ted with an o set according to the ring index.

ure 9, showing the average intensity in the fourth

Features of the spectrum can be seen to movecollimator ring for each image. We choose a con-

between successive rings, with di erent peaks at
di erent angles. This corresponds to the varia-
tion in angles at which di erent energy photons
achieve the di raction condition when they inter-
act with the crystalline material - the behaviour
characteristic of the sample material that we seek
to extract from our data. Features in the spec-
trum that show an energy dependence but no
variation across the rings are primarily a func-
tion of the incident X-ray spectrum and/or de-
tector apparatus.

stant collimator ring so that the scattering angle

is approximately constant. These spectra have
additionally had a small Gaussian smoothing ap-
plied to remove small scale uctuations and more
clearly display them, but we do not apply this

smoothing in the classi er used later. We have
separated the materials according to the broader
class that they sit within. Most information is

within the 10-80keV range, with no spectra ex-
hibiting meaningful features at energies above
100keV. Most materials show a strong peak at

We show examples of these energy spectra6OkeV but the spectra are noticeably di erent

across all of the samples in our dataset in Fig-

across all images, motivating the creation of a
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Figure 9: Visualisation of the spectra present within our dataset, separated by the broad material class that they
fall into. These spectra have been produced by identifying the pixels belonging to the fourth collimator ring, and
aggregating them together into a single energy spectrum. We use the fourth ring across all images so that have a
constant scattering angular and can be compared. Our later analysis will use data from all collimator rings.
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classier. numpy[33] package for handling our data arrays
stored in the .npy le format. We write bespoke
software for calculating the momentum transfer
spectra using these images, ingesting some pixel
We now turn to the problem of identifying !€vel angular and energy information from.csv
which materials are present in each image. We les. We aggregate these tools together into
intend to quantify the probability of each image SP€ci ¢ scrlpts.for each use case, re-using tools
being from a material class previously seen in our Where appropriate.
training data, or to label it as an unknown mate- ) )
rial. Additionally, we require that these proba- 4-1.1. Momentum space spectra in a consistent
bilities are well calibrated to the true likelihood. environment
By well calibrated, we mean that if something Our rst approach uses the images them-
has been given, for example, a 10% probability Selves. We assume a xed experimental setup
of being a speci ¢ material, then it should occur With known angular and energy coordinates for
10% of the time. The probabilities we assign to €very pixel on our imaging plane. This approach
our classes should be re ected in how often we assumes the presence of a coordinate array
see that true outcome. First, we identify a route de ning the angular coordinates of every pixel
to achieving this through processing the raw im- on the detector. Through the use of the momen-
ages, before then building on this to separate the tum space relationship described in equation
components within our spectra. 1, this information allows us to construct a
Our classi er is motivated by the physics de- spectrum that encodes both energy and angular
scribed in Section 2, and we wish to incorporate information. For the purposes of this work,
this knowledge into our predictor. We also aim this angular position is assumed to be constant
for a classi er which performs as accurately as for all samples, but this is not necessarily
possible, increasing the frequency with which we true and limits the application. Furthermore,
identify the correct material. A very accurate this approach assumes a common incident
classi er, which can identify in which cases it is spectrum is scattered o all samples. Whilst
likely to be incorrect, is highly valuable. The ap- the same equipment was used for all images in
proach needs to be robust to the wide range of this dataset, these strong assumptions are not
observational conditions used for collecting the €xpected to hold for all future datasets. This
data, and allow for our beliefs about the ex- approach serves as our comparative baseline.
perimental arrangement to change in the future.
Whilst our data has been collected in labora- 4.1.2. Momentum space spectra with exible

4. Material classi cation

tory conditions, our approach needs to display scattering ring positions

the ability to scale to more varied data collec- Our second approach allows the positions of

tion processes. the rings on the imaging plane to move freely.
This method is one way to reduce the require-

4.1. Model con gurations ment of a constant experimental set up. We do

not assume that any angular relationship is en-
forced between the successive ring positions, but
data generating process, which manifest as a set2SSUMe pixels remain at constant angular posi-
of options for the data processing pipeline. In tions. This method could be interpreted as re-

this section, we will detail these before describ- MoVving the collimator angular information, and
ing the classi cation model that is consistent Preserving only the pixel locations. We infer

across all processing approaches. We write all of € Position of the rings through creating a ra-
our models using the Python language, using the dial intensity pro le from an assumed central po-

We approach material classi cation using
two slightly dierent assumptions about the
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sition. We identify peaks in this prole using p(dj ; 1n,)/ (

the find _peaks function within scipy [34]. The W

width and location of each peak can then be used iGT G. ,j 3
to produce momentum transfer spectra. The rel- i=1 Y

ative angular di erence between successive rings Ng 1
is not necessarily constant using this approach. d'd. d'G. , G' G., "G' d

4.1.3. Momentum space and energy space com- ) @

ponents where 1., are the angles associated with each

_ In practice, the X-ray spectrum used in the ing G are our Gaussian bases, the parameters
di raction experiments could di er between ob- ¢ ning G, N, the number of rings in our data,

servations, requiring the production of calibra- d; the data vector associated with theith ring
tion images. This model relaxes the assumption g Ng the number of data points.
of a known incident spectrum and seeks to infer We nd the Gaussian amplitudes by using
the pro le of the source from the data itself. The 4 sampling routine written in Stan [35]. Stan
scattering image is modelled as being the result js 4 platform for statistical modelling and high-
of two multiplicative components: an incident performance statistical computation, which fa-
spectrum constant in energy space, and a mo- cjjitates full Bayesian statistical inference with
mentum space spectrum which is characteristic parkov Chain Monte Carlo (MCMC) sampling.
of the material. To relate these two hypothesised stan o ers two MCMC algorithms; the Hamil-
spectra to a produced image, it is necessary 10 tgpian Monte Carlo (HMC) algorithm and its
have de ned angular coordinates for the pixels. adaptive variant the no-U-turn sampler (NUTS).
For this work, we assume these angular positions |y this work we use the Python based PyStan
are known, but future work could seek to incor- jnterface [36] to t to the data in order to more
porate positional uncertainty and treat it as a easily integrate it with the rest of our Python
component of t_he model. We assign pixels to a pipeline. We usePyStan's sampling method, al-
ring in the collimator and produce spectra ac- |gwing control of the number of sampling chains
cordingly. and the sampling algorithm which we typically
In order to decompose our spectra, both the et a5 4 and NUTS respectively. When tting
energy spectrum and the momentum transfer i, the data, we assume uniform priors on the
spectrum are assumed to be formed of a linear gmpjitude of each of the Gaussians, but future
combination of Gaussian proles. These Gaus- yersions could seek to apply more informative
sian proles are dened by their amplitude, priors. Through use of the above model, we can
mean and standard deviation in momentum eyq|yate the likelihood of all hypothesised Gaus-
or energy space. \We arrange these regularly sian amplitudes and produce a likelihood distri-
in their respective spaces with xed standard pytion and Stan's sampling capabilities produce
deviations, and t to our data by allowing the  gistributions over each of the amplitude param-
amplitudes to vary. This can be seen as produc- gers, These distributions can be used as uncer-

ing a smoothed spectrum whilst allowing for an {5inty estimates for each of these parameters.
explicit separation of spectral components. The

resulting composite spectrum produced from 45 classication model
the tted amplitudes is evaluated against the
input data according to the likelihood:

version of our data that enables classi cation of
the observed material. Through processing the
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images correctly, we aim to emphasise the dif- allow probabilities to be assigned to new data
ferences between the materials and simplify the points through evaluating a likelihood of belong-
task of classication. The nal step we take ing to each of our clusters. A nal \unknown"
in this cleaning process is to reduce the num- class is de ned in the same space by pooling all
ber of dimensions present in our spectra, which data points, allowing us to assign a probability
we choose to do through Principal Component to our data being from a material not previously
Analysis (PCA). This is desirable as our spec- observed. The sum of the probabilities for a ma-
tra could be composed of thousands of entriesterial are normalised to sum to 1 through the use
of binned data. Reducing the dimensions whilst of a softmax function.

seeking to minimise the lost information can help
us to improve the performance of our classi er,
which can often struggle with a high number of

dimensions. Having de ned our techniques for extracting
Using this reduced dimension representation gpectra from the data and for assigning them
of our data, we apply a multidimensional Gaus- to material classes, we now evaluate the perfor-
sian clustering model to each of our classes. Co-mance of these approaches on real data. In all
ordinates for each material are de ned through cases, we only seek to identify which material is
measuring the mean location of all observations peing observed, not any other forms of observa-
of a material in this space, and the covariance tjona| variety present in our data. As we only
of those observations. Alternatively, a common haye a small number of images, we use k-fold
covariance can be de ned for all materials. The crgss validation [37] to derive our performance
advantage of the former approach is that it al- metrics. We divide our dataset into groups of 4,
lows us to capture the specic prole of each ang iteratively use each of these groups as a test
material in the clustering space, whereas the ad- set, \We use all of the other images as our train-
vantage of the latter is that it is less prone to g set, and test performance on this group of 4.
small numbers of observations producing errat- e jterate through all groups, changing the test
ically shaped clusters and distorting the label group each time, to collect estimates of our ex-
probabilities. Due to the small numbers of sam- pected performance when trained on the whole
ples present in our data, a covariance matrix gataset. This allows us to test the accuracy re-

cannot always be estimated to and we choosepeatedly, and to get a better understanding of

classes. Covariance matrices are not singular
when there are fewer observations than the rank 5 1. Assuming xed experimental design
of the matrix being constructed. Considering
that our data contains materials which are ob-
served very few times, we would would often be
forced to limit our clustering to one or two di-

5. Results

Our rst approach assumes that experimen-
tal conditions always remain the same, in the
sense that the scattering surface always detects

. . the same angular scattering, and that the colli-

mensions. One way to address this is to add more .
) mator always produces rings at the same loca-

samples to a class, such as by aggregating them,. . : )
. . .~ tion, as described in Section 4.1.1.
into their broader classes at the cost of knowing : :

. ) : Figure 11 shows the performance of this clas-
speci ¢ materials but allowing us to construct a

covariance matrix for the C, D, M and S mate- sier. The purple points on the left par_1e| show
i g .. the accuracy of the classi er as a function of the
rial classes. We explore this in more detail in

Appendix B, nding that this does not benet number of bins gsed in the momen_tum trans-
fer spectrum, which de nes the e ective resolu-
performance.

. L . tion scale of our spectra. Increasing the number
By using a multivariate Gaussian pro le, we o
of bins in the momentum transfer space means
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we can detect ner details in the resulting spec- were deemed most likely by the classi er, we do
trum, but will detect fewer photons within a not have examples below 0.3 in this chart as it is
given bin, increasing our susceptibility to noise. rarely the case that a label has such a low prob-
Using fewer bins means that we will collect more ability. For bins above this, there is a clear trend

photons, but e ectively smooth out the small between increasing con dence and increasing ac-
scale information and become less sensitive tocuracy levels, but they appear to consistently sit

small scale changes in the momentum transfer below the desired one-to-one relationship, indi-

spectrum. In terms of the impact this has on the
nal classi er, this can be seen by the best per-

cating that the model is being insu ciently as-
sertive in its predictions. Allowing the peak nd-

formance being achieved when using between 20ing algorithm to infer the location of the rings
and 100 spectral bins. 10 spectral bins appearsdoes not improve the performance of the clas-

to be too few to extract maximum information,
but 200 appears to begin to su er from the re-

si er, suggesting that small movements in the
collimator position are not strongly a ecting our

duced signal present in each spectral bin. The predictive power.

performance of all of these classiers is signif-
icantly better than a simplest \majority class"

classi er, which always guesses the most com-

mon material type, and produces an accuracy of
around 29%. The approach is therefore learning
some information about where the materials ex-
ist in the PCA space and is able to distinguish
materials based on this. Crucially, the experi-
mental setup is capable of extracting character-
istic information about each material.

We also value how accurately our model can
de ne its uncertainty, and this is explored in the
right hand panel of Figure 11. Across all spec-
tral bin resolutions and k-fold validation runs,
we aggregate the most likely material classi ca-
tion and its associated probability. We calculate
how often this prediction is correct, and bin them
according to the associated con dence value. If

Figure 12 shows the performance of the same
approach, but with the target labels now being
the broad material class instead of the specic
material label. Performance improves slightly
due to the smaller number of classes to predict,
and the larger size of the majority class ( 50%
of the data). Classes use a common covariance,
such that they have the same shape in the PCA
space. Probability calibrations are still perform-
ing well, being consistent with the desired one to
one relationship. Compared to Figure 11, there
no longer appears to be a consistent underes-
timation of the probabilities. By better de n-
ing the location of each class in the PCA space,
we may be improving the ability of the model
to have an improved con dence in its classi ca-
tions.

Figure 10 further explores how the PCA

our con dence values are correct, we would ex- transformation separates our raw images. Three
pect there to be a correspondence between thepanels display the coordinates of our samples
accuracy and the con dence. As an example, all in the rst few dimensions of the principal
labels that were allocated with 50% con dence components, whilst the bottom right plot
should be accurate 50% of the time. The pur- shows the explained variance ratio for each of
ple scatter points show the recorded accuracy of the components. PCA transforms the data
our predictions in 10 bins, with the black line into a dierent coordinate system where each
showing where perfect correspondence would sitdimension captures decreasing amounts of the
on the graph. Error bars for the right hand plot total statistical variance present in the data; the
are estimated from all classi cations in the k- explained variance ratio can be interpreted as
fold cross validation runs, using the Wilson score the amount of information encapsulated by each
interval and calculated using the statsmodels dimension in the PCA analysis. The majority
package [38]. They denote a 95% con dence re-of the variability is captured in the amplitude
gion. As we are only considering labels which of the rst component and subsequent dimen-
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Figure 10: Visualisation of our data once PCA has been applied to the raw images. We keep the rst 8 components
when constructing our classi er, and cluster in all 8 dimensions. Whilst materials frequently overlap in this visuali-
sation, they may be more separable when their location in the full 8 dimensional space.

sions contain less information, but several of that that sample sits within. Some separability 1
these contain above 5% of the total variance. can be seen, such as class S materials sitting
The remaining plots in this Figure show the close to each other, but signicant overlap
coordinates of each sample in the PCA space.exists. The degree of overlap between classes .
Points are coloured according to the broad class highlights a strength of a probabilistic approach; s

17



10

Figure 11: The performance of our multi-component model, compared to a direct momentum transfer space transform
of the data. The number of bins de nes the resolution of the spectra produced from the data. The panel on the left
shows the accuracy of the predictions as this resolution varies, for the approach that extract spectra directly from the
observed images ("raw images") and for the multi-component model that seeks to separate incident x-ray spectra and
the material-speci ¢ scattering pro le. The panel on the right shows how well these assigned probabilities quantify
the true uncertainty in the observation, by examining the accuracy of a classi cation compared to the probability
assigned to it.

Figure 12: Model performance when using a shared covariance and classifying into one of four classes (C,D,M,S),
rather than the specic substances as in Figure 11. Accuracy improves relative to that when classifying specic
materials, but this is partly driven by the majority class now being a larger proportion of the data.

whilst we cannot create a clear dividing line space can be divided in Appendix B.

in the space between the two classes, we can

de ne smoothly varying probabilistic de nitions ~ 5.2. Disentangling material and incident spectra
between the classes as one label becomes more Modelling our data collection process allows
likely than another in other regions of the space. us to encapsulate known information about the
When classifying our images, the approach will physical processes, whilst quantifying uncer-
consider the full 8 dimensional representation tainty where it exists. We have not enforced
of the data, rather than the compressed two an incident spectrum prole, or dened the
dimensional approach used for visualisation scattering pro les of the materials. Our rst
here. We further explore how the classi cation approach performs no normalisation on the
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energy spectra; in essence, it assumes a conelassi er, as we allow too much freedom in our

stant spectrum across all images. Our nal
approach aims to show how we can be robust to
scenarios where neither the incident spectrum
or the material scattering prole are known,
yet still allow us infer key information about
the materials. Any approach that allows us
to infer scattering properties of the material
whilst being robust to changes in the incident
spectrum will enable us to combine data from
multiple sources. An approach which allows us
to do so without needing to take calibration
images of the incident source will allow us to
more quickly take measurements and to be
resilient to potential mis-measurements in this
calibration. Such an approach will also be more
widely applicable for practical application in the
eld, where changes in environmental conditions
will be much more frequent.

In order to model these two components, we
utilise the probabilistic approach described in
Section 4.1.3. We t using 4 chains with 500
samples for warm up, and a further 500 samples
for parameter estimation. We produce spectra
through tting amplitudes to 60 Gaussian bases

parameters and we cannot create a meaningful
separation between the spectra. We do not
present these results graphically, but instead
state that the performance was no better than
an uninformed model. However, ideally a future
version of this approach would allow us to
infer the incident and scattering proles on
an image-by-image basis, meaning we remove
the dependence on having a consistent incident
spectrum. Such an approach may need to model
more aspects of the experimental set up.

in energy space, linearly spaced between 0 and

150keV, plus an additional basis at 66keV which
has an amplitude xed at 1 to ensure identi a-
bility in the nal tting outputs. Additionally,

we t amplitudes to a further 120 bases in mo-

mentum transfer space, linearly spaced between

0 and 30 nm . We use uniform priors between

0 and 5 for the amplitudes of each of these bases,

but could use more informative priors to encode
additional knowledge about the expected spec-
tra. The basis functions have a constant stan-
dard deviation of 4 in energy space and of 0.5

in momentum transfer space. We ensure chains rigure 13: Flowchart detailing the tting routine used to

converge by evaluation of the \Rhat" statistic
within Stan.

Our multi component model allows us to t
an incident spectrum and a scattering pro le
as two separate pro les for every image in our
dataset. In practice, allowing both the incident
spectrum and scattering pro le to vary for every
single image results in a poorly performing

infer our scattering pro les.

In order to classify with the separated spec-
tra, we adopt the two step process shown in Fig-
ure 13. We t all images with free incident and
scattering pro les, before aggregating the inci-
dent spectra together to form a single tted pro-
le across all images. We use the mean and then
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Figure 14: The inferred incident spectrum for our X-ray
diraction images. This is found through tting spectra
across a wide range of the di raction images.

re- t our images using this assumed, xed inci-
dent pro le to produce uncertainties across the
momentum space spectra. By inferring this com-
mon pro le across all images, we explore our
capability to learn information about both the
scattering material and the X-ray source. Our
data all used very similar incident spectra and
therefore the impact of this assumption ought to
be low, but this example serves to explore our
ability to introduce exibility in this setting. In
principle, we could have dierent incident pro-
les on dierent subsets of the data, and infer

We allow the scattering prole to vary for
every image and then use the inferred scattering
pro les to cluster in the same way as in earlier
sections. Figure 11 shows the performance of this
approach in comparison to directly applying the
clustering to the processed raw data. Across all
binning regimes, the separated spectra perform
at a lower accuracy than the processed raw data.
This is likely due to our processing not extract-
ing all of the key information, as our Gaussian
pro les also applying an e ective smoothing onto
our data. Our extracted spectra do perform sig-
ni cantly better than the minimal model which
only selects the majority class, so we are extract-
ing meaningful information from the data. In the
right hand panel, we examine if probabilities are
still well calibrated, and nd that our separated
spectra perform similarly well as the processed
images.

While the performance of this approach is
worse than transforming the raw images, this
serves as a powerful demonstration of the viabil-
ity of modelling the uncertainty in experiments
such as these. We have developed a framework
which allows us to relax the need to know an inci-
dent X-ray pro le, instead inferring this from the
data, while preserving knowledge of the material
speci ¢ scattering pro les. Our model can adapt
to an arbitrary number of Gaussian bases of any
width, therefore allowing for a wide range of res-

these as long as we knew which spectra sharedolutions. It also serves to motivate further work

which incident source.

This mean incident energy pro le is shown in
Figure 14, and is composed of 60 di erent Gaus-
sian functions added together with standard de-
viations of 4 in energy space. The prole has
some characteristic peaks with very little am-
plitude in the higher energy bins. We use this
shared spectrum to constrain the range of scat-
tering pro les that each material can take, but
can do so without needing to know the true inci-
dent spectrum. The pro le of this is visually very
similar to that in Figure 7, as both are methods
of estimating the mean energy spectrum. This
method, however, can scale to quantifying in-
creasing amounts of observational uncertainty.

that will incorporate more sources of variation in
the data, such as modelling the noise across the
detector surface or for a changing experimental
geometry. Improving the delity of our model
should improve its performance, as it is likely
that this simple two component model is too
coarse. For example, the behaviour of a detector
will vary across the imaging plane and through-
out the energy range that each pixel is sensitive
to, which will add additional parameters to t
compared to our two component model.
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6. Conclusion tine, or by limitations of our modelling approx-
imation. Further work could seek to build on
these developments to further expand the realm
of the probabilistic modelling through improved
representations of the experimental space. For
example, better quantifying the range of noise
properties of the detector or likely physical lo-

We have explored the problem of material
classi cation using X-ray di raction, in the pres-
ence of uncertainty regarding experimental con-
ditions. Through the use of momentum trans-
fer spectra, we have combined both angular and

energy information to produce a characteristic cations of the experimental components could

pro le for a range of materials. For a series of lead to an improved model. Our work has mod-
images observed using the same incident spec-

A . . elled the resulting spectrum as the product of
trum, we were able to distinguish materials with g sp P

well quanti ed uncertainties and across a vari an incident and scattering pro les, but real de-
q . " . tectors will also have additive noise that varies
ety of observing conditions. Principal Compo-

nent Analysis allowed us to reduce the dimen across the imaging plane, detectors which move
. ySIS & location, and myriad other factors. A model
sions present in our momentum transfer data, " .
- ) . . ' that could relate its mathematical parameters so
before our multidimensional Gaussian pro les in-

troduced a probabilistic assignment of spectra closely With. the e_xpgrimental design COUIC_’ qlti—
to prede ned classes. We have explored the re- matel_y a'.d in designing detectors tha_t optimise
lationship between tﬁese assigned probabilities classi cation performance when used in the gld.

. . Our work has demonstrated that such modelling
and the true accuracy, nding that the probabil-

ities correlate well with performance but appear approaches have_potential for enablin_g bette_r in-

to be slightly under-con dent. for_med classi cation, but more work is required
We have expanded this approach with the to improve the performance.

goal of becoming increasingly adaptable to

changes in further experiments. A notable CRediT authorship contribution state-

source of this variation is with the incident ment

X-ray spectrum. Usually, knowledge of this o N

spectrum is required to calibrate the X-ray Benjamin Mawdsley  Software, Writing

di raction images. We relax the constraint of - Original Draft, Writing - Review & Edit-

needing a known incident spectrum and instead "9, Formal analysis; Sam Dorkings  Investi-

attempt to infer this from our data, which 9ation, Writing - Original Draft, Writing - Re-

would allow future observations to be robust to View & Editing, Resources; Simon Maskell

changes in X-ray source. We do this through Conceptualization, Methodology, Formal anal-

using a Bayesian tting approach in the Stan YSIS: Funding acquisition, Supery|5|on; David

programme and produce an inferred incident Pickup Software, Formal analysis, Data Cura-

spectrum and image-speci ¢ scattering pro les, tion, Writing - Review & Editing; ~Samantha
Our probabilistic methods allow us to relax Chong Writing - Review & Editing, Methodol-

our assumptions about our data by tting the ©9Y; Thomas 'Fgrrell Investigation, Resources;

energy and momentum space spectra individu- Alexander Phillips  Software.

ally. Taking this approach produces a classier

which performs signi cantly better than an un-  Acknowledgements

informed model. Performance is comparable al-
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when applied to the raw images, suggesting that cussions during the project, and Danielle Hills
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Appendix A. Materials in our dataset

This section details the specific materials
used to generate our dataset. We observed 27
different classes, and itemise these in Table
In this work, we only ever seek to classify which
material is present, i.e. the entry under the
column “Label”, but use data from all different
observational conditions to do this. We do not
list the specific permutations of observational
conditions that created our dataset, but we
incorporated variations in:

— the collimator width,

— the distance between the source and sam-
ple,

— whether the sample was within an
obstructing barrier or container,

— the length of time that the sample was ir-
radiated for,

— the thickness of the sample.

Appendix B. Influence of the covariance
matrix

Our analysis enforces a common covariance
across all groups in our data. This is driven by
the small number of times that each class is ob-
served in our dataset (see Tablefor the range
of materials present). The covariance matrix be-
comes singular when the number of observations
is smaller than the dimension of the covariance
matrix, with the consequence that we cannot as-
sign likelihoods to samples. With some mate-
rials only imaged a single time, this became a
severe limiting factor in our analysis. In this
section, we explore how material covariance ma-
trices changed across the broader material types,
as this allowed a larger number of samples to be
used when constructing the covariance for a sin-
gle material.

We divide our data into the four broad classes
denoted C,D,M and S. Using samples in each cat-
egory, we construct covariance matrices to de-
fine the class. The smallest class in our data is

26

’ Label \
M

Materials ‘

Aluminium
Steel
C Bovine serum albumin (BSA)
Dipel
Fructose
Gelatin
Lactose
Milk Powder
Potassium Chloride (KCl)
Potassium Hydroxide (KOH)
Potassium Permanganate (KMnOy)
Table Salt
Sea Salt
Sodium Hydroxide (NaOH)
Sodium Sulphate (NaSOy)
Talcum Powder
Aspirin
Caffeine
Aspirin/Caffeine (25/75)
Aspirin/Caffeine (50/50)
Aspirin/Caffeine (75/25)
S Sugar Cubes
Granulated Sugar - Brand 1
Granulated Sugar - Brand 2

Table A.3: The materials present in our dataset. We
collect a varied set of samples in order to explore more
broadly how the classi er can perform at distinguishing
them. We do not select them according to the presence
or absence of toxicity.

class M, which has 4 observations, meaning that
our covariance matrices must be limited to di-
mensions of 4x4 rather than the 8 components
used earlier in this paper. Figure shows
these covariance matrices, plotted as correlation
matrices. We display them in this form as the
strong diagonal contribution often dominates off-
diagonal amplitudes when plotted as covariance,
making relationships harder to see. Class M has
strong positive correlations between all 4 prin-
cipal components, which can be seen from the
coordinates of the samples in Figure [I0] where
the samples can be seen to move linearly across
those dimensions. Classes C,D, and S show more
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variation in their structures. For example, class
D has a weak correlation between components 0
and 3, whereas class C has a negative correla-
tion. The different appearance of each of these
matrices will produce multivariate Gaussians of
different profiles, characterising each material in
our clustering space.

Figure explores these material specific
covariance matrices in further detail. The panel
on the left considers the first two principal
components, with the coordinates derived from
images shown as scatter points. The contours
denote 68% and 95% confidence intervals for
each class according to its covariance matrix.
We fix coordinates in the the third and fourth
dimensions to constant values, effectively pro-
ducing a ”slice” in the space. We also only
show two material classes for visual clarity.
The panel on the right of this Figure shows
how the probability of being assigned to each
class changes throughout the space, with pixels
coloured according to the probability of being
assigned to the most likely of the two classes.
There is an abrupt transition from C to D in the
central part of the plot where both classes have
a high probability, but a smoother transition in
the outer regions where neither class is strongly
likely. In this central region, where the purple
class C is more densely concentrated, samples
are more likely to be assigned to class C than
D as its profile is more sharply peaked along
the second principal component dimension.
Towards the upper and lower regions, class D
is more likely as its probability density is more
diffuse and decays slower along this axis than
for class C. This approach extends to multiple
dimensions, with this plot highlighting how
combinations of such multivariate Gaussian
distributions can construct probability surfaces
of varying topology. Additional classes will
further change the shape of this space, with
each additional material having areas of the
space where they are most probable.

Figure [B.17 shows the performance of
the classifier when wusing material specific
covariance matrices to define each of our four

classes, compared against the case that uses
a common covariance. = Whereas the results
in the main body of this paper were able to
use 8 dimensions for clustering, we limit both
the common covariance and material specific
approaches to 4 in this plot to ensure direct
comparability.  Performance is slightly worse
using 4 dimensions compared to 8 (see Figure
as more information is lost in a smaller di-
mension representation, and the smaller volume
of the 4-dimensional clustering space makes it
harder to separate materials. Performance is
somewhat poor, hovering around the 60% level
slightly above the size of the majority class.
The material specific covariance performs much
worse than the common covariance model, drop-
ping to 20% accuracy in some configurations.
Additionally, when considering the right hand
side plot in Figure [B:17] the calibration of these
probabilities appears to be worse. The classifier
is frequently over-confident in its classifications,
with labels being correct at a lower rate than
the assigned probabilities suggest. By contrast,
the shared covariance model produces highly
confident labels which are correct approximately
the right fraction of the time, being more
likely to be under-confident in its classification.
This issue with the material specific covariance
matrices is particularly pronounced for the
upmost certainty bin, with a large number
of very certain predictions frequently being
incorrect.  Constructing material specific co-
variance matrices with such few samples leads
to classifiers which cannot accurately quantify
the true variety of behaviour within each class.
These covariance matrices will occupy a smaller
volume of the clustering space than they truly
ought to, leading to significantly over-confident
predictions. Additionally, with limited numbers
of samples, the covariance estimated for each
class will have a larger statistical noise than that
calculated across the whole population, and this
may be another contributing factor to the lack
of improvement in the performance. With larger
numbers of observations and a more densely
packed principal component space, accurately
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capturing the exact shape of each covariance
may have a more beneficial effect.

Figures [B1§| and [B:19| explore how perfor-
mance changes with the different covariance ma-
trices in further detail. The left panel of each
plot shows a confusion matrix across the test
data used across all of our k-fold cross valida-
tion runs, whereas the right panel shows the rela-
tive accuracy of the classifier at identifying sam-
ples within each class. With the material spe-
cific classifier in Figure[B.18] the model performs
poorly at identifying all classes, and never iden-
tifies M materials, either correctly or incorrectly.
Materials in the C and D classes are frequently
mistaken for those in the S class, with some D
materials being identified as C type materials.
In contrast, when using a pooled covariance in
Figure the performance is much more con-
sistent across the classes and to a higher level.
C and D are still often mistaken for S materials,
but C and D are now rarely confused with each
other. By using a pooled covariance, we reduce
the impact of small numbers of samples on the
shape of the probability distribution. Whilst a
pooled covariance matrix loses sensitivity to ma-
terial specific shapes, it appears to deliver better
performance on our data as it is more suited to
handling small numbers of observations.
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Figure B.15: Covariance matrices for the four broad classes, visualised as correlation matrices. The metals in class
M produce a matrix with a strong positive correlation between principal components, whereas classes C, D and S
have more varied covariance matrices.
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