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Abstract

In a world characterised by uncertainty, making well-informed decisions is essential. While
traditional machine learning (ML) models have excelled in predictive tasks, they often over-
look the integration of risk assessment, creating a significant gap in addressing the uncertain-
ties inherent in such predictions. This PhD thesis addresses this challenge by incorporating
uncertainty into complex neural network architectures for continuous data forecasting, em-
ploying statistical methods with a focus on parameterised distributions. These techniques
provide a deeper understanding of model behaviour, particularly regarding uncertainty dur-
ing both training and testing phases.

This research is grounded in cognitive neuroscience, with a particular focus on memory-
preserving models that abstractly emulate biological memory functions. A novel contribution
of this thesis is the introduction of trainable noise into Long Short-Term Memory (LSTM)
models, inspired by the distinct temporal and ‘depth’ characteristics of biological memory.
This innovative approach enables the examination of how the LSTM’s memory state influ-
ences data assimilation while providing quantifiable confidence in predictions. By exploring
the architecture of LSTMs, this research bridges ML and cognitive neuroscience, offering new
perspectives that align computational approaches with cognitive neuroscience principles.

A significant contribution of the thesis is the development of a Bayesian Neural Network
(BNN) architecture that integrates an Auto-Differentiable Ensemble Kalman Filter (AD-
EnKF) with LSTMs, facilitating precise quantification of uncertainty in complex, iterative
models. Additionally, an ablation study is conducted on Variational Auto-Encoders (VAEs),
focusing on enhancing the expressivity of the distributions used in their variational inference.
By employing a Random Projection (RP) method, the study identifies an optimal param-
eterisation of uncertainty within expansive latent spaces, achieving an acceptable sacrifice
between spatial and temporal complexity (compared to current methods) and improved ac-
curacy. These insights are subsequently applied to enhance uncertainty propagation within
the proposed model, denoted as RP-AD-EnKF.

The findings from the proposed algorithms applied to domains such as quantitative fi-
nance, environmental monitoring, assessment and forecasting, highlight the importance of
incorporating uncertainty into memory-preserving models. They also emphasise the value of
fine-tuning hyperparameters based on the expressivity obtained from the RP method, which
characterises the uncertainty distributions. This is demonstrated through image reconstruc-
tions derived from a VAE model. Ultimately, this work contributes to a deeper understanding
of uncertainty in ML, paving the way for more robust and insightful applications.

iii



Contents

Declaration i

Acknowledgements ii

Abstract iii

1 Introduction 1
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Background 5
2.1 Decision-making . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Uncertainty . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.2.1 Decision-making Under Uncertainty . . . . . . . . . . . . . . . . . . . 7
2.2.2 Quantifying Uncertainty Within the Model . . . . . . . . . . . . . . . 7

2.3 Kalman Filter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.3.1 Non-Linear Filters . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.3.1.1 Extended Kalman Filter . . . . . . . . . . . . . . . . . . . . 11
2.3.1.2 Unscented Kalman Filter . . . . . . . . . . . . . . . . . . . 11

2.3.2 Ensemble Kalman Filter . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.3.2.1 Auto-Differentiable Ensemble Kalman Filter . . . . . . . . . 15

2.3.3 Particle Filter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.3.3.1 Auto-Differentiable Particle Filter . . . . . . . . . . . . . . . 17

2.4 Neural Networks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
2.4.1 Reccurent Neural Networks . . . . . . . . . . . . . . . . . . . . . . . 20
2.4.2 Long Short Term Memory Model (LSTM) . . . . . . . . . . . . . . . 21

2.5 Biological Memory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.5.1 Temporal Memory . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
2.5.2 Levels of Processing . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.6 Parameterisation of Distributions . . . . . . . . . . . . . . . . . . . . . . . . 24
2.7 Variational Auto-Encoder (VAE) . . . . . . . . . . . . . . . . . . . . . . . . 26
2.8 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

iv



2.8.1 Time-series Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
2.8.2 Image Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
2.8.3 Summary and Implications of Data-Driven Results . . . . . . . . . . 29

3 Integrating Cognitive Neuroscience Principles into Bayesian Statistical
Neural Networks for Dynamic Temporal State-Space Modelling 32
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

3.1.1 Contribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

3.2.1 Recurrent Neural Networks and Cognitive Neuroscience . . . . . . . . 35
3.2.2 Signal Processing and Neural Networks . . . . . . . . . . . . . . . . . 36
3.2.3 Quantifying Uncertainty of LSTM Models . . . . . . . . . . . . . . . 36
3.2.4 Neural Networks' Standard Practices . . . . . . . . . . . . . . . . . . 37

3.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
3.3.1 Dynamical State Space Model . . . . . . . . . . . . . . . . . . . . . . 37
3.3.2 Ensemble Kalman Filter and Long Short Term Memory . . . . . . . . 38
3.3.3 Stateless vs Stateful LSTM . . . . . . . . . . . . . . . . . . . . . . . 38
3.3.4 Memory and Uncertainty Within the Model . . . . . . . . . . . . . . 39
3.3.5 Ensemble Kalman Filter Update . . . . . . . . . . . . . . . . . . . . . 39

3.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
3.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

3.5.1 Levels of Processing . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.5.1.1 Accurate Forecasting of Pollution . . . . . . . . . . . . . . . 43
3.5.1.2 Visualisation of Forecasting Pollution . . . . . . . . . . . . . 45

3.5.1.2.1 Pollution with Missing Target Values . . . . . . . . 47
3.5.1.3 Appropriate Metrics . . . . . . . . . . . . . . . . . . . . . . 49
3.5.1.4 General Levels of Processing Results . . . . . . . . . . . . . 51

3.5.2 Temporal Memory . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52
3.5.2.1 Temporal Memory Impact on Pollution . . . . . . . . . . . . 52
3.5.2.2 Isolating Memory . . . . . . . . . . . . . . . . . . . . . . . . 54

3.5.2.2.1 High Uncertainty and Low Stimuli . . . . . . . . . 54
3.5.2.2.2 High Uncertainty and High Stimuli . . . . . . . . . 56
3.5.2.2.3 Low Uncertainty and Low Stimuli . . . . . . . . . . 58
3.5.2.2.4 Low Uncertainty and High Stimuli . . . . . . . . . 59
3.5.2.2.5 Impaired Short-Term Memory and High Stimuli . . 60

3.5.2.3 General Temporal Memory Results . . . . . . . . . . . . . . 61
3.5.3 Visual Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
3.7 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

v



4 E�cient Covariance Parameterisation in VAE Models Using Random Pro-
jection 71
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

4.1.1 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

4.3.1 General Setting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
4.3.2 Speci�cs of Variational Auto-Encoders . . . . . . . . . . . . . . . . . 75
4.3.3 Alternative Parameterisations of the Covariance Matrices . . . . . . . 75
4.3.4 Implementation of Random Projection . . . . . . . . . . . . . . . . . 75
4.3.5 KL Divergence Terms . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
4.3.6 Derivation of KL Divergence Terms . . . . . . . . . . . . . . . . . . . 77

4.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
4.4.1 Total Loss . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
4.4.2 Runtime . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79
4.4.3 Constituents of Loss . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
4.4.4 Diagonal Term . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84
4.4.5 A Single Projection Matrix . . . . . . . . . . . . . . . . . . . . . . . . 84
4.4.6 Expressivity With Normalising Flows . . . . . . . . . . . . . . . . . . 87
4.4.7 Qualitative Performance . . . . . . . . . . . . . . . . . . . . . . . . . 87

4.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
4.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

5 Enhancing Uncertainty Quanti�cation: Integrating Random Projection
with AD-EnKF-LSTM 92
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92
5.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
5.3 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
5.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

5.4.1 Levels of Processing A�ected by Random Projection . . . . . . . . . 96
5.4.1.1 Expressivity and Sensitivity . . . . . . . . . . . . . . . . . . 98

5.4.2 Temporal Memory A�ected by Random Projection . . . . . . . . . . 101
5.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
5.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

6 Conclusions 105
6.1 Concluding Remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
6.2 Recommendations for Future Work . . . . . . . . . . . . . . . . . . . . . . . 107

A 109
A.1 Levels of Processing Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

A.1.1 Pollution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109
A.1.2 Nasdaq100 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

vi



A.1.3 Climate . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
A.2 Temporal Memory Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

A.2.1 Nasdaq100 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116
A.2.2 Climate . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
A.2.3 Isolated Memory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

A.3 Climate Visualisations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

B 121
B.1 Additional Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

C 127
C.1 Additional Results for Expressivity and Sensitivity . . . . . . . . . . . . . . 127

C.1.1 Pollution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 127
C.1.2 Nasdaq100 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129
C.1.3 Climate . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

C.2 Additional Results for Temporal Memory . . . . . . . . . . . . . . . . . . . . 133
C.2.1 Climate . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

vii



List of Tables

2.1 Number of Optimised Parameters per Datum for Each Parameterisation . . 24
2.2 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
2.3 Nasdaq100 data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
2.4 Pollution data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
2.5 Climate data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.1 Test MSE for Pollution With LSTM . . . . . . . . . . . . . . . . . . . . . . 43
3.2 Test sMAPE for Pollution With LSTM . . . . . . . . . . . . . . . . . . . . . 44
3.3 Test MSE for Pollution With AD-EnKF-LSTM . . . . . . . . . . . . . . . . 44
3.4 Test sMAPE for Pollution With AD-EnKF-LSTM . . . . . . . . . . . . . . . 44
3.5 Test Log-Likelihood for Pollution With AD-EnKF-LSTM . . . . . . . . . . . 50
3.6 Test NIS for Pollution With AD-EnKF-LSTM . . . . . . . . . . . . . . . . . 50
3.7 Varying b for Pollution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
3.8 Varying s for Pollution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
3.9 Varying b for Pollution With q = 1:0 . . . . . . . . . . . . . . . . . . . . . . 54
3.10 Varying s for Pollution With q = 1:0 . . . . . . . . . . . . . . . . . . . . . . 55
3.11 Varying b for Pollution With e = 1:0 . . . . . . . . . . . . . . . . . . . . . . 55
3.12 Varying s for Pollution With e = 1:0 . . . . . . . . . . . . . . . . . . . . . . 55
3.13 Varying b for Nasdaq100 Withq = 1:0 . . . . . . . . . . . . . . . . . . . . . 56
3.14 Varying s for Nasdaq100 Withq = 1:0 . . . . . . . . . . . . . . . . . . . . . 57
3.15 Varying b for Nasdaq100 Withe = 1:0 . . . . . . . . . . . . . . . . . . . . . 57
3.16 Varying s for Nasdaq100 Withe = 1:0 . . . . . . . . . . . . . . . . . . . . . 57
3.17 Varying b for Pollution With q = 0:1 . . . . . . . . . . . . . . . . . . . . . . 58
3.18 Varying s for Pollution With q = 0:1 . . . . . . . . . . . . . . . . . . . . . . 58
3.19 Varying b for Pollution With e = 0:1 . . . . . . . . . . . . . . . . . . . . . . 59
3.20 Varying s for Pollution With e = 0:1 . . . . . . . . . . . . . . . . . . . . . . 59
3.21 Varying b for Nasdaq100 withq = 0:1 . . . . . . . . . . . . . . . . . . . . . . 59
3.22 Varying s for Nasdaq100 Withq = 0:1 . . . . . . . . . . . . . . . . . . . . . 59
3.23 Varying b for Nasdaq100 Withe = 0:1 . . . . . . . . . . . . . . . . . . . . . 60
3.24 Varying s for Nasdaq100 Withe = 0:1 . . . . . . . . . . . . . . . . . . . . . 60

4.1 Number of Optimisable Parameters per Datum for Each Parameterisation . . 76
4.2 Total Testing Loss for Each Parameterisation for MNIST . . . . . . . . . . . 79

viii



4.3 Total Testing Loss for Each Parameterisation for CIFAR-10 . . . . . . . . . 81
4.4 Total Testing Loss for Each Parameterisation for Flowers-102 . . . . . . . . . 81
4.5 Reconstruction Error and KL Divergence (Total Loss) for MNIST: Recon-

struction Error Listed First. . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
4.6 Reconstruction Error and KL Divergence for CIFAR-10 . . . . . . . . . . . . 83
4.7 Reconstruction Error and KL Divergence for Flowers-102 . . . . . . . . . . . 83
4.8 Reconstruction Error and KL Divergence (Total Loss) for MNIST with RP +

Trainable Diagonal: Reconstruction Error Listed First. . . . . . . . . . . . . 84
4.9 Reconstruction Error and KL Divergence for CIFAR-10 With RP + Trainable

Diagonal . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84
4.10 Reconstruction Error and KL Divergence for Flowers-102 With RP + Train-

able Diagonal . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
4.11 Total Testing Loss for Each Parameterisation for MNIST With RP and Mul-

tiple Projection Matrices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
4.12 Total Testing Loss for Each Parameterisation for CIFAR-10 With RP and

Multiple Projection Matrices . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
4.13 Total Testing Loss for Each Parameterisation for Flowers-102 With RP and

Multiple Projection Matrices . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
4.14 Reconstruction Error and KL Divergence for MNIST With RP and Multiple

Projection Matrices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
4.15 Reconstruction Error and KL Divergence for CIFAR-10 With RP and Multiple

Projection Matrices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
4.16 Reconstruction Error and KL Divergence for Flowers-102 With RP and Mul-

tiple Projection Matrices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87
4.17 Reconstruction Error and KL Divergence for MNIST With VAE-NF . . . . . 87
4.18 Reconstruction Error and KL Divergence for CIFAR-10 With VAE-NF . . . 89
4.19 Reconstruction Error and KL Divergence for Flowers-102 With VAE-NF . . 89

5.1 Optimal Models' Results for Pollution . . . . . . . . . . . . . . . . . . . . . 96
5.2 Optimal Models' Results for Nasdaq100 . . . . . . . . . . . . . . . . . . . . . 97
5.3 Optimal Models' Results for Climate . . . . . . . . . . . . . . . . . . . . . . 97
5.4 Test MSE for Pollution With AD-EnKF-LSTM . . . . . . . . . . . . . . . . 99
5.5 Test MSE for Pollution With RP-AD-EnKF . . . . . . . . . . . . . . . . . . 99
5.6 Test MSE for Nasdaq100 With AD-EnKF-LSTM . . . . . . . . . . . . . . . 100
5.7 Test MSE for Nasdaq100 With RP-AD-EnKF . . . . . . . . . . . . . . . . . 100
5.8 Varying b for Pollution With RP-AD-EnKF . . . . . . . . . . . . . . . . . . 102
5.9 Varying s for Pollution With RP-AD-EnKF . . . . . . . . . . . . . . . . . . 102
5.10 Varying b for Nasdaq100 With RP-AD-EnKF . . . . . . . . . . . . . . . . . 102
5.11 Varying s for Nasdaq100 With RP-AD-EnKF . . . . . . . . . . . . . . . . . 103

A.1 Test RMSE for Pollution With LSTM . . . . . . . . . . . . . . . . . . . . . . 109
A.2 Test RMSE for Pollution With AD-EnKF-LSTM . . . . . . . . . . . . . . . 110
A.3 Test MSE for Nasdaq100 With LSTM . . . . . . . . . . . . . . . . . . . . . . 110

ix



A.4 Test RMSE for Nasdaq100 With LSTM . . . . . . . . . . . . . . . . . . . . . 111
A.5 Test sMAPE for Nasdaq100 With LSTM . . . . . . . . . . . . . . . . . . . . 111
A.6 Test MSE for Nasdaq100 With AD-EnKF-LSTM . . . . . . . . . . . . . . . 111
A.7 Test RMSE for Nasdaq100 With AD-EnKF-LSTM . . . . . . . . . . . . . . 112
A.8 Test sMAPE for Nasdaq100 With AD-EnKF-LSTM . . . . . . . . . . . . . . 112
A.9 Test Log-likelihood for Nasdaq100 With AD-EnKF-LSTM . . . . . . . . . . 112
A.10 Test NIS for Nasdaq100 With AD-EnKF-LSTM . . . . . . . . . . . . . . . . 113
A.11 Test MSE for Climate With LSTM . . . . . . . . . . . . . . . . . . . . . . . 113
A.12 Test RMSE for Climate With LSTM . . . . . . . . . . . . . . . . . . . . . . 114
A.13 Test sMAPE for Climate With LSTM . . . . . . . . . . . . . . . . . . . . . . 114
A.14 Test MSE for Climate With AD-EnKF . . . . . . . . . . . . . . . . . . . . . 114
A.15 Test RMSE for Climate With AD-EnKF . . . . . . . . . . . . . . . . . . . . 115
A.16 Test sMAPE for Climate With AD-EnKF-LSTM . . . . . . . . . . . . . . . 115
A.17 Test Log-likelihood for Climate With AD-EnKF-LSTM . . . . . . . . . . . . 115
A.18 Test NIS for Climate With AD-EnKF-LSTM . . . . . . . . . . . . . . . . . . 116
A.19 Varying b for Nasdaq100 With AD-EnKF-LSTM . . . . . . . . . . . . . . . . 116
A.20 Varying s for Nasdaq100 With AD-EnKF-LSTM . . . . . . . . . . . . . . . . 116
A.21 Varying b for Climate With AD-EnKF-LSTM . . . . . . . . . . . . . . . . . 117
A.22 Varying s for Climate With AD-EnKF-LSTM . . . . . . . . . . . . . . . . . 117
A.23 Varying b for Climate With q = 1:0 . . . . . . . . . . . . . . . . . . . . . . . 118
A.24 Varying s for Climate With q = 1:0 . . . . . . . . . . . . . . . . . . . . . . . 118
A.25 Varying b for Climate With e = 1:0 . . . . . . . . . . . . . . . . . . . . . . . 118
A.26 Varying s for Climate With e = 1:0 . . . . . . . . . . . . . . . . . . . . . . . 118
A.27 Varying b for Climate With q = 0:1 . . . . . . . . . . . . . . . . . . . . . . . 119
A.28 Varying s for Climate With q = 0:1 . . . . . . . . . . . . . . . . . . . . . . . 119
A.29 Varying b for Climate With e = 0:1 . . . . . . . . . . . . . . . . . . . . . . . 119
A.30 Varying s for Climate With e = 0:1 . . . . . . . . . . . . . . . . . . . . . . . 119

C.1 Test MSE for Pollution With RP-AD-EnKF . . . . . . . . . . . . . . . . . . 127
C.2 Test RMSE for Pollution With RP-AD-EnKF . . . . . . . . . . . . . . . . . 128
C.3 Test sMAPE for Pollution With RP-AD-EnKF . . . . . . . . . . . . . . . . 128
C.4 Test Log-likelihood for Pollution With RP-AD-EnKF . . . . . . . . . . . . . 128
C.5 Test NIS for Pollution With RP-AD-EnKF . . . . . . . . . . . . . . . . . . . 129
C.6 Test MSE for Nasdaq100 With RP-AD-EnKF . . . . . . . . . . . . . . . . . 129
C.7 Test RMSE for Nasdaq100 With RP-AD-EnKF . . . . . . . . . . . . . . . . 130
C.8 Test sMAPE for Nasdaq100 With RP-AD-EnKF . . . . . . . . . . . . . . . . 130
C.9 Test Log-likelihood for Nasdaq100 With RP-AD-EnKF . . . . . . . . . . . . 130
C.10 Test NIS for Nasdaq100 With RP-AD-EnKF . . . . . . . . . . . . . . . . . . 131
C.11 Test MSE for Climate With RP-AD-EnKF . . . . . . . . . . . . . . . . . . . 131
C.12 Test RMSE for Climate With RP-AD-EnKF . . . . . . . . . . . . . . . . . . 132
C.13 Test sMAPE for Climate With RP-AD-EnKF . . . . . . . . . . . . . . . . . 132
C.14 Test Log-likelihood for Climate With RP-AD-EnKF . . . . . . . . . . . . . . 132

x



C.15 Test NIS for Climate With RP-AD-EnKF . . . . . . . . . . . . . . . . . . . 133
C.16 Varying b for Climate With RP-AD-EnKF . . . . . . . . . . . . . . . . . . . 133
C.17 Varying s for Climate With RP-AD-EnKF . . . . . . . . . . . . . . . . . . . 133

xi



List of Figures

2.1 Sampling With Di�erent Covariance Parameterisations . . . . . . . . . . . . 25
2.2 Visual Representation of Data . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.1 Pollution Optimal Model LSTM Prediction (1/100) ( l = 4; k = 128) . . . . . 45
3.2 Pollution Optimal Model AD-EnKF-LSTM Prediction (1/100) ( l = 1; k = 64) 46
3.3 Pollution Optimal Model LSTM Train Predictions (1/10) ( l = 1; k = 64) . . 47
3.4 Pollution Optimal Model AD-EnKF-LSTM Train Predictions (1/10) ( l =

2; k = 32) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
3.5 Pollution Optimal Model LSTM Test Predictions (1/10) (l = 1; k = 64) . . . 48
3.6 Pollution Optimal Model AD-EnKF-LSTM Test Predictions (1/10)( l = 2; k =

32) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
3.7 NDX Predictions of Nasdaq100 With LSTM (l = 2; k = 64) . . . . . . . . . 63
3.8 NDX Predictions of Nasdaq100 With AD-EnKF-LSTM (l = 1; k = 64) . . . 63
3.9 pollution Predictions of Pollution With LSTM ( l = 4 k = 128) . . . . . . . . 64
3.10 pollution Predictions of Pollution With AD-EnKF-LSTM ( l = 1; k = 64) . . 64
3.11 Pollution for Varying b and s = 6 . . . . . . . . . . . . . . . . . . . . . . . . 66
3.12 Pollution for Varying s and b= 48 . . . . . . . . . . . . . . . . . . . . . . . . 67

4.1 Runtime of Expected Complexity of Di�erent Parameterisations for VaryingJ 80
4.2 Runtime Complexity of MNIST . . . . . . . . . . . . . . . . . . . . . . . . . 82
4.3 Runtime Complexity of CIFAR-10 . . . . . . . . . . . . . . . . . . . . . . . . 82
4.4 Runtime Complexity of Flowers-102 . . . . . . . . . . . . . . . . . . . . . . . 82
4.5 CIFAR10 D/RP Parameterisation With the Lowest Test Losses . . . . . . . 88

A.1 TMP Predictions of Climate . . . . . . . . . . . . . . . . . . . . . . . . . . . 120
A.2 Climate Estimation With l = 1; k = 64 . . . . . . . . . . . . . . . . . . . . . 120

B.1 MNIST Test Ground-truth . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
B.2 Stochastic Visualisation of MNIST (Full Parameterisation) . . . . . . . . . . 122
B.3 Stochastic Visualisation of MNIST (D Parameterisation) . . . . . . . . . . . 123
B.4 Stochastic Visualisation of MNIST (RP Parameterisation) . . . . . . . . . . 124
B.5 Ground-truth . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124
B.6 Full, J=100 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125
B.7 D, J=150 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

xii



B.8 Stochastic Visualisation of Flower-102 (RP Parameterisation) . . . . . . . . 126

xiii



Chapter 1

Introduction

1.1 Motivation

Our world is inherently governed by uncertainty, especially when it comes to predicting the
future and making decisions. Every decision we make impacts various aspects of our lives,
and a well-informed choice should rely on past information and a calculated assessment of
risk. As we constantly strive to choose the best option and anticipate its outcomes, the role
of uncertainty becomes even more signi�cant. This uncertainty arises from the noisy nature
of real-world data, its imperfect extraction, or the assumptions underpinning the algorithm
called to process the data. Although technological advancements in the past decade have
propelled ML models to excel in predictions, this progress has often prioritised accuracy at
the expense of incorporating risk assessment, leading to models that may be accurate but
lack an understanding of the uncertainties inherent in their predictions.

This gap motivates the need to reintroduce uncertainty into complex ML architectures
through advanced statistical methods. By making use of statistical methods such as, pa-
rameterised distributions, it becomes possible to quantify previously unavailable aspects of
a model, such as the standard deviation of outputs, contributing to a deeper understanding
of the model's behaviour. This includes a comprehensive understanding of the model's un-
certainty during both the training and testing phases, enabling more reliable and informed
decision-making. In particular, utilising di�used probability distributions allows the uncer-
tainty to be captured and spread across a wide range of possible outcomes, rather than
concentrating it on speci�c predictions. This provides a more nuanced re
ection of the
model's and data's inherent uncertainty, o�ering a broader view of potential variability in
real-world scenarios.

Grounded in principles of cognitive neuroscience, this research explores memory-preserving
models and introduces uncertainty in a manner re
ective of biological memory functions.
Biological memory can be categorised either by its temporal or `information-retention' fea-
tures [1]. Adapting these concepts to established ML algorithms enhances such models'
robustness by integrating a subtle memory feature for their input data. Speci�cally, this re-
search examines Long Short Term Memory (LSTM) models [2], a type of Recurrent Neural
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Network (RNN) [3], to bridge machine learning (ML) with cognitive neuroscience, providing
nuanced insights into the ML model's behaviour.

In this thesis, the LSTM model is augmented with trainable noise, enabling the quanti�-
cation of uncertainty a�ecting the model's memory. Incorporating this uncertainty within
the AD-EnKF framework [4] allows for an in-depth examination of the LSTM's memory
state and its capabilities in assimilating data. Crucially, this approach provides quanti�-
able con�dence during the prediction phase, o�ering a clearer understanding of both the
reliability and limitations of the model's outputs.

Additionally, the work examines how to optimally parameterise the variables that quan-
tify uncertainty in large latent spaces, enhancing both uncertainty estimation and the pre-
dictive capabilities of complex ML architectures. This research aims to contribute to the
development of models that not only predict outcomes but also provide a clear, quanti�-
able understanding of the uncertainties involved, leading to more trustworthy and e�ective
decision-making for real-world scenarios.

Although this research focuses on domains such as �nance and environmental monitoring,
its methodologies are broadly applicable to other �elds that prioritise understanding the
ability of LSTMs to assimilate data during the learning stage and identify where it diverges
from true target variables. Furthermore, it emphasises producing a mathematically rigorous
quanti�cation of prediction uncertainty in unseen test cases, ensuring that these models are
not only predictive but also transparent and reliable in their decision-making processes. The
proposed approach and its peripheral enhancements bridge the gap between ML performance
and the need to account for uncertainty, ultimately enhancing trust and reliability in real-
world applications.

1.2 Contributions

The development of the AD-EnKF-LSTM model discussed in Chapter 3, represents a sig-
ni�cant advance in integrating ML with uncertainty quanti�cation. Building on the original
AD-EnKF framework introduced by [4], this research reintroduces uncertainty into complex
RNN models by integrating statistical methods inspired by principles from cognitive neu-
roscience. A key contribution was the integration of an LSTM network into the AD-EnKF
framework, introducing the concepts of memory and uncertainty quanti�cation within NN
algorithms. This integration was further re�ned by enhancing the approach to noise propaga-
tion within the LSTM, drawing inspiration from biological memory concepts and developed
in close collaboration with Professor Simon Maskell.

Grounded in cognitive neuroscience, this thesis adapts the concept of temporal memory
integration, originally proposed by [5], to the LSTM architecture within the AD-EnKF frame-
work. By further extending the LOP concept, the model demonstrates the capacity to retain
and utilise memory across time steps based on its `depth'. This biologically inspired perspec-
tive o�ers novel insights into the training and predictive capabilities of memory-preserving
models, such as LSTMs, and their alignment with concepts of human memory. Furthermore,
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experimental evaluations highlighted the model's performance in sequential decision-making
tasks, e�ectively balancing accuracy and uncertainty while providing a robust framework for
uncertainty quanti�cation in modern predictive models.

Regarding the RP-VAE discussed in Chapter 4, the foundational idea of employing a
diagonal covariance structure within the VAE is attributed to the original VAE authors [6].
In collaboration with Professor Simon Maskell, the RP methodology was derived, and later
I adapted and integrated it into the VAE framework to introduce a novel parameterisation
of the Gaussian distribution in the latent space. This adaptation signi�cantly enhanced
the VAE's variational inference process, enabling a more precise representation of the data
distribution within the model's latent space|a crucial advancement for improving both
uncertainty quanti�cation and predictive accuracy in Bayesian Neural Networks (BNNs).

This thesis also explores the optimal parameterisation of uncertainty in large latent
spaces, investigating methods to improve the propagation of uncertainty and predictions
within complex ML architectures. In Chapter 5, this concept was extended to the AD-
EnKF-LSTM model, where the RP adaptation was applied to the BNN framework. This
novel parameterisation enabled more precise quanti�cation of uncertainty in real-world sce-
narios, enhancing the model's robustness and accuracy. Rigorous testing on the datasets
used in Chapter 3 con�rmed the e�ectiveness of this enhancement, demonstrating signi�-
cant �ndings in the model's ability to balance accuracy and uncertainty.

1.3 Outline

Chapter 2 provides the necessary background knowledge on the various topics discussed in
this thesis. It begins with decision-making in Section 2.1, followed by a discussion on un-
certainty and its quanti�cation within models (Section 2.2). The Kalman Filter, its variants
and their competitors are covered in Section 2.3, while Section 2.4 delves into Neural Net-
works (NNs) used in the thesis. The chapter also examines biological memory concepts that
relate to memory-preserving models (Section 2.5) and introduces a novel parameterisation
(Section 2.6) of uncertainty variables in the context of VAEs (Section 2.7).

Chapter 3 presents the AD-EnKF-LSTM algorithm, which is a BNN capable of quantify-
ing uncertainty within a time-iterative, complex neural network architecture. This chapter
also incorporates insights from cognitive neuroscience and analyses the model's performance
in real-world scenarios.

Chapter 4 explores a novel parameterisation of a Gaussian distribution within the latent
space of a VAE. By focusing on this technique, the chapter investigates its in
uence on the
variational inference structure of VAEs, which resembles BNN architectures.

Both Chapter 3 and Chapter 4 follow a similar structure: Introduction, related work,
methodology, experiments, results, discussion, and future work.

Chapter 5 integrates the parameterisation introduced in Chapter 4 into the BNN frame-
work developed in Chapter 3, applying the extended BNN to the same real-world datasets.
It o�ers further insights into the e�ects of a di�erently parameterised uncertainty.
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Chapter 5 omits the related work section as it derives from combining the previous two
chapters.

The �nal Chapter 6 summarises the key contributions of this thesis, showing how the
research objectives were met. Despite some challenges, the work o�ers valuable insights into
quantifying uncertainty for memory-preserving ML models and highlights potential practical
applications. It also outlines several directions for future research to build on these �ndings.
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Chapter 2

Background

2.1 Decision-making

The prevailing increase of ML utilised for real-world scenarios is attributed to its abilities.
However, in recent years, there has been a growing scepticism among companies regarding the
use of so-called black box algorithms when they are tasked to make informed decisions with
valid justi�cations. Especially the widely employed NN models which are considered black
box algorithms due to their complex architecture. Black-box NNs are neither interpretable
nor explainable.

Interpretability is considered the ability to extract from a model's weights and features
the derivation of a given output. Explainability is the ability to explain to a third party how
an input feature relates to a particular outcome [7]. Although various techniques, such as
Shapely values and Anchors [8], can be applied to NNs to provide some level of insight, these
are essentially simulations and do not fully demystify the inner workings of the models.

On the other hand, White-box models [9] or XAI [10] models sacri�ce accuracy or run-
time complexity for interpretability and explainability. Despite this trade-o�, they provide
valuable information on how complex models operate. In decision-making, any decision has
high stakes in domains that involve sensitive data, such as medical or criminal demographics.
Experts in such �elds may prefer to exchange accuracy for better insight into how a model's
prediction was made.

Almost all NNs are adapted to a speci�c dataset focusing on assimilating existing training
data while attempting to avoid over�tting to generalise on unseen test data. However,
in pursuing higher accuracy, these models often overlook an essential real-world `feature':
uncertainty, stemming from either the data or the model itself. This thesis focuses on
leveraging the distinction between these types of uncertainty to comprehensively quantify
and address real-world scenarios through probabilistic models that adapt both forms of
uncertainty.
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2.2 Uncertainty

Uncertainty can arise from two primary sources: the data itself and the ML models used to
interpret that data. Statisticians categorise these distinct uncertainties as aleatoric (inherent
data noise) and epistemic (model uncertainty) [11]. Firstly, data are often collected from
real-world systems, where errors, missing variables, and inherent volatility introduce noise.
For instance, sensor errors, incomplete or noisy measurements, and the complex, dynamic
nature of real-world phenomena all contribute to uncertainty. This type of uncertainty, which
originates from the randomness and imperfections of the data, is often referred to as aleatoric
uncertainty. It is intrinsic to the data itself, irrespective of the model used to process it, and
can manifest as 
uctuations or variations that are di�cult to predict or control.

Secondly, uncertainty stems from the models themselves. Models are designed to ab-
stractly imitate real-world systems, and in doing so, they inevitably make approximations
or simpli�cations. These approximations introduce additional noise into the system, known
as epistemic uncertainty. This type of uncertainty arises from limited understanding or in-
complete knowledge about the underlying system. As models evolve and are trained on new
data, epistemic uncertainty can decrease; however, it can never be completely eliminated, as
there will always be unknowns about how well a model captures the real world.

Together, these sources of uncertainty, both from the data and the model, highlight the
need for techniques that can capture and quantify these uncertainties, enabling more robust
decision-making in real-world applications. Bayesian �lters, such as the AD-EnKF employed
in this research, are designed to consider both of these types of uncertainty, aleatoric and
epistemic. By incorporating a probabilistic framework, Bayesian methods provide a way to
quantify and propagate uncertainty through the model, allowing for more reliable predictions
and decision-making.

There are speci�c situations where uncertain models outperform deterministic ones.
These include scenarios with highly volatile datasets, limited data availability, or missing
variables. In such cases, uncertain models o�er an advantage by quantifying and integrating
uncertainty, leading to more robust and dependable predictions.

Apart from improving accuracy in certain cases, more importantly, uncertainty can illu-
minate a model's inner workings. As discussed in Chapter 1, making well-informed decisions
with sequential data requires leveraging past knowledge to forecast future outcomes while
carefully considering dynamic changes. Assessing uncertainty in training data measures the
model's con�dence during its learning process, while evaluating uncertainty in unseen test
cases determines its con�dence when encountering new inputs.

Bayesian �lters are powerful tools for sequentially quantifying uncertainty while assimi-
lating data and making predictions. These �lters leverage Bayesian statistics to iteratively
propagate through a prediction (also known as a forecast for time-series) and update step,
producing probabilistic outputs informed by prior knowledge. By using parameterised dis-
tributions, Bayesian �lters provide an uncertainty metric, the standard deviation, which
re
ects the spread of the predicted distribution.
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2.2.1 Decision-making Under Uncertainty

Bayesian statistical decision analysis focuses on making the best choices when outcomes are
uncertain. In this framework, a utility value is assigned to each possible outcome. The `Bayes
optimal' decision is the one that maximises the expected utility, or equivalently depending
on the problem, minimises the expected loss1 [12]. In a general setting, the utility function
U(De; y) represents the bene�t of making decisionDe given a true outcomey.

The expected utility of DecisionDe is given by:

EU(De) = E[U(De; y jd)] =
Z

y
U(De; y)p(y jd)dy (2.1)

Here,p(y jd) is the posterior predictive distribution of y based on datad
The Bayes optimal decisionDe� is given by:

De� = arg max
De

EU(De) (2.2)

ML models primarily focus on producing probabilities based on a given set of data,
represented asp(y jd). They learn directly from the provided training data and are tasked
with making predictions on unseen test data. The form of this probability is crucial, as
it directly in
uences the model's ability to generalise to new, unseen cases. Selecting an
appropriate loss function is essential, as it serves as the core mechanism for guiding the
model's learning process. Section 2.2.2 explores common loss functions and discusses how
uncertainty can be incorporated into them.

2.2.2 Quantifying Uncertainty Within the Model

The thesis focuses on how to best producep(y jd) with incorporated uncertainty, which can
later be used with a utility function for decision-making. Depending on the model used to
calculate the continuous forecast probability (p(y jd)), there are a variety of appropriate loss
functions that focus on the deviation between the forecast (ŷ = E[y jd]) and the true target
value (y) to train the model. Each metric has its bene�ts and considering the data it is
utilised accordingly [13]. Traditional loss functions typically focus on minimising the direct
di�erence between a model's prediction and the actual value, leading to a tightly concentrated
probability distribution around the mean. While this focus on the mean enables the model to
make highly accurate predictions, it disregards any uncertainty arising from the underlying
process or the data. This can lead to overcon�dence in the predictions and may overlook
the variability or ambiguity present in real-world scenarios.

Common regression loss functions include:

1As the thesis focuses on the loss function within the process of optimising the neural network components,
only the utility function equations for decision-making are presented so as not to confuse the reader. Decision-
making loss functions can be handled similarly to the utility functions considered here.
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ˆ Mean Square Error (MSE) :

MSE (y;ŷ ) = ( y � ŷ )2 (2.3)

MSE measures the average squared di�erence between observed values and predicted
values. It penalises larger deviations more than smaller ones.

ˆ Root Mean Squared Error (RMSE) :

RMSE =
p

MSE (2.4)

RMSE is the square root of MSE and provides a measure of the average magnitude of
the prediction errors, making it more interpretable in the units of the outcome variable.

ˆ Symmetric Mean Absolute Percentage Error (sMAPE) :

sMAPE =
1
T

TX

t=1

jy t � ŷ t j
jy t j + jŷ t j

(2.5)

sMAPE measures the percentage error between the observed and predicted values,
scaled by the sum of the absolute values of the observed and predicted values. It is
symmetric and bounded, which makes it useful for comparing di�erent models.

Shifting the model's focus to use a di�used probability function incorporates uncertainty
and enables the model to consider a broader range of potential outcomes during training.
This approach forces the model to carefully account for multiple probability sets, while also
providing a measure of how spread out these probabilities are (via the standard deviation).
As a result, it o�ers valuable insight into the model's con�dence in its predictions, re
ecting
the uncertainty inherent in the data (aleatoric) and the process (epistemic).

While the above loss functions (Equations 2.3-2.5) focus on deviations without incorpo-
rating model uncertainty, Bayesian methods o�er a way to quantify uncertainty from both
aleatoric and epistemic sources. Utilising a loss function that considers this uncertainty, such
as the Gaussian log-likelihood, provides an advantage.

The Gaussian log-likelihood can be derived as

log(p(y jŷ ; P̂ )) = �
T
2

TX

t=1

h
(log(2� jP̂ t j)) + ( y t � ŷ t )P̂ � 1

t (y t � ŷ t )T
i

(2.6)

where: wherêy is the predicted mean and̂P is the covariance of the Gaussian distribution.
This metric assesses how well a Gaussian approximation model explains the observed data,
incorporating the uncertainty (in the form of the covarianceP̂) in the predictions.

Moreover, due to the availability of P̂ , a consistency check can be derived by comparing
the predicted uncertainty to the actual observed errors using the Normalised Innovation
Squared (NIS) [14].
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NIS is computed with:
NIS = innov T

t P̂ � 1
t innov t (2.7)

where: innov t is the innovation, or residual, de�ned asy t � ŷ t at time-step t, representing
the di�erence between the observed data and the predicted data.

The NIS metric provides an important tool for assessing the consistency of a Bayesian
�ltering approach, such as the Kalman �lter, by comparing the magnitude of the innovation
to the expected covariancêP t . A well-calibrated model should yield NIS values around 1.
Considering that NIS is a ratio metric, there are two possible cases:

ˆ NIS values signi�cantly larger than 1: This occurs when the uncertainty (as
represented by the covariancêP t ) is smaller than the innovation, suggesting that the
model is underestimating uncertainty. In this scenario, the prediction errors are larger
than expected, indicating that the model isovercon�dent in its ability to predict,
despite the fact that its predictions are not matching the observations well.

ˆ NIS values signi�cantly smaller than 1: This occurs when the uncertainty is
larger than the innovation, meaning the model isundercon�dent . In this case, the
model is overcautious and underestimates its ability to predict, resulting in predicted
states that match the observations too closely. While this might lead to a good �t for
the training data, it can come at the expense of generalisation, where the model may
fail to perform well on new, unseen data.

The use of NIS helps ensure that the model's predictions align well with observed data
while maintaining an appropriate level of uncertainty. When employing a Bayesian �lter
instead of an NN, uncertainty quanti�cation is inherently provided during the training pro-
cess, which can be leveraged later, in a utility function, for decision-making. This built-in
uncertainty assessment, exempli�ed through the NIS metric, o�ers a robust way to measure
model consistency and improve decision-making in later stages. By quantifying uncertainty
and balancing prediction accuracy with the con�dence of the model, NIS allows for a more
informed and reliable approach to decision-making.

2.3 Kalman Filter

One of the most widely known Bayesian �lters is the Kalman �lter (KF) [15], a powerful
algorithm used in control systems, robotics, signal processing, and �nancial modelling, where
accurate, real-time estimation is crucial despite the presence of noise and uncertainty [16].
The KF models a linear dynamic system as its transition functions are matricesF, B and H .
It operates on a prediction-update cycle that continuously updates estimates of the system's
state based on new incoming data. The State Space Model (SSM) of the system is denoted
as follows:

x t = Fx t � 1 + Bu t + v (q)
t v (q)

t � N (0; Q)

y t = Hx t + v (r )
t v (r )

t � N (0; R)
(2.8)
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where: x t is the state vector comprised of random variables at time-stept. u t is the control
input. y t is the observation.v (q)

t and v (r )
t are process (epistemic) and observation (aleatoric)

noise sampled from zero mean and known covariancesQ and R Gaussians, respectively.
The Prediction step :

x̂ t jt � 1 = Fx̂ t � 1jt � 1 + But

P t jt � 1 = FP t � 1jt � 1FT + Q
(2.9)

and Update step :

K t = P t jt � 1H T (HP t jt � 1H T + R)� 1

x̂ t jt = x̂ t jt � 1 + K t (y t � H x̂ t jt � 1)

P t jt = ( I � K tH )P t jt � 1

(2.10)

The KF not only provides state estimateŝx t jt but also their associated uncertaintiesP t jt .
These estimates can be used to estimate expected losses based on predictions, and their
uncertainties enhance the algorithm's forecasting and insight.

The KF uses the Gaussian log-likelihood as its loss function (Equation 2.6). Using the
same notation as the equation and the KF;̂y t = H (x̂ t jt � 1) and P̂ t = HP t jt � 1H T + R are
the estimated target mean and covariance.

NIS provides a measure to assess the consistency of the KF's state estimation. Speci�-
cally for the KF, NIS is calculated by normalising the innovation by the innovation covari-
ance, which is computed similarly to the equations provided (Equation 2.7). This allows
decision-makers to quantify how well the KF's predictions align with the observed data
while accounting for uncertainty. NIS plays a crucial role in validating these predictions and
ensuring the robustness of the decision-making process.

2.3.1 Non-Linear Filters

While the KF is a powerful algorithm, it has a lot of limitations. A primary drawback is
its assumption of linearity in both the state and observation models, which restricts its ap-
plicability in more complex, non-linear systems. The noise propagated through the �lter is
also derived from Gaussian distributions. The KF fails in large state spaces as the compu-
tational complexity to calculate the Kalman Gain during the update step (Equations 2.10)
is signi�cant. Finally, the success of the KF heavily depends on accurate initialisation, as
poor initialisation can lead to delayed convergence.

Consider the general form of a non-linear, Dynamical State Space Model (DSSM)

x t = f (x t � 1; u t ) + v (q)
t v (q)

t � N (0; Q)

y t = h(x t ) + v (r )
t v (r )

t � N (0; R)
(2.11)

Where: x t is the state vector at time-stept, y is the observation target andv (q) and v (r ) are
the process and observation noise sampled from Normal distributions with a mean zero and
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Q and R covariances. The main changes from Equation 2.8 are the matrix linear transitions,
F and H become non-linear functionsf (�) and h(�). The Extended Kalman Filter (EKF)
and Unscented Kalman Filter (UKF) were developed to handle such non-linearity.

2.3.1.1 Extended Kalman Filter

The Extended Kalman Filter (EKF) [17] was introduced to address the non-linearity issue of
the KF by linearising a non-linear SSM using a �rst-order Taylor series expansion. The EKF
approximates the system and observation models through their Jacobian matrices, allowing
the standard KF equations to be applied to this linear approximation. This allows the EKF
to handle weak non-linearities.

For the DSSM introduced with Equations 2.11 the EKF linearises the non-linear functions
f (�) and h(�)calculating their Jacobians.

F t =
@f
@x

�
�
�
x t � 1 ;u t

H t =
@h
@x

�
�
�
x t

(2.12)

The EKF follows the same prediction-update cycle as the KF. Therefore, similar equations
to the KF, are omitted here to avoid redundancy.

The prediction (Equation 2.13) of the state is utilising the non-linear function, while
the covariance equations use the linearised matrices (similarly to the KF covariance (Equa-
tion 2.9))

x̂ t jt � 1 = f (x̂ t � 1jt � 1; u t ) (2.13)

The Kalman gain and covariance are also computed using the linearised observation
model H t (�), similarly to Equations 2.10. Further the state is updated with Equation 2.14

x̂ t = x̂ t jt � 1 + K t
�
y t � h(x̂ t jt � 1)

�
(2.14)

Despite its applicability in various scenarios, the EKF linearisation produces biasing
errors and might lead to �lter instability, especially in highly non-linear systems.

2.3.1.2 Unscented Kalman Filter

The Unscented Kalman Filter (UKF) [18] improves the EKF approach by using the unscented
transformation. The unscented transformation is a deterministic sampling technique that
can handle non-linearities without linearisation. The UKF carefully chooses sample points
(sigma points) through the non-linear functions, providing a more accurate approximation
of the mean and covariance than the linearisation of the EKF. Similar to the EKF it still
considers the noise to be Gaussian.

Considering the same non-linear system (Equations 2.11), the UKF �rst generatesN
sigma points. f x (i )

0 gN
i =1 populate the sigma points' set,X 0, initially generated based on the

11



mean estimatex̂ t � 1 and covarianceP0 with parametersN , and � that denote the volume of
samples and a scaling parameter respectively.

X̂ (i )
t � 1 = x̂ t � 1 �

p
(N + � )P t � 1 (2.15)

where: � = c2(N + � ) � N , with c being a parameter that determines the spread of the sigma
points, and � a secondary tuning parameter.

The generated sigma points are then propagated throughf (�) to predict the state.

X̂ (i )
t jt � 1 = f (X (i )

t � 1; u t )

x̂ t jt � 1 =
X

i

W (i )X̂ (i )
t jt � 1

P̂ t jt � 1 =
X

i

�
W (i )

�
X̂ (i )

t jt � 1 � x̂ t jt � 1

� �
X̂ (i )

t jt � 1 � x̂ t jt � 1

� T
�

+ Q

(2.16)

The UKF employs weights for each sigma point to compute the weighted average of the
points. The initial weights W (0) for the estimation (X ) and covariance(P ) can be generated
with:

W (X 0) =
�

N + �

W (P 0) =
�

N + �
+ (1 � c2 + � )

(2.17)

where: � is incorporating prior knowledge about the distribution of the state.
For all other non-initial states the weightsW (i ) can be calculated with:

W (Xi ) =
1

2(N + � )

W (P i ) =
1

2(N + � )

(2.18)

The Kalman gain (Equation 2.19) is calculated by the cross covariances (Equations 2.20)
of the system and the projected sigma points to the target space (Equation 2.21).

K t = PXY P � 1
Y Y (2.19)

where: PXY and PY Y are the cross-covariance and observation covariance matrices, respec-
tively.

PXY =
�

X̂ � x̂
� �

Ŷ � ŷ
� T

PY Y =
�

Ŷ � ŷ
� �

Ŷ � ŷ
� T (2.20)
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where: Y are the projected sigma pointsY (i ) = h(X (i )
t jt � 1) and ŷ is the mean of the estimated

target ŷ calculated each time-step by:

ŷ t jt � 1 =
X

i

W (i )h(X̂ (i )
t jt � 1) (2.21)

Finally, the UKF updates the state and the covariance with the sigma points, (Equa-
tions 2.22).

X̂ t jt = X̂ t jt � 1 + K t (y t � ŷ t jt � 1)

X̂ t = P̂ t jt � 1 � K tPY Y K T
t

(2.22)

2.3.2 Ensemble Kalman Filter

A critical algorithm for this PhD is another variant of the KF. The Ensemble Kalman Filter
(EnKF) [19]. EnKFs e�ectively address limitations inherent in the vanilla KFs, as well as
in EKFs and UKFs. The EnKF is applicable for non-linear scenarios and is speci�cally
designed to scale the KF for applications in larger latent spaces [20]. The EnKF follows
the same algorithmic structure as the KF (Section 2.3) alternating between predicting (also
denoted as forecasting for time-series) and updating steps. The EnKF can assimilate a large
non-linear DSSM, such as the one this thesis is interested in (Equations 2.11), by introducing
non-linear transition functions and samples called Ensembles for its state.

X t = f (X t � 1; u t ) + v (q)
t v (q)

t � N (0; q2I )

y t = h(X t ) + v (r )
t v (r )

t � N (0; r 2I )
(2.23)

where: The main change from Equations 2.11 is that the state vectorx t (at time-step t) be-
comes an ensemble of random state vectors,X t (as shown in Equation 2.24), which contrasts
with the deterministic sampling of sigma points used in the UKF (Section 2.3.1.2). Addi-
tionally, the process and observation noises,v (q)

t and v (r )
t , are generated from a zero-mean

normal distribution, parameterised by diagonal covariance matricesq2I and r 2I , respectively,
to simplify and accelerate computations. The diagonal covariance assumption implies that
there are no correlations between the variables, e�ectively decoupling them. In this context,
the noises act independently on each variable, withq2 and r 2 serving as individual scaling
factors that de�ne the variance (uncertainty) for each state and observation, respectively.
This decoupling simpli�es the role of the noises, allowing them to represent the level of un-
certainty in each dimension, which in turn helps the system scale and perform according to
its design criteria.

The Ensemble members are denoted as:

X 0 = [ x (0)
0 ; :::; x (N )

0 ]

X (i )
1 = x (i )

0 +
p

q2I � a(i )
0 a(i )

0 � N (0; I )
(2.24)

The initial EnsembleX 0 and at each time-step the algorithm adds noise to the Ensemble
it utilises the reparameterisation trick [21].
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The reparameterisation trick is a valuable technique that allows for incorporating
noise in the EnKF in a computationally e�cient and mathematically sound way (especially
when the noise is drawn from a Gaussian). The reparameterisation trick can express a
random variable of a distribution as a transformation of a simpler random variable. It
dissociates the source of randomness from the system's dynamics, enabling easier sampling
and gradient-based optimisation methods (which this thesis model of interest ,AD-EnKF,
employs (Section 2.3.2.1)), especially in stochastic processes like the EnKF.

The Ensemble, during the forecasting step, allows the EnKF to explore complex latent
spaces more thoroughly and address non-linear �ltering problems [22]. Each Ensemble mem-
ber is propagated through the state transition function and updated through a KF update
using its expected value and covariance of the state that have now become a sample mean
and sample covariance (Equations 2.25).

E[X (i ) ] =
1
N

NX

i =1

(x (i )) E[P] =
AA T

N � 1
(2.25)

where: A is the Ensemble centering error, andi 6= j

A (i ) = X (i ) � E[X (i ) ] = x (i ) �
1
N

NX

j =1

(x (j )) (2.26)

The Update step uses the transition functions of the DSSM to transition the Ensemble
to the observations space to update the Ensemble each time-step.

The posterior EnsembleX t jt is obtained with:

X t jt = X t jt � 1 +
1

N � 1
A t (HA t )T P � 1

t innov t (2.27)

Where:

innov (i )
t = ( y t � h(X (i )

t jt � 1)) (2.28)

And the observation covariance is:

P t =
1

N � 1
HA t (HA t )T + r 2I (2.29)

Finally, HA t is the transitioned Ensemble to the observation space centring error (calculated
like the state error of Equation 2.26)

HA (i )
t = h(x (i )

t ) �
1
N

NX

j =1

(h(x (j )) (2.30)

Given that this algorithm estimates the uncertainty of a large and non-linear space, the
EnKF is particularly well-suited for capturing non-linear complexities accurately.

14



2.3.2.1 Auto-Di�erentiable Ensemble Kalman Filter

The DSSM (Equation 2.23) incorporates both aleatoric and epistemic noise components.
Typically, these noise factors are treated as known parameters within the state space model,
determined by domain experts who apply the model. Extending upon the EnKF, the Auto-
Di�erentiable Ensemble Kalman Filter (AD-EnKF) [4] introduces adaptive noise optimisa-
tion. It optimises as parameters, the noise componentsq and r , making it more robust to
variations in the system and it can provide a more precise bound of the DSSM's uncertainty.
Using the reparameterisation trick [21] (as seen in Equation 2.24) for the noise of the system
allows the EnKF to become Auto-di�erentiable. This ensures that the noise components are
treated as continuous, di�erentiable parameters within an optimisation framework and thus
utilise famous gradient optimisers, such as Adam [23], to train its parameters �. Parameters
� contain both the EnKF noise parameters, q and r and the non-linear transition functions'
(f (�) and h(�)) associated parameters� , if applicable. So the DSSM (Equations 2.23) is
modi�ed as follows:

X t = f � (X t � 1; u t ) + v (q)
t v (q)

t � N (0; q2I )

y t = h� (X t ) + v (r )
t v (r )

t � N (0; r 2I )
(2.31)

The AD-EnKF's objective function is the same as that of the KF, the Gaussian log-
likelihood and with the trainable parameters considered can be simpli�ed and expressed
as:

L � = E[logp� (f h� (X t jt )g; f y tg)]

= �
N
2

log(2� jP t j) �
1
2

NX

t=1

(y t � h� (X t jt ))( P̂ t )� 1(y t � h� (X t jt ))T (2.32)

Where P t is the equivalent sample covariance from Equation 2.29 but derived from the
transitioned posterior h(X t jt ) to the observation space.

The availability of parameter training through the AD-EnKF enables the construction of
a NN-based Bayesian �lter. The AD-EnKF allows a wide selection of di�erentiable function
algorithms for the f (�) and h(�) transition functions. In this research, the transition function
of the AD-EnKF is an LSTM model.

2.3.3 Particle Filter

Another Bayesian �lter that can be Auto-di�erentiated is the Particle Filter (PF) [24]. The
EnKF is often compared with the PF due to their applicability in the same cases. Similarly
to the EnKF, the PF approximates the posterior distribution of the state using a set of
particles (random samples, like the EnKF (Section 2.3.2)) and their corresponding weights
like the UKF (Section 2.3.1.2). However, unlike the KF and its variants, which assume
linear and Gaussian dynamics, the PF is designed to handle arbitrary non-linearities and
non-Gaussian distributions.
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Considering the same DSSM (Section 2.11) the PF �rst initialises a set, withN volume,
of particles X 0 and weights W 0. The particles f x (i )

0 gN
i =1 are sampled from a known prior

distribution and each particle is assigned a weight off w (i )
0 gN

i =1 = 1
N .

In the prediction step, each particle is propagated forward using the state transition func-
tion, while process noise, is sampled from a Gaussian distributionN (0; Q). The update step
then adjusts the weights of each particle based on the likelihood of the current observation
y t , given the predicted state of each particle. The weight update is expressed as:

W (i )
t = W (i )

t � 1 � p(y t jX
(i )
t ) (2.33)

The likelihood function p(y t jX
(i )
t ) depends on the observation model and can be a Gaus-

sian or any other distribution depending on the problem. This step improves the weight of
particles to be more consistent with the observation.

The weights are then normalised to sum up to 1 with:

W (i )
t =

W (i )
t

P N
j =1 W (j )

t

(2.34)

The �lter updates the particle weights based on how well each particle assimilates the
observed data and then eliminates particles that poorly match the observations. A new set of
particles, composed of those with higher weights, is propagated to the next time-step. This
process ensures that only the particles most representative of the system's state continue to
in
uence future estimates, while less relevant particles are discarded.

The Bootstrap Particle Filter is the most basic form of PFs [25], where the proposal
distribution is the prior distribution. This means particles are sampled directly from the
prior, without considering the current observation, during the prediction step. While this
approach is straightforward, it often results in a poor match between the particle set and
the observed data, particularly in high-dimensional systems. This is because the probability
of randomly sampling a particle that lies in a region of high likelihood according to the
observation is extremely low.

In high-dimensional spaces, the following challenges are prevalent:

ˆ Weight Degeneration: After several iterations, many particles accumulate negligible
weights, reducing the e�ective sample size. This results in most particles contributing
little to the state estimate, causing the �lter to lose its ability to represent the posterior
distribution accurately.

ˆ Particle Impoverishment: To address weight degeneration, resampling [26] is per-
formed, where particles are drawn based on their updated weights. This step allows
particles with higher weights to be replicated while eliminating those with negligible
weights (an example of resampling is presented in Algorithm 1). However, resampling
can lead to particle impoverishment, where the diversity of the particle set is reduced,
particularly if many particles are identical.
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Algorithm 1: Systematic Resampling Algorithm

Input: Particles f x (i )
t gN

i =1 , Weights f w (i )
t gN

i =1

Output: Resampled particlesf x (j )
t gN

j =1

Function SystematicResampling(f x (i )
t gN

i =1 , f w (i )
t gN

i =1 ) :
1. Normalise the weights:

w (i )
t  w ( i )

tP N
j =1 w ( j )

t

; i = 1; : : : ; N

2. Compute the cumulative sum of weights:
C (i )

t =
P i

j =1 w (j )
t ; i = 1; : : : ; N

3. Initialise resampled particles list: f x (j )
t gN

j =1  ;
4. For j = 1 to N :

a. Draw a uniform random variable: u � U (0; 1)
b. Find the smallest indexi such that C (i )

t � u
c. Add particle x (i )

t to resampled setx (j )
t

5. Return resampled particles:f x (j )
t gN

j =1

These issues are worsened in high-dimensional spaces due to the `curse of dimensionality',
where the volume of the state space increases exponentially, making it increasingly di�cult
for particles to cover the space adequately.

Employing improved proposal distributions is a way to combat these problems. Several
particle �lter variants [27] use improved proposal distributions that incorporate the current
observation, such as the optimal proposalp(X t jX t � 1; y t ). This approach aims to generate
particles that are more consistent with the observed data, thereby reducing the variance of
the importance weights. However, designing such proposals is complex and computationally
expensive, especially in high-dimensional systems.

In contrast, the EnKF provides a more feasible approach for high-dimensional scenarios.
It directly updates an ensemble of state estimates with observational data, under the assump-
tion of Gaussian error distributions (Section 2.3.2). This method inherently avoids issues
such as particle degeneracy and impoverishment. While the EnKF relies on assumptions of
linearity and Gaussianity, which may not always be valid, its simplicity and robustness often
make it a more favourable option than PFs for high-dimensional problems.

2.3.3.1 Auto-Di�erentiable Particle Filter

An Auto-Di�erentiable Particle Filter (AD-PF) has the same underlying principles as the
AD-EnKF (see Section 2.3.2.1), optimising its parameters according to a de�ned loss func-
tion. The AD-PF uses gradient-based optimisation methods, such as gradient descent, to
learn the parameters of the �lter, including process and observation noise, as well as any
parameters of the transition functions, if applicable.

A signi�cant challenge with PFs is their inherent non-di�erentiability due to the sampling
and resampling steps. This non-di�erentiability obstructs the direct computation of gradients
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necessary for optimisation. To address this, di�erentiable resampling techniques have been
developed, such as soft-resampling [28].

Soft resampling smooths the resampling step, enabling gradient 
ow through the re-
sampling operation. Instead of selecting particles strictly based on their weights, soft re-
sampling uses a di�erentiable approximation, allowing the weights to softly in
uence the
selection process. This technique ensures that small changes in the parameters yield small,
continuous changes in the resampled particles, making the overall �lter di�erentiable.

In a standard particle �lter, the resampling step involves selecting particlesx (i )
t based on

their normalised weightsw (i )
t . The soft-resampling technique approximates this step using

a weighted average in
uenced by a temperature parameter (� ).
The updated particlex̂ (i )

t in soft resampling can be expressed as:

x̂ (i )
t =

NX

j =1

� (i;j )
t x (j )

t (2.35)

where: � (i;j )
t represents the soft-resampling coe�cients, de�ned as:

� (i;j )
t =

exp
�

w ( j )
t
�

�

P N
i =1 exp

�
w ( i )

t
�

� (2.36)

Here, � controls the `softness' of the resampling, since� ! 0, soft resampling converges to
traditional resampling.

Both the PF and EnKF can be auto-di�erentiated; however, the PF encounters additional
di�culties during gradient-based optimisation. The resampling step, even a soft resampling
step, introduces discontinuities in the gradient, complicating the optimisation process. This
is particularly problematic for Auto-Di�erentiable Particle Filters (AD-PFs) [29], where
disconnected gradients can lead to suboptimal training outcomes. In contrast, di�erentiable
approaches of the EnKF, like the AD-EnKF do not su�er from this issue, as they maintain
smooth gradients throughout optimisation.

2.4 Neural Networks

The �rst NNs from abstract biological neuron models were initially derived by [30]. Since
then, NNs have evolved su�ciently to be regarded as distinct entities of computer science,
distinct from current biological models. These networks are now a fundamental part of
computer science, recognised for their ability to make accurate predictions, handle diverse
domains, and process large volumes of data e�ciently [31].

The architecture of neural networks, which includes multiple weight matrices (W ), biases
(bs), hidden neurons, and layers, is tailored to the speci�c data and application. Even basic
NNs require intricate tailored designs and training through gradient optimisers to achieve
precise results for real-world datasets.
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As an example, consider the equations for a multi-layer perceptron (MLP) [32], which
demonstrates the concept of multiple neurons and layered processing.

MLP uses a basic machine learning architecture of forward pass, computation of a loss
function, and backpropagation. Forward pass processes the input data, the loss function
determines the accuracy of the prediction with the actual target data, and backpropagation
trains the weights and biases.

For each layerl in a multi-layered network, the computation for a single cell is:


 l
j =

k( l � 1)X

i =1

(W (l )
ji ac(l � 1)

i ) + bs(l )
j (2.37)

where k is the number of cells in the previous layer (l � 1). W (l )
ji is the weight connecting

neuron i from layer l � 1 to neuron j in layer l , bs(l )
J is the bias for neuronj in layer l , 
 (l )

j
is the linear combination of the inputs for that neuron and �nally, the activation ac at layer
l and hidden cellj is expressed as:

ac(l )
j = � (
 (l )

j ) (2.38)

where� (�) represents the activation function applied element-wise.
Later, the predictions from the last cell and layer are evaluated against a chosen loss

function, such as MSE (Equation 2.3), and backpropagation calculates the gradients through
the entire network to optimise its parameters e�ectively. The backpropagation gradients for
the MLP example are obtained through:

The gradient for weights in each layer:

@L

@W (l )
ji

=
1
b

bX

ba=1

� (l )
j (a(l � 1)

i )T (2.39)

whereb is the number of training examples in the dataset usually split into batches.
The gradient for biases in each layer is:

@L

@bs(l )
j

=
1
b

bX

ba=1

� (l )
j (2.40)

where: the error term� (L )
J for each neuron in the output layer is.

� (L )
j = ( ac(L )

j � y j ) � � 0(
 (L )
j ) (2.41)

And the error term for each neuron in the hidden layers is:

� (l )
j =

 
X

i

� (l+1)
i W (l+1)

ij

!

� � 0(
 (l )
j ) (2.42)
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This thesis is concerned with sequential data that require a more complex architecture
than the MLP. Sequential data are a distinct category of data because their input sequence
is critical for a successful output. Sequential data inherently possess a temporal feature, thus
it is essential to account for the sequence in which data points are processed. This research
is interested in RNNs that can capture this complex dynamic relation.

2.4.1 Reccurent Neural Networks

Compared to the MLP, discussed in Section 2.4, a Recurrent Neural Network (RNN) [3]
shares a similar architecture, featuring multiple layers and hidden neurons. However, the
critical di�erence lies in the RNN's integration of a memory state, which connects its neurons,
now referred to as cells. These cells use a state vector to propagate information, enabling the
model to account for the temporal dependencies inherent in sequential data. By preserving
this memory, an RNN can e�ectively compare new information with its existing memory
state, generating informed outputs, which makes it particularly powerful for handling time-
dependent tasks.

A Vanilla RNN is a fundamental type of RNN well-suited for processing sequential data
by maintaining a hidden memory state that evolves over time. This hidden state captures
information from previous time-steps, allowing the RNN to model temporal dependencies in
the input data (d). The hidden state at each time-stept is updated based on the current
input d t and its previous hidden stateh t � 1. This update is governed by an activation function
(� ), such as the hyperbolic tangent (tanh) or ReLU [33], which ensures that the network
can handle non-linear transformations of the input data.

The Update of the hidden state (h t ) can be expressed with:

h t = � (W (h)d t + W (ht � 1 )h t � 1 + bs(h)) (2.43)

where: W is the weight matrix for the current input (h) or previous input (ht � 1 ) and bs is
the bias.

The output y t of the RNN at each time-step is derived from the current hidden state,
making it dependent not only on the present input but also on the history of all previous
inputs.

y t = � � (W (y)h t + bs(y)) (2.44)

where: � � (�) is an activation function with trainable � parameters for the output which could
be softmax or a linear function depending on the target.

The hidden state is initialised at the beginning of the sequence, typically with a vector
of zeros, and is then sequentially updated as new inputs are processed.

h0 = [0; 0; :::; 0] (2.45)

Of particular interest for this research is the LSTM network, an extension of vanilla RNNs.
The LSTM, a variant within the RNN family, was developed to address the limitations
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of traditional RNNs. Additionally, LSTMs are noteworthy because they feature a more
sophisticated architecture that mimics an abstract biological memory function, allowing
them to e�ectively retain and process information over extended sequences.

2.4.2 Long Short Term Memory Model (LSTM)

One of the most complex architectures of NN in recent years is the Long Short Term Memory
(LSTM) model [2]. LSTMs excel when used for sequential data such as time-series, Natural
Language Processing (NLP) and image sequences (videos) [34]. LSTMs are variants stem-
ming from the vanilla RNNs that �rst used connections between their neurons to create a
continuous state that shared information between their cells (Section 2.4.1). LSTMs were
speci�cally created to handle the vanishing gradient issue of traditional RNNs [2], where
during backpropagation, gradients of the loss function diminish exponentially as they are
propagated through the layers, making it di�cult for the model to learn long-term depen-
dencies. To address this, the LSTM splits its state into two `memory' vectors, a long-term
memory vector and a short-term memory vector, that are responsible for remembering pre-
vious inputs and creating a state that captures temporal dynamics. These memory mecha-
nisms, combined with gating functions, allow LSTMs to preserve and regulate gradient 
ow
over longer sequences, preventing the gradients from vanishing and enabling the network to
retain information over extended time-steps.

The LSTM is a time-iterative algorithm and thus requires sequences of data as its input.
These sequences function as a look-back window of lengths, capturing information over
time to make forecasts. During training, it is common practice to generalise the process by
using batchesb of these sequences, allowing the model to e�ciently learn from multiple time
windows simultaneously. For each batch, each element of the data sequence is iterated (by
i ) through the LSTM architecture. Each cell (neuron) and its associated hidden cells has
an LSTM state comprised of two vectors,h i responsible for its short-term memory, heavily
in
uenced by the current input d i , and ci the long-term memory responsible for remembering
older inputs from the sequence. The LSTM state is regulated with gates responsible for
processing and storing information. A standard LSTM cell comprises the input gate (in i ),
the output gate (oi ), and the forget gate (fo i ).

in i = � (W (di )d i + W (hi )h i � 1 + bs(i )) (2.46)

fo i = � (W (df )d i + W (hf )h i � 1 + bsf ) (2.47)

ci = fo i � ci � 1 + in i � tanh(W (dc)d i + W (hc)h i � 1 + bsc) (2.48)

oi = � (W (do)d i + W (ho)h i � 1 + bso) (2.49)

h i = oi � tanh(ci ) (2.50)

where: W (d) , W (h) and bs are the (d) (data input) and (h) (hidden tensor) weights and biases
of the corresponding gates.
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The LSTM evolution was the GRU [35] and then the popular Transformers, widely
used for Large Language Models (LLMs) [36]. Despite the popularity of LLMs utilised on
sequential data, LSTMs are still used for particular cases [37, 38].

It is of paramount signi�cance in decision-making to provide quanti�able uncertainty for
these complex memory-preserving architectures. The primary reason LSTMs are the focus
of this research is their state structure, which incorporates both short-term and long-term
memory vectors to e�ectively propagate information throughout the network. This dual
memory mechanism closely resembles the biological memory principles explored in cognitive
neuroscience. Especially in terms of how they process and retain information over time. This
association also provides valuable insights into how an AD-EnKF quanti�es the uncertainty
of the model. Drawing parallels between LSTMs and the principles of biological memory [39],
highlights the similarities in how both systems manage and recall information, enhancing the
understanding of LSTMs within the context of sequential data processing and uncertainty
estimation.

2.5 Biological Memory

Memory is the function of the human brain responsible for storing stimuli/inputs from the
world and recalling useful information from past events to in
uence future actions [39]. Mem-
ory functions are categorised into long-term, short-term, and working memory based on their
temporal characteristics. Long-term memory is used to remember previously encountered
experiences or learned skills. Short-term memory holds information for a limited period,
after which it is either transferred to long-term memory or discarded. Working memory is
responsible for processing and comprehending newly received information from short-term
memory and, if deemed important, integrating it into long-term memory [40].

The �rst introduction to the concept of a `depth' separation in memory was presented
by [41], referred to as Levels of Processing (LOP). LOP explains how deeply information is
processed, which in turn a�ects how well it is retained after stimulation. With more levels
of processing (the `deeper') incoming information is processed the more accurately it will be
stored in long-term memory.

Cognitive neuroscience has distinguished these memory functions by studying patients
with impairments in speci�c memory types. Introducing uncertainty into a model e�ectively
simulates an impaired memory system. However, a perfect model for our world (Section 2.2)
or that accurately captures the complexity of biological memory does not exist. Adding a
certain level of noise (which the AD-EnKF has to employ (Section 2.3.2.1)) to the LSTM can
create an uncertain model that improves performance in situations where uncertainty is cru-
cial. This approach also provides insights into how �ndings from the cognitive neuroscience
�eld can be applied to the distinct memory state of LSTM models.

The biological memory concepts can be directly related to the abstract model of the
LSTM network. The inner workings of the LSTM cell can be viewed as analogous to working
memory, while the state of the LSTM is comprised of elements of both long-term and short-

22



term memory. The architecture of the LSTM aligns with the concept of LOP. The following
sub-sections are concerned with how these memory concepts relate to the structure of the
LSTM.

2.5.1 Temporal Memory

Temporal memory encompasses long-term, short-term, and working memory. Long-term
memory stores a generalised version of previous stimuli that can be recalled to in
uence future
decisions. Short-term memory temporarily holds stimuli received from the environment as
inputs. Biological working memory plays a crucial role in determining which information is
transferred from short-term memory to long-term memory. It evaluates inputs from both
short-term and long-term memory, deciding which short-term information should be stored
in long-term memory for future recall.

The LSTM network mirrors this biological structure through its unique cell state and
gated structure. The cell state represents long-term memory, retaining knowledge over ex-
tended periods. The forget gate regulates the information retained in the cell state, analogous
to how working memory prioritises certain inputs over others. The input gate and output
gate control the 
ow of new information and retrieval of stored data, respectively. The in-
troduction of process noise into the LSTM's temporal function (Equations 2.31) enhances
the model's robustness in environments with uncertainty, e�ectively simulating noise and
variability present in biological memory systems.

2.5.2 Levels of Processing

The Levels of Processing (LOP) concept posits that individuals interpret and retain the
same stimuli di�erently based on their familiarity and expertise. For example, an expert in
a particular �eld can better store and recall information related to their expertise compared
to someone unfamiliar with the �eld. Although the `depth' index in LOP is not a precise or
quanti�able metric, it o�ers an intuitive framework for understanding how deeper cognitive
engagement enhances memory retention [42].

The LOP framework categorises cognitive processing into three general levels. Shallow
processing involves basic perceptual analysis, such as structural and phonemic recognition.
For instance, this level of processing would enable someone to recall the shape or colour
of an object without understanding its meaning or signi�cance. Intermediate processing
engages in phonological and morphological analysis, allowing individuals to recognise and
interpret words in a sentence without attaching contextual meaning. It goes beyond surface
features but does not yet involve full semantic integration. Finally, deep processing involves
semantic encoding, where information is meaningfully integrated into existing knowledge
structures. This level of processing includes making associations, drawing inferences, and
attaching personal signi�cance to the information, leading to more robust memory retention
and recall.

This idea of depth in processing �nds a compelling parallel in LSTM networks. Just as
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LOP suggests varying levels of cognitive depth, LSTMs enable multiple levels of processing
for the same input by utilising deeper structures, such as additional hidden units or layers
(Section 2.4). This approach allows LSTMs to capture and retain complex patterns over
extended sequences, making the analogy to LOP both appealing and insightful.

2.6 Parameterisation of Distributions

The parameterised distribution responsible for quantifying uncertainty in the algorithm is a
Gaussian distribution, as the AD-EnKF uses the KF as its framework. The EnKF leverages
Gaussian distributions to introduce process noise, update the Ensemble, and assimilate ob-
servations. The AD-EnKF optimises these noise parameters to approximate a tighter bound
on the uncertainty of the DSSM (Equation 2.23).

For example, consider just the sampling procedure of the AD-EnKF. Sampling an i.i.d.
samplez, from a Normal distribution N (z; �; P) with optimisable mean� and covarianceP.
When these Gaussian distributions are de�ned in a high-dimensional space, using full-rank
covariance matrices can be computationally expensive and prone to over�tting. To mitigate
these issues, it is common to parameterise the covariance matrix as a diagonal matrixD =
� I (J;J ) , where� is a trainable parameter and an identity matrixI (J;J ) of the same dimension,
J , asP. This diagonal approximation is widely used as it signi�cantly reduces computational
cost and complexity, while still being e�ective (this approximation is used for the AD-
EnKF as seen from the parameterisation of Equations 2.23 of Section 2.3.2). However,
this simpli�cation comes with a trade-o�; it limits the expressiveness of the distribution by
ignoring the correlations within the covariance matrix, resulting in a drastic reduction in the
number of parameters and potentially oversimplifying the model.

Consider the volumeJ of parameters for a Gaussian distribution with a full-rank matrix
and a diagonal:

Table 2.1: Number of Optimised Parameters per Datum for Each Parameterisation

Parameterisation Parameter count
Full 1

2 � J � (J + 1)
D J

Building on this concept, the use of Random Projection (RP) [43] is proposed in Chapter 4
as a method to balance computational e�ciency, over�tting, and accuracy between full-rank
and diagonal covariance matrices. RP makes use of orthonormal matrices to project data
from a higher hyperplane to a smaller latent space without the loss of too much information.
Instead, this thesis proposes utilising covariance matrices derived from a random projection
of a full-rank covariance matrix from a lower-dimensional spacen and projecting them to a
higher-dimensional one. To construct a random projection fromn to J dimensions,n vectors
in J dimensions must be sampled from an isotropic Normal distribution, followed by QR
decomposition [44] to construct an orthonormal basis, considered as the random projection
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Figure 2.1: Sampling With Di�erent Covariance Parameterisations

� . This approach aims to maintain the balance between computational tractability and the
expressiveness of the covariance structure.

P (J;J ) = � (J;n )P (n;n ) � T
(J;n ) + D (2.51)

where: � (J;n ) is an orthonormal projection matrix that projects the lower dimensionalP (n;n ) .
D is a diagonal matrix term added to avoid a singular covariance matrix due to the projection.

Adjusting n regulates the number of parameters optimised between the volume of the
parameterisations shown in Table 2.1. The total number of the RP approximation's pa-
rameters is given by1

2 � n � (n + 1). This approach o�ers a 
exible balance between the
expressiveness of the distribution and computational e�ciency.

Figure 2.1 visually represents the 
exibility provided by the di�erent parameterisations.
The simulation involves sampling from a two-dimensional multivariate normal distribution
while varying the variance and correlation to simulate the parameterisation optimisation
process.

The diagonal parameterisation (grey) retains the same shape as the latent space through-
out training, while the full-rank covariance matrix (blue) captures correlations and enhances
the expressiveness of the space. The RP parameterisation samples (orange) follow the shape
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of the full-rank matrix but with increased computational e�ciency, as they are projected
from a lower-dimensional space (simulated as the orange hyperplane).

2.7 Variational Auto-Encoder (VAE)

Variational Auto-Encoders (VAEs) [6] share similarities with BNNs and the AD-EnKF-
LSTM in that they optimise the parameters of a distribution to approximate the posterior
distribution of data. In the context of this research, the focus is on the AD-EnKF, particu-
larly when the approximating distribution is Gaussian.

VAEs o�er a nonlinear alternative to the functionality provided by Principal Component
Analysis [45] and Linear Discriminant Analysis [46]. VAEs also, o�er a robust framework for
conducting ablation studies, enabling the isolation of e�ects arising from di�erent parameter-
isations. This framework is essential for evaluating (RP parameterisation, Section 2.6) how
variations in the projection from a low-dimensional latent space in
uence both computational
cost and model accuracy. The analysis aims to balance model performance with e�ciency
by adjusting these parameterisations, particularly in high-dimensional data contexts.

VAEs integrate a probabilistic approach to model uncertainty and variability in data.
Designed to handle complex, high-dimensional data, VAEs learn a lower-dimensional latent
space that captures the essential features of the data distribution. The VAE architecture
consists of two main components: the Encoder and the Decoder.

The Encoder is a neural network that maps the input data to a latent space, where
instead of producing a �xed latent vector, it outputs the parameters (mean and variance) of
a probabilistic distribution, typically Gaussian. This approach allows the model to capture
the uncertainty inherent in the data. The Decoder is another neural network that samples
from this latent space distribution and reconstructs the input data, aiming to generate
outputs that closely resemble the original data.

The objective function of VAEs combines two critical components: the reconstruction
loss and the KL Divergence. The reconstruction loss measures how well the generated data
matches the original input, typically using a loss function like binary cross-entropy or MSE
(Section 2.2.2). The KL Divergence term regularises the model by measuring the divergence
between the learned latent variable distribution and a prede�ned prior distribution, usually
a standard Gaussian. This regularisation helps in shaping the latent space to be more
structured and informative.

The combined objective function, known as the Evidence Lower Bound (ELBO), is max-
imised during training to ensure that the model learns a useful latent representation while
maintaining a balance between reconstruction quality and latent space regularity:

ELBO = Eq(zjd ) [logp(djz)] � DKL [q(zjd) k p(z)] (2.52)

Finally in Chapter 5, the RP parameterisation technique is adapted for the AD-EnKF,
building on the insights gained from the VAE framework. By incorporating RP, the modi�-
cation aims to enhance the expressiveness of the covariance matrices within the AD-EnKF,
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improving both target estimation and uncertainty quanti�cation. This adaptation seeks to
optimise the trade-o� between computational e�ciency and the model's ability to capture
complex relationships within the data.

2.8 Data

Chapters 3 that introduces the proposed algorithm and 5 utilise the same datasets to enable
direct comparison of the e�ectiveness of the RP method introduced in Chapter 4. Addition-
ally, Chapter 4 examines a distinct set of datasets as part of an ablation study to investigate
the impact of the RP method speci�cally on VAEs.

Ethical Considerations and Data: This thesis exclusively utilises publicly available
datasets, ensuring no human subjects or identi�able individual data are involved. Con-
sequently, there are no ethical concerns requiring approvals or declarations. All datasets
used are publicly accessible and were obtained from reputable sources that adhere to eth-
ical and regulatory guidelines. This eliminates the need for additional ethics approvals or
considerations, as the research does not involve sensitive, private, or proprietary data.

2.8.1 Time-series Data

The algorithms are rigorously evaluated using extensive testing on real-world datasets. Three
distinct real-world scenarios are considered: the `Nasdaq100' dataset2 [47], the `Pollution'
dataset3, and the processed `Climate' dataset4 [48]. These datasets vary signi�cantly in
terms of the number of data points, features, and monitoring periods, as summarised in
Table 2.2.

Table 2.2: Datasets

Data name Target Volume of data Volume of features Time-period Notes
Nasdaq100 Nasdaq index (NDX) 40 560 81 Minutes No missing values, Volatile
Pollution Pollution levels 43 800 8 Hours Missing feature and target values, Highly Volatile
Climate Temperature 19 500 21 Months Missing feature values, Stable

Each dataset comes with its own caveats and unique characteristics. The Nasdaq100
(Table 2.3) time-series dataset consists of 81 company stock closing values, with the NDX
(Nasdaq Index) as the target variable. The NDX price is a�ected by a weighted average of
the closing values, examined over the time period of 26 July 2016 to 28 April 2017, covering
a total of 191 days. The data is collected at one-minute intervals, providing high-frequency
insights into the volatility of the stock market.

Although the NDX variable is considered a weighted average, in reality, its movements
are in
uenced by a multitude of external factors, including macroeconomic events, investor

2https://cseweb.ucsd.edu/ ~yaq007/NASDAQ100_stock_data.html
3https://www.kaggle.com/datasets/rupakroy/lstm-datasets-multivariate-univariate/data
4https://viterbi-web.usc.edu/ ~liu32/data.html
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sentiment, interest rates, and institutional trading strategies. These factors introduce nonlin-
earities and complexities that cannot be fully captured using simple mean-based algorithmic
methods. Additionally, the market cap weighting scheme, sector correlations, and periodic
index rebalancing further complicate direct modelling through naive statistical techniques.
As a result, applying a simple weighted mean algorithm to predict NDX is insu�cient, as
it does not consider the intricate dependencies and external market forces that drive index
movements. More sophisticated approaches, such as market-cap weighted models, regression-
based techniques, or advanced machine learning methods, are required to e�ectively model
the NDX and its price dynamics.

Table 2.3: Nasdaq100 data

Index AAL AAPL ... YHOO NDX
1 35.98 96.8 ... 38.01 4665.054
2 35.931 96.89 ... 38.14 4665.054
... ... ... ... ... ...
3 117.13 47.91 ... 38.505 4922.949
4 117.115 47.92 ... 38.51 4922.942

The Pollution dataset (Table 2.4) focuses on forecasting air pollution levels using data
collected hourly over �ve years from the US embassy in Beijing, China. The dataset includes
date-time information, PM2.5 concentration (a measure of air pollution), and various weather
attributes such as dew point, temperature, pressure, wind direction, wind speed, and the
cumulative number of hours of snow and rain. Due to the data extraction methods, the
Pollution dataset contains missing features and target variables, posing a signi�cant challenge
for ML algorithms to assimilate the already highly volatile data e�ectively.

Table 2.4: Pollution data

Date Snow Rain ... Dew Pollution
2010-01-02 00:00:00 0 0 ... -16 129
2010-01-02 01:00:00 0 0 ... -15 148

... ... ... ... ... ...
2014-12-31 22:00:00 0 0 ... -22 8
2014-12-31 23:00:00 0 0 ... -21 12

The Climate dataset (Table 2.5) consists of processed data designed to create a well-
behaved, periodic, and centred continuous dataset. It aggregates and processes monthly
observations of time-series data for 18 climate agents across 125 locations in North America.
The data is sourced from a wide range of organisations, including CRU, NOAA, NASA,
NCDC, CDIAC, CLCN, PRB, EIA, as well as private companies. This dataset aims to
examine the temporal causal relationships among multivariate time-series data.
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A major challenge in analysing climate data is the inconsistent formats, time-frames, and
resolutions across publicly available datasets. To address this, the Climate dataset represents
a growing collection of `clean' and standardised data that is shared with the community.

Table 2.5: Climate data

Year-Month CO2 CH4 ... TMN TMP
1990-1 356.5857887 1766.396405 ... 35 124
1990-2 356.5492716 1757.773145 ... 21 110

... ... ... ... ...
2002-11 375.0099975 1855.194462 ... -92 -47
2002-12 377.2319064 1880.882507 ... -128 -77

2.8.2 Image Data

The data utilised in Chapter 4 consists of visual images 2.2, as the VAE attempts to regen-
erate these visualisations. Three datasets are employed for this purpose. Since this chapter
serves as an ablation study to examine the applicability of a speci�c parameterisation (Sec-
tion 2.6) in the variational inference process of VAEs (Section 2.7), both widely recognised
datasets (MNIST5 and CIFAR-106) as well as a more feature-rich dataset (Flowers-1027) are
included.

MNIST [49] consists of 70,000 grayscale images of handwritten numeric digits ranging
from 0 to 9. Each image is 28x28 pixels in resolution. CIFAR-10 [50] comprises 60,000
colour images distributed across 10 object categories, such as automobiles, ships, and various
animals, with a resolution of 32x32 pixels. Flowers-102 [51], also referred to as the Oxford
102 Flower dataset, contains 7,169 images of varying resolutions, representing 102 
ower
categories. Each category includes between 40 and 258 images, with signi�cant variations in
scale, pose, and lighting conditions.

2.8.3 Summary and Implications of Data-Driven Results

In conclusion, the datasets selected for this thesis encompass diverse domains, including
�nance, environmental monitoring, and visual recognition, o�ering a robust foundation for
evaluating the proposed methods. The results obtained from these datasets highlight the
potential of the proposed algorithm, the applicability of the RP method, and its in
uence on
both time-series forecasting and generative modelling. For instance, the Nasdaq100 dataset
highlights the ability of the proposed algorithms to adapt to highly volatile �nancial data,
while the Pollution dataset underscores the challenges of handling missing values in critical

5https://yann.lecun.com/exdb/mnist/
6https://www.cs.toronto.edu/ ~kriz/cifar.html
7https://www.robots.ox.ac.uk/ ~vgg/data/flowers/102/
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a) MNIST

a) CIFAR-10

c) Flowers-102

Figure 2.2: Visual Representation of Data
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environmental metrics. Similarly, the Climate dataset provides insights into the application
of machine learning for long-term, stable predictions in multivariate systems. On the visual
side, the results on MNIST, CIFAR-10, and Flowers-102 reveal the e�cacy of a more descrip-
tive parameterisation for VAEs in reconstructing and understanding complex image data.
Beyond their technical contributions, these datasets and their corresponding results empha-
sise the broader societal signi�cance of this research. Accurate �nancial forecasting and
uncertainty estimation have the potential to support e�ective risk management, while envi-
ronmental predictions can guide policy decisions aimed at reducing air pollution. Insights
derived from climate data further contribute to global e�orts to combat climate change.
However, these advancements are not without its challenges, as the noise inherent in the
datasets and issues with missing data can a�ect the quality of predictions. Nonetheless, the
methodologies developed in this thesis are designed to tackle these limitations, ensuring that
the models are accurate, robust, and provide a well-founded argument for con�dence in their
outputs.
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Chapter 3

Integrating Cognitive Neuroscience
Principles into Bayesian Statistical
Neural Networks for Dynamic
Temporal State-Space Modelling

3.1 Introduction

LSTMs have emerged as a prominent architecture for modelling sequential data [52, 53].
Extending upon the vanilla RNN [2] with their gated mechanisms, LSTMs exhibit the abil-
ity to retain and propagate relevant information across multiple time-steps, akin to the
mechanisms underlying human memory. Chapter 1.5 of [5] highlighted connections between
memory and RNNs. Expanding on the temporal memory connections from [5], while RNNs
integrate principles of temporal memory [1], their structure can also be considered to follow
the Levels of Processing (LOP) concept [54]. Particularly, their deep neural network (DNN)
variants e�ectively capture and process information over di�erent 'levels' of processing. Bi-
ological memory is a complex function that is not only determined by the amount of inputs
but also how well those inputs are absorbed into memory [55]. The authors of [56] stated
that it is currently impossible to precisely index the level of depth that human memory uses
to process visual and auditory inputs. However, the authors who �rst proposed LOP have
since acknowledged [42] that despite being unable to pinpoint an exact measurable `depth,'
using `depth' to represent the amount of processing incoming information undergoes remains
conceptually appealing and useful to the broader community.

Applying the same simplicity to a stacked LSTM [57], its architecture can be adjusted to
vary the depth of processing for incoming data. This adjustment allows for observing both
the performance of the model and how its structural complexity in
uences its memory. For
LSTMs, the temporal memory aspect is regulated by hyperparameters such as batch size and
sequence size (also known as look-back windows), which determine the extent to which past
information is retained and incorporated into subsequent predictions (Section 2.5.1). The
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number of hidden cells and layers in LSTMs' architecture re
ects the concept of LOP, in
u-
encing the depth and complexity of information processing at each time-step (Section 2.5.2).
The hidden cells and gates of an LSTM mirror the structure of biological working mem-
ory [58]. Moreover, it is crucial to quantify the uncertainty derived from this process, as
it is heavily in
uenced by the architecture of the algorithm. This chapter explores how to
propagate and quantify uncertainty through memory with a Bayesian �lter, drawing on the
principles of cognitive neuroscience and machine learning.

The focus of this work is on a dynamic temporal state-space algorithm, where the pro-
cesses of remembering and forgetting information while estimating the uncertainty. By
integrating an LSTM with the AD-EnKF framework [4], the model is able to quantify its
uncertainty. The AD-EnKF structure, as detailed in Section 2.3, re�nes the estimation of
process and observation uncertainties within the dynamic state-space model (DSSM) (Equa-
tion 2.31), particularly for the large neural network latent space. One of the key advantages
of the AD-EnKF, highlighted in Section 2.3.3, is its iterative method for combining informa-
tion from model predictions and observations to generate posterior estimates, without the
need for resampling, unlike PFs. This provides a signi�cant advantage in scenarios where
resampling is computationally expensive or prone to bias [59, 60].

According to [4], while EnKFs generally introduce bias through Gaussian approximations,
the AD-EnKF o�ers a consistent gradient when compared to Auto-Di�erentiable Particle Fil-
ters (AD-PFs) [29], allowing for more e�cient and accurate uncertainty propagation and also
predictions. This capability is especially valuable for applications that require both predic-
tive accuracy and uncertainty quanti�cation, ensuring that meaningful con�dence estimates
accompany the model's output. Importantly, the AD-EnKF-LSTM does not aim to com-
pete with state-of-the-art (SOTA) models in terms of performance benchmarks. Rather, the
primary goal is to introduce a framework that correctly quanti�es uncertainty for informed
decision-making, especially in environments where understanding the reliability of predic-
tions is critical. Any improvement over SOTA methods is viewed as a bene�cial by-product
rather than the central aim.

This chapter builds upon the previous work on LSTMs and uncertainty propagation by
introducing an approach that integrates the strengths of cognitive neuroscience, Bayesian
�ltering, and deep learning. While previous research has demonstrated the success of LSTMs
in modelling sequential data [52], this work pushes the envelope by adding the dimension
of uncertainty, which has often been under-represented in typical LSTM applications. The
results presented herein show that the AD-EnKF-LSTM provides enhanced performance
across a range of datasets, not simply due to increased accuracy, but because it quanti�es
and propagates uncertainty in ways that traditional methods fail to capture.

3.1.1 Contribution

This chapter introduces the AD-EnKF-LSTM, a Bayesian Neural Network (BNN) designed
to propagate and quantify uncertainty derived from the LSTM architecture. The key inno-
vation lies in leveraging the Adaptive Ensemble Kalman Filter (AD-EnKF) framework [4]
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to augment the LSTM's ability to process sequential data while addressing the critical yet
often overlooked challenge of uncertainty quanti�cation. The AD-EnKF-LSTM achieves this
by incorporating:

1. A consistent gradient 
ow through the AD-EnKF structure, enabling improved opti-
misation across the large latent space of the LSTM.

2. A trainable transition function that re�nes the estimation of process and observation
uncertainties, speci�cally tailored to DSSMs 2.31.

3. A cost function that explicitly incorporates uncertainty, ensuring that uncertainty is
propagated and utilised throughout the algorithm, rather than treated as an auxiliary
concern.

Drawing inspiration from cognitive neuroscience, the proposed model explores parallels
between biological memory and the LSTM's gated mechanisms, adapting these principles to
handle noisy inputs and estimate uncertainty. By extending the temporal memory concepts
from [5] and the LOP framework [54], the AD-EnKF-LSTM is positioned as a novel tool for
investigating how memory-driven architectures can both process information and quantify
the uncertainty inherent in sequential data.

The contributions of this chapter are summarised as follows:

ˆ Uncertainty quanti�cation as a core feature: Unlike most SOTA models, which pri-
oritise accuracy, this work focuses on integrating uncertainty quanti�cation directly
into the model architecture. The aim is not to surpass SOTA benchmarks but to en-
able more informed decision-making, particularly in applications where understanding
prediction reliability is critical.

ˆ Dynamic state-space algorithm: By employing the AD-EnKF, the proposed model iter-
atively combines predictions and observations to generate posterior estimates, avoiding
the need for resampling as required in PFs [59, 60]. This ensures computational e�-
ciency and mitigates biases inherent in resampling methods.

ˆ Experimental validation: A series of experiments demonstrate the model's robustness
in handling noisy inputs and propagating uncertainty. The results highlight improve-
ments in performance metrics such as MSE, RMSE, and sMAPE 2.2.2, particularly
in comparison with closely related methods such as PF-RNNs [29]. These �ndings
underscore the potential of the AD-EnKF-LSTM to balance accuracy with meaningful
uncertainty estimation.

ˆ Biologically inspired memory modelling: By aligning the LSTM's architecture with
principles derived from biological memory, this work bridges the gap between machine
learning and cognitive neuroscience, exploring how mechanisms of human memory can
adapt to, and enhance machine learning models.

34



The AD-EnKF-LSTM provides a robust framework for uncertainty-aware sequential data
modelling, o�ering a meaningful alternative to SOTA methods by prioritising interpretability
and reliability in decision-making over purely optimising accuracy.

3.2 Related Work

3.2.1 Recurrent Neural Networks and Cognitive Neuroscience

Various endeavours at the intersection of neuroscience and ML, such as those showcased
in [61], [62] and [63] integrate biological insights to advance ML techniques. For instance [61],
examine the biological derivation of attention algorithms, widely employed in Transformers,
inspired by biological attention mechanisms to enhance comprehension. Furthermore, the
work in [62] establishes connections between the brain and ML models, highlighting principles
such as the brain's optimisation of cost functions and the diverse nature of these functions
across brain regions and the developmental human stages. The authors of [63] reproduced the
dynamics of biological neurons to formulate equations that help with the e�ciency of RNN
during training. The author's speci�c focus is to identify a method to propagate uncertainty,
drawing inspiration from the mechanics of biological memory.

The LSTM can be regarded as the most closely aligned abstract memory model to the
concept of human memory (Section 2.4.2). As suggested by [5], numerous connections exist
between human memory and the LSTM structure, encompassing concepts such as that of
temporal memory. As mentioned before, in human memory, temporal memory can be clas-
si�ed into three main types: long-term memory, short-term memory, and working memory
(Section 2.5). Similarly, the LSTM model incorporates a long-term and short-term memory
state in
uenced by the input sequences and batch size. The LSTM cells, interconnected by
the state, e�ectively serve as the working memory|a system with limited capacity that tem-
porarily holds information before either releasing it or storing it in long-term memory [58].
The second concept of human memory, LOP, is the concept of how well information is pro-
cessed and stored by the working memory [54, 55]. This mirrors the depth-wise processing of
inputs being processed at each time-step within the LSTM model architecture. The concept
discussed in [64] supports additional parallels between LOP and LSTMs. The authors pro-
pose that di�erent brain areas are responsible for storing di�erent memories, much like how
each layer of an LSTM specialises in distinct aspects of processing sequential characteristics
related to the data's features [57].

The resemblances between LSTM structures and human memory systems underscore
the potential for deeper integration of biological insights into arti�cial models. By further
exploring these connections, particularly in the realm of uncertainty propagation inspired by
biological memory, there is a promising opportunity to enhance ML architectures and make
them more e�cient and adaptive, much like their biological counterparts.
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3.2.2 Signal Processing and Neural Networks

Most commonly, the utilisation of �lters focuses on �ltering the output of the NN to produce
better point-wise predictions. For example, [65] uses LSTMs and Bayesian �lters to produce
more accurate predictions without considering the uncertainty obtained from the process.
Especially, the uncertainty during the training of the algorithm as the LSTM is pre-trained
and then �ltered. The NN model never faces the uncertainty that could be provided through
the data and the algorithm itself. The AD-EnKF-LSTM resembles a BNN instead of an NN-
Bayesian �lter pipeline. BNNs are becoming prevalent throughout academic research [66].
More importantly, as they generate a distribution of outputs, they can provide uncertainty
estimations instead of only point-wise predictions, which is important in decision-making
that requires uncertainty, a margin of error [67].

Similarly (with this research) [29] uses an LSTM structure to propagate a PF's samples.
Particularly this research [29] uses soft resampling (Section 2.3.3.1) to preserve a continu-
ity of the gradient through the resampling step of the PF. According to [60] that studied
di�erentiable PFs, that particular resampling method is biased. This chapter employs a
similar Bayesian �ltering model, so the AD-EnKF [4] has been chosen instead of an AD-PF.
The AD-EnKF architecture easily adapts the batch optimisation technique of LSTMs with-
out creating discontinuities of the gradients (Section 2.3.3). Despite the implementation of
batch optimisation, the resulting BNN remains slow and exhibits a complex architecture,
characteristic of its family [68].

3.2.3 Quantifying Uncertainty of LSTM Models

There are multiple approaches to quantifying uncertainty within a parametric distribution
system. The AD-EnKF [4] stands out for its consistent gradient-based optimisation. It
leverages Adam [23] to re�ne the covariances of the �lter across the entire system. The
authors of [4] refer to integrating an NN within the algorithm to optimise the weights and
biases alongside the �lter parameters concurrently. This integration aligns closely with this
chapter's approach. However, instead of employing a vanilla NN, as demonstrated in Ap-
pendix F.2.2 of [4], this research utilises a memory-based model, the LSTM. Various works
have combined RNN with Bayesian �lters [69, 70]. EnKF-speci�c related works augment
the LSTM state before �ltering [71, 72] or employ the LSTM as a black box to obtain an
output before using the EnKF [73]. Another example of augmentation is modifying the
measurement transition of the system [74]. The main competitor (with the proposed AD-
EnKF-LSTM algorithm) [29] similarly uses an LSTM structure to propagate a PF's samples,
but performs direct injections of noise on the outputs of the LSTM, never presenting noise
within the LSTM and its memory state. Although the noise integration is not delivered
within the LSTM architecture with the concept of cognitive science's memory in mind, [29]
is regarded as the closest competitor of the proposed algorithm.

These practices introduce biases for the �lter as they do not directly work on the LSTM
itself but rather an approximation of it. This chapter's main objective is to produce a tight
uncertainty estimation of LSTMs and their inner workings. Thus there is a need to interact
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directly with LSTMs and keep the system as `pure' as possible; the suggested algorithm of
the AD-EnKF-LSTM works exactly with the LSTM state as its state and the LSTM's �nal
step as its output.

3.2.4 Neural Networks' Standard Practices

The algorithm in [75] also uses an EnKF to enhance the predictability of their LSTM. They
utilise an LSTM as the forecast step of the �lter. For LSTMs, or recurrent NN in general,
to improve their predictions, it is standard practice to include the previous target time-steps
within the model. This practice would compromise a Bayesian �lter's estimated uncertainty
as it would be biased from its observations. This commonly observed biased practice is
something that has been considered and its resolution is further discussed in Section 3.3.5.

One critical aspect in fully optimising the AD-EnKF-LSTM is the choice of an appropriate
loss function (Section 2.2.2). Interestingly, the related works often prefer to evaluate their
models using MSE or the Kullback-Leibler divergence forcing the model to disregard any
inherent uncertainty. In contrast, the AD-EnKF-LSTM is evaluated and optimised using the
likelihood of the EnKF, which fully encapsulates the algorithm's predictions, parameters,
and covariances. This approach compels the optimiser to consider uncertainty during the
optimisation process, eliminating the need for calculating the Kullback-Leibler divergence to
evaluate system covariances. Nevertheless, MSE, RMSE, and sMAPE are also provided as
comparable measures with other works.

3.3 Methodology

3.3.1 Dynamical State Space Model

The Dynamical State Space Model (DSSM), introduced in Equation 2.31, within the AD-
EnKF framework is modi�ed to incorporate an LSTM-based dual memory state. This mod-
i�cation speci�cally impacts the Ensemble X , the input u, the process noise (q2I ) and the
observation transition function h(�), in the equations below:

X t = f � (X t � 1; d t ) + v (q;e)
t (3.1)

y t = H (X t ) + v (r )
t v (r )

t � N (0; r 2I ) (3.2)

Where: f (�) is the transition function, the LSTM model and � are its parameters used to
propagate the Ensemble each time-stept. H (�) is the observation transition function that
projects the state to the target's,y t , space at time-stept. d t is the input sequence of the
LSTM. X , the Ensemble, is comprised of the ensemble members representing the LSTM
memory state. v (q;e)

t is de�ned depending on the indexi 2 Z+ of the population of the
EnsembleN :

v (q;e)
i =

(
v (q)

i � N (0; q2I ) if i � b N=2c

v (e)
i � N (0; e2I ) if i > bN=2c

(3.3)
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and the ensemble members,x (i ) also change their identity based on their indexed (i ) position
within the Ensemble [h (0) ; :::; h (N=2); c(( N=2)+1) ; :::; c(N ) ] that are split in half while forecasting
to consider the distinct state of the LSTM (h; c) (Section 3.3.4). It is important to note that
d is comprised of the features of each dataset excluding their target (Section 3.3.5).

The following subsections provide further explanations and reasoning for the notation
of the DSSM alongside the speci�c changes performed to harmonise the AD-EnKF with
LSTMs.

3.3.2 Ensemble Kalman Filter and Long Short Term Memory

As previously mentioned, the AD-EnKF equips the proposed algorithm with the advantages
of EnKFs (Section 2.3.2). Typically, real-world models simulate a state of high dimensional-
ity, yet observations are captured in a lower-dimensional space. Following a similar approach,
the state is formed by the LSTM parameter space [l � b� k] wherel represents the number
of layers,b the batch size andk the number of hidden cells, �nally [b� m] is the overall size
of the observation space (m), that also considers batch optimisation during training. EnKFs
demonstrated their ability to work well with a low volume of ensembles (N = 100 [22]), an
essential quality for us as each Ensemble memberx (i )

t , is responsible for simulating a datum
input's (d t ) propagation at each time-step,t, within an LSTM network.

The system's observation transition functionH , unlike the conventional approach of
most LSTMs, does not use a linear layer (dense layer) to generate the desired outputs. Note
that a linear layer would be used if the target was a multivariate target for the regression
experiments (Section 3.4). The output of the algorithm is the Ensemble state (bothhT and
cT ) of the last cell. The last LSTM cell contains all the processed information of the previous
layers and hidden cells. The Ensemble of size [l � b� k � N ] transitions to the observation
space [b � m � N ]. In addition, it is apparent from the dimensions used for the state and
observation of the EnKF that it requires a way to handle the varyingb size. To address
this, the last b ensembles from the previous batch are propagated. Thus it is ensured that
the model receives up-to-date information on the latest sequence iterations and the requisite
dimensions.

3.3.3 Stateless vs Stateful LSTM

An enhancement that develops further the temporal feature for the LSTM is the ability to
provide information between batches. Depending on the characteristics of the data, there is
the choice in batch optimisation of RNNs, whether the network's cells should maintain an
ongoing connection between batches.

A stateful LSTM considers imperative to preserve the temporal relationships of informa-
tion between batches. A stateless LSTM periodically re-initialises the LSTM state for every
batch of data, rendering the current LSTM batch iteration oblivious to batch-wise historical
information.

The integration of EnKF harnesses the temporal dynamics encapsulated by itself while
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also enabling the subtle propagation of information through the initial LSTM cells by prop-
agating the Ensemble produced with the optimised covariances at each AD-EnKF time-step.
The adoption of the LSTM within the EnKF further augments the model's temporal sensi-
tivity, which supplies a subtle and versatile approach to information propagation within the
LSTM framework. This concept bene�ts both stateless and stateful LSTMs by introducing
an additional temporal layer to the model's learning paradigm.

3.3.4 Memory and Uncertainty Within the Model

The entire LSTM model iteratively advances a single time-step of the DSSM, transitioning
from X t � 1 to X t (Equation 3.1). The AD-EnKF's Ensemble propagates a subtle informative
state for each LSTM cell (Section 3.3.3) as the �lter updates. Thus, the algorithm provides a
deeper exploration of the memories traversed throughout the entire structure as information

ows across the framework. A fundamental distinction lies between LOP and temporal
memory (Section 3.1). It is crucial to consider how the noise or uncertainty is incorporated
into the model, as this will in
uence the Bayesian �lter's uncertainty.

The key memory components of an LSTM include the length of the sequences of data,
batches of data, multiple hidden cells, and multiple layers. Each sequence corresponds to a
singular prediction, while each cell determines the processing frequency for an input sequence.
Additionally, each layer aims to specialise in distinct prediction tasks related to the data's
features [57] a concept that is also supported by neuroscience found in [64]). Determining
how these components contribute to memory uncertainty in the �lter is crucial.

In essence, uncertainty is introduced into the algorithm's working memory (Section 2.4.2).
The LOP and temporal memory are both a�ected as the uncertainty is injected within each
cell for each element in the data sequence through the whole architecture of the LSTM
model. This represents memory uncertainty while storing information from a sequence in
memory while training, and when recalling it to make predictions. The minimal change on
the LSTM structure, with the added noise, in
uences Equation 2.48 and Equation 2.50 the
working memory tensors for both the long and short term memory:

hs = os � tanh(cs) + v (q)
s (3.4)

cs = fos � cs� 1 + in s � tanh(W dcds + W hchs� 1 + bsc) + v (e)
s (3.5)

wherev (q)
s � N (0; q2I ) and v (e)

s � N (0; e2I ) for eachs sequence input. The Ensemble is split
in two based on the ensembles indices for the two memory states.

3.3.5 Ensemble Kalman Filter Update

The Ensemble is not further treated as a split entity for the LSTM memory state; rather,
the long and short term memory are combined during the �lter's update step (Section 2.3.2)
for two reasons. First and contrary to the traditional philosophy of LSTMs, where typically
only the short memory tensor of the last hidden cell in the last layer (hT ) is considered as
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the output, this approach deviates by also considering its corresponding long memory tensor
(cT ) as the E[X (i ) ] (Equation 2.25) is calculated with the entire Ensemble. This choice is
made to enhance the ability to capture the correlation of uncertainty and expectation across
all ensemble members.

Note also the di�erent contents ofd t and y t . It is common for LSTMs to use previous
counts of their target as input for thes+1 iteration, as that improves their predictions (Sec-
tion 3.2). The input data dt for the LSTM is deliberately designed to adhere to a Bayesian
implementation of the algorithm by excluding the algorithm's targety t � 1. This practice
aligns with the principles of Bayesian inference, permitting the algorithm to make predic-
tions based on the available information and uncertainties in the input data, contributing
to a more precise probabilistic model. It is important to note that this shifts the direction
of the hypothesis. The biological memory adaptation, of the LSTM, will be responsible
for forecasting based on prior knowledge with inputs other than the target. To adapt, the
forecast step is isolated to a single-dimensional regression target (m = 1) of a single forecast
time-step (t = 1) and examines how stimuli a�ect the LSTM during training and recalling
without knowledge of the target. The AD-EnKF is aware of the target through the update
step and estimates its uncertainty without added bias from the forecast step.

3.4 Experiments

Several characteristics are of interest when integrating LSTMs with the AD-EnKF. As men-
tioned in Section 3.1, the goal is to demonstrate, through real-world experiments, the bene�ts
of capturing the uncertainty of an LSTM according to its structural characteristics. The pri-
mary bene�ts of the AD-EnKF-LSTM algorithm are demonstrated compared to a similarly
structured LSTM across all test cases. Further, using a common dataset, a direct comparison
is made with another similar temporal BNN architecture, speci�cally a PF-LSTM/GRU, as
described in [29].

The uncertainty imputed in the LSTM model is based on human memory concepts of
cognitive science (Section 3.3.4). This approach allows for focusing experiments on the
architectural features that in
uence the changes in LOP and temporal memory to quantify
and visualise the uncertainty of memory. The algorithm is required to solve regression
problems for the experiments, focusing on a single target output for each examined case.
This isolates the algorithm's ability to memorise and recall information to forecast a single
future time-step. The uncertainty estimated through that is not impacted by a multivariate
output but directly by the inputs fed during training and how non-before-seen stimuli a�ect
the test phase of the algorithm with prior knowledge.

Three real-world scenarios are considered: `Nasdaq100', `Pollution', and `Climate' (intro-
duced in Section 2.8.1), with varying sizes in terms of the number of data points, features,
and monitoring periods, as shown in Table 2.2. It is important to note that, as the datasets
are derived from real-world data, missing values exist in both the Pollution and Climate
datasets. Pollution has missing target values, so the algorithm does not always have a
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ground-truth value to train with. Climate has missing features other than its target. Miss-
ing values will impact some of the output metrics (the metrics de�ned in Section 2.2.2),
such as sMAPE, used in this research. To handle this, the missing target values of Pollu-
tion are not considered when calculating sMAPE. On the other hand, the algorithm is not
heavily a�ected by this. The Bayesian �lter utilised is reliant on parametric distributions,
allowing estimation from prior states without input or the ability to �lter a highly volatile
input (as missing target values of Pollution are substituted with 0). Filtering is a crucial
feature of the algorithm, as Nasdaq100 and Pollution can be considered volatile and highly
volatile, respectively. Moreover, to assess the ability of the AD-EnKF-LSTM to generalise
e�ectively, the number of data points is varied according to a fraction of the data (1/100,
1/10, 1/1), simulating challenging scenarios for the vanilla LSTM to handle, considering its
known data-hungry nature. All datasets are Gaussian normalised to be fed into the LSTM
with no further processing, except for Pollution, which requires its target to be positively
constrained.

The datasets presented in Table 2.2, along with the varying volumes of data, provide
distinct scenarios in which the performance of the proposed algorithm can be evaluated
against a comparable LSTM and other probabilistic temporal architectures (Section 3.2),
with the algorithm of [29] being the main competitor and Nasdaq100 serving as the common
comparison dataset with that research.

The experiments are separated into two overarching categories for LOP and temporal
memory. A �xed sequence length (s) and batch size (b) are maintained to �rst focus on the
uncertainty quanti�cation of the LOP of the LSTM (Section 3.5.1). The number of layers
and hidden cells are then �xed (selected arbitrarily forl = 2 and k = 32) while varying
the sequence and batch sizes to examine the temporal memory for the same datasets. The
noise components are initialised withq = e = 1:0 and r = 0:5. Further, each of the process
noises of the �lter, v (q) and v (e) , are �xed to `isolate' the short from the long memory and
quantify the impact this has on the algorithm, simulating a scenario of patients with memory
impairments. A few test cases of one of the datasets are distinguished as the algorithm
could not develop results, and these are discussed further in Section 3.5.2.2.5. Finally, the
estimated results of a subset of data for the datasets are visualised to specify the di�erences
between the AD-EnKF-LSTM estimated forecast and uncertainty compared with the LSTM
predicted output.

3.5 Results

The results, as mentioned in Section 3.4, are divided into two overarching categories: LOP
(Levels of Processing) and temporal memory, which are derived from the biological func-
tions of memory. In Section 3.5.1, the impact of the LSTM architecture, speci�cally the
number of layers (l) and hidden cells (k), on the algorithm's accuracy performance (such
as the MSE (Section 2.2.2)) is examined. This section aims to elucidate how architectural
choices a�ect learning outcomes. The focus is on the Pollution dataset, highlighted for its
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unique characteristics. Section 3.5.1.1 provides a detailed analysis of the algorithm's per-
formance, particularly in relation to missing values, with qualitative results elaborated in
Section 3.5.1.2. These insights are essential for understanding the model's robustness in
real-world scenarios.

Next, Section 3.5.1.3 emphasises the importance of selecting an appropriate loss function
to incorporate uncertainty within the model. This section clari�es how incorporating un-
certainty enhances the predictive capabilities of the AD-EnKF-LSTM framework, drawing
on concepts from cognitive neuroscience. The Normalised Innovation Squared (NIS) met-
ric serves as a key indicator of the model's ability to e�ectively capture uncertainty in its
predictions, with values less than 1 suggesting that the model places a strong emphasis on
uncertainty (Section 2.2.2).

Section 3.5.1.4 addresses the applicability of the AD-EnKF-LSTM in real-world datasets,
with a speci�c focus on its LOP structure.

In Section 3.5.2, the focus shifts to the temporal memory components of the LSTM,
speci�cally analysing the e�ects of batch size (b) and sequence length (s) while maintaining
�xed LOP components. This examination reveals how these parameters in
uence the model's
temporal dynamics.

Additionally, Section 3.5.2.2 explores the introduction of memory impairment as a factor,
rather than parameterised uncertainty, providing further insights into the model's behaviour
under various conditions. The stimuli inputs in the model are regulated through the use of
either the Pollution dataset (representing low stimuli) or the Nasdaq100 dataset (representing
high stimuli), regulated by the volume of features representing the number of stimuli for the
algorithm.

Section 3.5.2.2.5 addresses the challenges encountered, speci�cally discussing why the
algorithm failed to produce results for one of the memory impairment scenarios presented
with the Nasdaq100 dataset. This analysis helps to contextualise the limitations of the model
and guide future research directions.

Section 3.5.2.3 addresses the applicability of the AD-EnKF-LSTM in real-world datasets,
with a speci�c focus on its temporal characteristics.

Finally, to complement the analyses, visualisations are presented in Section 3.5.3 of both
the LOP and temporal memory experiments, showcasing predictions alongside the standard
deviation of test cases. These visualisations provide a clearer understanding of the model's
performance, the variability of its predictions, and the quanti�cation of uncertainty.

3.5.1 Levels of Processing

First, the LOP of the LSTM is examined by varying the structure of the LSTM between
layers and hidden cells. Alongside the results of the AD-EnKF-LSTM, there are results
from an LSTM model with an identical architecture as a deterministic baseline (Table 3.1 -
Table 3.2). The batch size and sequence length are �xed for each dataset (b = 60, s = 12
for Nasdaq100,b= 24, s = 6 for Pollution, b= 12, s = 3 for Climate). The following tables
include the di�erent volumes of the datasets (Section 3.4) as well as each metric. With the
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stochasticity of the AD-EnKF-LSTM, the algorithm performs 5 Monte Carlo runs to provide
a mean and standard deviation of the runs. The bold values highlight the lowest value of the
error metrics and the lowest NIS (as that correlates with the lowest log-likelihood). A subset
of results from the three datasets is provided in the main text determined by their e�ciency
to showcase the most interesting results and strengths of the AD-EnKF-LSTM, while also
discussing results from the other datasets found in Appendix A.1. So as to not overwhelm
the reader with information, the rest of the results of this section, not mentioned in the main
text are provided in the Appendices (Appendix A.1). Usually, the RMSE is excluded in the
rest of the sections as its results are similar to MSE for this experiments due to its nature.

First, in Section 3.5.1.1, the MSE and sMAPE results for both the vanilla LSTM and AD-
EnKF-LSTM models are assessed. Section 3.5.1.2 follows with visualisations of the optimal
models based on MSE performance, highlighting discrepancies between qualitative outcomes
and metric values. In Section 3.5.1.3, the log-likelihood and NIS metrics are introduced
for the tests, capturing the uncertainty inherent in the AD-EnKF-LSTM model and data.
These metrics underscore the advantages of the probabilistic approach, allowing the model
to account for both aleatoric and epistemic uncertainties through an expanded loss function.
Lastly, Section 3.5.1.4 evaluates the applicability of the model's LOP architecture across all
the real-world distinct datasets considered.

3.5.1.1 Accurate Forecasting of Pollution

The Pollution dataset (Table 2.2) is an interesting real-world test case. It has a small number
of features, exhibits high volatility with no constant trend or seasonality, and contains missing
target values, with values ranging from 994 to 0 (0 due to substitution of the missing target
values). The accuracy of the AD-EnKF-LSTM algorithm is assessed in comparison to the
standard LSTM model. Given the introduction of uncertainty into the model, an increase
in error metrics is anticipated. The �rst metrics analysed are MSE and sMAPE, as these
indicate the mean deviation of the forecasts from the actual target values.

Table 3.1: Test MSE for Pollution With LSTM

hidden cells (k) layers(l) data volume
1/100 1/10 1/1

1 1.357 1.874 0.501
32 2 1.613 1.877 0.49

4 1.009 1.866 0.471
1 1.864 1.84 0.519

64 2 1.311 1.896 0.576
4 1.351 1.843 0.499
1 2.44 1.717 0.53

128 2 1.305 1.957 0.491
4 0.812 2.28 0.696
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Table 3.2: Test sMAPE for Pollution With LSTM

hidden cells (k) layers(l) data volume
1/100 1/10 1/1

1 38.101 20.739 27.492
32 2 39.829 20.191 27.115

4 31.979 21.894 26.823
1 36.085 19.884 27.606

64 2 38.265 19.992 28.877
4 36.288 20.508 27.939
1 40.163 26.171 28.01

128 2 35.526 18.663 27.679
4 29.341 19.611 33.756

Table 3.3: Test MSE for Pollution With AD-EnKF-LSTM

hidden cells (k) layers(l) data volume
1/100 1/10 1/1

1 2.244� 0.128 1.117� 0.007 0.374 � 0.001
32 2 1.931� 0.061 0.813 � 0.015 0.471� 0.002

4 2.145� 0.072 1.035� 0.007 0.436� 0.001
1 1.420 � 0.059 1.009� 0.007 0.412� 0.002

64 2 1.986� 0.073 1.021� 0.011 0.441� 0.003
4 1.793� 0.041 0.848� 0.010 0.441� 0.002
1 2.235� 0.048 0.997� 0.008 0.431� 0.001

128 2 1.914� 0.092 0.908� 0.019 0.436� 0.001
4 2.171� 0.077 1.071� 0.013 0.458� 0.002

Table 3.4: Test sMAPE for Pollution With AD-EnKF-LSTM

hidden cells (k) layers(l) data volume
1/100 1/10 1/1

1 48.179� 0.868 19.916� 0.111 26.575 � 0.018
32 2 45.083� 0.802 18.004 � 0.128 29.816� 0.039

4 47.389� 0.473 19.881� 0.121 28.825� 0.027
1 39.106 � 0.812 18.853� 0.247 27.784� 0.055

64 2 45.693� 0.562 19.596� 0.140 28.964� 0.067
4 44.060� 0.536 18.698� 0.127 28.845� 0.063
1 47.909� 0.543 19.468� 0.179 28.538� 0.043

128 2 45.052� 0.806 20.079� 0.307 28.921� 0.092
4 47.332� 0.609 20.034� 0.330 29.467� 0.088
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The author focuses the discussion on the Pollution results as they highlight the main
strengths of The AD-EnKF-LSTM. At �rst, glance when comparing with MSE (Table 3.1
and Table 3.3) and sMAPE (Table 3.2 and Table 3.4) the LSTM outperforms the AD-EnKF-
LSTM with the lowest MSE and sMAPE for the �rst test case (1/100) and is outperformed
for the rest of the cases. This suggests that the AD-EnKF-LSTM performs better in an
environment with a large volume of data and few features, again achieving lower MSE (and
RMSE) and sMAPE.

3.5.1.2 Visualisation of Forecasting Pollution

Logically, after analysing the metrics from Section 3.5.1.1, the most accurate models' pre-
dictions are visualised. Interestingly, when examining the unnormalised values of the LSTM
Pollution predictions, the results deviate from the �ndings based solely on the mean com-
putation metrics. To visualise this discrepancy, two cases are explored: the 1/100 volume
of data without missing values and the 1/10 volume of data that includes missing values.
These cases help highlight the di�ering impacts of data volume and missing values on model
performance, providing deeper insights into the behaviour of the LSTM predictions.

First, as a visual example of the optimal models' results from 1/100, with the LSTM
having l = 4 and k = 128 and the AD-EnKF-LSTM having l = 1 and k = 64, a signi�cant
di�erence is observed with regards to just the predictions of both algorithms (Figure 3.1 and
Figure 3.2).

Figures 3.1 and 3.2 illustrate predictions for both the training set, shown before the black
dotted line, and the test set, shown after the dotted line.

Figure 3.1: Pollution Optimal Model LSTM Prediction (1/100) (l = 4; k = 128)
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Figure 3.2: Pollution Optimal Model AD-EnKF-LSTM Prediction (1/100) ( l = 1; k = 64)

LSTM predictions show deviation even on cases it has been trained on. For example,
the LSTM shows an excitable overestimation just before the 200 Hours (x-axis index) and
250 Hours and an underestimation around the 150 Hours. In contrast, the AD-EnKF-LSTM
exhibits a smoother, though consistently higher, estimation of that region, while also over-
estimating just after the 200 Hours. This suggests two hypotheses: �rst, that the LSTM is
heavily impacted by sudden changes in data values and the small number of features, lead-
ing to excitable overestimations or underestimations; second, that integrating uncertainty
within the state, as done in the AD-EnKF-LSTM, helps regulate the information processed
during learning, thus reducing such excitable overestimations for that period. Although the
AD-EnKF-LSTM produces smoother state transitions, it still demonstrates a continuous
overestimation in regions from 50-100 and 220-270 Hours as the �lter considers the infor-
mation of the higher peaks (for example� 140) and remains vigilant of the volatility of this
low volume example. That uncertainty propagated through training, assists in navigating
an irregular unseen test space (compared to the training space). Due to the stochasticity of
the model and the highly volatile data, the AD-EnKF-LSTM does produce spikes (meaning
high uncertainty for the �lter visualised later in Section 3.5.3) at the training stage. The
stochasticity of the model also produces more excitable predictions and outliers that im-
pact the MSE result, hence the AD-EnKF-LSTM MSE is higher than the LSTM's. Despite
this, the uncertainty proves bene�cial in the testing phase of the algorithm. Although the
LSTM shows promising MSE performance, the missing target values and the normalisation
performed on the already highly volatile Pollution data introduce uncertainty that the stan-
dard LSTM network never considers. The LSTM fails to predict unforeseen test cases, while
the AD-EnKF-LSTM can generalise and adapt to this particular scenario (something that
is also observed for the Nasdaq100 dataset, later visualised in Figure 3.7). This is further
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examined in Section 3.5.3, where additional visualisations include the estimated uncertainty
of the AD-EnKF-LSTM for this scenario and highlight the impact of uncertainty for both
seen and unanticipated cases.

3.5.1.2.1 Pollution with Missing Target Values

The scenario of 1/100 (volume of data points) does not contain any missing target values.
The main challenges of the LSTM are the high volatility and the low volume of data points
of the Pollution data. One of the most interesting cases is the case with a data volume of
1/10 of Pollution, where the training and test cases contain a number of missing targets
incapacitating the LSTM's training. Although the LSTM exhibits relatively low MSE and
sMAPE (sMAPE does not account for missing values) during testing, the model fails to
assimilate the data e�ectively due to the small number of features and missing target values.
Again the below �gures provide a visual example for training (Figure 3.3 and Figure 3.4)
and testing cases (Figure 3.5 and Figure 3.6) for the optimal models of scenario of 1/10 with
the LSTM hyperparameters ofl = 1 and k = 64 and the AD-EnKF-LSTM hyperparameters
of l = 2 and k = 32.

Figure 3.3: Pollution Optimal Model LSTM Train Predictions (1/10) ( l = 1; k = 64)

The LSTM tends to reduce its prediction values towards 0, which was arti�cially inserted
in the dataset, during training and gravitates towards the mean of the predictions during
testing showing its inability to assimilate the data. In contrast during both training and
testing the AD-EnKF-LSTM tends to preserve its estimated state during periods of missing
targets as expected. While conservatively predicting irregular values (such as the high value
at 1030-Hours) due to its �ltering process.
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