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Augmentation search for integer programming over a polyhedron
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Abstract

This paper describes a primal search algorithm to optimise an integer programme defined over
a polyhedron. The search is conducted on the lattice described by the linear constraints of the
model, where search directions are derived in the spirit of Graver bases and extracted dynami-
cally using a feasibility-seeking black-box. Computational results show potential particularly on
0-1 programming formulations with complex objective functions when compared with state-of-
the-art solvers.
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1. Introduction

This paper is concerned with solving an integer program (IP) of the form
Minimise f(z) subject to Ax =b,l <z<wu,z €Z",

where f: R"™ — R, A is an m x n integer matrix, b € Z™ and [, u € (Z U +o00)™. No assumptions
are made on the shape or form of f(x) so long as it is defined at a given point x € Z".

Three main paradigms have emerged for solving integer programs (IPs): (i) the widely
used branch-and-bound, (ii) cutting planes, and (iii) algebraic and geometric methods, with
existing research largely focusing on the first two and their combinations (e.g., branch-and-
cut, branch-and-price), which rely primarily on linear programming. Despite advances made in
solving linear, quadratic, and second-order cone programmes (Lee & Leyffer [2011)), nonlinear
integer programmes still remain a challenge unless special properties, such as decomposable
structures, can be exploited (Burer & Letchford, [2012; Allman & Zhang} 2021). Algebraic and
geometric approaches, which directly operate on the lattice underlying IPs, do not suffer as
much from nonlinear objectives (De Loera et al., [2013). Provided with a pre-generated test
set of vectors, and starting from an initial feasible point, the augmentation procedure iterates
by selecting an improving vector from the test set to reach a new feasible point (Schulz et al.,
1995; Thomas, |1995; [Urbaniak et al., [1997; [Haus et al., 2001 [Schulz & Weismantel, 2002]).
The Graver basis of the constraint matrix (Graver, |1975|) describes a set of valid augmentation

directions, and serves as a test set to identify an optimal solution, if one exists, to an IP over
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a polyhedron in polynomial time for a class C of functions, including those that are composite
concave, separable convex, or certain types of quadratic and higher degree polynomials that
lie in suitable cones (Lee et al., 2012)). However, generating a test set, even with specialised
software such as 4ti2 (https://4ti2.github.io) and for small IPs, can be computationally
demanding. This may also partly explain why practical applications involving Graver bases are
few and far between (see, e.g., Hartillo-Hermoso et al., 2020; Karahalios et al., 2025 for some
recent work).

To address this bottleneck, this paper describes a search method where directions are ex-
tracted dynamically with a residual IP, as opposed to needing to be generated a priori, using
which neighbourhoods around a given solution are explored. The approach here belongs to
the class of primal algorithms for integer programming, which originated as early as the work
of Ben-Israel & Charnes| (1962). The method described therein iteratively improves an initial
integral solution using Chvatal-Gomory cuts derived from the simplex tableau, maintaining in-
tegrality until optimality is reached, with variations and simplifications later described by Young
(1965, 11968). |Letchford & Lodi (2002) report practical issues arising in the implementation of
the algorithm by Young| (1968)) due to a large number of cuts being generated and precision
problems, and describe a new primal cutting-plane algorithm that uses separation algorithms to
identify strong valid inequalities for pure 0-1 IPs.

Other types of primal algorithms use alternative mechanisms to explore solutions by moving
from one feasible solution to another in its vicinity. One such algorithm is proximity search
by (Fischetti & Monaci, |2014)), in which f(x) is modified to guide the search, e.g., the Hamming

distance from the current solution z*, and cuts of the form

flz) < f@%) -0, (1)

are added to the IP, where 6 is the tolerance. A black-box optimiser is then used to solve the
(possibly nonlinear) IP. The integral simplex method proposed by [Zaghrouti et al.[ (2014) for the
set partitioning problem is special case of primal algorithms, moving from one integer solution
to a sequence of better solutions by pivoting on variables, with improvements suggested by
Zaghrouti et al.| (2018). The paper by Le Bodic et al. (2018) describes augmentation algorithms
for solving linear programmes where the basic variant adds cuts of type to the original
problem, and other variants that uses various types of scaling. An issue with cuts of type
is that they introduce further nonlinearities in the model, particularly for complex f(x). In our
work, the advantage of the residual problem is that it is always an integer linear programme
(ILP), which can be solved using methods devised for ILPs, including those that seek feasibility
such as 0-1 IP heuristics (Balas et al., 2004). To improve convergence, we show that it is possible
to derive valid inequalities based on partial characterisations of Graver bases for special matrices.
The algorithm described is an exact search for integer programmes for the class C of objective
functions, and yields good quality feasible solutions for other types of objective functions. The
core components of the search algorithm are presented in Section [2] with its computational
performance numerically tested on nonlinear IPs with complex objective functions in The

paper concludes in Section
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2. Algorithm Description

Let 7 be a test set that is associated with the matrix A. The augmentation procedure starts
from a feasible solution xg to the original problem, searches for a t € 7 such that xg + At is
feasible, for A > 0. If such a (A, t) pair can be found and f(zo+ At) < f(z0), then xg is replaced
by zp + At. The algorithm iterates in this manner until no such (A, ¢) pair exists, in which case
it terminates with xo as an optimal solution. It is known that the Graver basis G(A) of a matrix
A provides improving directions for integer programming problems with a fixed matrix A and
an arbitrary choice of the vectors b, [ and u (De Loera et al., 2013). G(A) is the finite subset of
C-minimal elements in the nonzero elements of the lattice L(A) = {g € Z" : Ag = 0,9 # 0} of
A, where x C y indicates that the two vectors x,y € R™ are conformal if they satisfy z;y; > 0
and |z;| < |yi|, for i = 1,...,n (De Loera et al. 2013). Every vector z € £(A) is a conformal
sum x = Y., a;g; of the elements g; € G(A) of the Graver basis, where o; € Z*, r < 2n — 2
and g; C « for all 4 (Onn, 2010). This implies that, for a given (integer) feasible solution x( of
IP and an element g € £(A), the solution z = xg + g = xo + >_;_, ®g; is also feasible.

The augmentation procedure traditionally requires generating a test set a priori, a time-
intensive task since the generic algorithm for computing the Graver basis has exponential com-
putational complexity (Onnj, 2010). In this paper, we retain the core principles of augmentation
but break away from previous work by avoiding pre-generated test sets. Instead, search di-
rections are extracted dynamically, on an as-needed basis. We start off by constructing the

following residual IP, hereafter referred to as R(xo):
Minimise d(g)
subject to

Ag=0
r=x0+g
[ <zx<u

g € Z"\ {0},

where d(g) is a (possibly null) objective function, irrespective of f(z). The original variables
x are no longer required to be integer. It is always possible to construct R(zg) as an integer
linear programme and that any feasible solution (Z, g) will identify a direction g. Furthermore,
if f(xo+g) < f(x0), then g will be a direction of improvement for solution z( to the original
problem. If R(xo) admits a feasible solution, then the possible outcomes below make for the two

steps of the algorithm which we will call augmentation search:

1. If g is a direction of improvement, replace x¢ with xo + g, and solve R(xg).
2. If g is not a direction of improvement, add constraints to R(x) that cut g off from the set

of possible directions, i.e., ensure that any new direction g € Z" identified should differ
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from g with respect to at least one element as in the below constraints (T'sai et al., 2008):

n
> lgi—ail > 1,
=1

which, using M as a sufficiently large constant, can be linearised as follows,

wi—gi+gd <M(1—2z) i=12....n

wi +gi — g7 < Mz i=1,2,....n
n
S
=1
zi € {0,1} i=1,2,...,n,

with which R(zg) is augmented and solved until a direction § of improvement is found,

when the algorithm returns to Step 1.

Augmentation search iterates until no direction of improvement can be found, i.e., when
R(zp) is infeasible. We also observe that R(xg) need not be solved to optimality, and instead
can be posed as a feasibility problem by assuming a dummy objective d(g) = 0. One can also
use objectives such as d(g) = Y ;" ; ¢; that will help to approximate the C-minimal elements in
a test set.

The condition g € Z™ \ {0} can be modelled as follows,

n
Zngl—Mz
i=1

n
Zg; Zl_M(l_Z)a
=1

where g; = g;r —9; g;r ,9; €Z%,and z € {0,1} is a binary variable that guarantees that there
is one positive component either in the vector g (if 2 =0) or the g; (if z = 1).

The stopping criteria of the algorithm depends on exhausting the set of feasible regions to
R(zp), which could be large. The search space can be reduced by ensuring that gi+ and g; are

not both positive value in a given solution, which can be modelled as:

97 < My, i=1,2,....n
g <M(—y) i=12...,n,

where y; € {0,1} is a binary variable that ensures that only one the two constraints are active
foreachi=1,2,...,n.

The algorithm described above is exact for any function f(z), however the convergence may
be undesirably slow. For the class C of functions described above for which the Graver basis serves
as a test set, e.g., separable convex functions following Lemma 3.3.2 in De Loera et al.| (2013),
bounds can be imposed to improve convergence. For any g € G(A) with A integer matrix of rank
r and n columns, it is known that ||g|lcc < (n —r)A(A) and ||g]j1 < (n —7)(r + 1)A(A), where
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A(A) is the maximum absolute value of the determinant of A, and that A(A) < (v/m| Alleo)™
with ||Al|s is the maximum absolute value over all entries of A (see, e.g., Onn, 2010). More
recent characterisation results can be found in Brianski et al.| (2024). However these bounds are
often not tight enough to have a significant effect on the convergence of the algorithm. In the

below, we show that tighter descriptions are possible for special types of matrices.

2.1. Valid inequalities for Graver bases

In some cases where the structure of the Graver basis is known, R(z¢) can be strengthened

further. Consider the following example to motivate the idea:

Example 1. Let P denote the coefficient matriz of the following instance: minimise 544/x1 +
709/x9 4+ 492/23 4+ 503 /24 + 7221 + 2322 + 6523 + 87wy @ 221 + 229 + 23 + x4 < 57,1 < 21 <
7,1 < x9 < 4,1 < 3,24 < 6,21,22,23,24 € Z. Then G(P) has 32 elements, for which the
convex hull obtained by PORTAD is given by conv(G(P)) = {291 + 292+ g3 + g4 + g5 = 0,
—2<Gg3—94—95<2,-2<g3+ga—95<2,-2< 290 —g1— 095 <2,-2< —g3—ga— g5 < 2,
—2<-290—93—94—95 < 2,-2< —299—g1 < 2,-2< —292—g5 < 2,-2< —295—g3—ga < 2,
—2< 299—93—95<2,-2< —g3+gs4—05 < 2,-2< 290 —g3 < 2,-1 < —go < 1}. While the
algorithm requires more than 350 seconds to converge to an optimal solution to the illustrative

example above, the inclusion of conv(G(P)) in R(xg) reduces the solution time to 1.5 seconds.

In the below, we illustrate the application of the idea on special types of matrices and derive

valid inequalities based on characterisations of the Graver bases.

Proposition 1. Let A € Z™* ™" be the matriz defined as:

n n 07’L
0 1 0

A= T (2)
0, 0, 1,

where 1,, is the row vector of ones of length n, 0,, is the row vector of zeros. Then, G(A) contains
m x (5) elements. Any vector g € G(A) is such that (i) each entry of g lies in {—1,0,+1}, (i)

the number of nonzero entries in g is exactly two, one equal to 1 and the other to —1.

Proof. First, observe that any g € G(A) can only admit the values 0, 1 or —1, as any other
g € L(A) with an element g, > 1 would not be C-minimal since g C ¢'. It now suffices to find

"https://porta.zib.de
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135 the basis of the L(A) = {g € Z" : Ag =0, g # 0}, which can be expressed as,

_ 0 -
i, 0, ... 0, 9(k—1)n+1
Ag = 0, 1, ... 0, o |92 | _ 0.
0, 0, ... 1, 9(k—1)n+n
L 9mn ]

or equivalently as:

Ik—1)n+1 + 9k—1n+2 + - -+ Gk—1)nt+n = 0, k=1,...,m.

The solution to the above system of equations where g # 0 implies that, for each k =1,...,m,
there must exist at least one pair of g;, g;,% # j such that g; = —g;, and that the number variables
with a nonzero value is always a multiple of two. It is easy to see that any solution to g € £L(A)
140 where there are at least four variables with a nonzero value cannot be C-minimal. Finally, there

are (g) choices to make in assigning the values {—1, 1} for each row k =1,...,m. O

Example 2. Consider a 3 x 4 matriz A of the type described in Proposition [ The vector

g=11,0,0,—1,1,0,0,—1,0,0,0,0] clearly satisfies L(A) = {g € Z™ : Ag = 0,9 # 0} but is not

C-minimal as it can be written as the conformal sum of g' = [1,0,0,—1,0,0,0,0,0,0,0,0] and
ws g2 =1[0,0,0,0,1,0,0,—1,0,0,0,0], where g', g> € G(A).

The implication of Proposition [I|is that the following constraints are valid for R(zg):
n
Y gi=1 (3)
i=1

Zgi_ =1, (4)
i=1

if the constraint matrix A is of the type .
It is possible to derive a similar result for matrices that appear in one-to-one assignment

problems, as shown below.

150 Proposition 2. Let A € Z27%* be the matriz defined as:

1, 0, --- 0,
0, 1, --- 0,

A= ;
On On e 17’L
L, I, - I,]

where each block is of size n, 1, is the row vector of ones of length n, 0, is the row vector of
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zeros, and I, is the n x n identity matriz. Any vector g € G(A) is such that (i) each entry of
g lies in {—1,0,+1}, (ii) the number of nonzero entries in g is even and lies between four and

2n, and the number of +1 entries equals the number of —1 entries. Then, the inequalities
n
2<> gF<n (5)
i=1
n
2<) g7 <n, (6)
i=1

n n
gt =D g =0, (7)
=1 =1

are valid for R(xq).

Proof. The matrix A defines the standard assignment problem over the complete bipartite graph
Kyn, e, A€ R27%n* g the node-edge incidence matrix for matching vertices in two disjoint
sets V1 and V5, each of size n, with the set £ = V; x V5 of edges. Each column of A corresponds
to an edge (7, ) € V1 x Va. Since A is totally unimodular and has {0, +1} entries, it follows, as in
the proof of Proposition |1 that all Graver basis elements of A have entries only in {—1,0,+1}.
Recast g € R™ as an n x n matrix P, where the element p;; = g(;_1),; corresponds to the edge

(i,7) € E. The equality Ag = 0 implies:
> pij=0, Vie{l,...,n}, (8)
j=1
> piy=0, Yje{l,...,n} (9)
i=1

Conditions and @, along with g # 0, guarantee that the signed incidence of g at each
node is zero and the vector g therefore defines a cycle over K, ,, with 41 indicating the traversal
of an edge from Vj to Va, and —1 as traversing in the reverse direction. Since g € G(A) is
C-minimal, the support of g must correspond to a single elementary cycle in K, ,. As K,
is bipartite, all cycles must be of even length, alternating between nodes in Vi and Vs, with
the smallest possible cycle with four edges, and the largest with 2n, leading to 4 < [|g]jo < 2n,
implying and @ Finally, each edge in the cycle is traversed exactly once in either direction,
the number of edges with value +1 is equal to the number with value —1, implying . O

3. Computational Results

We apply the algorithm to several convex and nonconvex integer programmes. The purpose
of the experiments is to benchmark augmentation search against various solution approaches,
highlighting its generality rather than outperforming specialised algorithms tailored to specific
problems. All experimentation is carried out on a desktop computer with a 3.8 GHz 8-core Intel
Core i8 processor and with 8GB of memory. CPLEX 12.10 is used to generate feasible solutions
for R(zp). Our preliminary experiments indicated that using the first feasible solution identified

by CPLEX is sufficient for the search, and that enabling the feasibility pump heuristic (see, e.g.,
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Fischetti et al., 2005 improves the efficiency of finding such solutions, for which reason we set
both CPX_PARAM INTSOLLIM and CPX_PARAM FPHEUR to 1, while keeping all other parameters at
their default settings.

3.1. Convex problems

This section presents results on two different but related problems, both using assignment

type constraints.

3.1.1. Task allocation problem

The Task Allocation Problem (TAP) involves assigning a set {1,...,n} of tasks to a set
{1,...,m} of workers such that each task is assigned to exactly one worker. Assigning task j
to worker ¢ incurs a cost a;; and the total cost is represented by a function f;; (:cij), where z;;
is a binary decision variable equal to 1 if task j is assigned to worker ¢, and 0 otherwise. The
objective is to minimise the total assignment cost. An integer programming formulation for the

TAP is given as follows:

Minimise z”: z": fij(xij)

i=1 j=1

subject to

n
D ay =1 i=1,2,...,n
=1

zi; € {0,1} 1=1,2,....m;5=1,2,... n.

The first set of tests evaluate the effect of the valid inequalities that characterise the Graver
basis on the convergence of the algorithm. For this purpose, AugS with and without f were
tested on a subset of TAP instances with m = 2 and with varying values of n small enough to
allow both versions to reach optimality. The results are presented in Figure [l which shows the
comparison of the solution times with and without the cuts, both in log scale and linear scale.

It can be observed from Figure [T]that the cuts significantly reduce the solution time required
to converge. In particular, as n increases, the computational time requirements for the algorithm
without f increases sharply, reaching over 222 seconds for n = 10, but the use of the cuts
ensure that all the instances are solved to optimality within a fraction of a second. For this
reason, f are used in the rest of the experiments for the TAP.

Further tests were undertaken on randomly generated TAP instances with m € {2,3,4}
and n € {20,30,40,50}, and where either a;; ~ U{1,2,...,10} or a;; ~ U{1,2,...,100}. Two

classes of convex and separable objective functions were used.

n n
filz,p) = Z Z(aijxij)p (fairness-type objective) for p = 1.5 and p = 3
i=1 j=1
n n
fo(z) = Z Z ajxije” (exponential objective).
i=1 j=1
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Log-Scale comparison of average solution times with and without f
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(a) Log-scale comparison of average solution times with and without and for TAP instances with m = 2

Without @B)-() With (3)-()

n (seconds) (seconds)
5 0.18 0.02
6 0.55 0.02
7 2.44 0.05
8 11.75 0.06
9 55.07 0.09
10 222.38 0.09

(b) Average solution times for for TAP instances with m = 2

Figure 1: Performance comparison of TAP algorithm with and without 7

The algorithm is compared against Bonmirﬂ an exact solver for mixed-integer convex integer
programming models (Bonami et al., 2008). The results are presented in Table|l| where each row
shows the average computation time over three instances of size m x n, separately for Bonmin
under column ¢(Bonmin) and for the augmentation search algorithm under column ¢(AugS), with
ng, and ng, showing the number of instances out of three that each method has optimally
solved within the time limit. A time limit of 30 minutes (1800 seconds) was imposed on the
running time of each method for each instance.

As the results in Table [I| shows, there is no clear dominance by either Bonmin or AugS
across the tested values of p for the fairness-based function fi(x,p), although AugS sometime
shows increasing performance gains as m grows for fixed n, particularly with p = 1.5. In stark
contrast, for the exponential function fo(x), AugS consistently outperforms Bonmin, except for
one case, and often by a significant margin. Both solvers fail to find solutions within the 30-
minute time limit for problem sizes at or beyond 4 x 50. That the most substantial improvement

for Augs is for the inverse-barrier-type objective f3(z) indicates that AugS does not suffer from

2https://www.coin-or.org/Bonmin/
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complexities introduced by the objective function, as also exhibited by the computational time
requirements staying nearly the same for each m xn despite the change in the objective functions,
demonstrating a degree of reliability and robustness. The computational time requirements of
Bonmin on the other hand is clearly seen to be dependent on the type of objective function
and can deteriorate significantly. In terms of the total number of instances solved to optimality

within the time limit, AugS solves 195 instances, compared to 169 solved by Bonmin.

3.1.2. Convex assignment problem

The Convex Assignment Problem (CAP) is an extension of the TAP and assigns a set
{1,...,n} of tasks to a set {1,...,n} of workers, with each task assigned to exactly one worker.
The assignment incurs a cost represented by a convex function fi;(z;;), with x;; € {0,1} as

defined above. The problem is formulated as:

Minimise z”: Zn: fij(xij)

i=1 j=1
subject to
n
D wy =1 ji=1,2,...,n
=1
n
> ay =1 i=1,2,....n
7j=1

zi; €{0,1}  i,j=1,2,...,n.

Tests conducted to evaluate the effects of the cuts , @, and indicated that they were
less pronounced on the CAP as compared to TAP, except for n = 6, but they were used in the
remainder of the tests. The reduced effectiveness of the cuts , @, and suggests that the
cuts and provide a much tighter bound, demonstrating the significant effect of a strong
characterisation of the Graver basis associated with the constraint matrix on the convergence
of the algorithm.

In testing the algorithm further on CAP, as fi(x,p) proved relatively easy to handle for
solvers, alternative and more challenging objective functions were used to obtain meaningful

benchmarking results, namely:

n n
fa(x) = Z Z a;j (—log(z;j +¢€)) (log barrier objective)
i=1 j=1
ij . . . .
T) = inverse barrier objective).
Ho =YY ( jective)

In each case, a small constant € > 0 was introduced to ensure the functions remained well-defined
and convex over the domain. These functions, while unconventional, were deliberately chosen to
be challenging and intended to stress-test convex optimisation solvers, particularly where solvers
rely heavily on convex relaxations, and to assess algorithmic robustness. The results are shown
in Table 2]in the same way as Table[I]

11
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Table [2] yields similar conclusions as in the case of TAP, namely that AugS tends to perform
better over Bonmin with more complex functions, partially due to the difficulties in evaluating
derivatives by the latter. This is particularly evident in the case of n = 7 where Bonmin
terminated prematurely yielding solution values worse than that of AugS even though the latter
did not prove optimality within the time limit. In this case, the total number of instances solved
to optimality was larger with Bonmin (83 instances) than AugS (73 instances) which is largely
due to those solved using the function fo(z). For other values of n, AugS exhibits significant

reductions in solution time, particularly for fy(x).

3.2. Nonconvex problems

This section describes experiments conducted on problems that either use assignment type

constraints, but have nonconvex objective functions.

3.2.1. Bi-quadratic assignment problem

The bi-quadratic assignment problem (BiQAP) arises in the design of very large scale inte-
grated circuits (Celal 2013). For two arrays A = (aikpr) and B = (bjiqs), where i, 5, k, [, p,q,7,5 =
1,2,...,n, the BIQAP seeks a permutation ¢ € S, that minimises the objective function
(Burkard et al., 2009)

n n n n
20D Gk boliyeBepetr):
i=1 k=1 p=1r=1
where S, denotes the set of all permutations of the integers from 1 to n. Using the binary

variable x;; as defined above, the BiQAP can be formulated as:

n n n n n n n n
Minimise E E E g E E E E @ ikl Ompst Tim T jpThs Tit

i=1 j=1 k=1 =1 m=1p=1 s=1 t=1

subject to
n
> wy =1 ji=1,2,...,n
=1
n
> ay=1 i=1,2,....n
j=1

xijE{O,l} ,7=1,2,...,n.

Initial tests were undertaken with ten randomly generated set of BiQAP instances for each
setting of n = 5 and n = 6, where the entries of the matrices A and B are randomly drawn
integers from the interval [1,10]. Initial solutions for the tests are generated by setting x;; = 1
for 4,...,n, and all other variables equal to 0. The computational time requirements for Augs
are similar to those in Table [2| as both problems share the same constraint matrix.

Comparisons of the algorithm were conducted by solving a linearisation of the BiQAP for-
mulation using CPLEX. Among the possible linearisations of the problem, the more efficient one
with O(n*) was chosen over an alternative that requires O(n®) variables(Celal [2013). The results

suggested that, on instances of size n = 5, CPLEX was faster with an average solution time of
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4.12 seconds versus that of AugS equal to 9.41 seconds. For instances with n = 6, the figures
are 478.98 for CPLEX and 302.68 for AugS, with the latter being faster in all of the 10 instances.

The second set of instances are those described in Mavridou et al| (1998) and Silva et al.
(2020) with » = 10,12, ...,18. The results are given in Table [3|for AugS run under two different
time limits where the algorithm was run for either 600 seconds or for 3600 seconds (one hour).
The experiments also use a heuristic version of the algorithm, named AugH, with a time limit of
600 seconds. In particular, AugH uses the following set of inequalities to restrict the search to

use Graver basis elements of bounded length, namely:
n
> g =2 (10)
i=1

n
Yoo =2 (11)
i=1

hence the resulting solutions are not guaranteed to be optimal. These inequalities are derived in
the spirit of — and under the bounds given in Proposition [2| for assignment type matrices.
CPLEX was not run any of the literature instances as the resulting size of the linear programming
formulation was too large and required excessive memory requirements. The results of the
second set of experiments are given in Table [3] where, for each n, BKS denotes the best known
solution value as reported by |Silva et al.| (2020), UB is the best upper bound yielded by AugS
at the end of either the 600 or the 3600 second time limit, and for AugH in the amount of time
reported under t(AugH), and the % is the percentage gap of the reported solution values from
the BKS.

Table 3: Comparison results on the literature BiQAP instances (Silva et al., 2020))

| Augs (600s) | AugS (3600s) | AugH
n | BKS | UB % | UB % | UB  t(hugH) %

10 | 239980 245538  2.32 | 244176  1.75 | 242674 128.31 1.12
12 | 478278 492970  3.07 | 492924  3.06 | 485796 600.00  1.57
14 | 915566 948132  3.56 | 941202 2.80 | 943740  600.00 3.08
16 | 1572146 | 1622086 3.18 | 1615288 2.74 | 1617966  600.00 2.91
18 | 2523592 | 2589392 2.61 | 2572734 1.95 | 2603262 600.00 3.16

As Table [3] indicates, whilst AugS is not able to solve any of the instances to optimality
within the time limit, it is able to identify solutions that are at most 3.06% away from the BKS
within an hour. Similarly, AugH can output solutions of similar, if not better quality, on some

of the instances, ranging from 1.12% to 3.16%.

3.2.2. Minimum sum-of-squares clustering

Minimum sum-of-squares clustering (MSSC) arises in partitioning a set {p1,p2,...,pn} of n
points into k disjoint clusters, where each point p; € R? has d features, in order to minimise
the sum of the Euclidean distances between each point assigned to a cluster j = 1,...,k to
the cluster centroid y; € R?. The MSSC can be formulated as the below nonlinear integer

programme which uses a binary variable x;; that is equal to 1 if point ¢ is assigned to cluster j,

14
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and equal to 0 otherwise:

n k
Minimise Z Z wz‘jHPz‘ — Yy ”2

i=1 j=1

subject to

k
d ay=1 i=1,2,....n
j=1
zi; €{0,1}  i=1,2,...,n,5=1,2,... k.

In any optimal solution to the MSCC, the cluster centroids are known to satisfy the following
(see Property 1 in |Gribel & Vidal, 2019):

1
yj_’ﬁjﬂVE::ph

i€Cy

where C} is the set of points in cluster j, using which the objective can be rewritten as (Aloise
et al., 2012):

n k d d 2
Minimise Y Y i » (p;" - 72’“?]) e ) .
i=1j=1  r=1 > r=1Tij

For this problem, only AugH was tested using inequalities f. Tests were conducted
on two instances from the UCI Machine Learning Repositoryﬂ namely instance monolithicl
with n = 11 points and d = 19 features, and instance soybean with n = 47 points and d = 35
features, and compared against CouenneEl, an exact solver for mixed-integer nonconvex integer
programming models by Belotti et al. (2009), and HGMeansEL a hybrid genetic algorithm that
outperforms “all recent state-of-the-art algorithms for the MSSC in terms of solution quality”
described by |Gribel & Vidal| (2019)). The results are shown in Tables |4| and [5. Initial solutions,
the values of which are shown under the column Init, are obtained through a simple k-means
with 10 iterations. Given the heuristic nature of AugH, it was executed five times for each
k=2,3,4,5. The column UB shows the best upper bound for each of the three methods, and
Gap(%) is the optimality gap yielded by Couenne at the end of the time limit.

As Tables 4] and [5| show, the problem difficulty increases with &k, where Couenne is unable to
identify optimal solutions within the time limit of 600 seconds, outputting very large optimality
gaps. AugH on the other hand can identify the optimal value at least once within the five runs.
It ought to be noted that the difficulty of the problem for AugH increases not with d, which only
affects the objective, but with n.

3https://archive.ics.uci.edu/ml/index.php
“https://wuw.coin-or.org/Couenne/
Shttps://www.github.com/danielgribel/hg-means
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Table 4: Comparison results on the instance monolithicl (n = 11,d = 19)

‘ Couenne ‘ AugH ‘ HGMeans
k| UB t Gap (%) | Init UB t | UB
2 | 13.433 4.26 0.00 22.727 13.433 0.12 13.433

22,727 13.433 0.10
22.727 13.433 0.10
22,727 13.433 0.10
22.727 13.433 0.10

3 | 8.600 46.82 0.00 13.667  8.600 0.40 8.600
11.214  8.600 0.47
11.214  8.600 0.47
11.000  10.500  0.20
11.000 10.500  0.19

4 | 5.667 393.29 0.00 10.000  5.667  1.79 5.667
7.250 5.667 0.89
7.100 7.100 0.46
7.100 7.100 0.46
9.000 5.667  3.30

5 | 4.000 600.00 132.46 8.667 4.167 2.11 4.000
5.667 4.167 1.29
8.750 5.000 2.36
7.500 4.000 2.09
4.167 4.167 1.01

Table 5: Comparison results on the instance soybean (n = 47,d = 35)

‘ Couenne ‘ AugH ‘ HGMeans
k| UB t Gap (%) |  Init UB t | UB
2 | 404.459 600.00 296.17 404.459  404.459 2.20 404.459

527.792  527.792 2.15
404.459  404.459 2.16
404.459  404.459 2.17
443.354  443.354 2.17
3] 298.034 600.00 7351.52 | 364.486  363.964 33.52 246.459
246.459 246.459  14.52
246.459 246.459  14.62
246.459 246.459  14.43
246.459 246.459  14.48
4 | 309.717 600.00 30971.66 | 208.155 205.964 77.24 205.964
208.517 205.964 132.14
347.782  346.250  181.30
206.486 205.964  73.51
232,909  232.743  222.68
5 | 295.582 600.00 29558.23 | 188.855  188.200  167.76 | 185.998

208.309  202.965  424.86
197.111  190.864  600.39
229.659  222.659  601.20
187.302 185.998 254.95
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4. Conclusions

This paper described an exact augmentation algorithm based on test sets for solving integer
programming problems defined over polyhedra. In contrast to traditional approaches rooted in
branch-and-bound, cutting planes, or dynamic programming, particular focus was given to the
Graver basis to guide the search process. Computational experiments on structured problems,
such as the task allocation and convex assignment problems under separable nonlinear objectives
shows that convergence can be improved significantly if strong characterisations of the Graver
basis can be found, and is not hindered by the type or nature of the objective function. In this
case, the algorithm offers significant advantages over general-purpose solvers whose performance
is highly dependent on the objective functions. Whilst the algorithm does not intend to, or does
not claim to compete with the vast machinery of established solvers across all problem types,
they highlight potential of this alternative direction.

The approach described here opens several promising directions for further research. First,
developing valid inequalities directly tied to the Graver basis, rather than to the problem formula-
tion, has the potential to improve the efficiency of the algorithm, particularly if such inequalities
can be derived systematically for other classes of matrices beyond the assignment matrix. Sec-
ond, extending this framework to address mixed-integer problems would significantly broaden
its scope. Finally, incorporating learning mechanisms, such as storage of previously effective
search directions or adaptive strategies for basis exploration, can be used to further accelerate

convergence and improve the scalability of the algorithm across a variety of instances.
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