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Abstract

In this paper, we propose a parallel algorithm to efficiently estimate battery
parameters and the battery state of charge (SOC). By leveraging the posterior
linearisation framework, we address the problem of parameter identification
and SOC estimation using full-batch data. The proposed method combines the
parallel iterated posterior linearisation smoother (IPLS) with gradient descent
optimization, specifically the Adam optimizer, to maximize the marginal likeli-
hood of the model parameters. This approach enables parallel computation of
the marginal likelihood by reconstructing it from predictive densities obtained
during parallel filtering. Notably, the parallel algorithm achieves O(logN) span
complexity, whereN is the number of time steps, significantly improving compu-
tational efficiency over sequential algorithms. The provided test results, includ-
ing simulations and DST and BJDST experimental data, demonstrate that the
parallel framework surpasses the sequential counterpart in speed and achieves
logarithmic time complexity when run a highly parallel graphics processing unit
(GPU). The parallel IPLS shows strong scalability and efficiency, making it an
ideal solution for battery estimation problems in a long time series.

Keywords: State of charge, parameter estimation, Kalman filter, iterated
posterior linearisation smoother, parallel processing.

1. Introduction

In recent years, the development of Battery Energy Storage Systems (BESS)
has accelerated due to growing environmental concerns concerns about fossil
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fuels and increasing energy demands [1]. Lithium-ion batteries (LIBs) are widely
adopted for energy storage applications because of their superior characteristics,
including high energy density, long lifespan, and enhanced safety [2]. To ensure
the security and reliability of these systems, accurate battery state estimation
within Battery Management Systems (BMS) is indispensable. Monitoring the
internal states of lithium-ion batteries (LIBs), such as the State of Charge (SOC)
[3] and State of Health (SOH) [4], is critical for evaluating battery performance.
Among these, SOC is particularly significant as it quantifies the percentage of
the battery’s remaining capacity to its maximum available capacity. Precise
SOC estimation is vital for preventing both overcharging and over-discharging,
thereby ensuring the safety and reliability of the system.

Recent research has primarily focused on estimating the SOC for lithium-ion
batteries used in electric vehicles [5, 6]. The commonly employed SOC estima-
tion methods can be grouped into three main categories: Coulomb counting,
data-driven approaches and model-based techniques [7]. The Coulomb count-
ing method, which calculates SOC by integrating the current over time, often
faces issues due to inherent errors and noise that accumulate over prolonged use.
Moreover, an accurate initial SOC value must be available for reliable estima-
tion. Data-driven approaches rely significantly on extensive datasets and may
yield unreliable results if the training data do not accurately represent current
operating conditions [8]. In contrast, model-based approaches are also popular
due to their high tracking accuracy and lower computational demands [8]. It
is also possible to combine data-driven and model based approaches as in [9]
which integrates a particle filter with a neural network.

In particular, the model-based approach begins by establishing an equivalent
circuit model (ECM) of the battery and then applies an effective filtering tech-
nique. One common type of battery model is the integer-order model, which
uses parallel resistance-capacitance (RC) networks ranging from the first to the
fifth order [10]. The 2RC model has recently garnered increased attention due
to its inclusion of two RC branches, which effectively capture both the fast and
slow transient behaviors related to charge transfer and diffusion in lithium-ion
batteries. This model is favored for its accuracy in online SOC estimation, along
with its versatility and relatively low computational complexity [11, 12].

The model parameters can subsequently be identified using various optimiza-
tion methods. These parameter identification techniques are generally divided
into different optimization categories, including stochastic methods like genetic
algorithms (GA) [13] and particle swarm optimization (PSO) [14], as well as de-
terministic online identification approaches commonly used in SOC estimation,
such as recursive least squares (RLS) [15] and forgetting factor recursive least
squares (FFRLS) [16]. Accurate identification of these parameters significantly
influences the precision of SOC estimation [17].

Due to the nonlinear nature of battery measurement models [18], SOC esti-
mation often relies on a Gaussian approximation to the posterior to solve non-
linear filtering and smoothing problems. Examples of the resulting filters are the
the unscented Kalman filter (UKF) [19–21], cubature Kalman filter (CKF) [22–
24], and extended Kalman filter (EKF) [25–28]. To further improve accuracy,
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the Beta-Gaussian Iterated Posterior Linearisation Filter (BG-IPLF) [29] was
proposed as an optimal linearisation method with a constrained variable, build-
ing on the posterior linearisation framework [30]. This approach outperforms
standard filters for SOC estimation. Additionally, smoothing techniques such
as the Rauch–Tung–Striebel smoother (RTS) [31, 32] have also been introduced
for SOC estimation in recent years.

However, a drawback of existing smoothers for SOC estimation is that they
do not perform optimal linearisation based on the available measurements.
Specifically, optimal linearisation based on posterior linearisation, aims to min-
imize the mean square error and is achieved through statistical linear regression
(SLR) with respect to the posterior distribution. The Iterated Posterior Lin-
earisation Smoother (IPLS) [33] is the smoother that applies this optimal lin-
earisation iteratively, refining its estimate with respect to the current posterior
approximation for full-batch data processing.

Due to their sequential nature, the above mentioned filters and smoothers
have a computational complexity O(N) where N is the length of the time se-
ries. In contrast, the proposed work based on the parallel smoothing framework
[34, 35] introduces a parallel smoothing algorithm designed for both SOC and
parameter estimation. By leveraging parallel scan primitives and specialized
hardware accelerators like general-purpose graphics processing units (GPUs),
this framework can significantly reduce runtime, enabling the overall computa-
tional complexity to scale as O(logN) [34].

In particular, in this paper we adopt the posterior linearisation framework
to tackle parameter identification and SOC estimation in the context of full-
batch data. To obtain a logarithmic time complexity and fully leverage the
accuracy benefits of optimal posterior linearisation, we propose the use of the
parallel version of the IPLS [33]. The parallel IPLS allows us to compute both
the marginal likelihood of the parameters in the forward filtering process and
the posterior density conditioned on all available measurements. The marginal
likelihood, treated as the objective function with respect to the parameters,
is optimized using gradient descent, specifically the Adam optimizer [36, 37].
This approach facilitates maximum likelihood estimation (MLE) of the model
parameters while simultaneously estimating the SOC.

It is important to note that, currently, the only parallel in-time nonlinear
Gaussian smoother in the literature is the parallel IPLS (including its square
root version presented in [35]). This is because the EKF and UKF linearizations
are inherently sequential and cannot be adapted to a parallel in-time algorithm.
In contrast, iterated posterior linearizations can be executed in parallel, enabling
the development of the parallel IPLS [33]. We also note that comparisons with
online parameter identification methods are not included, as our focus is on
solving a batch estimation problem rather than an online one.

The proposed system overview is illustrated in Figure 1. The main contri-
butions of this paper are as follows:

• We propose the parallel iterated posterior linearisation smoother for esti-
mating battery parameters and SOC in logarithmic time O(logN).
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• Based on the parallel IPLS, we propose an optimisation algorithm to max-
imise the approximate marginal log likelihood using Adam optimizer [37]
and estimate the battery model parameters. Each step of the optimisation
algorithm is parallelised and has O(logN) span complexity.  M
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Figure 1: Overview of the proposed parallel parameter and SOC estimation framework, based

on the parallel IPLS algorithm. The process employs filtering elements (afk) and smoothing
elements (ask) to compute the filtered SOC estimate (SOC′) and the smoothed SOC estimate
(SOC′′) in parallel. The RC parameters are iteratively optimized using the Adam optimizer
until convergence, yielding the final smoothed SOC estimation.

The rest of the paper is organized as follows. Section 2 introduces the pa-
rameter and SOC estimation problem along with the state-space model. Section
3 explains the parallel IPLS general formulation for parameter and state esti-
mation, which includes the general parallel scan algorithm and its application
to the Bayesian framework to obtain the posterior density for parameter maxi-
mum likelihood estimation. Section 4 presents the simulation results to evaluate
the performance of parallel IPLS for parameter and SOC estimation. Section
5 presents the experimental results of the parallel IPLS in two working condi-
tions, along with the runtime comparison on CPU and GPU. Finally, Section 6
concludes the paper.
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2. Problem Formulation

In this section, we present the problem formulation. Section 2.1 introduces
the lithium-ion battery model. In Section 2.2, we build the state-space model
for the battery. Section 2.3 formulates the state smoothing estimation and
parameter estimation problems.

2.1. Lithium-Ion Battery Model

We consider the 2RC model, as illustrated in Figure 2 [38], which consists
of three main components: ohmic resistance (R0), a first-order R1C1 network
representing polarization effects, and a second-order R2C2 network modeling
diffusion effects. Specifically, the R1C1 network includes polarization resistance
(R1) and polarization capacitance (C1), while the R2C2 network accounts for
diffusion resistance (R2) and diffusion capacitance (C2).

Uoc

R0

R1 UL

iL

C1

R2

C2

U1 U2

Figure 2: The 2RC model for a battery includes three resistors, two capacitors, and a single
voltage source.

The circuit’s electrical characteristics are described in discrete time with a
sampling interval of ∆t. The SOC at the k-th time step is represented as sk,
and the voltages across C1 and C2 are U1,k and U2,k, respectively. Then, the
time evolution of these voltages, the output voltage UL,k and the SOC sk is
given by the equations [38]

U1,k = U1,k−1 exp (−∆t/(R1C1)) + iL,k−1R1 (1− exp (−∆t/(R1C1))) ,

U2,k = U2,k−1 exp (−∆t/(R2C2)) + iL,k−1R2 (1− exp (−∆t/(R2C2))) ,

UL,k = Uoc(sk)− iL,kR0 − U1,k − U2,k

(1)

and

sk = sk−1 −
ηiL,k−1∆t

CN
(2)
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It should be noted that Uoc(·) is a function of sk, where η > 0 is the Coulombic
efficiency factor, iL,k−1 is the load current, and CN is the nominal capacity of
the battery.

2.2. State-Space Model

To formulate the parameter estimation problem, we express the battery
model in (1) and (2) in a state-space form. The three dimensional state xk

and the control input uk−1 are defined as follows [39]:

xk =

U1,k

U2,k

sk

 , uk−1 = iL,k−1. (3)

The model parameters, which include the resistors and capacitors, are de-
noted as θ =

[
R0 R1 R2 C1 C2

]
. Using these and Equations (1) and (2),

the state space model is {
xk = f(xk−1, θ) + wk,

yk = h(xk, θ) + vk,
(4)

where yk = UL,k. The noise terms wk and vk are zero-mean, mutually inde-
pendent Gaussian white noises with covariance matrix Qk and variance Rk,
representing process and measurement noise, respectively. The state transi-
tion function f(xk−1, θ) and the measurement function h(xk, θ) are defined as
follows:

f(xk−1, θ) = Ak−1(θ)xk−1 +Bk−1(θ)uk−1

h(xk, θ) = Uoc(sk)− ukRo +
[
0 −1 −1

]
xk

(5)

where Ak−1(θ) is the state transition matrix, and Bk−1(θ) is the control input
matrix, given by:

Ak−1(θ) =

exp (−∆t/(R1C1)) 0 0
0 exp (−∆t/(R2C2)) 0
0 0 1


Bk−1(θ) =

R1(1− exp (−∆t/(R1C1)))
R2(1− exp (−∆t/(R2C2)))

−η∆t/CN

 (6)

This model can be expressed probabilistically via the transition and mea-
surement densities [40]:

p(xk|xk−1, θ) = N (xk; f(xk−1, θ), Qk),

p(yk|xk, θ) = N (yk;h(xk, θ), Rk).
(7)

We selected the 2RC equivalent circuit model as the basis for developing
and evaluating our parallelization algorithm. While different RC-order models
inherently present varying computational loads and accuracy, these distinctions
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are not the primary focus of this work. Our main goal is to demonstrate that
the proposed parallel smoother framework achieves logarithmic time complexity
in SOC estimation. The proposed smoother can also be readily applied to 1RC,
2RC, or 3RC models.

2.3. State Smoothing and Parameter Estimation

We aim to estimate the state sequence x0:N = (x0, . . . , xN ) and the parame-
ter θ, given a sequence of observations y1:N = (y1, . . . , yN ). In this formulation,
θ is assumed to be fixed for all timesteps during the estimation process. The
problems of state estimation and parameter estimation can be solved as follows:

a) Posterior Distribution for State Estimation: We compute the marginal
smoothed posteriors, given the observations y1:N and the parameter θ, which
are expressed as

p(xk|y1:N , θ) (8)

where k ∈ {0, . . . , N}.
b) Parameter Estimation via MLE: The parameter θ is estimated by maxi-

mizing the marginal likelihood [40]:

θ̄ = argmax
θ

p(y1:N |θ), (9)

where the marginal likelihood is decomposed as:

p(y1:N |θ) =
N∏

k=1

p(yk|y1:k−1, θ), (10)

with each term p(yk|y1:k−1, θ) computed recursively while performing the filter-
ing process.

c) Parameter estimation and state estimation: The estimation of x0:N and
θ consists of the following two steps:

• Maximize the marginal likelihood p(y1:N |θ) from step (b).

• Based on this θ, estimate x0:N using the marginal smoothed distribution
p(xk|y1:N , θ) from step (a).

The recursive (forward) filtering and (backward) smoothing to compute
p(xk|y1:N , θ) have a linear computational complexity of O(N). When using
MLE to estimate the parameter θ with M optimization iterations, the total
computational complexity is O(M ·N).

In the following section, based on [35], we reformulate the estimation process
for parallel computation, reducing the span complexity to O(logN) per epoch
and achieving an overall complexity of O(M ·logN). This approach significantly
improves computational efficiency.

For simplicity, for the rest of this paper, we assume that the measurement
function takes a form as h(xk) = h(xk, θ), and the state transition function as
f(xk) = f(xk, θ). Additionally, we drop the dependence on the parameter θ in
the expressions for the conditional probabilities, rewriting them as p(xk|xk−1) =
p(xk|xk−1, θ) and p(yk|xk) = p(yk|xk, θ).
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3. Parallel IPLS General Formulation

In this section, we present the general formulation of the parallel IPLS.
We begin by reviewing the parallel scan algorithm in Section 3.1, followed by
its application to linear Bayesian filtering and smoothing in Sections 3.2 and
3.3. Next, we introduce the parallel iterated posterior linearisation smoother
(IPLS) for nonlinear measurement models in Section 3.4. Finally, we formulate
the framework for parameter estimation based on parallel IPLS with maximum
likelihood estimation in Section 3.5.

3.1. Introduction to the Parallel Scan Algorithm

The parallel scan algorithm [41] is a versatile framework in parallel com-
puting, designed to transform certain sequential O(N) algorithms into parallel
O(logN) algorithms when they exhibit an associative property.

The parallel-scan algorithm specifically addresses the problem known as the
all-prefix-sums operation. Given a sequence of elements (a1, a2, . . . , aN ), where
each ai is an element of a specific space, and an associative binary operator
⊗ defined on this set, the all-prefix-sums operation generates the sequence in
parallel with a time complexity of O(logN). The resulting sequence produced
by the all-prefix-sums operation is:

(a1, a1 ⊗ a2, . . . , a1 ⊗ a2 ⊗ · · · ⊗ aN )

a) Illustration of Sequential Example: Given the sequence of elements a1:8 =
[6, 8, 2, 4, 5, 9, 10, 12], with the associative operator ⊗ defined as addition (+),
the direct sequential way to compute the prefix sums is by using a loop, which
proceeds as follows:

• Initialize c0 = 0.

• For i = 1, . . . , N do
ci = ci−1 ⊗ ai. (11)

This results in the full sequence of prefix sums c1:8 = [6, 14, 16, 20, 25, 34, 44, 56],
and the operation takes O(N) time, where N = 8 in this case.

b) Illustration of Parallel Example: Now, we consider solving the same prob-
lem in a parallel manner. This process involves two phases: up-sweep and down-
sweep as shown in Figure 3. In the up-sweep phase, pairs of sums are computed
level by level to obtain the total sum. Each level of the tree can be computed
in parallel, resulting in log2 8 = 3 steps for N = 8. The down-sweep phase then
distributes the partial sums, following these steps:

• Set the top root Rt = 0.

• Each node at a level reads the historical up-sweep value stored in paren-
theses ().

• Every left child inherits the upper-level root value Rt.
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• Every right child gets the left child’s up-sweep value (in parentheses) plus
the upper-level root Rt.

• At each leaf (last second level), we output ci = Rt+ ai.

The down-sweep also takes log2 8 = 3 steps, plus the final leaf-level operation,
totaling 7 steps. This is fewer than the 8 steps required by the sequential
approach. Therefore, the total number of steps in the parallel algorithm can be
expressed as 2 logN + 1.

For large N , since constant factors and additive terms do not affect asymp-
totic complexity, we express this as O(logN), which is significantly smaller than
the O(N) complexity of the sequential approach.

-  initialize -  

6 8 2 4

14 6

20

0 (20)

0  (14) 14  (6)

0  (6) 6 (8) 14  (2) 16 (4 )

6 14 16 20

5 9 10 12

14

36

56

20(36)

20 (5) 25 (9) 44(12)

25 34 44 56

0 (56)

34(22)

Down-sweep

Up-sweep

22

34(10)

20(14)

Figure 3: The parallel prefix sum computation using a tree structure with up-sweep and
down-sweep phases for the sequence a1:8 = [6, 8, 2, 4, 5, 9, 10, 12].
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3.2. Bayesian Filtering and Smoothing

We proceed to review how to perform filtering and smoothing in parallel
using parallel scans.

In filtering, given the filtering element afk = (p(xk | yk, xk−1), p(yk | xk−1)),
and a certain associative operator ⊗ as defined in [34], the k-th prefix sum
results in

af1 ⊗ af2 ⊗ · · · ⊗ afk =

(
p(xk|y1:k)
p(y1:k)

)
(12)

This implies that we can recover the filtering distribution p(xk|y1:k) and
the marginal likelihoods p(y1:k) in parallel. However, the marginal likelihoods
cannot be directly recovered in general and they require an additional parallel
pass, see Section 3.5.1.

After obtaining the filtering densities in (12), we can define a smoothing
element ask and a binary operator ⊖, as defined in [34], such that

ask = p(xk|y1:k, xk+1), (13)

which yields the marginal smoothed density by the prefix sum

ask ⊖ ask+1 ⊖ · · · ⊖ asN = p(xk|y1:N ) (14)

Consequently, we can formulate Bayesian filtering and smoothing in a par-
allel manner. By performing a forward pass in (12) and a backward pass in
(14).

3.3. Parallel Linear Gaussian Smoother

This section reviews the parallel smoother for linear/Gaussian systems pro-

posed in [34]. In particular, it is obtained via the element afk and ask as defined in
(12) and (14). Given the measurements from time step 1 to N , we compute the
smoothed marginal distributions. We consider a linear measurement function,
including noise, of the form:

h(xk) = Hkxk + dk + ek (15)

where Hk ∈ Rnz×nx , bk ∈ Rnz , and ek ∈ Rnz is a zero-mean error uncorrelated
with xk and vk, with covariance matrix Ωk.

The probability densities for the model described by (4) with a linear mea-
surement function as in (15) can be expressed as:

p(xk | xk−1) = N (xk;Fk−1xk−1 + ck−1, Qk−1),

p(yk | xk) = N (yk;Hkxk + dk, R
′
k)

(16)

where Fk−1 = Fk−1(θ), ck−1 = Bk−1(θ)uk−1, and R′
k = Rk +Ωk.
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The parallel linear-Gaussian smoother consists of two steps, which includes
the covariance matrix of the original measurement model in (4) and the co-
variance matrix of the linearised measurement function in (15): parallel linear-
Gaussian filtering up to time stepN , followed by parallel linear-Gaussian smooth-
ing.

a) Linear Gaussian filtering: To determine the component afk for parallel
filtering in (12), we apply the Kalman filter update to the density p(xk | xk−1)
using the measurement yk. The resulting updated density is given by

p(xk | yk, xk−1) = N (xk;Akxk−1 + bk, Ck) (17)

where the parameters are defined as follows [34]:

Ak = (Inx −KkHk)Fk−1,

bk = ck−1 +Kk(yk −Hkck−1 − dk−1),

Ck = (Inx −KkHk)Qk−1,

Kk = Qk−1H
⊤
k S−1

k ,

Sk = HkQk−1H
⊤
k +R′

k.

(18)

The conditional distribution p(yk | xk−1) ∝ NI(xk−1; ηk, Jk) is defined as
follows, where NI is a Gaussian density in information form, ηk is the informa-
tion vector and Jk is the information matrix [34]. These are given by:

Jk = (HkFk−1)
⊤S−1

k HkFk−1,

ηk = (HkFk−1)
⊤S−1

k Hk(yk −Hkck−1 − dk).
(19)

With this form, the element of the associative element is parameterised by
afk = (Ak, bk, Ck, ηk, Jk). Given the associative elements afi and afj , the binary

associative operation afi ⊗ afj = afij can be computed as [34]:

Aij = Aj(Inx
+ CiJj)

−1Ai,

bij = Aj(Inx
+ CiJj)

−1(bi + Ciηj) + bj ,

Cij = Aj(Inx
+ CiJj)

−1CiA
⊤
j + Cj ,

ηij = A⊤
i (Inx

+ JjCi)
−1(ηj − Jjbi) + ηi,

Jij = A⊤
i (Inx

+ JjCi)
−1JjAi + Ji.

(20)

b) Linear Gaussian Smoothing: Given the filtered mean x̄k|k and covariance
Pk|k, we can express the conditional distribution of the smoothing step:

p(xk | y1:k, xk+1) = N (xk;Ekxk+1 + gk, Lk)

for k < n [34]:

Ek = Pk|kF
⊤
k

(
FkPk|kF

⊤
k +Qk

)−1
,

gk = x̄k|k − Ek(Fkx̄k|k + ck),

Lk = Pk|k − EkFkPk|k,

(21)
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and when k = n:

En = 0,

gn = x̄n|n,

Ln = Pn|n.

(22)

During smoothing, the parameters ask = (Ek, gk, Lk) are computed in paral-
lel. For two given elements asi and asj , the combination asi ⊖ asj = asij through a
binary associative operation can be parameterized as:

Eij = EiEj ,

gij = Eigj + gi,

Lij = EiLjE
⊤
i + Li.

(23)

The parallel-scan algorithm computes both the forward process (a) and the
backward process (b) in parallel, as referenced in Figure 1, which illustrates
the parallel SOC estimation process. The completed algorithm is outlined in
Algorithm 1 [34].

Algorithm 1 Parallel Linear-Gaussian Smoother

1: Input: Prior moments x̄0, P0, and observations y1:N for k = {1, . . . , N}.
2: Output: Posterior filtering moments x̄k|k, Pk|k, and smoothing moments

x̄k|N , Pk|N for k = {1, . . . , N}.

3: Step 1: Forward Pass (Prefix-Sums) In parallel
4: for k = 1 to N do
5: Initialize afk with (18) and (19).
6: end for
7: Perform parallel-scan to compute (12) for k = {1, . . . , N} with (20).
8: Output posterior filtering moments x̄k|k, Pk|k for k = {1, . . . , N}.

9: Step 2: Backward Pass (Reversed Prefix-Sums) In parallel
10: for k = 1 to N do
11: Initialize ask with (21) and (22).
12: end for
13: Perform reversed parallel-scan to compute (14) for k = {1, . . . , N} with

(23).
14: Output smoothing moments x̄k|N , Pk|N for k = {1, . . . , N}.

3.4. Parallel Iterated Posterior Linearisation Smoother

We have seen in the previous section that if the measurement and dynamic
models are linear and Gaussian, we can parallelise across time the Gaussian
smoothing equations. In this section, we explain how to deal with non-linear
models via the posterior linearisation approach. To do so, we first review sta-
tistical linear regression.
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3.4.1. Statistical Linear Regression

Given a nonlinear measurement function h(x), we approximate (15) as [30,
42]:

h(x) ≈ h̄(x) (24)

where h̄(x) is the linear approximation of h(x).
SLR chooses H and d by minimising the mean squared error with respect to

a given density on x. That is, SLR chooses:

(H+, d+) = argmin
H,d

E
[
(h(x)−Hx− d)T (h(x)−Hx− d)

]
(25)

The noise covariance Ω is then set as the mean squared error matrix:

Ω+ = E
[
(h(x)−H+x− d+)(h(x)−H+x− d+)T

]
(26)

Consequently, the optimal parameters for SLR are computed as [43]:

H+ = C[x, h(x)]TP−1,

d+ = E[h(x)]−H+x̄,

Ω+ = C[h(x)]−H+P (H+)T ,

(27)

where E[·] denotes expectation, and C[·] represents covariance.

3.4.2. Parallelization of the IPLS Algorithm

We consider a linear/Gaussian dynamic model with a non-linear measure-
ment model, as the one in the battery model (4). In this case, Gaussian
smoothers linearise the measurement function as in (5). Then, the linearisa-
tion parametesr up to time step N are given by

Θ = (H1:N , d1:N ,Ω1:N ) , (28)

Given the sequence of measurements, the optimal choice of parameters in a
mean squared error sense is obtained through SLR with respect to the posterior,
resulting in the posterior linearisation smoother (PLS). However, the PLS is
intractable, so we approximate it using the iterated PLS (IPLS) [33], which
performs iterated SLR with respect to the latest posterior approximation.

To do so, as shown in Figure 4, we detail the posterior linearisation (refer
to Figure 1). First, we initialize the smoothing mean and covariance matrix at
all time steps to the prior at time 0, using a initial linearization point for each
time step. Then, IPLS creates a sequence Θi ∈ N of enabling approximation
parameters, with the objective of improving the posterior approximation at each
iteration. As the nonlinear functions only depend on the state at a given time,
the SLRs are performed with respect to smoothing marginals, which can be
computed via Algorithm 1 (parallel SOC estimation block). The pseudocode of
the resultng parallel IPLS algorithm is shown in Algorithm 2. Note that SLR
method is applied exclusively to the measurement model, as the dynamic model
is inherently linear.
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Improve linearisation at each iteration

SLR

Parallel  SOC estimation

Smoothing mean and covariance

H i1:N , d i1:N , ?  i1:N 

 Battery state- space model

Iterative enhancement of SOC accuracy

Figure 4: The Parallel IPLS process for nonlinear state-space model, where iteratively improve
the posterior approximation. The SLR method is applied to the measurement model.
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Algorithm 2 Parallel IPLS with Nonlinear Measurement Function

1: Input: Initial moments x̄1
k|N , P 1

k|N for k ∈ {0, . . . , N}.
2: Output: Posterior filtering moments x̄j

k|k, P
j
k|k and smoothing moments

x̄j
k|N , P j

k|N for k = {0, . . . , N}.
3: for i = 1 to J − 1 do
4: for k = 0 to N do in parallel ▷ See section 3.4.1
5: (Hi+1

k , di+1
k ,Ωi+1

k ) = SLR(h(·), x̄i
k|N , P i

k|N )
6: end for
7: Obtain x̄i+1

k|k , P
i+1
k|k and x̄i+1

k|N , P i+1
k|N for k ∈ {0, . . . , N} via a parallel linear

Gaussian smoother in Algorithm 1 with (Hi+1
k , di+1

k ,Ωi+1
k ).

8: end for

3.5. Parameter Estimation

In this section, we introduce the parameter estimation process. Build-
ing on the previous section, where we approximated the posterior distribution
p(xk|y1:N ) in parallel, we proceed to recover the marginal likelihoods in parallel
as described in Section 3.5.1 and [35]. Subsequently, in Section 3.5.2, we present
the maximum likelihood estimation method based on the recovered likelihoods.

3.5.1. Parallel Marginal Likelihood Calculation

We now explain the likelihood approximation in a parallel manner. We can
write the marginal likelihoods in (10) by decomposing each term as [34]:

p(yk|y1:k−1) =

∫
p(yk|xk) p(xk|y1:k−1) dxk (29)

From the parallel filtering approach, we know p(xk | y1:k) for k ∈ {0, . . . , N}.
Then, by applying a Kalman filter prediction step to p(xk−1 | y1:k−1), we can
obtain p(xk | y1:k−1). Together with the likelihood p(yk | xk), we can compute
all marginal likelihoods p(y1:k) in parallel.

Considering the linearized measurement function in (24) alongside the state-
space model in (5), we can express (29) as:

p(yk | y1:k−1) = N (yk; ȳk|k−1, Sk) (30)

where we define the predicted measurement mean and covariance as follows:

ȳk|k−1 = Hkx̄k|k−1 + dk,

Sk = HkPk|k−1H
T
k +R′

k

(31)

where x̄k|k−1 is the predicted mean of the state, Pk|k−1 is the predicted covari-
ance at timestep k. These are given by [40].

x̄k|k−1 = Fk−1x̄k−1|k−1 + ck−1,

Pk|k−1 = Fk−1Pk−1|k−1F
T
k−1 +Qk−1

(32)
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Since p(y1:N ) is the product of these individual conditional probabilities
p(yk|y1:k−1), the marginal log-likelihood for y1:N is therefore the sum of the
individual log-likelihoods at each time step [44]:

log p(y1:N ) =

N∑
k=1

log p(yk | y1:k−1), (33)

where

log p(yk | y1:k−1) = −
1

2
(yk − ȳk|k−1)

TS−1
k (yk − ȳk|k−1)−

1

2
log |2πSk|, (34)

As shown in Figure 5, the parallel likelihood estimation process is illustrated.
Since the marginal log-likelihood in Equation (33) is a sum over time steps, it can
be efficiently computed using a parallel scan algorithm [34]. The full procedure
for log-likelihood estimation is detailed in Algorithm 3.

t=1

 x1|1  P1|1

t=2

 x2|2  P2|2

t=N

 xN|N  PN|N

 x1|0  P1|0  x2|1  P2|1  xN|N-1  PN|N-1

compute in parallel

 y1|0  S1  y2|1  S2  yN|N-1  SN

log p(y1 |  y1:0)

y1

log p(y1|  y1:1)

y2

log p(y1 |  y1:N-1)

yN

parallel summation with associative scan

log p(y1:N)

compute in parallel

Figure 5: The parallel likelihood estimation process. The complete procedure for estimating
the log-likelihood is presented in Algorithm 3.
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Algorithm 3 Parallel Marginal Log-likelihood Approximation

1: Input: Posterior filtered moments x̄k|k, Pk|k, and observations y1:N for
k = {1, . . . , N}.

2: Output: Approximate log-likelihood log p(y1:N ) obtained via the parallel
IPLS.

3: for k = 1 to N do in parallel
4: Compute the predicted mean x̄k|k−1 and covariance Pk|k−1 using Equa-

tion (32).
5: Calculate the log-likelihood log p(yk | y1:k−1) using Equation (34).
6: end for
7: Store ak = log p(yk | y1:k−1) for k = 1, . . . , N . ▷ Log-likelihood terms
8: Perform parallel scan with ak for k = {1, . . . , N} to compute Equation (33).

3.5.2. Gradient Optimization for Maximizing Marginal Likelihood

Given the log-likelihoods in (33), we consider the maximum likelihood esti-
mation problem in (9), where the goal is to find the parameter vector θ that
maximizes the likelihood. To do this, we define the objective function as the
negative marginal log-likelihood:

L(θ) = − log p(y1:N ; θ), (35)

where p(y1:N ; θ) is the likelihood of the data y1:N given the parameter θ.
The objective function then becomes:

min
θ

L(θ) = min
θ
− log p(y1:N ; θ) (36)

This approach focuses on minimizing the objective function L(θ) with respect
to θ using gradient-based optimization methods [45].

We first introduce the first-order gradient descent method, under the as-
sumption that (35) is differentiable with respect to θ. This method will update
θ in the direction that minimizes L. Let α denote the learning rate, the general
update equation for gradient descent is given by [46]:

θt+1 = θt − α∇θL(θt) (37)

where θt is the parameter vector at gradient descent iteration t, and ∇θL(θt) is
the gradient of the objective function L with respect to θ, evaluated at θt. This
method will continue applying the update rule in (37) until a stopping condition
is met.

Another widely-used approach to minimise a objective function such as (23)
is the Adam optimisation method [37]. It does this by maintaining exponential
moving averages of the gradients and their squares, controlled by decay rates β1

and β2. This adaptive adjustment makes Adam well-suited for tasks requiring
efficient optimization.

The complete algorithm as shown in Algorithm 4, for gradient-based maxi-
mum likelihood estimation of parameter θ involves running parallel IPLS over
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a specified number of iterations to obtain the posterior filtered mean and co-
variance. These posterior estimates are then used to compute the likelihood,
which serves as the objective function. The Adam optimizer is then applied to
identify the θ that maximizes this likelihood.

Algorithm 4 Parallel Gradient-Based Maximum Marginal Likelihood Estima-
tion

1: Input: Prior moments x̄0, P0; IPLS iteration counts j; step size α; decay
rates β1, β2 ∈ [0, 1]

2: Output: Optimal parameter θt

3: Incremental Optimization:
4: while θt not converged do

5: Increment the iteration counter t: t← t+ 1

6: Objective Function Calculation:
7: - Use Parallel IPLS (Algorithm 3) to approximate the posterior filtering

moments x̄j
k|k and P j

k|k for k = 0, . . . , N .

8: - Use Algorithm 3 to approximate the negative log-likelihood L(θt−1).

9: Parameter Update:
10: - Update θt using Adam optimisation with inputs L(θt−1), α, β1, β2.
11: end while

12: return θt ▷ Final optimized parameter

4. Simulation Results

In this section, we evaluate the performance of proposed algorithm through
simulation. Three methods are compared: parallel IPLS with Adam (par IPLS-
Adam), sequential IPLS with Adam (seq IPLS-Adam), and sequential UKF [19]
with Adam (seq UKF-Adam). In the experimental setup, we used the open-
source JAX software library [47]. The library natively supports vectorization
and associative scan primitives, as well as automatic differentiation of objective
functions. These features allow the methodology to be implemented efficiently
on both CPUs and GPUs.

Both algorithms were executed on a GPU and a CPU separately. The GPU
used was the NVIDIA® Ampere® A100, equipped with 80 GB PCIe memory
and 6,912 CUDA cores. The CPU used was the AMD EPYC™ 7402, featuring
24 cores with a clock speed of 2.8 GHz.

4.1. Parameters of the Algorithm

All algorithms use the unscented transform, which requires utilizing 2nx+1
sigma points, with the weight of the sigma point at the mean set to 1/3 [19].
The number of iterations for parallel IPLS and sequential IPLS is set to j = 5.
The Adam optimizer is initialized with a step size of α = 0.1 and a maximum
of 100 iterations for convergence. The parameters used for the battery model
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are summarized in Table 1. The parameter values in these experiments were
selected based on representative values commonly reported in the literature [48].
Although they are not exact replications, these values lie within a realistic and
justifiable range suitable for validating the algorithmic performance.

Table 1: Battery model parameters and initial conditions.

Parameter Values
C1 10F
R1 0.001Ω
C2 100F
R2 0.1Ω
η 0.98
R0 0.02225Ω
CN 2Ah
∆t 1 s

In the simulation scenario, the open-circuit voltage Uoc as a function of the
SOC is set as:

Uoc(sk) = 3.21 + 3.59 · s1k − 13.36 · s2k + 23.86 · s3k − 18.09 · s4k + 4.89 · s5k (38)

Parameters Initialization: The initial ground truth state is set to x0 =[
0 0 1.0

]T
. The mean and covariance at timestep 0, as well as the noise

covariances, are defined for all methods as follows.

x̄0 =
[
0 0 1.0

]T
, R = 0.01, (39)

P0 = diag
[
10−2, 10−2, 10−2

]
, Q = diag

[
10−7, 10−7, 10−7

]
(40)

Specifically, for the parallel IPLS, the initial linearization point for k ∈
{0, . . . , N} is set as follows:

x̄k =
[
0 0 0.5

]T
, Pk = diag [1, 1, 1] (41)

The initial values of the model parameters are:

θ0 = [R1, R2, C1, C2, R0] (42)

where

R1 = 0.01Ω, R2 = 1.0Ω, C1 = 1.0F, C2 = 70.0F, R0 = 0.01Ω.
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4.2. Incremental Current Test

The battery incremental current test is conducted in segments, where each
segment consists of a prolonged 1A discharging current phase followed by an
idle period. This sequence is repeated for a total of 70,000 timesteps. The
ground truth UL is sampled from the modeled process. The resulting estimated
parameters are presented in Table 2.

Table 2: Estimated Parameters from Different Methods with True Parameter Values

R1 (Ω) R2 (Ω) C1 (F) C2 (F) R0 (Ω)
True Parameters 0.001 0.1 10.0 100.0 0.01
Par IPLS-Adam 0.0362 0.0362 7.8383 74.4047 0.0362
Seq IPLS-Adam 0.0362 0.0362 7.7908 77.3265 0.0362
Seq UKF-Adam 0.0362 0.0362 7.7729 74.4228 0.0362

We compare the parameter estimation and SOC estimation results obtained
using different methods alongside the measured voltage and reference SOC. Fig-
ure 6 illustrates the voltage and SOC comparisons along with the corresponding
RMSE values under the incremental current test. It is important to note that
in Figure 6(b), the SOC estimate from Seq UKF-Adam occasionally exceeds
the physically valid range of 0 to 1. This is because the UKF does not impose
constraints to restrict the estimate within the interval [0, 1], which can result
in such occurrences.
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Figure 6: Voltage and SOC estimation results under the incremental current test.

The RMSE values across all time steps for parameter estimation and SOC
estimation, along with the execution times for the incremental current test using
different methods, are summarized in Table 3.

Table 3: Execution Time (CPU and GPU, in seconds) and RMSE for Different Methods

Execution Time (GPU) Execution Time (CPU) RMSE Voltage RMSE SOC
Par IPLS-Adam 55.5 170.3 1.2731 1.0153
Seq IPLS-Adam 5005.7 1889.9 1.2710 0.9985
Seq UKF-Adam 765.2 247.0 1.2731 2.3590

From the simulation results, we observe that each method provides similar
parameter estimation results with very small RMSE errors when compared to
the real observations. Although the estimates slightly deviate from the true
parameters, they effectively recover and fit the terminal voltage.

On the other hand, in SOC estimation, the smoother demonstrates better
accuracy than the UKF, as it has a smaller initial error. Additionally, when
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comparing the execution time on the GPU and CPU, the parallel method ben-
efits from the GPU speedup, whereas the sequential method runs slower on the
GPU. Although the parallel method is slower on the CPU, it is still faster than
the sequential method. The potential reason for this is that parallel coding still
benefits from the JAX implementation, even when executed on the CPU.

5. Experimental Results

In this section, we evaluate the accuracy of the proposed algorithm using
experimental data provided by the Center for Advanced Life Cycle Engineering
(CALCE) at the University of Maryland [49]. The dataset includes test results
from a Samsung INR 18650-20R lithium-ion battery cell with a nominal capacity
of 2 Ah, evaluated at a temperature of 25°C and 45°C.

The key parameters and specifications of the battery are presented in Table
4.

Table 4: Key parameters and specifications of the battery.

Parameter Value
Model INR 18650-20R
Cell Chemistry LiNiMnCo/Graphite
Nominal Capacity 2000 mAh
Minimum Voltage 2.5 V
Maximum Voltage 4.2 V
Peak Discharge Current 22 A (at 25°C)
Weight 45.0 g

We conducted both the Dynamic Stress Test (DST) and Beijing Dynamic
Stress Test (BJDST) starting from an initial SOC of 80% [49], as described in
Sections 5.2 and 5.3, at ambient temperatures of 25°C and 45°C.

Parameters Initialization: The mean and covariance at timestep 0 are
defined for all methods as follows:

x̄0 =
[
0 0 0.8

]T
, R = 0.01, P0 = diag

[
10−2, 10−2, 10−2

]
(43)

Specifically, for the parallel IPLS, the initial linearization point for k ∈
{0, . . . , N} is set as follows:

x̄k =
[
0 0 0.5

]T
, Pk = diag [1, 1, 1] (44)

The initial guesses for the model parameters are:

θ0 = [R1, R2, C1, C2, R0] (45)
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where

R1 = 0.01Ω, R2 = 1.0Ω, C1 = 1.0F, C2 = 50.0F, R0 = 0.01Ω.

Additionally, the Adam optimizer is configured with a learning rate of α =
0.01 and a maximum of 200 iterations for convergence.

5.1. Incremental Current OCV Test

The incremental current test dataset [49] spans multiple SOC intervals.
Starting from a 100% SOC, the battery was discharged in steps of 10% SOC,
with a rest period included in each interval. During these rest periods, the
voltage was recorded as the OCV corresponding to each 10% SOC step. These
OCV values were used to model the OCV-SOC relationship with a 4th-order
polynomial fit. The fitted equations under different ambient temperatures are:

a) Ambient Temperature 25°C:

Uoc(sk) = 3.26− 2.50 · s1k − 7.13 · s2k + 9.56 · s3k − 3.99 · s4k (46)

b) Ambient Temperature 45°C:

Uoc(sk) = 3.281 + 2.403 · s1k − 6.792 · s2k + 9.082 · s3k − 3.798 · s4k (47)

5.2. Parameter Estimation under Dynamic Stress Test

To assess the computational acceleration achieved through GPU execution
of the parallel algorithm, we perform DST experiments at ambient temperatures
of 25°C and 45°C.

a) Ambient Temperature 25°C: We conducted a DST over 10,000 timesteps,
following the procedure described in [49], where we set Q = 10−8I3. The esti-
mated parameters obtained from the test are presented in Table 5.

Table 5: Estimated Parameters from Different Methods at 25°C

R1 (Ω) R2 (Ω) C1 (F) C2 (F) R0 (Ω)
Par IPLS-Adam 0.0297 0.0304 1.0001 50.9960 0.0297
Seq IPLS-Adam 0.0024 0.0053 1.0000 50.9614 0.0765
Seq UKF-Adam 0.0287 0.0251 1.0002 50.9084 0.0287

We compare the parameter estimation and SOC estimation results obtained
using different methods alongside the measured voltage and reference SOC. Fig-
ure 7 illustrates the voltage and SOC comparisons along with the correspond-
ing RMSE values under the DST. In Figure 7(a), which presents the simulated
voltage results, all methods exhibit very similar performance. In contrast, Fig-
ure 7(b) shows that the parallel IPLS achieves the best SOC estimation results,
benefiting from the posterior linearization. Both parallel and sequential IPLS
methods yield almost identical RMSE curves for SOC estimation, as they are
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based on the same underlying inference principle, with the sequential version
producing a slightly higher RMSE.
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Figure 7: Voltage and SOC estimation results under the DST at 25°C.

b) Ambient Temperature 45°C: We conducted the DST at an ambient tem-
perature of 45°C over 10,000 timesteps, following the same procedure as in the
25°C case. The process noise covariance was set to Q = 10−10I3. The estimated
parameters obtained from this test are presented in Table 6.

Table 6: Estimated Parameters from Different Methods at 45°C

R1 (Ω) R2 (Ω) C1 (F) C2 (F) R0 (Ω)
Par IPLS-Adam 0.0319 0.0241 1.0000 50.8339 0.0319
Seq IPLS-Adam 0.0032 0.0034 1.0000 50.8828 0.0764
Seq UKF-Adam 0.0346 0.0167 0.9998 50.7996 0.0346

We evaluate the parameter and SOC estimation accuracy by comparing sim-
ulated voltage and SOC outputs from different methods against the measured
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data. The results under the DST at 45°C are illustrated in Figure 8, along
with corresponding RMSE values. In Figure 8(a), the simulated voltage traces
from all methods are closely aligned, indicating similar voltage simulated per-
formance. However, Figure 8(b) highlights a clearer distinction in SOC estima-
tion, where the parallel IPLS method demonstrates superior accuracy, largely
due to the benefits of posterior linearization. Notably, the SOC RMSE curves
of both IPLS variants are very close, with the sequential approach showing only
a marginal increase.
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Figure 8: Voltage and SOC estimation results under the DST.

Table 7 summarizes the execution times (on both CPU and GPU) and RMSE
values for voltage and SOC estimation under the DST at 25°C and 45°C using
different methods.
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Table 7: Execution Time (CPU and GPU, in seconds) and RMSE for Different Methods at
25°C and 45°C (DST)

Method Temperature GPU (s) CPU (s) RMSE Voltage RMSE SOC

Par IPLS-Adam
25°C 44.7 125.3 1.5435 0.5365
45°C 46.2 129.0 1.0933 0.1018

Seq IPLS-Adam
25°C 4135.3 559.9 1.5592 1.3496
45°C 4280.1 571.3 1.2072 0.3429

Seq UKF-Adam
25°C 700.4 96.8 1.4347 1.2090
45°C 718.9 100.1 1.1204 0.3460

From the results, we observe that the parallel algorithm benefits from the
GPU speedup and achieves the lowest RMSE for SOC across all timesteps.
Additionally, both the sequential and parallel IPLS algorithms exhibit similar
SOC estimation curves, which maintain a more stable RMSE at each timestep
compared to the UKF.

5.3. Parameter Estimation under Beijing Dynamic Stress Test

To evaluate the acceleration achieved by GPU computing for the parallel
algorithm, we conduct experiments on the BJDST at ambient temperatures of
25°C and 45°C.

a) Ambient Temperature 25°C: We perform the BJDST over 10,000 timesteps,
following the setup described in [49], with the process noise covariance set to
Q = 10−9I3. The estimated parameters for each method are summarized in
Table 8.

Table 8: Estimated Parameters from Different Methods at 25°C

R1 (Ω) R2 (Ω) C1 (F) C2 (F) R0 (Ω)
Par IPLS-Adam 0.0297 0.0304 1.0001 50.9960 0.0297
Seq IPLS-Adam 0.0024 0.0053 1.0000 50.9614 0.0765
Seq UKF-Adam 0.0287 0.0251 1.0002 50.9084 0.0287

We compare the parameter estimation and SOC estimation results obtained
using different methods alongside the measured voltage and reference SOC. Fig-
ure 9 illustrates the voltage and SOC comparisons along with the corresponding
RMSE values under the BJDST. For Figure 9(a), all methods again demonstrate
similar simulation voltage results. In Figure 9(b), the parallel and sequential
IPLS methods also achieve nearly identical SOC estimation results, both con-
sistently outperforming the UKF. Notably, the UKF exhibits a more varying
estimation curve, whereas the IPLS methods maintain stable estimation perfor-
mance.
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Figure 9: Voltage and SOC estimation results under the BJDST at 25°C.

b) Ambient Temperature 45°C: In this experiment, we follow the same pro-
cedure using the BJDST data at an ambient temperature of 45°C. The process
noise covariance is set to Q = 10−8I3. The corresponding estimated parameters
are also reported in Table 9.

Table 9: Estimated Parameters from Different Methods at 45°C

R1 (Ω) R2 (Ω) C1 (F) C2 (F) R0 (Ω)
Par IPLS-Adam 0.0291 0.0334 0.99998 50.7959 0.0291
Seq IPLS-Adam 0.0010 0.0181 1.0000 50.8354 0.0712
Seq UKF-Adam 0.0265 0.0328 1.0000 50.7686 0.0265

We evaluate the parameter and SOC estimation performance of different
methods by comparing their simulated voltage and SOC outputs against the
measured signals. Figure 10 presents these comparisons along with the corre-
sponding RMSE values under the BJDST. In subplot (a), the simulated voltage
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trajectories closely match the measurements across all methods, indicating com-
parable voltage estimation accuracy. In subplot (b), both parallel and sequential
IPLS approaches produce highly consistent SOC estimates, outperforming the
UKF. The UKF method, in contrast, shows greater variability in its SOC tra-
jectory, reflecting less stable estimation performance.
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Figure 10: Voltage and SOC estimation results under the BJDST at 45°C.

Table 10 summarizes the RMSE values for parameter and SOC estimation,
along with execution times, for the BJDST at 25°C and 45°C using different
methods.
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Table 10: Execution Time (CPU and GPU, in seconds) and RMSE for Different Methods at
25°C and 45°C

Method Temperature GPU (s) CPU (s) RMSE Voltage RMSE SOC

Par IPLS-Adam
25°C 46.6 124.1 1.0560 0.0845
45°C 48.2 127.6 1.0744 0.2962

Seq IPLS-Adam
25°C 4133.6 550.8 1.0909 0.0714
45°C 4290.2 563.4 1.1004 0.3111

Seq UKF-Adam
25°C 705.3 101.9 1.0970 0.3312
45°C 722.7 105.6 1.1543 0.5971

The results show that the parallel algorithm benefits from GPU speedup.
Furthermore, both the sequential and parallel IPLS algorithms produce similar
SOC estimation curves, which exhibit a more stable RMSE at each timestep
compared to the UKF.

5.4. Runtime Comparison on CPU and GPU

We perform an average runtime comparison of both sequential and parallel
algorithms on CPU and GPU, with ten repetitions for each algorithm. The
input data size varies from 100 to 106. The results are presented in Figure 11,
where the algorithms are categorized into two groups: fast algorithms (runtime
< 100 seconds) and slow algorithms (runtime ≥ 100 seconds).

The results indicate that the sequential algorithm executes slower on the
GPU compared to the CPU. Conversely, the parallel algorithm shows significant
performance improvements on the GPU, achieving much faster runtimes relative
to the CPU. Additionally, the sequential algorithm demonstrates linear time
scaling with input size, while the parallel algorithm exhibits logarithmic scaling.

For the fast algorithms, the GPU-based parallel IPLS shows rapid runtime
increases up to an input size of approximately 2× 105, after which the runtime
stabilizes. In contrast, the CPU-based sequential UKF maintains a linear growth
trend, and for input sizes around 7×105, the GPU-based parallel IPLS achieves
lower runtime than the CPU-based sequential UKF.
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Figure 11: Average computation times of sequential and parallel algorithms on CPU and GPU
for varying input sizes. Fast algorithms (runtime < 100 seconds) are shown on the left, and
slow algorithms (runtime ≥ 100 seconds) are shown on the right.

6. Conclusions

In this paper, we developed a parallel algorithm to estimate battery parame-
ters and the SOC based on the parallel iterated posterior linearisation smoother
(IPLS). By leveraging the posterior linearisation framework, we addressed the
challenges of parameter identification and SOC estimation in the context of
full-batch data.

The proposed method combines the IPLS framework with gradient descent
optimization, specifically the Adam optimizer, to maximize the marginal likeli-
hood of the model parameters. This approach allows us to compute the marginal
likelihood in parallel by reconstructing it from predictive densities obtained dur-
ing parallel filtering. Importantly, the parallel algorithm achieves O(logN) span
complexity, where N is the length of time series, significantly improving com-
putational efficiency compared to sequential algorithms in long time series.

The computational efficiency of the proposed algorithm is demonstrated via
simulations and experimental results run on a GPU. As an outlook, future work
will explore applying the parallel estimation framework and GPU computing to
SOC estimation using more advanced battery models, including time-varying
parameters. Another line of future work is the integration of the algorithm in
energy storage systems, which will be eased by the decreasing costs of GPUs.
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