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Abstract

This paper introduces the Beta-Gaussian Multi-Domain Model (BG-MDM),
an unsupervised multi-domain approach for accurate, label-free state-of-charge
(SOC) estimation in lithium-ion batteries. BG-MDM models the SOC using a
beta distribution to capture its natural boundedness, while representing other
battery state variables as Gaussians, both during learning and estimation. A key
innovation is the Neural-Parameterized Equivalent Circuit Model (NP-ECM),
which dynamically predicts ECM parameters via neural networks to capture
nonlinear battery behavior. For online inference, the Beta-Gaussian Iterated
Posterior Linearization Filter (BG-IPLF) is used. BG-MDM also incorporates
a shared-layer architecture for learning domain-invariant features and enabling
efficient transfer learning. Experimental results demonstrate that BG-MDM
outperforms baseline models across diverse domains. Its ability to adapt to new
domains with significantly fewer training samples, along with an ablation study
confirming each submodule’s contribution, highlights its data efficiency and ro-
bustness. BG-MDM offers a unified solution for multi-domain SOC estimation
in label-scarce environments.

Keywords: State-of-charge (SOC), multi-domain model, unsupervised
learning, beta-Gaussian iterated posterior linearization filter.

1. Introduction

With the ongoing development of the automobile industry, electric vehicles
(EVs) have become a central focus within the new energy sector and are now
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widely adopted in the public domain [1]. Lithium-ion batteries (LIBs) are com-
monly used in EVs due to their high energy density, lightweight characteristics,
and rapid charging capabilities [2]. As a result, the growing application of LIBs
has led to an increasing demand for advanced battery management systems
(BMS), which are essential for ensuring the safe, stable, and efficient opera-
tion of battery packs, while also helping to mitigate potential safety risks [3].
Among the key functions of a BMS, the estimation of the state-of-charge (SOC)
is particularly important. SOC is defined as the ratio of the remaining charge
to the nominal capacity of the battery and serves as a critical indicator for
decision-making processes in monitoring and protecting battery health [4].

SOC estimation methods are broadly categorized into two main approaches:
model-based approaches [5] and data-driven methods [6]. Model-based ap-
proaches, due to their physical interpretability, typically rely on Equivalent
Circuit Models (ECMs) [7] integrated into state-space formulations. Then,
Bayesian inference is applied for SOC estimation [8]. In contrast, data-driven
methods employ machine learning models, for instance deep learning algorithms,
to directly map battery measurements to SOC values [6].

Model-based and data-driven approaches differ in training requirements and
model complexity. Model-based methods allow unsupervised parameter learning
through Maximum Likelihood Estimation (MLE) [8] but usually have limited
ability to capture complex nonlinearities [9]. Data-driven models can learn rich
nonlinear mappings [10], yet typically require extensive ground-truth SOC la-
bels, limiting use in label-scarce settings. Both approaches struggle to generalize
across domains like varying temperatures and battery types [11–15].

To address this challenge, recent work has explored Unsupervised Domain
Adaptation (UDA) [16, 17], a form of transfer learning in which a model is
adapted from a "source" domain to a "target" domain. Although UDA is labeled
as unsupervised, it still relies on a labeled source domain during training, while
only the target data remain unlabeled. This dependence on a labeled source
domain means that existing UDA methods do not resolve the difficulty posed
by label-scarce environments. This reveals a research gap: there is currently no
approach that is truly unsupervised across all domains and capable of learning
without any labeled source data.

To fill this gap, this paper explores combining model-based unsupervised
learning with data-driven representations to enable label-free SOC estimation in
a unified framework that can generalize across temperatures and battery types.
To address this challenge, we propose the Beta-Gaussian Multi-Domain Model
(BG-MDM), as illustrated in Figure 1. BG-MDM integrates neural networks
into a multi-domain modeling framework for unsupervised learning.

To achieve this, we first introduce neural networks into the state-space model
through the Neural-Parameterized Equivalent Circuit Model (NP-ECM). Unlike
traditional ECMs that rely on fixed parameters (capacitors, resistors and open-
circuit voltage) [6, 18–20], the NP-ECM uses neural networks to flexibly model
the values of these parameters depending on the SOC. This flexibility enables the
model to more effectively capture the complex, nonlinear behavior of lithium-
ion batteries under varying operating conditions. Based on this, we formulate a
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deep state-space model [21, 22], which we then use for model training and SOC
estimation.

In particular, to achieve robust generalization across diverse operational do-
mains (such as varying temperatures or battery types), we adopt the Multi-
Domain Network (MDNet) structure [23]. This structure enables multi-domain
modeling of battery components. To do this, the NP-ECM are designed with a
shared-layer architecture that learns general features common across all datasets,
alongside domain-specific layers that adapt to unique characteristics of each do-
main. During training, each domain is updated separately while shared lay-
ers are continuously refined for generalizable patterns, also facilitating efficient
transfer learning to new domains with fine-tuning.

Once the NP-ECM has been established, marginal likelihood estimation,
which is required for unsupervised learning, is achieved via a Beta-Gaussian un-
scented Kalman filter (UKF) [24, 25]. Since SOC is naturally bounded between
0 and 1, traditional Gaussian based state-space models [21, 22, 26, 27] may
produce values outside this range. To address this, the proposed model uses
a beta distribution, which is naturally bounded between 0 and 1, to represent
the SOC latent variable. The rest of the state variables in the battery model
are unbounded and continue to be modeled with Gaussian distributions. Under
this constraint, we use the UKF to compute the marginal likelihood for MLE.

For online SOC estimation on unseen data, the trained BG-MDM leverages
the Beta-Gaussian Iterated Posterior Linearization Filter (BG-IPLF) [24, 28].
The BG-IPLF performs iterated Statistical Linear Regressions (SLR) [28, 29] of
the non-linear battery dynamics inherent in the NP-ECM achieving improved
SOC estimation.
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Figure 1: Overview of the proposed BG-MDM framework. Current (I) and voltage (V ) inputs
from multiple domains are processed through a recursive state-space logic. The NP-ECM (see
Section 2) constructs the model parameters, which are utilized by the BG-IPLF (see Section
3.4) for a two-step estimation process: UKF prediction using current and an iterative update
(posterior approximation) using voltage. A feedback loop ensures the estimated SOC (orange
dashed line) is tracked relative to the ground-truth (solid blue line).

The main contributions of this paper are as follows:

1. We propose the NP-ECM, a neural-parameterized equivalent circuit model
in which the resistors, the capacitors and the open-circuit voltage are
represented by neural networks conditioned on the SOC, providing greater
flexibility and adaptability to battery behavior.

2. We propose an unsupervised Beta-Gaussian UKF learning method com-
bined with BG-IPLF inference for SOC estimation.

3. Based on contributions 1 and 2, we propose the Beta-Gaussian Multi-
Domain Model (BG-MDM), for accurate SOC estimation across diverse
battery domains within a unified framework.

4. We design a shared-layer architecture within the BG-MDM that enables
the model to learn domain-invariant features during training, thereby fa-
cilitating efficient transfer learning by leveraging the pretrained shared
layer for rapid adaptation to new battery domains with fine-tuning.

This paper is structured as follows: Section 2 presents the NP-ECM and the
formulation of the deep state-space model. Following this, Section 3 explains
the Beta-Gaussian Multi-Domain Model. In Section 4, we present a compre-
hensive experimental validation of the proposed Beta-Gaussian Multi-Domain
Model (BG-MDM). We compare its performance against LSTM and Trans-
former models in cross-domain testing, including an ablation study. Finally,
Section 5 provides the conclusions.
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2. Neural-Parameterized ECM and Deep State-Space Model

In this section, we first introduce the Neural-Parameterized Equivalent Cir-
cuit Model (NP-ECM) in Section 2.1, followed by its associated deep state-space
model in Section 2.2.

2.1. MLP-Based Lithium-Ion Battery Model
A lithium-ion battery is modeled using an equivalent circuit model [19] (Fig-

ure 2, top), which comprises an ohmic resistance R0, a first-order R1C1 network,
and a second-order R2C2 network. The open-circuit voltage Uoc serves as the
internal voltage source, while the terminal voltage UL is the measured output.

As shown in Figure 2 (bottom), the proposed Neural-Parameterized Equiv-
alent Circuit Model (NP-ECM) replaces the static physical parameters

{R0, R1, R2, C1, C2, Uoc}

with trainable multilayer perceptrons (MLPs) [30–32]. These neural networks
dynamically model the resistances, capacitances, and open-circuit voltage as
nonlinear functions of the SOC. Specifically, the NP-ECM introduces a set of
learnable parameters (the neural network weights), collectively denoted as Θ,
and defines the battery components as:

Ri,Θ(SOC) = MLPRi,ΘRi
(SOC), i = 0, 1, 2,

Cj,Θ(SOC) = MLPCj ,ΘCj
(SOC), j = 1, 2,

Uoc,Θ(SOC) = MLPUoc,ΘUoc
(SOC).

(1)

where MLPRi,ΘRi
(·), MLPCj ,ΘCj

(·), and MLPUoc,ΘUoc
(·) represent multilayer

perceptron networks, each parameterized by their respective network parameters
ΘRi

, ΘCj
, and ΘUoc

.
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Figure 2: The physical 2RC model (top) and the NP-ECM (bottom), illustrating the neural
parameterization from physics-based to neural modeling. In the NP-ECM, the parameters R,
C, and Uoc are replaced by their learned counterparts Ri,Θ, Cj,Θ, and Uoc,Θ, which take the
SOC as input and are each modeled by a multi-layer perceptron (MLP).

2.2. Deep State-space Model
We adopt a discrete-time state-space model with the proposed NP-ECM

battery model as a deep state-space model [21, 22] to represent the battery
dynamics for both learning the parameters Θ and performing SOC estimation.

The state vector xk and control input uk−1 are defined as follows [33]:

xk =

U1,k

U2,k

sk

 , uk−1 = iL,k−1. (2)

Here, U1,k and U2,k represent the voltages across the neural-parameterized
R1,NNC1,NN and R2,NNC2,NN branches, respectively. The term sk denotes the
SOC at time step k, and iL,k−1 is the applied load current at the previous time
step.

Given this setup, the deep state-space model is structured as:{
xk = f(xk−1,Θ) + wk,

yk = h(xk,Θ) + vk,
(3)
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where xk ∈ Rnx is the system state, yk ∈ R is the terminal voltage measurement,
and wk and vk are zero-mean, mutually independent white noise terms with
covariance Qk and variance Rk, respectively.

The state transition function f(·) and the measurement function h(·) are
defined as [34]:

f(xk−1,Θ) = Ak−1(Θ, sk−1)xk−1 +Bk−1(Θ, sk−1)uk−1,

h(xk,Θ) = Uoc(Θ, sk)− ukR0(Θ, sk) +
[
0 −1 −1

]
xk.

(4)

The system matrices Ak−1(Θ, sk−1) and Bk−1(Θ, sk−1) are [19]:

α1(sk−1) = exp

(
− ∆t

R1,Θ(sk−1)C1,Θ(sk−1)

)
,

α2(sk−1) = exp

(
− ∆t

R2,Θ(sk−1)C2,Θ(sk−1)

)
,

Ak−1(Θ, sk−1) =

α1(sk−1) 0 0
0 α2(sk−1) 0
0 0 1

 ,

Bk−1(Θ, sk−1) =

R1,Θ(sk−1)
(
1− α1(sk−1)

)
R2,Θ(sk−1)

(
1− α2(sk−1)

)
−η ∆t

CN


(5)

where ∆t is the sampling interval, CN is the nominal capacity of the battery,
and η denotes the Coulombic efficiency.

The objective is to learn the parameters of the neural network in the NP-
ECM model and to estimate the SOC based on the deep state-space model in
(3) using Bayesian inference. We consider using a multi-domain approach for
optimal learning and accurate SOC estimation across across different operating
conditions. In the next section, we proceed to explain this approach.

3. Beta-Gaussian Multi-Domain Model

We consider scenarios involving multiple domains, indexed by d, where
d ∈ {1, . . . , D}, and D denotes the total number of domains. Each domain
corresponds to SOC estimation problem with a different data source, charac-
terized by varying operating conditions such as ambient temperature or battery
type [23]. In each domain d, we observe a sequence of measurements

y
(d)

1:N(d) =
(
y
(d)
1 , . . . , y

(d)

N(d)

)
,

where each observation is a terminal voltage y
(d)
k ∈ R, N (d) is the length of the

sequence of measurements for domain d, and the current iL,k is also known in
domain d. These sequences are partitioned at the sequence level into training
and test sets, denoted Dtrain and Dtest. A key objective during evaluation on
Dtest is to estimate the latent state x

(d)
k ∈ X (d), which includes the SOC at each

time step k for each sequence.
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The remainder of this section is organized as follows. Section 3.1 intro-
duces the multi-domain modeling of battery components. Section 3.2 provides
an overview of the enabling approximation for Gaussian inference, state es-
timation and learning. Building on this foundation, Section 3.3 presents the
Beta-Gaussian UKF learning method, while Section 3.4 describes the Beta-
Gaussian IPLF estimation technique. Together, these components form the
Beta-Gaussian multi-domain model.

3.1. Multi-Domain Modeling of Battery Components
We detail the structural design of each battery component in the NP-ECM

model for the multi-domain learning setting. Specifically, as illustrated in Fig-
ure 3, we adopt a hierarchical feature fusion approach for components such as
the resistance R0,Θ. For a given domain d, the parameter is defined through a
sequential transformation:

R
(d)
0,Θ(SOC) = MLP

R0,Θ
(d)
R0

(h), where h = MLPR0,Θshared
R0

(SOC), (6)

where:

• MLPR0,Θshared
R0

is the shared neural network across all domains that ex-
tracts domain-invariant features h, capturing universal battery character-
istics.

• MLP
R0,Θ

(d)
R0

is the domain-specific adaptation head for domain d that re-

fines the shared features h into the final physical parameter to capture
unique operating conditions.

Shared Layer

Domain 1

Domain 2

Domain D

Update

%!|!+"
(%) ℎ!|!+"

(%) %!|!
(%)

Domain-Specific Layer

+(%)
Domain d 

Likelihood

.,,-
(%)

Shared Layer

Prediction
Beta-Gaussian 

projection
Posterior 

Approximation
Beta-Gaussian 

projectionKLD

Observation Model

Extracted Features (ℎ)

Conditional Adaptation

Figure 3: Illustration of the general hierarchical architecture for R
(d)
0,Θ. The SOC input is first

processed by shared layers to extract domain-invariant features (h). These features are then
sequentially processed by the domain-specific adaptation head to produce the final physical
parameters for each unique temperature or battery domain.

Following the same structure for all components Ri, Cj , and Uoc, we group
the parameters as:

Θshared =
{
Θshared

Ri
,Θshared

Cj
,Θshared

Uoc

}
, Θ(d) =

{
Θ

(d)
Ri

,Θ
(d)
Cj

,Θ
(d)
Uoc

}
, (7)
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for i = 0, 1, 2 and j = 1, 2. The total parameter set is then:

Θ =
{
Θshared,Θ

(1), . . . ,Θ(D)
}
. (8)

3.2. Enabling Approximation, State Estimation, and Learning
The deep nonlinear state-space model introduced in Equation (3) can be

written in terms of its transition and observation densities for each domain d as
follows:

p(xk | xk−1,Θshared,Θ
(d)) = N (xk; f(xk−1,Θshared,Θ

(d)), Qk),

p(yk | xk,Θshared,Θ
(d)) = N (yk;h(xk,Θshared,Θ

(d)), Rk),
(9)

Enabling Approximation: Since the transition and observation models
in Equation (9) are nonlinear, the resulting filtering density and marginal log-
likelihood are intractable. Therefore, we approximate these models as linear and
Gaussian to enable Gaussian filtering and marginal log-likelihood estimation.
That is, the enabling approximation is [35]

f(xk,Θshared,Θ
(d)) ≈ F

(d)
k xk + a

(d)
k + e

(d)
k ,

h(xk,Θshared,Θ
(d)) ≈ H

(d)
k xk + b

(d)
k + g

(d)
k

(10)

where F
(d)
k ∈ Rnx×nx , a(d)k ∈ Rnx , H(d)

k ∈ Rnz×nx , b(d)k ∈ Rnz , e(d)k ∈ Rnx , and
g
(d)
k ∈ Rnz . The noise terms e

(d)
k and g

(d)
k are zero-mean independent Gaussian

variables with covariance matrices Λ
(d)
k and Ω

(d)
k , respectively.

State Estimation: Once we perform approximation in (10), state estima-
tion for each domain d proceeds via Kalman filtering, consisting of recursive
prediction and update steps [8]. It should be noted that the accuracy of fil-
tering and marginal log-likelihood estimation will only depend on how the pa-
rameters of the enabling approximation (10) are chosen. Different choices lead
to different filters, for instance, the Extended Kalman Filter (EKF) [8], the
Unscented Kalman Filter (UKF) [25], and the Iterated Posterior Linearisation
Filter (IPLF) [28].

Prediction Step:

x̄
(d)
k|k−1 = F

(d)
k−1x̄

(d)
k−1|k−1 + a

(d)
k−1,

P
(d)
k|k−1 = F

(d)
k−1P

(d)
k−1|k−1F

(d)⊤
k−1 +Qk−1 + Λ

(d)
k .

(11)

Update Step:

x̄
(d)
k|k = x̄

(d)
k|k−1 + P

(d)
k|k−1H

(d)⊤
k

(
S
(d)
k

)−1 (
y
(d)
k − ȳ

(d)
k|k−1

)
,

P
(d)
k|k = P

(d)
k|k−1 − P

(d)
k|k−1H

(d)⊤
k

(
S
(d)
k

)−1

H
(d)
k P

(d)
k|k−1,

(12)
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where the predicted observation ȳ
(d)
k|k−1 and its covariance matrix S

(d)
k are are

defined as:
ȳ
(d)
k|k−1 = H

(d)
k x̄

(d)
k|k−1 + b

(d)
k ,

S
(d)
k = H

(d)
k P

(d)
k|k−1H

(d)⊤
k +Ω

(d)
k +Rk.

(13)

Learning Mechanism: We estimate the model parameters for domain
d, denoted by Θshared and Θ(d), by maximizing the marginal likelihood of the
observations [8]:

(Θ̄shared, Θ̄
(d))∗ = argmax

Θshared,Θ(d)

p(y
(d)

1:N(d) | Θshared,Θ
(d)) (14)

This marginal likelihood factorizes sequentially over time steps and can be
computed recursively while performing the filtering recursion [8]:

p(y
(d)

1:N(d) | Θshared,Θ
(d)) =

N(d)∏
k=1

p(y
(d)
k | y(d)1:k−1,Θshared,Θ

(d)) (15)

Taking logarithms yields the total log-likelihood, with each term given by
[36]:

log p(y
(d)
k | y(d)1:k−1,Θshared,Θ

(d)) = −1

2
(δy

(d)
k )⊤(S

(d)
k )−1δy

(d)
k − 1

2
log |2πS(d)

k |,
(16)

where δy
(d)
k = y

(d)
k − ȳ

(d)
k|k−1 is the prediction measurement error.

We then define the domain-specific loss function L(d) as the negative log-
likelihood summed over all time steps:

L(d)(Θshared,Θ
(d)) = −

N(d)∑
k=1

log p(y
(d)
k | y(d)1:k−1,Θshared,Θ

(d)) (17)

To jointly train across all domains d = 1, . . . , D, the total loss to be mini-
mized is:

L(Θ) =

D∑
d=1

L(d)(Θshared,Θ
(d)), (18)

This loss function enables simultaneous learning of shared and domain-specific
parameters.

Transfer Learning: The shared parameters Θshared are learned across all
D domains by minimizing Equation (18), capturing domain-invariant features.
Consequently, these shared layers can be leveraged for transfer learning [23], as
illustrated in Figure 4. By fine-tuning the pretrained shared parameters on a
new target domain, the model can efficiently adapt to new tasks.
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Figure 4: Illustration of transfer learning enabled by shared layers. The shared layers capture
generalizable features reusable across domains, facilitating adaptation to new domain tasks.

3.3. Beta-Gaussian UKF Learning
A key limitation of deep state-space models [21, 22] is that their Gaussian

latent state aassumption is not the best choice to model the SOC, since the
SOC is bounded in the interval [0, 1]. This motivates the use of a beta-Gaussian
representation [24] for both bounded and unbounded component of the state
vector.

Inspired by this approach, we adopt a beta-Gaussian filter for unsupervised
learning, using (18). To incorporate the boundedness of the SOC, we apply a
beta-Gaussian projection after obtaining the Gaussian posterior. This projec-
tion maps the Gaussian variable into the beta-Gaussian space, as illustrated in
Figure 5.

In the remainder of this section, we first introduce the beta-Gaussian joint
distribution, followed by the explanation of the beta-Gaussian projection and
finally present the complete algorithm utilizing the UKF.
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Gaussian Latent Variable

Beta-distributed Latent Variable

Solution: Beta-Gaussian Projection

Figure 5: Illustration of the beta-Gaussian projection process from a Gaussian prior to
bounded variable suitable for SOC.

Beta-Gaussian Distribution: We define a joint Beta-Gaussian distribu-
tion over the latent state x(d), which is partitioned into two subsets as x(d) =[
x
(d)
β x

(d)
N

]T
, where x(d)

β ∈ [0, 1] represents the bounded SOC variable (modeled

using Beta distributions), and x
(d)
N represents the unbounded variables U1, U2

(modeled using Gaussian distributions).
This distribution is characterised by a mean vector x̄(d) and a covariance

matrix P (d)

x̄(d) =

[
x̄
(d)
β

x̄
(d)
N

]
, P (d) =

[
P

(d)
β P

(d)
βN

(P
(d)
βN )T P

(d)
N

]
(19)

where x̄
(d)
β and P

(d)
β are the mean and scalar variance for the beta part, x̄(d)

N

and P
(d)
N ∈ R2×2 are the mean vector and covariance matrix for the Gaussian

12



part, and P
(d)
βN ∈ R1×2 is the cross-covariance matrix.

The joint beta-Gaussian density p(x(d)) = p(x
(d)
β , x

(d)
N ) is then given by the

product of the marginal beta density and the conditional Gaussian density [24]:

p(x
(d)
β , x

(d)
N ) = p(x

(d)
β )p(x

(d)
N | x(d)

β ) (20)

where

p(x
(d)
β ) = B(x

(d)
β ;α(d), β(d))

p(x
(d)
N | x(d)

β ) = N (x
(d)
N ; x̄

(d)
N + (P

(d)
βN )T (P

(d)
β )−1(x

(d)
β − x̄

(d)
β ), P

(d)
N|β)

(21)

Here, B(x
(d)
β ;α(d), β(d)) denotes the Beta distribution with parameters α(d) and

β(d), which characterize the mean x̄
(d)
β and covariance matrix P

(d)
β in Equa-

tion (19) [36]. The conditional Gaussian density p(x
(d)
N | x(d)

β ) has a covariance
matrix

P
(d)
N|β = P

(d)
N − (P

(d)
βN )T (P

(d)
β )−1P

(d)
βN (22)

Beta-Gaussian Projection: Consider the Gaussian posterior approxima-
tion q(x

(d)
k ) ∼ N (µ

(d)
k ,Σ

(d)
k ). To align this with the desired beta-Gaussian struc-

ture of the state (as defined in Equation (20)), we use the beta-Gaussian pro-
jection in Lemma 1.

Lemma 1 (Projection onto Joint Beta-Gaussian Form). Let q(x) ∼ N (µ,Σ) be
the Gaussian posterior over the latent state, with initial mean and covariance:

µ =

[
µ1

µ2

]
, Σ =

[
Σ11 Σ12

ΣT
12 Σ22

]
. (23)

To ensure boundedness in the SOC component (i.e., values in the interval
[0, 1]), we apply a Beta-Gaussian projection resulting in the mean and covariance
matrix [24]:

µ⋆ =

[
µ⋆
1

µ⋆
2

]
, Σ⋆ =

[
Σ⋆

11 Σ⋆
12

(Σ⋆
12)

T Σ⋆
22

]
, (24)

where the projected first component (SOC) mean and variance are [24]:

µ⋆
1 =


ϵ, if µ1 < 0,

µ1, if 0 ≤ µ1 ≤ 1,

1− ϵ, if µ1 > 1,

(25)

Σ⋆
11 =

{
Σ11, if Σ11 < µ⋆

1(1− µ⋆
1),

µ⋆
1(1− µ⋆

1)− ϵ, if Σ11 ≥ µ⋆
1(1− µ⋆

1),
(26)
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where ϵ is a small positive parameter, and the remaining updated parameters are
computed as:

µ⋆
2 = µ2 +ΣT

12Σ
−1
11 (µ1 − µ⋆

1), (27)

Σ⋆
12 = Σ⋆

11Σ
−1
11 Σ12, (28)

Σ⋆
22 = Σ22 − ΣT

12Σ
−1
11 (Σ11 − Σ⋆

11)Σ
−1
11 Σ12. (29)

This closed-form projection ensures that the distribution conforms to the joint
beta-Gaussian form.

Beta-Gaussian UKF Learning: We use the UKF, which selects the lin-
earization parameters in Equation (10) through Statistical Linear Regression
(SLR), with respect to the predicted distribution.

Definition 1. Given the nonlinear function h(x), statistical linear regression
(SLR) [28, 29] selects the parameters (H, b,Ω), see Equation (10), as follows.
Parameters H and b are chosen by minimizing the mean squared error.

(H+, b+) = argmin
H,b

E
[
∥h(x)−Hx− b∥2

]
. (30)

The residual covariance Ω is,

Ω+ = E
[
(h(x)−Hx− b) (h(x)−Hx− b)

⊤
]
. (31)

Closed-form solutions for H+, b+,Ω+ are [37]:

H+ = C[x, h(x)]⊤P−1,

b+ = E[h(x)]−H+x̄,

Ω+ = C[h(x)]−H+P (H+)⊤,

(32)

where C[·] represents the cross-covariance and covariance.

Specifically, the required moments are approximated by drawing sigma points [25].
The complete algorithm, incorporating the Beta-Gaussian projection is pre-
sented in Algorithm 1.
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Algorithm 1 Beta-Gaussian UKF Learning

1: Input: Training datasets {D(d)
train}Dd=1.

2: Output: Model parameters Θ = {Θshared,Θ
(d)}Dd=1.

3: Initialize: State mean x̄
(d)
0 and covariance P

(d)
0 for each domain d.

4: for epoch = 1 to E do
5: for each domain d = 1 to D do
6: Initialize loss:
7: L(d) ← 0
8: for k = 1 to N (d) do
9: Linearization (Prediction):

10: Use UKF sigma points [25],
11: and SLR on the dynamic model (Eq. (3)) to obtain Eq. (10).
12: Prediction Step:
13: Use Eq. (11) to compute (x̄

(d)
k|k−1, P

(d)
k|k−1).

14: Projection (Prior):
15: (x̄

(d)
k|k−1, P

(d)
k|k−1)→ Proj(x̄(d)⋆

k|k−1, P
(d)⋆
k|k−1).

16: Linearization (Update):
17: Use UKF sigma points [25] and SLR
18: on the measurement model (Eq. (3)) to obtain Eq. (10).
19: Update Step:
20: Use Eqs. (12) and (17) to compute
21: (x̄

(d)
k|k, P

(d)
k|k ,L

(d)).
22: Projection (Posterior):
23: (x̄

(d)
k|k, P

(d)
k|k )→ Proj(x̄(d)⋆

k|k , P
(d)⋆
k|k ).

24: end for
25: Gradient Step:
26: Θ(d) ← Θ(d) − α∇Θ(d)L(d) , Θshared ← Θshared − α∇ΘsharedL(d).
27: end for
28: end for

3.4. Beta-Gaussian IPLF Estimation
Once the parameters Θ are trained, we compute the posterior distribution of

the state for each domain in the test dataset Dtest via Bayesian filtering. This
approach employs consistent probabilistic propagation: the beta-Gaussian joint
distribution used during training is preserved during inference, ensuring that
estimates generalize effectively to unseen data. In this section, we focus on the
update step. To simplify the notation, we omit the time step index k and the
domain index d for the remainder of the section.

The idea of optimal linearization is to incorporate the information contained
in the measurements by conditioning on h(·) when selecting the linearization
parameters in the SLR [28]. This results in a posterior linearization that better
captures the nonlinear effects and improves estimation accuracy.

Iterative Posterior Linearization: Direct posterior linearization is in-
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tractable because it requires knowledge of the posterior to approximate the
posterior. This motivates an iterative approach to approximate the posterior
[28]:

1. Initialize the SLR parameters using the prior distribution p(x).
2. Compute the approximate posterior q(x | y).
3. Recompute the parameters (H, b,Ω) using the updated posterior q(x | y).
4. Repeat steps 2 and 3 until convergence.

Stopping Criterion: Convergence is determined using the Kullback-Leibler
divergence (KLD) [38] between successive beta-Gaussian joint distributions.
The KLD between two beta-Gaussian joint distributions pi and pj is given by
[24, Equation (36)].

This iterative posterior linearization process, utilizing the KLD as a stopping
criterion, forms the update step of the beta-Gaussian iterated posterior lineari-
sation filter (BG-IPLF) [24]. The full algorithm is presented in Algorithm 2.

Algorithm 2 Update Step of the beta-Gaussian IPLF

1: Input: Prior moments x̄1, P 1

2: Output: Posterior moments x̄i, P i

3: Initialize iteration index: i← 1
4: repeat
5: Using Definition 1 to linearize the observation model:
6: (Hi, bi,Ωi)← SLR(h(·), x̄i, P i)
7: Update the posterior approximation using the linearized model:
8: Compute x̄i+1 and P i+1 using Equation (12) with Hi, bi,Ωi

9: Project the updated moments to the beta-Gaussian form:
10: (x̄i+1, P i+1)← Proj(x̄i+1, P i+1)
11: i← i+ 1
12: until convergence based on the KLD

Similarly, in the prediction step, we apply SLR to the transition model and
use Equation (11) to perform the prediction [8]. It is worth noting that we use
the UKF instead of the BG-IPLF during learning to ensure more stable gradient
descent.

4. Experimental Results

To evaluate the proposed BG-MDM under real-world operating conditions,
we conduct experiments using several lithium-ion batteries and compare its per-
formance against commonly used data-driven methods [39], including LSTM,
Transformer. In addition to these learning based baselines, we also include tra-
ditional state estimation filters [8], namely the Extended Kalman Filter (EKF)
and the Unscented Kalman Filter (UKF). Both filters are implemented using a
standard second order Thevenin equivalent circuit model [24]. This enables a
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direct comparison between the proposed method, classical model based filters,
and modern neural network approaches.

The batteries used in the experiments include the Samsung INR 18650-
20R and A123 (from [40]), the LG 18650HG2 [41], and the Panasonic 18650PF
[42]. Each dataset includes varying temperatures and highly dynamic driving
conditions. Across the evaluated drive cycles, the batteries experience aggressive
current fluctuations, with transient peaks in some profiles reaching discharge
rates from approximately 1C to over 4C. This allows the model’s adaptability
and robustness to be assessed under realistic high-rate operating conditions.

The key parameters and specifications of the batteries used in this experi-
mental are summarized in Table 1.

Table 1: Battery specifications

Model Chemistry Type Capacity
INR 18650-20R LiNiMnCo/Graphite NMC 2000 mAh
A123 LiFePO4 LFP 1100 mAh
Panasonic 18650PF LiNiCoAlO2 NCA 2900 mAh
LG 18650HG2 LiNiMnCoO2 NMC 3000 mAh

To thoroughly evaluate the proposed algorithm, we conduct four distinct
experiments, each focusing on a different aspect of its performance.

In Section 4.2, we conduct a cross-temperature domain SOC estimation test
using the A123 battery under multiple temperature conditions to assess robust-
ness across thermal variations.

Section 4.3 presents the cross-battery domain test, where we evaluate the
algorithm on three different batteries: A123, LG 18650HG2, and Panasonic
18650PF, to examine its ability to generalize across chemistries.

Section 4.4 investigates the model’s generalization capability to unseen tem-
perature conditions, specifically testing its ability to interpolate dynamics at
intermediate temperatures not encountered during training.

In Section 4.5, we perform a fine-tuning study that explores the use of shared
layers. Specifically, we compare models using pre-trained shared layers and re-
trained domain-specific layers against models trained from scratch in low-data
regimes.

Section 4.6 presents an ablation study to evaluate the individual contribu-
tions of each component in the proposed algorithm.

Section 4.8 presents an evaluation of the physical interpretability of the esti-
mated parameter ranges for resistance and capacitance, as well as a comparison
between the estimated open-circuit voltage (Uoc) and the ground-truth Uoc.

Finally, Section 4.7 analyzes the computational complexity and real-time fea-
sibility of the proposed model, benchmarking its inference latency and resource
requirements against baseline methods.
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4.1. Implementation Details
Baseline Methods and Data Preparation: For performance compar-

ison, these baselines are evaluated consistently across the cross-temperature
experiments (Section 4.2), the cross-domain experiments (Section 4.3), and the
unseen-temperature generalization study (Section 4.4). Section 4.7 further an-
alyzes the computational complexity and real-time feasibility of the proposed
model.

To ensure a fair comparison, the hyperparameters of the baseline LSTM and
Transformer models were optimized using a systematic random search proce-
dure [43]. The architectural templates of the two models are summarized in
Table 2, where layer sizes are expressed as tunable hyperparameters. The corre-
sponding search spaces for all hyperparameters used during Random Search are
provided in Table 3. The optimal configuration for each data-driven baseline
was selected based on the minimum validation loss, using a dedicated Dtrain for
hyperparameter tuning.

All data-driven baselines (LSTM and Transformer) take current, voltage,
and temperature arranged in a sliding-window format, and are trained to predict
the SOC. Input features are normalized using MinMaxScaler [44]. For the EKF,
UKF, and the proposed BG-MDM, the models operate on full-batch sequential
current and voltage measurements and are trained to infer the states of the ECM
or NP-ECM. All models are trained for 200 epochs using the Adam optimizer
[45].
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Table 2: Architectures of the LSTM and Transformer baseline models. The Transformer
Encoder Block repeats Nenc times.

Model Layer / Block Activation / Notes

LSTM

Input layer -
LSTM layer [h1] Hidden units = h1

Dropout layer (p) Dropout rate = p
LSTM layer [h2] Hidden units = h2

Dropout layer (p) Dropout rate = p
Dense layer [ddense] ReLU
Output layer [1] Linear

Transformer

Input layer -
Dense projection [dmodel] Linear
Positional Encoding Sinusoidal

Encoder Block (Repeated Nenc times):
LayerNormalization -
MultiHeadAttention (H heads) Key dim = dmodel/H
Dropout (p) -
Residual Connection Add
LayerNormalization -
Dense [dff] ReLU
Dense [dmodel] Linear
Dropout (p) -
Residual Connection Add

GlobalAveragePooling1D -
Dense layer [ddense] ReLU
Dropout (p) -
Output layer [1] Linear
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Table 3: Random Search hyperparameter spaces for the LSTM and Transformer baselines.

Model Hyperparameter Search Space

LSTM

h1 (LSTM Layer 1 units) [32, 64, 128, 256]
h2 (LSTM Layer 2 units) [16, 32, 64, 128]
ddense (Dense units) [8, 16, 32, 64]
p (Dropout rate) [0.1, 0.2, 0.3, 0.4]
Learning rate [1× 10−4, 5× 10−4, 1× 10−3, 5× 10−3]
Batch size [128, 256, 512, 1024]

Transformer

dmodel [32, 64, 128]
H (attention heads) [2, 4, 8]
Nenc (encoder layers) [1, 2, 3, 4]
dff (Feedforward dim) [64, 128, 256]
ddense (Dense units) [16, 32, 64]
p (Dropout rate) [0.1, 0.2, 0.3, 0.4]
Learning rate [1× 10−4, 5× 10−4, 1× 10−3, 5× 10−3]
Batch size [128, 256, 512, 1024]

Experimental Conditions and Initialization: In all experiments, the
training datasets correspond to battery operation beginning from fully charged
conditions. During inference, the EKF, UKF, and the proposed BG-MDM are
initialized using an uninformative prior for the SOC. Specifically, the initial SOC
distribution is taken as a uniform density on the interval [0, 1], which has mean
0.5 and variance 1/12 [46].

Accordingly, the initial state mean is set to

x0 = [0, 0, 0.5]T ,

where the first two components (voltage states) are initialized to zero following
standard ECM practice [24]. The initial covariance is specified as a diagonal
matrix,

P0 = diag
[
0.01, 0.01, 1/12

]
,

Performance Evaluation: To quantitatively evaluate the performance of
the proposed model and the baselines, we adopt the widely used indices: Root
Mean Square Error (RMSE), Mean Absolute Error (MAE), and the coefficient
of determination (R2) [47]. These are computed as follows [14]:

RMSE =

√
1

N

∑N
k=1(s̄k − sk)2

MAE =
1

N

∑N
k=1 |s̄k − sk|

R2 = 1−
∑N

k=1(s̄k − sk)
2∑N

k=1(sk − s̄)2

(33)

where s̄ is the mean of the true SOC values.
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Proposed Model Configuration: Parameters for the NP-ECM are de-
tailed in Table 4. The hidden layers within the MLPs are organized into an
initial shared block followed by domain-specific layers for each NP-ECM com-
ponent. To ensure physical plausibility, the parameters representing resistances
(Ri,NN, R0,NN) and capacitances (Cj,NN) are constrained to be strictly non-
negative by employing the Softplus activation function for their respective out-
put layers. The open-circuit voltage component (Uoc,NN) uses a Tanh activation
function, suitable for modeling its characteristic curve.

Table 4: MLP architectures for NP-ECM components. Hidden layers are split into shared
and domain-specific parts. Each list [·] shows the number of neurons per layer. The output
activation function is also listed.

Component Hidden Layers Activation Function
Shared Layers Domain-Specific Layers

Ri,NN (i = 1, 2) [1] [1] Softplus
Cj,NN (j = 1, 2) [1] [1] Softplus
R0,NN [8] [1] Softplus
Uoc,NN [16, 8, 8] [4, 4, 1] Tanh

4.2. Cross Temperature Domain Test
In the cross-temperature domain test, we use the A123 battery dataset [40].

The training set Dtrain includes FUDS at −10◦C, US06 at 10◦C, and DST at
50◦C, each containing 5000 timesteps. The test set Dtest consists of US06 at
−10◦C, DST at 10◦C, and FUDS at 50◦C, each with 4500 timesteps. The sample
time for all datasets is 1 second.

Figure 6 shows the SOC estimation results for the A123 battery under
the test. The proposed BG-MDM outperforms both the LSTM and Trans-
former models. Even when starting with an uninformative prior state, the BG-
MDM converges quickly and produces smooth estimates, whereas the LSTM
and Transformer models exhibit higher uncertainty and less stable predictions.
In contrast, the EKF and UKF perform worse in this case, highlighting that tra-
ditional model-based approaches struggle to handle this multi-domain scenario
effectively.
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(a) SOC estimation under -10°C DST conditions.
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(b) SOC estimation under 50°C FUDS conditions.
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(c) SOC estimation under -10°C US06 conditions.

Figure 6: Comparison of SOC estimation performance under various drive cycles and temper-
atures using the A123 battery dataset.

Table 5 summarizes the SOC estimation performance comparison of five
methods, LSTM, Transformer, EKF, UKF, and the BG-MDM, across three
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different test conditions using the A123 battery dataset. The BG-MDM consis-
tently achieves the lowest MAE and RMSE values and the highest R2 scores,
demonstrating superior accuracy in SOC prediction under varying temperature
and drive cycle conditions.

Table 5: SOC estimation performance (%) comparison on the A123 battery dataset under dif-
ferent test conditions. The LSTM and Transformer baselines use optimized hyperparameters,
and EKF/UKF are added for comparison.

Condition Method RMSE (%) MAE (%) R2 (%) ↑

US06 (−10◦C)

LSTM 9.82 9.09 66.56
Transformer 5.96 5.06 87.69
EKF 31.49 30.86 -244.03
UKF 33.40 32.62 -287.07
BG-MDM 3.28 2.88 96.18

DST (10◦C)

LSTM 5.88 4.83 86.95
Transformer 8.49 6.91 72.82
EKF 6.21 5.03 85.47
UKF 6.17 5.55 85.65
BG-MDM 1.00 0.39 99.61

FUDS (50◦C)

LSTM 7.21 5.60 79.04
Transformer 5.17 3.76 89.22
EKF 40.31 39.91 -555.33
UKF 14.98 13.97 9.50
BG-MDM 1.06 0.32 99.54

Average (All)

LSTM 7.64 6.51 77.52
Transformer 6.54 5.24 83.24
EKF 26.00 25.27 -237.96
UKF 18.18 17.38 -63.97
BG-MDM 1.78 1.20 98.44

4.3. Cross Battery Domain Test
In the cross-battery domain test, we use datasets from three different batter-

ies: Panasonic 18650PF [42], LG 18650HG2 [41], and A123 [40]. The training
set Dtrain includes LA92 at −20◦C (Panasonic), HWFET at 0◦C (LG), and DST
at 50◦C (A123), each containing 5000 timesteps. The test set Dtest consists of
NN at −20◦C (Panasonic), UDDS at 0◦C (LG), and US06 at 50◦C (A123), each
with 4500 timesteps. The sample time for all datasets is 1 second. It should be
noted that the NN cycle at −20◦C (Panasonic) is a composite mixed-condition
drive cycle combining urban (UDDS, LA92) and high-speed (US06, HWFET)
segments [42], providing a realistic scenario with both congestion-like and high-
speed driving conditions.

Figure 7 shows the SOC estimation trajectories under different test condi-
tions for the Panasonic, LG, and A123 batteries. The BG-MDM closely tracks
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the ground truth across all three scenarios, outperforming the other models and
demonstrating stable, accurate estimations regardless of battery chemistry or
temperature. This visually reinforces its strong generalization capability.
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(a) SOC estimation under -20°C NN conditions (Panasonic 18650PF).
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(b) SOC estimation under 0°C UDDS conditions (LG 18650HG2).
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(c) SOC estimation under 50°C US06 conditions (A123).

Figure 7: Comparison of SOC estimation performance under various drive cycles and temper-
atures across Panasonic, LG, and A123 batteries.

Table 6 quantifies these observations, presenting SOC prediction perfor-
mance in terms of RMSE, MAE, and R2. While both LSTM and Transformer
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achieve moderate accuracy on Panasonic and LG batteries, their errors escalate
drastically for the A123 battery, with the Transformer even showing a negative
R2 score. The BG-MDM consistently yields the best performance across all
cases, achieving significantly lower RMSE and MAE and maintaining high R2

values. These numerical results confirm the robustness of the proposed model
and its superior ability to generalize across diverse battery chemistries and op-
erational conditions.

Table 6: SOC prediction performance (%) comparison across different batteries and test condi-
tions. The LSTM and Transformer baselines use optimized hyperparameters, and EKF/UKF
are added for comparison.

Battery Condition Method RMSE (%) ↓ MAE (%) ↓ R2 (%) ↑

Panasonic
18650PF NN (−20◦C)

LSTM 4.32 3.42 94.08
Transformer 5.26 4.08 91.21
EKF 34.94 33.07 -288.09
UKF 32.42 30.06 -234.31
BG-MDM 2.99 2.56 97.13

LG
18650HG2 UDDS (0◦C)

LSTM 2.43 2.05 86.77
Transformer 3.24 2.15 76.41
EKF 29.05 28.27 -1793.43
UKF 17.19 15.84 -563.30
BG-MDM 1.67 1.18 93.55

A123 US06 (50◦C)

LSTM 12.04 10.56 49.67
Transformer 6.86 5.98 83.66
EKF 41.48 40.70 -497.33
UKF 45.03 44.17 -604.23
BG-MDM 3.82 2.71 94.92

Average All Conditions

LSTM 6.26 5.34 76.84
Transformer 5.12 4.07 83.76
EKF 35.16 34.01 -859.62
UKF 31.55 30.02 -467.28
BG-MDM 2.83 2.15 95.20

4.4. Generalization to Unseen Temperature Conditions
To address the challenge of thermal generalization and verify that the model

is not simply memorizing specific operating domains, we conducted a rigorous
interpolation test on unseen temperature points.

In this experiment, the models were trained strictly on data from extreme
and boundary temperatures (10◦C and 50◦C) but evaluated on intermediate
temperatures (20◦C and 40◦C) that were never seen during training.

• Training Domain (Dtrain): Consists of US06 at 10◦C and DST at 50◦C.

• Test Domain (Dtest): Consists of FUDS at 20◦C (unseen) and US06 at
40◦C (unseen).

Figure 8 shows the SOC estimation trajectories at the unseen temperatures.
The proposed BG-MDM maintains strong accuracy across both test conditions.
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(a) SOC estimation under the unseen 20◦C FUDS condition.
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(b) SOC estimation under the unseen 40◦C US06 condition.

Figure 8: Comparison of SOC estimation performance under unseen temperature conditions
(20◦C and 40◦C). Models were trained only on 10◦C and 50◦C data.

As shown in Table 7, the baseline models struggle significantly. The EKF
performs reasonably well at 20◦C (RMSE 7.43%) likely due to its proximity
to the 10◦C training point, but fails catastrophically at 40◦C (RMSE 47.69%)
where the parameter mismatch is greater. Similarly, the UKF fails in both con-
ditions. The data-driven baselines (LSTM and Transformer) also exhibit high
errors and low R2 scores, indicating they overfitted to the specific dynamics of
the training domains and could not capture the intermediate thermal behavior.

In contrast, the BG-MDM maintains high accuracy, achieving an RMSE
of 4.09% at 20◦C and 3.83% at 40◦C, with R2 values consistently above 93%.
This indicates that the shared-layer architecture and the NP-ECM successfully
learned the underlying relationship between temperature and battery dynamics,
allowing the model to interpolate effective parameters for temperatures it has
never encountered.
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Table 7: Performance on unseen temperature points. Models were trained on 10◦C and 50◦C
data only and tested on unseen 20◦C and 40◦C conditions.

Condition Method RMSE (%) MAE (%) R2 (%) ↑

FUDS (20◦C)

LSTM 10.75 7.98 55.07
Transformer 15.54 13.40 6.12
EKF 7.43 7.15 78.54
UKF 45.82 37.29 -716.06
BG-MDM 4.09 2.69 93.51

US06 (40◦C)

LSTM 13.57 10.66 37.60
Transformer 20.16 17.76 -37.64
EKF 47.69 44.19 -670.74
UKF 19.18 16.37 -24.62
BG-MDM 3.83 2.53 95.02

Average

LSTM 12.16 9.32 46.34
Transformer 17.85 15.58 -15.76
EKF 27.56 25.67 -296.10
UKF 32.50 26.83 -370.34
BG-MDM 3.96 2.61 94.27

4.5. Fine-Tuned Study
This study examines the impact of shared layers on learning features that

generalize across domains, specifically in a challenging cross-chemistry migration
task. We begin by pretraining a complete model on the Samsung INR 18650-
20R dataset [40], which, as shown in Table 1, is a LiNiMnCo/Graphite (NMC)
battery. The operating conditions used for pretraining are:

• FUDS at 25 °C

• DST at 25 °C

• DST at 45 °C

Following pretraining, we transfer the model to a fundamentally different
chemistry. We extract the shared layers from the pretrained model and fine-tune
them on a new, previously unseen domain from the A123 dataset [40], which
Table 1 identifies as a LiFePO4 (LFP) battery. This migration from a nickel-
based (NMC) chemistry to a phosphate-based (LFP) chemistry is inherently
challenging, as these battery types have markedly different voltage profiles, dy-
namic responses, and electrochemical behaviours [48]. Thus, this scenario serves
as a rigorous test of the model’s ability to learn domain-invariant features. The
fine-tuning and evaluation setup is as follows:

• Fine-tuning domain (Dtrain): DST at 20 °C (A123)
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• Evaluation domain (Dtest): FUDS at 20 °C (A123)

To assess the benefit of pretraining, we also train a baseline model from
scratch using only the fine-tuning data (Dtrain), and evaluate it on the same
test domain (Dtest).

This experiment focuses on SOC estimation performance in low-data regimes.
The training domain contains 7000 timesteps, but to simulate data scarcity,
models are trained using only 6%, 8%, and 10% of this data. The training
process is kept consistent across all cases, with 50 epochs and a learning rate of
0.2.

Figure 9 illustrates the training loss curves for each data ratio. The results
show that the pretrained model achieves both a lower initial loss and a lower
final loss compared to the baseline, highlighting the effectiveness of fine-tuned
learning in scenarios with limited training data.

0 8 16 24 32 40 48
Epoch

0

50

100

150

200

250

Tr
ai

ni
ng

 L
os

s (
K)

6% Data - Training Convergence
Non-Pretrained
Pretrained (Fine-tuned)

0 8 16 24 32 40 48
Epoch

0

60

120

180

240

300

Tr
ai

ni
ng

 L
os

s (
K)

8% Data - Training Convergence
Non-Pretrained
Pretrained (Fine-tuned)

0 8 16 24 32 40 48
Epoch

0

80

160

240

320

400

Tr
ai

ni
ng

 L
os

s (
K)

10% Data - Training Convergence
Non-Pretrained
Pretrained (Fine-tuned)

48 50
0.30

0.15

48 50

0.4

0.2

48 50
0.50

0.25

Figure 9: Training loss curves for 6%, 8%, and 10% training data ratios (from top to bottom).

Evaluation is conducted on the full 7000 timesteps of the test domain (Dtest),
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corresponding to the FUDS cycle at 20 °C. As shown in Figure 10, increasing the
amount of training data improves the test-time SOC estimation performance
for both the baseline and fine-tuned models. However, at every data ratio,
the fine-tuned model consistently outperforms the model trained from scratch,
highlighting the benefit of leveraging pretrained shared representations in data-
constrained scenarios.
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(a) SOC estimation test using 6% of the training data.
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(b) SOC estimation test using 8% of the training data.
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(c) SOC estimation test using 10% of the training data.

Figure 10: Comparison of SOC estimation test performance under limited training data con-
ditions. At each data fraction, the fine-tuned model achieves lower errors compared to the
model trained from scratch.

As shown in Table 8, pretrained models consistently achieve lower RMSE
and MAE, along with higher R2 scores, across all training data regimes. The
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performance gap is especially pronounced under severe data scarcity (6% and
8%), highlighting the benefit of pretraining for improved generalization in low-
data settings.

Table 8: SOC estimation performance comparison between pretrained and non-pretrained
models on the test dataset under different training data regimes.

Condition RMSE (%) ↓ MAE (%) ↓ R2 (%) ↑
Pretrained Non-Pretrained Pretrained Non-Pretrained Pretrained Non-Pretrained

6% Train 7.39 29.06 6.01 25.81 90.87 -41.16
8% Train 4.27 22.45 3.27 20.41 96.95 15.74
10% Train 2.95 5.17 0.61 3.77 98.54 95.54

4.6. Ablation Study
To evaluate the contribution of each component in the proposed algorithm,

we conduct an ablation study by systematically removing individual modules:
the NP-ECM, the shared layer, the Beta-Gaussian unsupervised learning (BG-
USL), and the BG-IPLF, as well as comparing with the baseline LSTM and
Transformer models. The study uses the A123 battery dataset [40].

The training dataset Dtrain includes:

• FUDS at −10◦C,

• US06 at 10◦C,

• DST at 50◦C,

each comprising 5000 timesteps.
The test dataset Dtest consists of DST at −10◦C with 4500 timesteps.
Figure 11 summarizes the performance of various model configurations. The

results clearly show that the complete proposed method delivers the highest
SOC estimation accuracy.

0 1000 2000 3000 4000 5000
Time Steps

0.00

0.25

0.50

0.75

1.00

1.25

1.50

1.75

SO
C

True SOC
Proposed Method
w/o BG-USL
w/o Shared Layer
w/o BG-IPLF
w/o NP-ECM
LSTM
Transformer

0 1000 2000 3000 4000 5000
Time Steps

0.0

0.2

0.4

0.6

0.8

1.0

RM
SE

Proposed Method
w/o BG-USL
w/o Shared Layer
w/o BG-IPLF
w/o NP-ECM
LSTM
Transformer

Figure 11: Ablation study visualization on the DST −10◦C test condition.
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Table 9 details the ablation study of our proposed method and its comparison
against LSTM and Transformer baselines. The complete proposed model (with
all modules enabled) achieves the lowest RMSE (0.79%), lowest MAE (0.19%),
and highest R2 score (99.80%), indicating highly accurate and consistent SOC
estimation. This performance is substantially better than that of the baseline
models, with LSTM achieving an RMSE of 5.11%, MAE of 3.69%, and an R2

of 91.85%, while Transformer recorded an RMSE of 7.60%, MAE of 5.91%, and
an R2 of 81.96%.

The ablation results further highlight that each component of the proposed
method contributes significantly to the overall performance. Notably, removing
the NP-ECM or the shared layer results in a dramatic drop in performance,
reflected by large increases in error and even negative R2 values, which suggest
a poor fit.

Table 9: Ablation study results for BG-MDM and baselines on the DST −10◦C condition.

Model BG-USL BG-IPLF NP-ECM Shared Layer RMSE (%) ↓ MAE (%) ↓ R2 (%) ↑

BG-MDM

✓ ✓ ✓ ✓ 0.79 0.19 99.80
✗ ✓ ✓ ✓ 1.97 1.45 98.79
✓ ✗ ✓ ✓ 10.52 4.26 65.50
✓ ✓ ✗ ✓ 70.22 67.85 -1438.39
✓ ✓ ✓ ✗ 61.65 60.01 -1085.89

LSTM — 5.11 3.69 91.85
Transformer — 7.60 5.91 81.96

4.7. Computational Complexity and Real-Time Feasibility
We selected a CPU-based benchmarking setup to reflect practical engineering

constraints, since production automotive BMS platforms typically operate on
microcontroller units (MCUs) with strictly sequential processing architectures
[49]. All models were therefore evaluated on a CPU (Intel Xeon E5-2678 v3
@ 2.50 GHz). For each method, we measured three key metrics: model size
(number of trainable parameters), computational load (floating-point operations
per prediction step, FLOPs), and single-step inference latency.

Table 10 summarizes the results. The EKF and UKF are the most lightweight
but, as shown in previous sections, lack the ability to generalize across domains.
The data-driven baselines (LSTM and Transformer) exhibit significant computa-
tional overhead, with parameter counts exceeding 30,000 and inference latencies
over 1 ms.

In contrast, the proposed BG-MDM achieves a highly favorable trade-off.
the model requires only 420 parameters, with little memory requirement (0.02
MB).

Most critically for real-time applications, the BG-MDM achieves an inference
latency of 0.12 ms per time step. This analysis confirms that the BG-MDM is
computationally efficient and well-suited for deployment on resource-constrained
embedded platforms.

33



Table 10: Computational complexity and inference latency comparison.

Model Parameters Model Size (MB) FLOPs/Step Latency (ms)

EKF 10 <0.01 ∼12 K 0.02
UKF 10 <0.01 ∼56 K 0.04
LSTM 30,753 0.12 ∼1.5 M 1.39
Transformer 69,313 0.29 ∼7.9 M 1.15
BG-MDM 420 0.02 ∼60 K 0.12

4.8. Physical Interpretability of Estimated Parameters
To evaluate the physical significance of the NP-ECM components, we analyze

the identified parameters for the A123 battery at 50◦C trained on the DST cycle.
As shown in Figure 12, the model-estimated Uoc precisely aligns with the

ground-truth OCV-SOC curve. This confirms the framework successfully de-
couples the equilibrium potential from transient dynamics, accurately recon-
structing the LFP chemistry’s characteristic voltage plateau.
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Figure 12: Comparison between model-estimated Uoc and ground-truth OCV for A123 at
50◦C.

Furthermore, Figure. 13 illustrates the identified resistances (R0, R1, R2)
and capacitances (C1, C2). All parameters remain strictly positive and within
physically plausible ranges across the SOC. The stability of these curves, de-
spite being learned from the highly fluctuating DST current, demonstrates that
the BG-MDM successfully regularizes the network to respect electrochemical
properties.
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Figure 13: Identified physical parameters across SOC: (Left) Resistances R0, R1, R2; (Right)
Capacitances C1, C2.

5. Conclusions

In this paper, we introduced the Beta-Gaussian Multi-Domain Model (BG-
MDM), an unsupervised and unified framework for SOC estimation. By inte-
grating a Neural-Parameterized ECM (NP-ECM) with a shared-layer architec-
ture, the model effectively captures domain-invariant features to enable robust
generalization across diverse battery environments.

Experimental validation leads to the following key conclusions:

• Superior Generalization: The BG-MDM consistently outperformed
both optimized data-driven models (LSTM, Transformer) and traditional
filters (EKF, UKF). Crucially, it maintained high accuracy in rigorous
cross-temperature, cross-chemistry, and unseen-temperature tests where
traditional methods failed to generalize, confirming the value of the physics-
informed NP-ECM structure.

• Data Efficiency: The fine-tuning study demonstrated that the shared-
layer architecture enables rapid adaptation to new battery chemistries
using only a small fraction of training data, significantly outperforming
models trained from scratch.

• Engineering Feasibility: Computational benchmarking verified that
the model is lightweight and achieves ultra-low inference latency on stan-
dard CPU hardware. This confirms its suitability for real-time deployment
on resource-constrained embedded BMS platforms.

Overall, the BG-MDM provides a scalable, robust, and computationally ef-
ficient solution for SOC estimation. A direction for future work is to validate
the proposed model on automotive-grade microcontrollers (MCUs), enabling
analysis of real-time energy consumption and hardware-specific performance to
ensure compliance with the power constraints of commercial battery manage-
ment systems.
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